
Chapter 6

Information Retrieval

6.1 Objectives

In the recent years, the size of digital image collections has increased rapidly. Everyday, giga-
bytes of images and sequences are generated. This information it has to be organized so as
to allow efficient browsing, searching and retrieval. In the last years, increasing interest has
been paid to the study of image retrieval. For that purpose, two different strategies have been
used to retrieve data: one based on manual annotations and one based on visual features [60].

Even many advances have been made in the field text based retrieval, there exist major
difficulties, especially when the size of the image collection is large. One difficulty is the vast
amount of labor required to manually annotate images and a second difficulty, the subjectivity
of human perception. The perception subjectivity and annotation impreciseness may cause
unrecoverable mismatches in the later retrieval process [60]. Thus, the manual annotation
strategy has become with the emergence of large image collections an acute problem.

To overcome these difficulties, Content Based Image Retrieval (CBIR) was proposed.
Instead of manually annotating each image by text based keywords, images are indexed ac-
cording to their own visual content, such as color, texture, etc. Many techniques in this
research direction have been developed, and many systems, both research and commercial,
have been built. Since 1997, one of the activities of the MPEG group is to unify the repre-
sentation of multimedia content by proposing a standard to describe any type of multimedia
document. The standard, known as MPEG-7 (Multimedia Content Description Interface),
has challenging objectives given the broad spectrum of requirements and targeted multimedia
applications, and the broad number of audiovisual features of importance in such context.

Feature (content) extraction is the basis of content based image retrieval. Features are
based on low level visual features such as color, texture, shape, etc.) and are represented
by means of descriptors. Moreover, visual features can be extracted automatically from the
image.
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Many image retrieval systems, both commercial and research, have been built. Let us
review a few representative systems. We focus only on the visual part of the system:

• QBIC [20, 48], standing for Query By Image Content, was the first commercial content
based image retrieval system. Developed at the IBM Almaden research center, QBIC
supports queries based on example images, user constructed sketches and drawings,
etc. Extracted descriptors on either images or objects are the color histogram and
the Tamura texture representation. For the shape descriptor, the area, circularity,
eccentricity, major axis orientation and a set of moments invariants are extracted.

• Virage [60] is a content based image search engine developed at Virage Inc. Similar to
QBIC, Virage supports visual queries based on color, color layout, texture and object
boundary information. Virage goes one step further than QBIC by supporting arbi-
trary combinations of the previous four descriptors. The users can adjust manually the
weights associated to the descriptors according to their needs.

• VisualSEEk [86, 85] is a visual descriptor search engine developed at Columbia Univer-
sity. The visual descriptors used in this system are color set [60] and wavelet transform
based texture descriptor. To speed up the retrieval process, efficient indexing algorithms
have been developed. VisualSEEk supports queries based on both visual descriptors and
spatial relationships. This enables the user to submit a “sunset” query as a red-orange
color region on top and a blue or green region at the bottom as its “sketch”.

• MARS [61, 50, 60] (Multimedia Analysis and Retrieval System) is developed at the
University of Illinois at Urbana-Champaign. The main focus of MARS is not on finding
a single “best” descriptor representation for each feature, but rather on how to organize
various visual descriptors into a meaningful retrieval architecture which can dynami-
cally adapt to different applications and users. MARS proposes a relevance feedback
architecture for the retrieval process in order to adapt the query results to the users
need.

From the above review, we can see that many advances have been made in the field of
content based image retrieval. However, a long way has still to be covered before image
retrieval can be of practical use.

Segmentation is very important to image retrieval. A good segmentation to efficiently
identify objects corresponding to a given query. Moreover, if we consider a low level descriptor
such as color or shape, one of the first issues to be faced is the selection of the scale at which
the description has to be done. Since the queries done during the retrieval may deal with
very different scales, it is not pertinent to fix a priori the descriptor scale. As a result, a
representation that is able to represent the regions at different scales of resolution should
be used. Thus, the Binary Partition Tree seems to be a well suited representation for this
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purpose. In this chapter we will show that this representation can be used for content based
image retrieval.

We focus on an image retrieval system which supports low level queries based on visual
descriptors and spatial relationships, and uses relevance feedback to avoid the need of man-
ually setting the weights associated to each descriptor. Moreover, we take advantage of the
hierarchical structure of the representation to enable retrieval at different levels of resolution.
The efficient indexing of the data in the database is, however, out of the scope of this work.

The work described in this chapter has not been published up to date.

6.2 Supported Queries

Two types of queries are discussed in this chapter,

• Single region query (Sec. 6.5): the query is characterized by the fact that its associated
region of support is one connected component. Our objective in this case is to search
in the database for the target regions that visually match best the query. That is, we
want to find regions whose descriptors are similar to those of the query.

• Multiple region query (Sec. 6.6): the query is made up of several (not necessarily dis-
connected) regions. Our objective is to search in the database for a set of regions that
match best the query. In other words, we want to look for a set of regions whose asso-
ciated descriptors match those of the query, and at the same time these regions should
have a spatial relationship similar to the query.

The features the search engine uses for similarity based retrieval can be combined in a flexible
manner. In our work, similarity is obtained by means of a distance based on a weighted sum
of several feature dissimilarities. The users need can be adapted by setting properly the values
of the weights. In Sec. 6.7 a method for automatically computing such weights is presented.
Thus, the user is removed from the burden of manually setting such weights.

6.3 Tree processing strategy

Fig. 6.1 shows the scheme used in this chapter for content based region retrieval.

The database stores a set of Binary Partition Trees that are constructed off-line. Note
that in order to be able to perform content based image retrieval, region descriptors have to be
attached to the nodes of the Binary Partition Trees that have to be included in the database.
In this work each Binary Partition Tree belonging to the database is stored in an independent
file. Each file stores the tree representation and the corresponding descriptors for each node.
No particular efficient coding technique has been designed to code this data. The database
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Figure 6.1: Content based image retrieval processing strategy.

is a simple text based file that lists all filenames associated to the files of Binary Partition
Trees that should be included in the database. This rather simple strategy has been adopted
due to the fact that our purpose in this chapter is to show that the hierarchical partition tree
enables content based image retrieval. Efficient indexing techniques allowing faster searching
should be envisaged in future works.

The user defines via a graphical user interface the query object to search for (made up of
the mask and pixel values). The query object together with the weights associated to the
each of the descriptors used for the similarity assessment makes up the query.

The associated region descriptors are then obtained from the query object. The search
engine interacts with the database in order to find visually similar objects with respect to the
query. In other words, the analysis algorithm associated to the search engine should select,
among the set of nodes of the trees that are stored in the database, those whose contents are
similar to those of the query. This search procedure can be seen as a tree pruning strategy.
The pruning consists in removing the subtree associated to the selected nodes of the tree.
There are several ways of presenting the result of the pruning to the users. One possible
solution may be based on marking on the original image the region of support associated to
the subtrees that have been pruned. As a result, the user is then able to see the regions
that are visually similar to the query. In this work, an approach based on reconstructing
only each pruned subtree on pixel based representation has been taken. In the case of single
region query each resulting image contains one connected component, thus the tree processing
algorithm prunes only one subtree from a tree (single region pruning). On the other hand,
in the case of multiple region each resulting image should be composed of several connected
components, thus multiple region pruning is performed on the trees of the database. Fig. 6.2
shows an example of single region and multiple region pruning.
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Figure 6.2: Example of single and multiple region pruning (as a result from a single and
multiple region query, respectively).
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6.4 Region Descriptors

Our purpose is to visually describe the regions that compose the nodes of the tree. Region
descriptors are used for that purpose. In our work, two types of descriptors are attached to
each region: color descriptors, which deal with the region content, and geometry descriptors,
which deal with parameters such as position, size, rotation and shape of the region. We will
make use of the notation Ddesc(R) to reference the descriptor “desc” of region R.

Moreover, we may take advantage of the hierarchical structure by attaching simple de-
scriptors at each of the nodes. A node may be described by using its associated descriptors
giving us thus an approximate description of the region we are dealing with. However, if the
descriptors attached to the descendants of the subtree of a node are used, a more precise
description of the region can be obtained. This property may be used to code the description
of the tree in an efficient way.

6.4.1 Color

Color is one of the most widely used visual features in image retrieval. It is independent of
image size and orientation [60].

One of the simplest region color descriptor one may attach to the nodes of the tree is
a constant color model, for instance the mean color value in the HSV or YUV space. As
discussed previously, this color descriptor attached to a node may seem insufficient to represent
its texture or even its visual appearance in a correct way. But by taking advantage of the
hierarchical tree structure the region can be described at different scales of resolution. A
region can be described using only the color descriptor attached to the associated node giving
us thus a poor approximation of the inner content of the associated region. The maximum
level of detail is reached when a node is described using the leaf nodes of the associated
subtree. Observe that there is a relationship between the color model for a node and its
children. For instance, if the model used to represent the color is the mean value of each color
component, the model for a certain node can be computed simply by averaging the models
of its children.

In image retrieval, the color histogram descriptor is the most commonly used color de-
scriptor [60]. Statistically, it denotes the joint probability of the intensities of the three color
channels. Color histograms are a way to represent the distributions of colors in images where
each histogram bin represents a color in a suitable color space (RGB, HLS, YUV). The se-
lected color space has to be discretized and the number of times each discrete color appears
has to be counted. In our work, the YUV space is used, and the color histogram Dhisto(R) is
obtained for a fixed node by using the color descriptors attached to the leaves of its associated
subtree. Each color is quantized by dividing uniformly the YUV space into NBY , NBU and
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NBV bins. A color value of Y0, U0 and V0 is quantized as

bin{Y0, U0, V0} =
[
Y0

NBY

256

]
NBU ×NBV +

[
U0

NBU

256

]
NBV +

[
Y0

NBV

256

]
where [.] represents the integer part of the corresponding argument. Note that the number
of bins of the color histogram is NBY UV = NBY ×NBU ×NBV . In this work, we have taken
NBY = NBU = NBV = 16.

Since histograms are interpreted as a probability density function the following condition
has to be satisfiedm:

∑NBY UV −1
k=0 Dhisto(R)[k] = 1 where Dhisto(R)[k] represents the k’th bin

of the color histogram of region R.

6.4.2 Geometry

Geometry descriptors involve position, size, rotation and shape features. Descriptors of po-
sition, size and rotation are easily extracted using the Hotelling transform, also known as
Principal Component Analysis [24]. The Hotelling transformation analyzes the statistical
properties of a population of vectors.

Consider the population of vectors p = (px, py), where px, py are the coordinates of the
pixels that belong to a region R. The mean vector is defined as mp = (mpx ,mpy) = E{p},
and the covariance matrix of the population of vectors as Cp = E{(p−mp)T (p−mp)}, where
(.)T stands for vector transposition

Cp = E

(
(px −mpx)(px −mpx) (px −mpx)(py −mpy)
(px −mpx)(py −mpy) (py −mpy)(py −mpy)

)

Since Cp is real and symmetric, finding the two orthonormal eigenvalues is always possible.
Let ei and λi, i = 1, 2 be the eigenvectors and corresponding eigenvalues of Cp. The next
step is to construct the matrix A, whose rows are formed by the eigenvectors of Cp, ordered
so that the first row of A is the eigenvector corresponding to the largest eigenvalue. A is a
transformation matrix that maps the population of vectors p into vectors denoted by q by
the transformation q = A(p−mp). The population of vectors q corresponds to the rotation
and position invariant representation of the region R. Moreover, the covariance matrix of the
population of vectors q, Cq, is [24]:

Cq =

(
λ1 0
0 λ2

)

where λ1 = E{(qx − mqx)2} = E{q2x} (since mqx = 0) and λ2 = E{(qy − mqy)2} = E{q2y}
(since mqy = 0).

Within this framework, mp corresponds to the position descriptor, Dpos(R) = mp. The
matrix A has the form of a rotation matrix: it is thus straightforward to extract the angle α



144 Information Retrieval

R1

R2

R’1

d12

R’2

d’12

k

Figure 6.3: Example of scaling a set of regions by a factor of k.

that generates the matrix which corresponds to the rotation descriptor, Drot(R) = α. The size
descriptor is Dsize(R) =

√
λ1 + λ2. This is equivalent to compute the mean squared energy

of the population of vectors of q, since, λ1 and λ2 are, respectively, the standard deviation of
the population p in the direction of its principal axis and its normal.

The previous descriptors are extracted from zero, first and second order moments. These
can be extracted easily from the pixel based representation of the associated region of support.
An efficient strategy based on the outer boundary contour is presented in [92]. In a continuous
signal framework, the approach is based on transforming the double integral of the moment
definition into a closed circular integral using Green’s theorem. The strategy is then translated
to the discrete framework. Note however, that the values of the moments obtained with the
pixel based coincide with the values obtained with the corresponding contour based approach
if the region in the pixel based representation has no holes.

Moreover, Dsize(R) has an interesting property, namely Dsize(R′1) = kDsize(R1) if region
R′1 is a scaled version of R1 by a factor of k in both x and y axis (that is, R′1 has the same
outer shape than R1 but its associated areas satisfy AR′1

= k2AR1 , where AR′1
and AR1 are

the size in pixels of regions R1 and R2 respectively). This property will be used for scaling
appropriately the query in the case of multiple region query. Fig. 6.3 shows an example. The
figure depicts to regions, R1 and R2, separated by a distance of d12. If region R1 is scaled
by a factor of k (AR′1

= k2AR1), then, in order to maintain the proportions and distances
between regions properly, d12 and R2 have to be scaled by a factor of k.

Shape

The shape of the region can be described either using boundary based or region based tech-
niques. The former uses only the outer boundary of the shape whereas the latter uses the
entire region of support of the region. Representative approaches of boundary based coding
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are the chain code [24], spline approximation [65], wavelet [14] or Fourier [92] descriptors. In
the field of region based description one mostly finds approaches based on moments. In our
work, the Curvature Scale Space descriptor [41, 38, 40] has been used. This boundary based
representation has a number of important properties, namely: it captures very well charac-
teristic features of the shape, enabling similarity based retrieval; it reflects properties of the
perception of human visual system and offers good generalization; it is robust to non-rigid
motion; it is robust to partial occlusion of the shape and it is compact.

The Curvature Scale Space (CSS) descriptor is obtained from the maxima of the CSS
image. The CSS image is a multi-scale organization of the inflection points of a closed planar
curve as it is smoothed. Let us now describe how the CSS image is obtained.

Let Γ be a closed planar curve, and let u be the normalized arc length parameter on Γ:

Γ(u) = {(x(u), y(u)) |u ∈ [0, 1]}

If Γ is convolved with a 1-D Gaussian kernel function of width σ, the resulting curve, Γσ,
will be smoother than Γ. As σ increases, Γσ becomes smoother. When σ becomes sufficiently
high, Γσ will be a convex curve.

For each filtered curve Γσ, the associated curvature τ(u) is computed according to

κσ(u) =
x′σ(u)y′′σ(u)− x′′σ(u)y′σ(u)(

x′σ(u)2 + y′σ(u)2
)3/2

where x′σ(u) (resp. y′σ(u)) denotes the first derivative of the x component (resp. y) of Γσ, and
similarly x′′σ(u) (resp. y′′σ(u)) denotes its second derivative.

The zero crossings of the curvature function κσ(u), κσ(u) = 0, are then extracted for
each Γσ. The CSS image is created plotting the zero crossings in the plane (u, σ). That is,
a point is marked at the position (u0, σ0) if κσ0(u0) = 0. The horizontal axis in this image
corresponds to the location u at which the zero crossing has been found, and the vertical axis
corresponds is associated to the σ of the filter applied to the curve.

In the case of a discrete closed curve with samples γ[j] = {(x[j], y[j]) |j ∈ [1, N ]}, the
curvature is a discrete signal κ[j]. First derivative of xσ[j] can be approximated as x′σ[j] =
xσ[j + 1]− xσ[j − 1] and second derivative as x′′σ[j] = x′σ[j + 1]− x′σ[j − 1]. Similar formulas
are used for y′σ[j] and y′′σ[j].

In Fig. 6.4 an example of CSS descriptor computation is shown. The external contour of
the original image shown on top is extracted using a contour tracking algorithm. The contour
is then resampled to Nsamples = 256 points. Linear interpolation is used to find values of the
function at the resampled grid. The contour γ[j] is then recursively low-pass filtered with
the (1

4 ,
1
2 ,

1
4) kernel, which is the kernel that has been used in our work. On the bottom of

Fig. 6.4 differents versions of the curve as it smoothes are shown. The positions of the zero
crossings are depicted on each curve with a circle. Note that as the curve is smoothed with
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Figure 6.4: Example of CSS descriptor computation. On top, the original image is shown.
On bottom, smoothed versions of the original contour are depicted. The associated zero
crossings are indicated with a cross on the curve.

the low-pass filter, the number of zero crossings decreases until the curve becomes convex, in
which no zero crossings exists.

The associated CSS image is constructed from the set of zero crossings, see Fig. 6.5,
indicating the evolution of the zero crossings of the curve as it is smoothed. The horizontal
axis is associated to the position index j of the curve, whereas the vertical axis is associated to
the number of iterations of the low-pass filter applied to the curve. For instance, in Fig. 6.4
there are 14 zero crossings for the 120th iteration, 4 zero crossings for the 600th iteration
and 2 zero crossings for the 1200th filter iteration. These zero crossing are correspondingly
plotted in Fig. 6.5.

The CSS descriptor is extracted from the CSS peaks of the CSS image. Only the most
significant peaks are detected. The x-coordinate of a maximum indicates the location where
a pair of curvature zero crossings merge, and the y-coordinate of a maximum indicates the
number of iterations needed until this merge actually happens. Fig. 6.5 indicates the CSS
peaks that have been extracted. The extracted peaks are tabulated in Table 6.1 (left). Only
the peaks appearing after iteration 10 of the filtering are considered for posterior processing.

The peaks are then normalized as follows [47]: the peaks position are first normalized to
be in the interval [0, 1] and then reordered so that the highest peak is in the position 0. For
that purpose a circular rotation of the peaks positions have to be done. Note that this is
equivalent to performing a rotation normalization of the curve descriptor. The peak height
is transformed according to y′ =

(
6.0× y0.48

)
/Nsamples [47], where y is the height of the

original peak (number of passes of the binomial filter) and y′ is the transformed peak height.
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Figure 6.5: Example of CSS image for the curve in Fig. 6.4

Peak Position Peak Height
137 1350
34 1011
194 253
139 239
35 233
239 225
88 159
125 93
155 32
227 10

Norm. position Norm. height
0.000 0.745
0.597 0.648
0.226 0.333
0.011 0.324
0.601 0.320
0.398 0.315
0.808 0.267
0.953 0.206
0.070 0.123
0.351 0.070

a) Extracted CSS peaks. b) CSS peaks after normalization.

Table 6.1: Extracted Peaks of CSS image.
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All normalized peaks that are lower than 5% of the highest normalized peak are discarded.
Note that by using this threshold, little peaks, usually due to noise in the curve, are removed
from the descriptor. This makes the resulting descriptor more robust to noise. Table 6.1
(right) shows the normalized peaks that are used for the CSS descriptor. The CSS peaks are
ordered according to the peak height.

The extracted CSS peaks do not depend of shape eccentricity. By using only the CSS
peaks it is not possible to distinguish, for instance, between two convex shapes with different
eccentricity (both have no CSS peaks). Thus, in addition to the CSS peaks, it seems necessary
to use additional information to be able to differentiate between two shapes having the similar
CSS peaks but different eccentricities. A global curvature vector is used for that purpose. The
global curvature vector is made up of a floating point vector. The vector components represent
the eccentricity and circularity of the original curve, respectively. The eccentricity of the curve
can be computed directly from the PCA analysis previously described (eccentricity(R) =
∨(λ1, λ2)/∧(λ1, λ2)) whereas the circularity also is easy to extract (circularity(R) = ∂R2/AR,
where AR is the area in pixels of region R).

The CSS descriptor has been included in the MPEG-7 standard as one of the shape
descriptor. Note that the descriptor is not able to distinguish regions with holes from regions
without holes having the same external contour. The problem can be solved by representing
each of the boundary of the holes using the CSS descriptor combined with its position relative
to the over-whole region. Other solutions based on using a region based descriptor (such as
Zernike moments [47]) can also be used.

6.5 Single region query

6.5.1 Query strategy

The user has to provide the search engine with the example of the query object (mask and
pixel values) to search for. The search through the database is done by first computing the
region descriptors for the region of support of the query (see Sec. 6.4). The search algorithm
then looks for the set of regions in the tree database whose contents are similar to those of
the query. For that purpose, the algorithm performs a sequential search through all the nodes
of the trees in the database.

Let us denote with Q the query object and with T the target object against which the
query is matched. Within this framework, T is a node of the tree of the database.

6.5.2 Region similarity

This section is devoted to discuss the approach used to assess the region similarity using the
descriptors described in Sec. 6.4. We would like to mention that the term “distance” may
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appear often in this text. Our purpose is to use here the term “distance” as a synonym for
“dissimilarity” rather than a way to indicate that the assessment satisfies the necessary math-
ematical conditions to be distance. In fact, some of the proposed dissimilarity assessments in
this work do not satisfy the conditions to be a distance.

Color histogram

The color histogram is used to describe the color contents of a region. Let Dhisto(Q) and
Dhisto(T ) represent, respectively, the color histogram of the query object Q and the target
object T . Color histograms define an equivalence function on the set of all possible colors,
namely two colors are the same if they fall into the same bin. In [89] a matching strategy
based on an L1 metric, the histogram intersection, is proposed. To take into account the
similarities between similar but not identical colors, in [20] an L2 metric is proposed. The
dissimilarity between Dhisto(Q) and Dhisto(T ) is assessed as a quadratic form

Shisto(Q,T ) = (Dhisto(Q)−Dhisto(T ))W (Dhisto(Q)−Dhisto(T ))T

where W = [wij ] is a matrix and wij denotes the similarity between bins i and j. These
weights are normalized so that 0 ≤ wij ≤ 1, with wii = 1, where large wij (wij ≈ 1) denotes
high similarity between (color) bins i and j, and small wij (wij � 1) denotes dissimilarity
between bins i and j. That is, each wij in the matrix W tries to capture the perceptual
similarity between the colors represented by bins i and j.

The following matrix W provides good results for our purpose:

wij = exp

(
− 1

20
dij

)
where dij =

√
(Yi − Yj)2 + (Ui − Uj)2 + (Vi − Vj)2, and Yi, Ui, Vi (resp. Yj , Uj , Vj) represent

the color components for the bin i (resp. j). This matrix has been obtained experimentally
by seeking for a color similarity matrix satisfying the conditions defined in the previous
paragraph. Note that bell-shaped functions (such as the exponential) are well suited for our
purposes. The function takes the following values: dij = 14 (resp. dij = 46), wij ≈ 0.5 (resp.
wij ≈ 0.1).

In order to reduce the amount of memory required to store the matrix in memory, sparse
matrix storing [55] techniques are used. Moreover, only those weights wij greater than a
threshold are stored in memory.

Geometry descriptor

The dissimilarity of the size descriptor, Dsize(R), between the query Q and the target T is
assessed by evaluating

Ssize(Q,T ) =
∨

(Dsize(Q), Dsize(T ))∧
(Dsize(Q), Dsize(T ))

− 1 (6.1)
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The position descriptor distance is obtained as follows:

Spos(Q,T ) =

√√√√(Dx
pos(Q)

Sizex
f (Q)

−
Dx

pos(T )
Sizex

f (T )

)2

+

(
Dy

pos(Q)
Sizey

f (Q)
− Dy

pos(T )
Sizey

f (T )

)2

(6.2)

where Dx
pos(Q) and Dy

pos(Q) (resp. Dx
pos(T ) and Dy

pos(T )) are, respectively, the x and y com-
ponents of the position descriptor of the query (resp. target) region. Similarly, Sizex

f (Q) and
Sizey

f (Q) (resp. Sizex
f (T ) and Sizey

f (T )) represent the image width and height, respectively,
of the original images that contain the query region Q (resp. target T ) region. This approach
has been taken in order to obtain a position dissimilarity assessment independent of the image
size, however, this implies that the image size has to be attached at each tree included in the
database.

Shape

The shape of every region of the tree in the database is represented by the normalized locations
of the maxima of its associated CSS image together with a global and a prototype curvature
vector (see Sec. 6.4.2).

Let us describe now the approach used to compare two sets of maxima. The present
strategy is a slight modification of the approach presented in [39, 47]. Assume that we want
to match the CSS maxima of the query object Q, PQ, against the CSS maxima of a target
object T , PT . The main idea behind the algorithm is to match each of the peaks of the query
Q against a peak of the target T . A simple solution for this issue consists in finding, for each
peak of the query Q, a peak of the target T that can be considered to be “near” to the former
one in terms of, for instance, Euclidean distance.

Fig. 6.6 shows a rough idea of the approach used to perform the matching. On top of
Fig. 6.6, the CSS of the query and the target are shown. Both CSS are assumed to be
normalized according to Sec. 6.4. On the bottom-left corner we plot the CSS of the target
over the one of the query. The peaks of the target are matched against the ones of the
query according to Euclidean distance between the peaks if its circular distance between its
peak positions is lower than, say 0.1. On the left of Table 6.3 the established matchings and
associated cost (Euclidean distance) are indicated. For non-matched peaks the cost is defined
to be the height of the non-matched peak. A CSS distance can be then computed by adding
the contribution of the cost of each matching.

However, computing the CSS dissimilarity on the basis of only one possible rotation angle
is not pertinent. A robust distance should take into account several possible rotations. A set
of possible rotations can be extracted by considering as high peaks of a CSS all peaks that
are higher than 80% (in our work) of its highest peak. A set of CSS distances can be then
obtained by considering each of the selected high peaks and normalizing its peak position to
zero (0). In Fig. 6.6 PQ[1] (resp. PT [1] and PT [2]) are considered to be high peaks for the CSS
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Peak Peak position Peak height
PQ[1] 0.00 0.70
PQ[2] 0.75 0.50
PQ[3] 0.57 0.20
PQ[4] 0.48 0.10

Peak Peak position Peak height
PT [1] 0.00 0.78
PT [2] 0.80 0.63
PT [3] 0.50 0.19

Query peaks PQ Target peaks PT

Table 6.2: Numerical values of the CSS peaks of the query and the target for the example
of Fig. 6.6.

Peak Q Peak T Cost
PQ[1] PT [1] 0.08
PQ[2] PT [2] 0.14
PQ[3] PT [3] 0.07
PQ[4] – 0.10

Peak Q Peak T Cost
PQ[1] PT [2] 0.07
PQ[2] PT [3] 0.31
PQ[3] – 0.20
PQ[4] – 0.10

– PT [1] 0.78

a) Matched peaks for first b) Matched peaks for second
rotation normalization rotation normalization

Table 6.3: Matched peaks for the proposed rotations of Fig. 6.6.

of the query (resp. target). Two sets of maxima matchings can be obtained. On bottom-left
corner of Fig. 6.6, the CSS target has been rotated so that the peak position of PT [1] is 0,
whereas on the bottom-right corner of Fig. 6.6 the CSS has been rotated so that the peak
position of PT [2] is 0. The associated matchings are indicated in Table 6.3. In conclusion, the
proposed matching algorithm takes into account several possible rotations in order to find a
set of meaningful peak matching combinations.

Next the efficient implementation of the previous matching algorithm is discussed. Let
NPQ (resp. NPT ) denote the number of peaks associated to the CSS descriptor of the query
Q (resp. target T ) region, and PQ[i] with 1 ≤ i ≤ NPQ (resp. PT [j] with 1 ≤ j ≤ NPT ) the
i’th (resp. j’th) peak of the query (resp. target) region normalized as described in Sec. 6.4.2.
The matching algorithm is as follows:

1. Count the number NP80%
Q of peaks of Q whose height is at least 80% of the highest

peak of Q. Also, count the number NP80%
T of peaks of T whose height is at least 80%

of the highest peak of T . A list L1 is created: each item k of the list L1, L1[k], will
store a different matching combination between the peaks of Q and T . The list is
initialized by storing in each item a different pair (PQ[m], PT [n]) of CSS peaks, where
PQ[m] denotes the m’th (1 ≤ m ≤ NP80%

Q ) highest peak of Q, and PT [n] denotes the
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Figure 6.6: Example of CSS matching. Top, CSS peaks of the query and target (see
Table 6.2). Bottom, two possible rotation normalizations of the target leading to two different
matching combinations.

n’th (1 ≤ n ≤ NP80%
T ) highest peak of T . Note that the list L1 contains a total of

NP80%
Q × NP80%

T items. Moreover, each of the items k of the list stores a copy of the
maxima of T . A circular shift is applied on the peak positions of T of each item k

of the list L1 so that the x-position of its associated pair PT [n] and PQ[m] are equal.
This circular rotation is applied in order to compensate the effect of different starting
points or a change in orientation. With this strategy we will obtain a matching cost
which is rotation independent. Finally, the matching cost of each item k of the list L1

is initialized to the absolute difference between the height of PQ[n] and the height of
PT [m].

In the example of Fig. 6.6, NP80%
Q = 1 and NP80%

T = 2. As a result, the list L1 contains
two items. The first (resp. second) item of the list L1 is initialized with the pair (PQ[1],
PT [1]) with cost of 0.08 (resp. (PQ[1], PT [2]) with a cost of 0.07), see bottom of Fig. 6.6.

2. For each item k of the list L1, an additional list L2,k is constructed that will be used
to store the peaks as they are matched during the present matching algorithm. Each
list L2,k is initialized for each item L1[k] by indicating the peak associations that have
been done in the previous step.

3. Select the lowest cost item of L1, L1[kmin]. Check whether all peaks of Q and all peaks
of T have been already matched for k = kmin (for that purpose, L2,kmin

is used). In
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such case, go to step 6. Otherwise set the selected item, L1[kmin], as the current one
and continue with step 4.

4. For the current item, select then the highest CSS peak of Q in L1[kmin], PQ[h] with
1 ≤ h ≤ NQ, that has not already been matched (for that purpose the list L2,kmin

is
used). If there are no more peaks to select in Q, go to step 5. Otherwise, get the set
of peaks of T that have not been matched yet and whose peak x-position is near to the
x-position of the selected peak of Q, PQ[h]. Two peaks are considered to be near if their
circular distance is below a certain threshold (in our work 0.1). Two possibilities may
arise:

• If no peaks of T are found to be near to the selected Q peak, mark the selected
peak PQ[k] as matched (with no peak of T ) in the associated list L2,kmin

. Define
the cost of the match as the height of the selected Q peak.

• Otherwise, compute the Euclidean distance between each of the selected peaks
T and PQ[h]. Among all of them, select the peak of T , PT [g], whose associated
Euclidean with PQ[h] is lowest. Mark peaks PQ[h] and PT [g] as matched in the list
L2,kmin

. The matching cost between PQ[h] and PT [g] is defined to be the Euclidean
distance previously found.

Add the obtained matching cost to the total cost of the item list L1[kmin], and go to
step 3.

5. At this point, all of the peaks of Q have been matched. In this case, define a partial
match cost as the sum of the y-positions of the peaks of T that still haven’t been
matched. Mark the latter peaks as matched using the associated list L2,kmin

, and add
the latter partial matching cost to the total cost of the item in L1[kmin]. Then goto
step 3.

6. The matching has finished. The current item L1[kmin] indicates the peak matchings that
have been performed to obtain the lowest cost, and its associated cost the matching cost.

7. Reverse now the place of Q and T and repeat the previous steps to find the lowest cost
in this case. The final matching cost, SCSS(Q,T ), is defined to be the minimum value
between the previous two obtained matching values.

The overall shape matching cost is computed as

Sshape(Q,T ) = β

(
|EQ − ET |∨

(EQ, ET )
+
|CQ − CT |∨

(CQ, CT )

)
+ SCSS(Q,T ) (6.3)

where EQ and ET are the eccentricity of the query and target respectively, and CQ and CT

are the circularity parameters of the query and target, respectively. β is a constant, in this
work β = 1.



154 Information Retrieval

6.5.3 Overall similarity assessment between two regions

The distance between the query object Q and a target object T of a tree is computed as
the weighted sum of the similarity values of the associated descriptors. Let us denote with
D(R) = {histo, pos, size, shape} the set of descriptors used to describe a region. The distance
is computed as follows:

Ssingle(Q,T ) =
∑

i∈D(R)

ωiSi(Q,T ) (6.4)

where 0 ≤ ωi ≤ 1 and
∑

i∈D(R) ωi = 1. In Eq. 6.4, Q and T represent the query and target
region, respectively, Si(Q,T ) is the dissimilarity between query and target using descriptor
i, and ωi is the weight associated to the descriptor distance. A low value of Ssingle denotes
high similarity between Q and T , whereas a high value of Ssingle is associated to a low visual
similarity between Q and T . The basis of the linear combination in Eq. 6.4 is that the weights
indicate the relative importance of each descriptor. For example, if a user cares twice as much
about one feature (color) as he does about another feature (shape), the overall distance would
be a linear combination of the two individual distances with the weights being 2/3 and 1/3
respectively.

Furthermore, specification of weights ωi imposes a big burden, as it requires the user to
have a comprehensive knowledge of the low level feature representations used in the retrieval
system, which is not the case. The user is not capable, in most of the cases, to bridge the
gap between high level concepts and low level features. Motivated by the limitations of this
approach, recent research focus in CBIR [60, 63] has moved to an interactive mechanism
that involves a human as part of the retrieval process. In Sec. 6.7, a method for adjusting
automatically the weights according to the users feed-back is described.

Eq. 6.4 is applied to all the nodes in the tree database. An ordered list of nodes in terms of
increasing similarity value Ssingle with respect Q is obtained. Only the visually most similar
target regions included in the list are presented to the user. As previously discussed, the
results are presented to the user by reconstructing each of the subtrees to be pruned on a
pixel based representation (see Sec. 6.3.

6.5.4 Distance normalization

In order to be able to combine linearly the previous distances Si(Q,T ) into an overall distance
betweenQ and T , we have to impose that the distance values of each descriptor are of the same
dynamic range, say, from 0 to 1. Otherwise, the linear combination becomes meaningless.
One descriptor distance value may overshadow the others just because its magnitude is large.
Normalization of the descriptor distances ensures equal emphasis of each individual distance
within the overall distance in Eq. 6.4.

The normalization procedure should be applied for each distance measure Si that has
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been defined in Sec. 6.5.2. The normalization of the distance Si may be done as follows [63]:

1. For all pair of nodes Nn and Nm in the tree database, compute Si(Nn, Nm).

2. If there are M nodes in the database, there are M(M − 1)/2 possible distance val-
ues between pairs of nodes. Find the mean µi and the standard deviation σi of the
dissimilarity assessments Si(Nn, Nm).

3. When a query Q is constructed, compute the raw (unnormalized) distance between Q

and the regions in the database Si(Q,T ).

4. Normalize the raw distance as follows:

S′i(Q,T ) =
Si(Q,T )− µi

3σi
(6.5)

This normalization ensures that 99% of all the S′i(Q,T ) will be within the range of
[−1, 1]. An additional shift will guarantee that 99% of the assessments are within [0, 1]

S′′i (Q,T ) =
S′i(Q,T ) + 1

2
(6.6)

As a result, Ssingle(Q,T ) given by Eq. 6.4 is within the range [0, 1] 99% of the time. A low
value (Ssingle(Q,T ) � 1) indicates that Q and T are visually very similar, whereas a high
value (Ssingle(Q,T ) ≈ 1) is associated to a high dissimilarity between Q and T .

6.5.5 Results

A database made up of about 250 images has been constructed for testing purposes. For each
image to be included in the database, its Binary Partition Tree has been constructed. Each
tree has approximately 200 nodes. In addition, region descriptors (discussed in Sec. 6.4) have
been attached to the nodes of tree in order to enable content based region retrieval.

Some of the trees have been constructed forcing the region of support of some nodes (see
Sec. 4.3.4). This approach has been taken since the strategy presented in the previous section
only enables retrieving a fixed region if its region of support is represented as a node in the
tree. That is, if we want to retrieve a fixed region present in an image we have to make sure
that its associated region of support is represented a single node in the tree. The present
single region retrieval approach is not able to retrieve an object that is divided in two or
more regions in the tree. This problem will be addressed afterwards with the multiple region
retrieval.

Fig. 6.7 shows three query objects used for our tests. The query object is defined via is
color pixels, which is called the query image, and the region of support of the query object,
which is called the query mask. The search engine uses then these two images to compute
the associated region descriptors: color histogram, shape, size and position. As previously
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Query image #1 Query mask #1

Query image #2 Query mask #2

Query image #3 Query mask #3

Figure 6.7: Query regions for the single query region. The query region is defined via the
query image and query mask.

discussed, the search through the database is done in a sequential manner for all the trees in
the database. The dissimilarity of the nodes of each tree with respect the query are analyzed
using Eq. 6.4. The weights associated to the distances in Eq. 6.4 are set to ωi = 1/4, that is,
every descriptor receives the same importance.

Moreover, the query images have been included in the database. As a result, each query
should appear at the first positions of the initial positions for corresponding retrieved results.
It should be noted that the query does not have to appear necessarily at the first position.
This issue will be discussed afterwards.

The results of the retrieval using query #1 are ordered in Fig. 6.8 according to its dis-
tance. For each result, its associated tree and node identifier are indicated. Note that several
candidate regions may be obtained for the same tree. For instance, items #2 and #14 show
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#01 – akiyo 01 #02 – akiyo 02 #03 – akiyo 04 #04 – akiyo 03
[194] 0.015358 [197] 0.042920 [197] 0.043529 [195] 0.044795

#05 – akiyo 01 #06 – akiyo 05 #07 – akiyo 04 #08 – akiyo 05
[197] 0.046055 [197] 0.048004 [194] 0.068386 [194] 0.069542

#09 – akiyo 02 #10 – akiyo 04 #11 – akiyo 05 #12 – miss 02
[194] 0.072896 [191] 0.115963 [192] 0.119275 [198] 0.121384

#13 – miss 01 #14 – akiyo 02 #15 – akiyo 03 #16 – claire 01
[198] 0.122436 [193] 0.123764 [193] 0.124366 [198] 0.127326

#17 – miss 03 #18 – claire 12 #19 – claire 11 #20 – claire 02
[198] 0.130856 [198] 0.131975 [198] 0.132719 [198] 0.136393

Figure 6.8: Query results for query region #1 defined in Fig. 6.7. Weights have been set
so that each descriptor has the same importance. For each item of the result, its associated
region of support is depicted. Bellow its associated tree identifier, node identifier (in brackets)
and distance with respect the query is shown.
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#01 – ima 08 #02 – ima 08 #03 – ima 08 #04 – ima 08
[183] 0.002407 [172] 0.090976 [181] 0.096731 [176] 0.131378

#05 – ima 08 #06 – ima 08 #07 – ima 17 #08 – ima 08
[150] 0.147846 [161] 0.156220 [184] 0.159911 [154] 0.160528

#09 – ima 18 #10 – ima 08 #11 – ima 08 #12 – ima 20
[181] 0.163623 [146] 0.166526 [182] 0.168021 [178] 0.168260

#13 – ima 16 #14 – ima 19 #15 – ima 11 #16 – ima 11
[181] 0.168260 [183] 0.168637 [194] 0.176896 [187] 0.181004

#17 – ima 21 #18 – ima 08 #19 – ima 08 #20 – bream 200
[179] 0.182268 [126] 0.189607 [153] 0.192474 [195] 0.199136

Figure 6.9: Query results for query region #2 defined in Fig. 6.7. Weights have been set
so that each descriptor has the same importance. For each item of the result, its associated
region of support is depicted. Bellow its associated tree identifier, node identifier (in brackets)
and distance with respect the query is shown.
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#01 – ima 001 #02 – ima 003 #03 – ima 019 #04 – ima 018
[185] 0.002120 [184] 0.049541 [187] 0.054108 [184] 0.054108

#05 – ima 017 #06 – ima 016 #07 – ima 020 #08 – ima 002
[186] 0.054108 [187] 0.054108 [182] 0.054130 [184] 0.058698

#09 – ima 005 #10 – ima 004 #11 – ima 007 #12 – ima 021
[189] 0.074799 [189] 0.087654 [182] 0.102911 [184] 0.104432

#13 – ima 001 #14 – ima 007 #15 – ima 006 #16 – ima 007
[169] 0.119748 [179] 0.124723 [187] 0.129957 [181] 0.143856

#17 – ima 003 #18 – ima 007 #19 – ima 001 #20 – ima 001
[173] 0.149751 [171] 0.153710 [143] 0.153738 [155] 0.165109

Figure 6.10: Query results for query region #3 defined in Fig. 6.7. Weights have been set
so that each descriptor has the same importance. For each item of the result, its associated
region of support is depicted. Bellow its associated tree identifier, node identifier index (in
brackets) and distance with respect the query is shown.
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#01 – akiyo 01 #02 – claire 01 #03 – miss 01 #04 – claire 05
[194] 0.040365 [198] 0.053408 [198] 0.060594 [198] 0.068408

#05 – claire 11 #06 – claire 12 #07 – claire 02 #08 – akiyo 01
[198] 0.069109 [198] 0.069388 [198] 0.071222 [197] 0.071726

#09 – akiyo 02 #10 – akiyo 04 #11 – claire 03 #12 – claire 04
[197] 0.072048 [197] 0.074516 [198] 0.079974 [198] 0.082525

#13 – claire 09 #14 – claire 10 #15 – miss 02 #16 – claire 08
[198] 0.084320 [198] 0.085330 [198] 0.088479 [198] 0.091927

#17 – miss 03 #18 – news 05 #19 – claire 07 #20 – akiyo 05
[198] 0.092282 [197] 0.093189 [198] 0.093674 [197] 0.095993

Figure 6.11: Query results for query region #1 defined in Fig. 6.7. Weights have been set
as following: ωshape = 1 and ωhisto = ωsize = ωpos = 0. For each item of the result, its
associated region of support, tree identifier, node identifier (in brackets) and distance with
respect the query is shown.
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a region that corresponds to the same tree but to different node identifiers. In this particular
case, one may deduce that node 193 (item #14) is a descendant of node 197 (item #2). This
type of result is not surprising: in fact, if a node is visually similar to the query, its parent or
children node usually are also visually similar to the query.

A set of masks has been used to define the region of support of the newscaster in the
akiyo and claire images included in the database, whereas no mask has been used in the case
of miss america. As a result, the region of support of the akiyo and claire newscaster are
represented as a node in its associated tree representations and can be retrieved as such, for
instance see items #2, #3, #19 and #20. On the other hand, in the case of the miss america
we cannot make sure that the region of support of the woman is represented as a node in its
associated tree representation. In fact, the analysis of its tree representations associated to
the miss america images included in the database shows us that the regions associated to the
hair and arms of the woman are merged with the background during the creation of the tree
due to its high color similarity with respect the background. As a result, the miss america
regions can be only retrieved as shown in items #12, #13 and #17.

Moreover, the query appears at the the first position in the retrieval results. However, the
region of support of the query mask #1 and the one shown in item #1 of Fig. 6.9 are dissimilar.
This is due to the fact that the region of support of the query mask is not represented as a
node in the corresponding tree included in the database. The tree included in the database has
been constructed forcing the support of the region associated to the newscaster (by means of
a mask), whereas the query mask #1 has been defined by means of the marker & propagation
algorithm of Sec. 5.7.1 using a tree that has been constructed based on color homogeneity.
Both trees are different and the regions of support of its associated regions also are different.

Fig. 6.9 (resp. Fig. 6.10) shows the results of the retrieval using query #2 (resp. query
#3). The retrieved regions correspond to bananas (resp. oranges and apples) visually similar
to the query. As in the previous example, the search engine retrieves similar objects present
in the database by giving each of the descriptors the same importance. The search engine
is able to retrieve some relevant objects present in the database. Moreover, note that some
items in the retrieval results are associated to a descendant node of another item also present
in the retrieval result.

The results shown in Fig. 6.8 may not agree with the users need. The retrieved items
correspond to a search in which color, shape, size and position have the same importance.
However, the user may be more interested, for instance, in seeking similar objects taking into
account its shape and without taking into account its color contents, size or position. Such
retrieval can be done by setting the weight associated to the shape to a value near 1, whereas
the remaining weights are set to zero or a value near to zero. Fig. 6.11 shows the result of
the retrieval. It can be seen that the search engine has retrieved a higher number of relevant
objects.
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However, as already discussed, it has to be noted that manually setting the weights is not
always simple. In general, it is not easy to manually map the users need to numerical values
of the weights associated to the descriptors. This mapping gets harder as the number of
available descriptors increases. Moreover, we cannot assume that a user having no technical
knowledge of content based retrieval is able to manually set these weights. For that purpose
a relevance feedback approach is presented in Sec. 6.7.

6.6 Multiple region query

6.6.1 Query strategy

In Sec. 6.5, a method for searching single regions in Binary Partition Trees has been presented.
This section is devoted to the extension of the approach to multiple regions. The user provides
the search engine with the query object (masks and pixels values) to search for. Note than
in this case the query object is made up of several unconnected regions. The search engine
looks for a set of regions in the Binary Partition Trees of the database taking into account
their visual similarity and their relative positions and sizes with respect the query. That is,
we have to take into account the structural relationship between the regions to search for.
For notation purposes, let us denote with Q the query object which is made up of the query
regions Qi, Q = {Qi} with 1 ≤ i ≤ NRQ, where NRQ is the number of regions the query
object is made up of. Let us denote with T the target object which is also made up of NRQ

target regions, T = {Tj}, 1 ≤ j ≤ NRQ. For simplicity, the distance between Q and T is
assessed by assuming that Q1 is matched against T1, Q2 against T2, and so on.

The problem, discussed in this section, is how to efficiently find a set of target objects T
in the set of trees composing the database. A simple solution would consist in generating,
for each tree in the database, all possible target objects T by generating all combinations of
the nodes that composes the tree. The target objects could then be ordered according to is
similarity with respect the query. This brute force solution is computationally very expensive
and thus a suboptimal algorithm has been developed (Sec. 6.6.6).

6.6.2 Query object normalization

In order to be able to measure the structural distance between the query and target, the
query object has to be properly scaled. Fig. 6.12 shows an example of query and target
object having a similar structural relationship. Both objects are made up of three regions,
each region is represented with a node. The cross in (resp. radius of) each node is associated to
its associated position (resp. size) descriptor. Observe that both objects cannot be compared
if the query object is not scaled properly to the size of the target.

Normalization of the query object will allow us to measure the structural distance between
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Q1

Q2
Q3

T2
T3

T1

(Dpos Q )2

Dsize(Q2)

Query object Target object

matching
Structural ?

Figure 6.12: Example illustrating the need of query object normalization for comparison
purposes.

the query object Q and the target object T . The purpose of query normalization is to
scale properly Q to the scale of the target T . More formally, the purpose of the query
object normalization is to scale Dpos(Qj) and Dsize(Qj) using a target region Ti as reference.
Normalization is done by warping the query object Q over the target object T using Ti as
reference region. The normalized position and size descriptors of the query region, DN

pos(Qj)
and DN

size(Qj), are interpreted as the “ideal” position and size descriptors the target regions
should fulfill.

The approach taken in this work to perform query object normalization can be easily
explained using Fig. 6.13. On the left, the query object Q, made up of three regions, is
shown. Each region is represented with a node.

Assuming that reference region Ti is known (for instance, T2 in Fig. 6.13), the first step
in the normalization is to obtain the centroid of the normalized query object, CN

Q , by means
of the centroid of the query object Q and the position and size descriptor associated to Ti.
The centroid of the query object, CQ, is obtained as:

CQ =
1

NRQ

NRQ∑
j=1

Dpos(Qj)

The centroid of the normalized query object, CN
Q , is obtained as follows:

CN
Q = Dpos(Ti) + (CQ −Dpos(Qi))×

Dsize(Ti)
Dsize(Qi)

Note that Dsize(Ti) and Dsize(Qi) are scalar values, whereas Dpos(Ti), Dpos(Qi) and CQ are
position vectors. In the previous equation, the ratio between the size descriptors of the target
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Figure 6.13: Example of query object normalization. On the left the query object made
up of three regions is shown, Q = {Q1, Q2, Q3}. The position and size descriptors of Q1, Q2

and Q3 are warped over the target using as reference region T2.

and the query, Dsize(Ti)/Dsize(Qi), is used to scale properly the vector CQ − Dpos(Qi) to
obtain CN

Q . In our work Dsize is appropriate for scaling since its value increases with the
square root of the area as the region is scaled, see Sec.6.4. That is, if a region R2 increases
by a factor of k2 its size in pixels with respect to R1, the associated descriptor Dsize(R2)
increases by a factor of k with respect Dsize(R1).

The normalized position descriptor of region Qj , DN
pos(Qj), is obtained as follows:

DN
pos(Qj) = CN

Q + (Dpos(Qj)− CQ)× Dsize(Ti)
Dsize(Qi)

(6.7)

Note that if j = i we obtain DN
pos(Qi) = Dpos(Ti), where Ti is the reference region.

The normalized size descriptor of region Qj , DN
size(Qj), is obtained as follows:

DN
size(Qj) = Dsize(Qj)×

Dsize(Ti)
Dsize(Qi)

(6.8)

As before, if j = i, DN
size(Qi) = Dsize(Ti).

6.6.3 Structural similarity

Let us now describe the approach that has been taken to measure the structural similarity
between the query object Q and the target object T .

In Fig. 6.14 an example of query Q and T object is shown. On the left, a simplified query
made up of three regions, Q = {Q1, Q2, Q3}, is shown. Assume that region descriptors have
been attached to each region. The radius of the nodes associated to Q1, Q2 and Q3 in the
drawing of Fig. 6.14 is proportional to the associated size descriptor. Moreover, the crosses
shown in each of the regions Q1, Q2 and Q3 are associated to the position descriptor value.
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Figure 6.14: Assessment of structural similarity. The structural position error (εpos) and
structural size error (εsize) are depicted in the figure for target regions T1 and T3, respectively.

Assume that the query object Q is normalized properly using a reference region (for
instance T2 in Fig. 6.13). Assume also that the search algorithm selects target regions T1

and T3, with associated position and size descriptors, Dpos(Tj) and Dsize(Tj), as shown in
Fig. 6.14. On the right of Fig. 6.14, the regions associated to the target object are depicted
with a solid line, whereas the regions associated to the normalized query object are depicted
with a “dash-dot” line. The figure shows that two types of structural errors may appear: the
structural position error, and the structural size error. Let us describe now how the latter are
interpreted and obtained.

In Fig. 6.14, region T1 deals with the structural position error. Formally, the structural
position error associated to a region Tj is due to the fact that the normalized position de-
scriptor of region Qj , DN

pos(Qj), and the position descriptor of region Tj , Dpos(Tj), are not
the same. The associated distance, denoted with εpos, is obtained in a similar way as Eq. 6.2
in page 150:

εpos(Qj , Tj) =

√√√√(Dx
pos(Qj)

Sizex
f (Qj)

−
Dx

pos(Tj)
Sizex

f (Tj)

)2

+

(
Dy

pos(Qj)
Sizey

f (Qj)
− Dy

pos(Tj)
Sizey

f (Tj)

)2

where j = 1 . . .NRQ.

In Fig. 6.14, region T3 deals with the structural size error. This error is due to the fact that
the normalized query size of region Qj , DN

size(Qj), and the target size of region Tj , Dsize(Tj),
are not the same. The associated distance, denoted with εsize, is obtained in a similar way
as Eq. 6.1 (page 149):

εsize(Qj , Tj) =
∨{

DN
size(Qj), Dsize(Tj)

}∧{
DN

size(Qj), Dsize(Tj)
} − 1

where i = 1 . . .NRQ, DN
size(Qj) denotes the normalized size descriptor of region Qj , and

Dsize(Tj) is the size descriptor associated to Tj .
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The overall structural distance between regions Qj and Tj is

Sstruct(Qj , Tj) = ωrelposεpos(Qj , Tj) + (1− ωrelpos)εsize(Qj , Tj) (6.9)

where ωrelpos is the weight given to the structural position error. If not stated otherwise, its
value is set to ωrelpos = 1/2.

Note that if Ti is the reference region for the query object normalization, then we have
Sstruct(Qi, Ti) = 0.

6.6.4 Overall similarity

The distance between regions Qj and Tj is obtained as a weighted sum of its visual and
structural distance:

Soverall(Qj , Tj) = (1− ωstruct)Ssingle(Qj , Tj) + ωstructSstruct(Qj , Tj) (6.10)

where Sstruct(Qj , Tj) is given by Eq. 6.4 and Ssingle(Qj , Tj) is similar to Eq. 6.4 in the sense
that each query region Qj has its own associated weights

Ssingle(Qj , Tj) =
∑

i∈D(R)

ωijSi(Qj , Tj) (6.11)

where ωij , 0 ≤ ωij ≤ 1, is the weight associated to descriptor i when the query Qj is compared
against a target Tj . Additionally, we impose the condition

∀j,
∑

i∈D(R)

ωij = 1

In Eq. 6.10, ωstruct (0 ≤ ωstruct ≤ 1) is the weight associated to the structural error. The
weight ωstruct allows to indicate the relative importance of the spatial relationship of the
regions composing the target. A value of ωstruct � 1 may be used to indicate that the relative
positions of the target regions Tj is not important, whereas if ωstruct ≈ 1 the visual content
of each of the regions is much less important than its associated structural relationship. Note
that ωstruct does not depend on j. That is, ωstruct has the same value for all regions the query
object is made of. Thus, all regions are dealt with a similar fashion (the consequence of this is
discussed afterwards in this section). The use of a structural weight that depends on j would
increase considerably the complexity of the search algorithm presented afterwards.

Note also that if Ti is taken as region of reference for normalization of the query object
(see Sec. 6.6.2), then Soverall(Qi, Ti) = Ssingle(Qi, Ti).

An overall matching value between Q and T is obtained as follows:

Smultiple(Q, T ) =
1

NRQ

NRQ∑
j=1

S′overall (Qj , Tj) (6.12)
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Figure 6.15: Example of a query object not directly supported by our approach. However,
the query may be implemented in two steps using our approach, see text.

where S′overall(Qj , Tj) = Soverall(Qj , Tj) if the search algorithm matches a target region for
Qj , and S′overall(Qj , Tj) = ξj , 0 ≤ ξj ≤ 1, if no target region is found for Qj . In the framework
of this thesis, ξj can be considered as a penalization factor in order to take into account the
fact that not all query regions may have its corresponding target region. For instance, assume
that the query region is made up of three regions. Assume also that the search algorithm is
analyzing a tree and that only regions similar to Q1 and Q3 are found. The search engine may
not find a proper matching for region Q2. The factor ξ2 is used to penalizate in the overall
distance the fact that no target region for Q2 is available. In fact, due to the way the search
algorithm is implemented, it will be seen that ξj can be interpreted somehow as a threshold
on Soverall(Qj , Tj): a matching between Qj and Tj is considered to be valid if Soverall(Qj , Tj)
is below ξj .

6.6.5 Discussion

A direct consequence of the independence of ωstruct with respect j is that not all queries are
supported by our search engine. For instance, the query object Q shown in Fig. 6.15 is not
supported directly by our approach. The query object is made up of two sets of regions,
Q = {Q1,Q2}, where Q1 = {Q1, Q2, Q3} and Q2 = {Q4, Q5}. We want the regions of Q∞
and Q∈ to follow a structural relationship between them (solid lines in Fig. 6.15). And we
do not want Q∞ and Q∈ to follow a structural relationship (dashed line in Fig. 6.15). The
latter query is not directly supported by our approach since regions do not have all the same
structural weight. However, the query may be implemented in two steps using our strategy:
in a first step we query for the object Q1. We then refine the query by querying for Q2 among
the query results of Q1.

Note that the proposed approach for multiple region query is not rotation invariant. The
target regions have to appear with a spatial relationship similar to the regions of the query
object up to a scale factor. Rotation invariance in multiple region matching may be accom-
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plished by performing the query object normalization comparing the rotation descriptor for
the reference target region and corresponding query region. The information about the cir-
cular shift performed to obtain the minimum distance for the CSS matching may be used to
normalize the query object in a more robust way. This issue is left for future research.

As discussed at the beginning of this chapter, VisualSEEk [86, 85] also allows retrieving
regions using spatial relations. In the latter approach, a special representation is used check
if a set of regions satisfy the spatial relationship defined by the query. Given a set of tar-
get regions, its absolute position in the image is used to order these regions: a first list is
constructed in which regions are ordered according to the x position (“left-right” relation),
whereas a second list orders the regions according to the y position (“top-bottom” relation).
The latter lists are used then to check if the set of target regions satisfy the relationship given
by the query. The approach only allows validating relationships using spatial relationships
based on “left-right” or “top-bottom” such as “region A is on the left of region B, whereas
region B is on top of region C”. No metric information is provided by the method and only
the orthogonal relationships of the regions are captured.

6.6.6 Search algorithm

Let us describe the strategy that has been implemented in order to search for multiple regions
in a database of Binary Partition Trees. The presented algorithm is suboptimal in the sense
that the data is not indexed in an efficient manner in the database. Each of the Binary
Partition Trees of the database is analyzed in a sequential manner. The purpose of this
section is to discuss the approach that has been taken to search for a set of meaningful target
object in a fixed Binary Partition Tree.

We assume that the user has defined the query object Q = {Qi}, 1 ≤ i ≤ NRQ to search
for and that region descriptors (see Sec. 6.4) have been attached to each Qi. The target
regions of T , Ti, are initialized to ∅, Ti = ∅, in order to denote that target region Ti is not
available or still has not been found. The approach to search for Q in a Binary Partition
Tree can be divided in three stages. The first stage is devoted to obtain a list L1 of visually
similar regions with respect the regions the query is composed of (Eq. 6.11). The objective of
the second stage is to select a reference region in order to normalize the query object, and to
create a list L2 of regions ordered according to its visual and structural distance (Eq. 6.10).
Finally, the previous list L2 is used to obtain a set of meaningful target objects.

Fig. 6.16 shows an example that will be used throughout this section in order to explain
the way the search algorithm has been implemented. The original tree is made up of 15
regions, whereas the query object is made up of three regions (shown on the left of Fig. 6.13).

In the first stage, the algorithm searches for visually similar regions to Qi in the tree
using Eq. 6.4. Each node Nk of the Binary Partition Tree is analyzed by assessing its visual
similarity with the descriptors of each region Qi composing the query object by means of
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Figure 6.16: Example of the (three) steps performed to search for a query object in a Binary
Partition Tree. Query is shown on the left of Fig. 6.13. See text for discussion of the three
steps of the search algorithm.

Eq. 6.4. The associated distance defines the insertion point of the pair (Qi, Nk) into the
ordered list L1. Note that NRQ distance values are obtained for a fixed node of the tree, one
value for each query region of the query object. Thus, there may be several instances of the
same node Nk in the list. However, each one will be associated to a different query region Qi.

In order to prevent the ordered list of growing disproportionately in size as new elements
are inserted in it, we have limited the number of items that can be stored in it. New elements
may be introduced in the list as long as the size limit has not been reached. Otherwise,
the algorithm checks whether the distance associated to the element to be introduced in the
list (L1) is greater than the distance associated to the last element (in terms of distance) of
the ordered list. If the latter condition is holded, the element to be introduced is discarded.
Otherwise, the last element is extracted from the list and the new element is introduced in it.

In the example of Fig. 6.16 the nodes of the tree, N1 . . . N15, are compared against the
regions of the query object, Q1 . . . Q3. The resulting list L1 of visual similar regions is shown
in Fig. 6.16. In this example, N5 is the region that is visually most similar to Q2 among all
possible combinations.

The purpose of the second stage is to analyze the regions Nk listed in L1 in order to
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“prepare” them for the structural matching (performed in the third stage). The algorithm
first extracts from the list L1 the pair (Qi, Nk) whose associated distance is lowest. That
is, we extract the node Nk and the associated query region Qi that are visually most similar
among the regions of Q and the nodes of the tree. To avoid confusion, let us denote with Ti

the extracted node, Ti = Nk. The target Ti can be considered to be reliable since it is visually
very similar to Qi. Target Ti can be thus considered as the reference region in order to obtain
the normalized positions DN

pos(Qj) and sizes DN
size(Qj), Eqs. 6.7 and 6.8. As already discussed

in Sec. 6.6.2, the latter normalized descriptors denote the “ideal” position and size descriptors
of the target regions {Tj}. The next step is to obtain the remaining set of target regions Tj ,
j 6= i, among the listed in L1. For that purpose, first, each pair (Qh, Nk), h 6= i, of the list
L1 is first analyzed by assessing its associated overall distance, Soverall(Qh, Th = Nk), given
by Eq. 6.10 (page 166). The goal of this step is to check whether region Nk has a position
and size descriptor similar to the “ideal” position given by the normalized position and size
descriptor of Qh. A second ordered list, L2, is used to order the pair (Qh, Nk) in the list at
the position given by the overall distance Soverall(Qh, Th = Nk). In other words, L2 orders
the nodes of the tree Nk according to its visual and structural distance with respect Qh.

Let us show the functioning of the latter stage with the example of Fig. 6.16. As can
be seen, the region N5 is visually most similar to Q2 (first stage). Target region T2 = N5 is
taken as the reference region for the query object normalization. The “ideal” positions of T1

and T3 are obtained. Then, the elements (Qi, ∗) (i 6= 2) of L1 are ordered in L2 according to
Eq. 6.10. The resulting list L2 is shown in Fig. 6.16.

In addition to the pairs (Qh, Nk) stored in L2 at the latter stage, pairs representing
missing regions (see Eq. 6.12 in page 166) are also inserted in L2: for each target object Th

(h 6= i) an empty pair is constructed, (Qh, ∅), and inserted at the position given by ξh. Since
in the last stage elements are extracted in increasing order of distance from L2, an empty
element will be extracted for Th if there is no node in the tree such that its overall distance
(given by Eq. 6.10) is lower than ξh. Thus, ξh may be considered somehow as a threshold for
the distance between a target region and its corresponding query region.

In the last and third stage, the list L2 is analyzed in order to obtain a set of meaningful
target object T . At this point only one region of T is known, namely reference region Ti found
in second stage, whereas Tj = ∅, j 6= i. The algorithm described next is an iterative algorithm
that finds the remaining target regions, Tj , j 6= i. For that purpose, the list L2 is analyzed
by extracting from it each pair (Qh, Nk) in increasing order of distance. For each extracted
pair (Qh, Nk) we check whether Th = ∅. If the previous condition is holded, extracted node
Nk is set as target region for Th, Th = Nk. Otherwise, the pair (Qh, Nk) is discarded and the
algorithm proceeds to extract the next pair from the ordered list L2. The algorithm stops
extracting elements from the list as soon as Tj 6= ∅ for 1 ≤ j ≤ NRQ, or when all elements
of the list L2 have been analyzed. In both cases we consider that the algorithm has found a
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suitable target object T for the query region Q. However, in the latter case we cannot make
sure that Tj 6= ∅ for 1 ≤ j ≤ NRQ. We may say that for those j such that Tj = ∅ no suitable
target region has been found for Qj . This issue is taken into account in Eq. 6.12 (page 166)
with the corresponding penalization factor ξj .

Fig. 6.16 shows on the right a set of target objects extracted using list L2. The target
region T2 is always N5 (the reference region). With the extraction of the pairs (Q1, N4)
and (Q3, N15) from L2, the first target object listed on top of the right column of Fig. 6.16,
{T1, T2, T3} = {N4, N5, N15}, is constructed. It will be explained afterwards how to extract
the remaining target objects which are listed in Fig. 6.16.

Additional constraints have to be imposed to the third stage to obtain a “well defined”
target object. Each time an element (Qh, Nk) is extracted from the list L2, the algorithm
has to check whether the node Nk has been already associated to another target region Tj ,
j 6= h. If the condition is holded, we can not make the assignment Th = Nk even if Th = ∅.
Moreover, we have to make sure that the extracted node Nk is not a descendant nor an
ancestor of a node already assigned to a target region Tj , j 6= h. In other words, we deny
parenthood relationship between the different target regions composing the target object. For
instance, in the example of Fig. 6.16 the target object {T1, T2, T3} = {N4, N8, N15} would not
be allowed since N8 is a descendant of N4.

The overall matching between Q and T is obtained by means of Eq. 6.12. The distance
value is used to insert the proposed target object, T , into a list L3 which orders the target
objects found for all the trees in the database.

The present algorithm only extracts one target object T for each Binary Partition Tree.
Several other target objects are extracted in our work from the same Binary Partition Tree
by introducing the following modifications in the search algorithm:

• More target objects may be found by selecting in the second stage a reference region
Ti which does not correspond to the first pair listed in L1. Instead of extracting the
first element of the list L1, the second or third element may be extracted and taken as
reference. The third step is then performed on the basis on this new selection.

In the example of Fig. 6.16 one may extract from L1 , for instance, the pair (Q1, N8)
(reference T1 = N8) or (Q1, N12) (reference T1 = N12) and proceed to the second and
third step as before to get more target regions.

• Assume T = {Tj} is the target object constructed at the third stage as discussed
previously. The algorithm is modified so as to allow changing one of the target regions
Tj of T , j 6= i, by another associated to a fixed pair of the list L2 (i is the target region
index associated to the reference region). The approach that has been taken in our
work is, once a target object has been defined, to run through the list L2 (in increasing
order of distance) in order to find the first pair (Qh, Nk′) such that Nk′ is not already
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assigned to any other target region in the target object T . A new target object T ′ may
be constructed from T by performing the assignment T ′h = Nk′ with the pair that has
been found. The value of the overall distance (Eq. 6.12), Soverall(Q, T ′) is used to index
T ′ in the list L3.

Additional target objects may be found in the latter strategy by seeking, for instance,
for the second, third, . . . pair instead of the first satisfying the necessary conditions.

Fig. 6.16 shows a set of target objects extracted using the information listed in L2. The
first target object that has been extracted from L2 is {T1, T2, T3} = {N4, N5, N15}, as
previously discussed. If we run now again thru the elements of L2 for a non-used pair we
find (Q1, N8). A new target object is formed by substituting N4 with N8: {T ′1, T2, T3} =
{N8, N5, N15}. In a similar way, the target object {T ′′1 , T2, T3} = {N8, N5, N15} may be
constructed.

As can be seen, the proposed search algorithm is able to construct several meaningful
target objects for a fixed tree. The whole process is repeated for each tree included in the
database. At the end of the search, the list L3 stores, with increasing order of distance, a set
of target object visually and structurally similar to the query.

6.6.7 Results

Fig. 6.17 shows the query regions defined to test the multiple region search. As in the case
of the single query region, the query regions are defined via the query image and the query
mask (see Fig. 6.7 on page 156). In this case that the query mask is made up of several
components, as shown in Fig. 6.17. The components defining each of the regions of the query
have to be connected. On the other hand, the connected components defining each of the
regions to search for do not have to be necessarily disconnected between each other. Two or
more connected masks may be defined: each one can be identified, for instance, by associating
to each one a different label. This strategy may be useful in cases where a complex object has
to be retrieved. Instead of defining a single region of support for the object, several connected
subregions may be defined to search for. However, if should be noted that the proposed search
algorithm does not ensure that the resulting target regions are connected if the corresponding
masks defining the regions of the query object are connected, nor that retrieved regions are
disconnected if the connected components defining them in the query mask are disconnected.

Fig. 6.18 shows the retrieval result obtained for the query #1 shown in Fig. 6.17. The
query is made up of two regions: the orange and the apple. The weights are set as follows:
ωhisto = 0.4 and ωshape = 0.6, ωpos = ωsize = 0. The structural weight is set to zero,
ωstruct = 0, in order to indicate the search engine that the relative positions of the two
regions is not important. The retrieval results show, for each retrieved item, its associated
pixel representation, tree identifier, node identifiers (in brackets) and distance. The node
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Query image #1 Query mask #1

Query image #2 Query mask #2

Query image #3 Query mask #3

Figure 6.17: Query regions for the multiple region search. The query region is defined via
the query image and query mask.

index identifiers are made up of two numbers: the first one (resp. second one) references the
index associated to the node for the target region of the orange (resp. apple).

Let us analyze the results shown in Fig. 6.18. The search engine finds successfully all pairs
of orange-apple available in the database (items #1, #2, #3, #7 and #14). The remaining
pair of regions are visually similar in color and shape to the query regions. As previously
discussed (see Sec. 6.6.6), the search algorithm searches for several target objects in an fixed
tree. For instance, retrieved items #4, #5 and #6 show several target objects extracted
from the tree associated to the tree ’ima 07’. In fact, items #4 and #6 are found by the
search algorithm by first, fixing the node 181 associated to the orange as reference region,
and second, by selecting several nodes as target regions for the apple. Among the remaining
nodes of the tree, nodes 182 and 188 are the most similar (result #4 and #6 respectively).
Another example can be seen in items #8 and #9. The search algorithm fixes node 182
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#01 – ima 02 #02 – ima 01 #03 – ima 03 #04 – ima 07
[184, 190] 0.000179 [185, 191] 0.000241 [184, 191] 0.020149 [181, 182] 0.029543

#05 – ima 07 #06 – ima 07 #07 – ima 05 #08 – ima 20
[188, 182] 0.045683 [181, 188] 0.050944 [190, 189] 0.053780 [182, 190] 0.057472

#09 – ima 20 #10 – ima 06 #11 – ima 06 #12 – ima 17
[182, 191] 0.060445 [183, 187] 0.071257 [186, 187] 0.073084 [186, 181] 0.073472

#13 – ima 16 #14 – ima 04 #15 – ima 17 #16 – ima 16
[187, 180] 0.073472 [183, 189] 0.076428 [186, 180] 0.076687 [187, 179] 0.076687

#17 – ima 21 #18 – ima 18 #19 – ima 21 #20 – ima 19
[184, 189] 0.080702 [184, 175] 0.082383 [184, 190] 0.083626 [187, 174] 0.083666

Figure 6.18: Query results for query #1 defined in Fig. 6.17. Weights have been set as
following: ωhisto = 0.4 and ωshape = 0.6, ωpos = ωsize = 0, and ωstruct = 0. For each
target object of the result, its associated region of support, tree identifier, node identifiers (in
brackets) and its distance with respect the query is shown.
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#01 – ima 02 #02 – ima 01 #03 – ima 03 #04 – ima 07
[184, 190] 0.000179 [185, 191] 0.000241 [184, 191] 0.020149 [181, 182] 0.029543

#05 – ima 07 #06 – ima 07 #07 – ima 05 #08 – ima 20
[188, 182] 0.045683 [181, 188] 0.050944 [190, 189] 0.053780 [182, 190] 0.057472

#09 – ima 06 #10 – ima 06 #11 – ima 17 #12 – ima 16
[183, 187] 0.071257 [186, 187] 0.073084 [186, 181] 0.073472 [187, 180] 0.073472

#13 – ima 04 #14 – ima 21 #15 – ima 18 #16 – ima 19
[183, 189] 0.076428 [184, 189] 0.080702 [184, 175] 0.082383 [187, 174] 0.083666

#17 – ima 07 #18 – ima 06 #19 – ima 07 #20 – ima 07
[181, 179] 0.089322 [186, 183] 0.099557 [188, 179] 0.105462 [182, 179] 0.106979

Figure 6.19: Query results for query #1 defined in Fig. 6.17. Same as Fig. 6.18 but with
parenthood restriction.
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#01 – akiyo 01 #02 – akiyo 02 #03 – akiyo 04 #04 – akiyo 05
[193, 194] 0.009141 [192, 197] 0.022035 [193, 197] 0.023233 [193, 197] 0.026115

#05 – akiyo 03 #06 – news 07 #07 – news 03 #08 – news 01
[194, 195] 0.038140 [150, 179] 0.094366 [149, 193] 0.100351 [158, 171] 0.102158

#09 – news 06 #10 – news 05 #11 – news 04 #12 – news 02
[137, 194] 0.102829 [155, 195] 0.114591 [165, 193] 0.116322 [154, 194] 0.117048

#13 – akiyo 01 #14 – akiyo 02 #15 – akiyo 03 #16 – akiyo 04
[117, 194] 0.151891 [134, 197] 0.161527 [121, 195] 0.168209 [28, 197] 0.172934

#17 – akiyo 05 #18 – news 01 #19 – news 02 #20 – news 04
[115, 197] 0.173114 [158, 123] 0.181427 [180, 194] 0.181649 [165, 192] 0.199800

Figure 6.20: Query results for query #2 defined in Fig. 6.17. Weights have been set as
follows: ωhisto = ωshape = 0.5, ωsize = ωpos = 0 and ωstruct = 0.25.
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#01 – ima 16 #02 – ima 20 #03 – ima 19 #04 – ima 17
[179, 187, 181] [191, 182, 178] [175, 187, 183] [180, 186, 184]

0.014175 0.035914 0.038075 0.042965

#05 – ima 21 #06 – ima 18 #07 – ima 16 #08 – ima 16
[190, 184, 179] [175, 184, 181] [179, 0, 181] [179, 187, 0]

0.050264 0.123671 0.168165 0.175803

#09 – ima 20 #10 – ima 16 #11 – ima 19 #12 – ima 17
[0, 182, 178] [0, 187, 181] [0, 187, 183] [180, 0, 184]

0.179344 0.179348 0.179440 0.183241

#13 – mobile 100 #14 – ima 20 #15 – ima 17 #16 – ima 20
[155, 147, 186] [191, 0, 178] [180, 186, 0] [191, 182, 0]

0.184150 0.189908 0.190072 0.190511

#17 – mobile 100 #18 – ima 19 #19 – ima 06 #20 – ima 21
[172, 147, 186] [175, 0, 183] [186, 187, 183] [190, 0, 179]

0.191578 0.192065 0.192296 0.193208

Figure 6.21: Query results for query #3 shown in Fig. 6.17. See text for explanation.
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(associated to the orange) as the reference region, and then finds nodes 190 and 191 (result
#8 and #9 respectively) as most similar for the apple. Note that in this case, node 190 is a
descendant of node 191.

As can be seen, Fig. 6.18 shows several pairs of items in which the target object is composed
of regions that are descendants of another target object listed in a previous position in the
retrieved results. Examples are, for instance, group #8 and #9, group #12 and #15 or group
#13 and #16. A similar issue has already been discussed in Sec. 6.5.5 (Fig. 6.8, 6.9 and
6.10). These “repeated” items appear due to the fact that no restriction has been set on the
parenthood relationship of the regions associated to a fixed target region when constructing
several target objects in a fixed tree. In order to avoid the latter repeated results, the
search algorithm (see Sec. 6.6.6) has been modified so as to deny more than one instance of
the previously mentioned target objects. Only the target object (among the target objects
having parenthood relationship) leading to the lowest distance is included in the final result.

In the example of Fig. 6.16 (page 169) three target objects have been extracted with the
search algorithm. However, note that nodes N4, N8 and N9 associated to target region T1

in the different proposed target objects, have a parenthood relationship. The latter target
objects are now considered to be “repeated”: only the first object, {N4, N5, N15}, is considered
among the three target objects. Note that this does not restrict the algorithm to find other
valid target object for the tree shown in Fig. 6.16. In this example, target object {N4, N5, N6}
may be generated.

The following three examples, shown in this section, have been performed with the pro-
posed algorithm modification. However, if not stated otherwise, the search algorithm does
not deny parenthood relationships.

Fig. 6.19 shows a first retrieval result: the query done in the example of Fig. 6.18 has been
repeated with the proposed algorithm modification. Items #9, #15, #16 and #19, listed in
Fig. 6.18 are not shown in Fig. 6.19 since they correspond to configurations satisfying the
condition previously mentioned. As a result, four new items (#17 to #20 in Fig. 6.19) are
moved up in the list of retrieved results. Note also, for instance, that items #4, #5, #6,
#17, #19 and #20 correspond to different configurations of regions present in the same tree.
A similar issue can be found in items #9, #10 and #18. As can be seen, with the proposed
parenthood relationship restriction between different target objects, results may be improved
since some “repeated” items are removed and some new are moved to the higher positions in
the retrieved result.

Fig. 6.20 shows the retrieved items for the query #2 shown in Fig. 6.17. The query is
made up of two regions: the newscaster and blue screen. Weights have been set as follows:
ωhisto = ωshape = 0.5, ωsize = ωpos = 0 and ωstruct = 0.25. Note that in this case, as opposed
to the previous example, the structural relationship has a more important role. Thus, the
search engine should search in the database for target objects composed by regions placed
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similarly as the regions the query is composed of. In the retrieved items shown in Fig. 6.20, the
two node index identifiers (in brackets) make reference to the blue screen and the newscaster,
respectively. As can be seen, items #1 to #12 correspond to target objects with are visually
and structurally similar to the query. Note that the search engine is able to retrieve similar
objects independently of their size with respect to the query region (ωsize = 0), see for instance
items #6 to #12. The latter items are composed by regions which are different in size with
respect the query, but the relative size and position of the regions composing it is similar
to the query. Items #13 to #17, and #19 correspond intuitively to objects with visually
similar regions but different structural relationship with respect the query. In item #20 one
may distinguish the newscaster rotated about π radians. As can be seen, the search algorithm
may find regions placed at any rotation with respect the remaining regions since no restriction
has been imposed on this issue.

From our experimental results, setting the size weight to zero (ωsize = 0) does not usually
lead to reliable results since very little and meaningless regions may appear (see item #18
in Fig. 6.20, for instance). A simple way of avoiding such little regions is to set the size
weight to a value different from zero, ωsize 6= 0. However, the previous example shows us that
relevant items may have quite different sizes and thus a weight on the size may move some
relevant objects to lower positions in the result. A possible solution to this problem could
be in defining, for instance, a fuzzy set in order to define a set of relevant values for the size
descriptor. A similar issue was discussed for the motion filter, see Sec. 5.7.5.

A deeper study of the distances obtained for items #6 to #12 reveals that there is a rather
high shape dissimilarity between the newscaster of the target and the query. We believe that
this is due to the fact regions are considered to be closed contours. In this case, the newscaster
contour has been closed artificially due to the image borders. Future research work may be
directed to the study of open contour matching or partial contour matching.

A third retrieval example is shown Fig. 6.21, its associated query is query #3 of Fig. 6.17.
Weights have been set as follows: ωhisto = ωshape = 0.4, ωsize = 0.2, ωstruct = 0.5 and
penalization factor ξj = 0.5 (see Eq. 6.12 at page 166). The size weight has been set to a
value different from zero to avoid little and meaningless regions, as discussed before. The
penalization factor has been lowered (in the previous examples it was set to ξj = 0.8) in order
to permit incomplete target objects, that is, target objects in which one or more regions may
be missing. The retrieved results, shown in Fig. 6.21, are ordered according their similarity
with respect the query. For each item, the node identifier indexes (in brackets), are associated
to the cup, orange and banana respectively. A null (0) node identifier index means that the
associated region is missing.

The search engine successfully retrieves all objects composed of a cup, an orange and a
banana present in the database (items #1 to #6). Moreover, note for instance, that item #2
is listed before item #4 since it is structurally more similar to the query than item #4. If the
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structural weight value is reduced to a lower value, the relative positions of these two items are
swapped. Item #7 is an example of target object in which one of the regions composing it is
missing (in this case the orange). In fact, note that item #7 corresponds to item #1 in which
the orange has been removed. Item #7 has been constructed starting of target object #1: as
already discussed, the search algorithm tries to find several target objects for the same tree.
In this case, the search algorithm has decided that stating that the orange is missing (with a
cost of 0.5) is better than selecting any other node in the tree. This behavior is interesting in
situations in which, for instance, a tree is analyzed in which one or several regions to search
for are not present. Rather than selecting a dissimilar region the search engine may decide
that the region it is searching for is not present in the tree. As already explained, one may
consider somehow ξj as a threshold on the distance: the search algorithm “checks” whether
there are some regions in the tree with a distance (according to Eq. 6.10) below ξj . If so,
the search algorithm takes such regions as possible target regions for the object, otherwise
it assumes that the corresponding target region is missing. If ξj is set to a higher value (for
instance, ξj = 0.8), items #7 to #12, #14 to #16, #18 and #20 would be moved to a much
higher position. In Fig. 6.21, items #12 and #17 may seem to have no relationship with
the query. However, these items are characterized (with respect the query) by a rather high
size similarity and low histogram and shape similarity, and its relative size also has a high
similarity.

6.7 Relevance feedback

6.7.1 Motivation and objective

The proposed content based image retrieval system makes use of weights in order to be able
to control the amount of importance of each term of the sum in the distance assessment
(see Eq. 6.4, Eq. 6.9 and Eq. 6.10 on page 154, page 166 and page 166, respectively). The
usefulness of the proposed approach is limited. Specifically, we have relatively ignored two
distinct characteristic of content based image retrieval systems. First, the gap between high
level concepts and low level features. Second, the subjectivity of human perception of visual
content.

In a general case, during the retrieval process, the user selects the visual features that he
or she is interested in. In the case of multiple features, the user has to specify the weights
for the representations. Based on the selected features and specified weights, the retrieval
system tries to find similar images to the user’s query. Such approach is called computer
centric, since it does not involve human input in the retrieval process. The performance of
this approach is not satisfactory due to the following to reasons

• The gap between high level and low level features: the assumption that the computer
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centric approach makes is that the mapping between the high level concepts and low
level features is easy for the user to do. In most cases, such mapping is not easy to
do for the user, since we cannot assume that the user has knowledge about the type of
descriptors the search engine is using.

• The subjectivity of human perception: Different persons, or the same person under dif-
ferent circumstances, may perceive the same visual content differently. The subjectivity
exists in various levels. For example, one person (without explicitly knowing it) may
be more interested in an image’s color feature while another may be more interested in
the texture feature. Even if both people are interested in texture, the way how they
perceive the similarity of texture may be quite different.

Motivated by the limitations of the computer centric approach, recently research focus in
CBIR has moved to interactive mechanism that involves human as part of the retrieval process.
In this section, relevance feedback [63, 62] is used to automatically adjust an existing query
using the information fed back by the user about the relevance of previously retrieved objects
such that the adjusted query is a better approximation to the user’s information need. In the
relevance feedback based approach, the retrieval process is interactive between the computer
and human. The burden of concept mapping and specification of weights are removed from
the user. The user only needs to mark which images he or she thinks are relevant to the
query. The weights embedded in the query object are dynamically updated to model the high
level concepts and perception subjectivity.

The goal of relevance feedback, described next, is to find the appropriate weights to model
user’s information need.

6.7.2 Update of weights

A simple strategy in order to provide the user a relevance feedback mechanism has been
developed.

Single region query

Let us rewrite Eq. 6.4 (page 154)

Ssingle(Q,T ) =
NF∑
i=1

ωiSi(Q,T )

The weights ωi are associated to the similarity value Si(Q,T ), and are related to the vi-
sual importance of such feature to the user. Moreover, NF denotes the number of features
(histogram, shape, etc.) used for assessing the visual distance between Q and T .

The relevance feedback process is described below. For that purpose, we assume that the
user has selected the query object to search for.
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1. Initialize the weights ωi to 1/NF . That is, every feature has the same importance. Note
that this has only sense if the distances have been properly normalized (see Sec. 6.5.4).

2. The regions in the database are ordered by their overall distance with respect Q. The
most similar ones are returned to the user.

3. The user may then select those objects Tk he agrees with according to his information
need and perception subjectivity. In this work the selection is binary: either select or
do not select the result as relevant. Selecting a result as relevant means that the user
agrees with the result, whereas not selecting it means that the user either does not agree
or has no opinion.

4. The system updates the weights according to the user’s feedback.

5. Go to step 2 and start a new iteration of retrieval.

Assume that the user has selected the relevant results returned by the search engine according
to its perceptual subjectivity. In order to update the weights ωi, the search engine stacks the
distance values Si(Q,Tk) of the selected results to form a NTk

×NF matrix, where NTk
is the

number of objects the user has marked as relevant. In this way, each column of the matrix
is a length-NTk

sequence of Si(Q,Tk), where i is fixed. Intuitively, if all the relevant objects
have low distances for the feature i, it means that the feature i is a good indicator of the users
information need. On the other hand, if the distance values for the feature i are very different
or have high values among the relevant objects, then the feature i is not a good indicator.
Based on this analysis, the weight may be updated as

ωi =

∑
{Tk}

S2
i (Q,Tk)

−1

(6.13)

where {Tk} is the set of target objects marked as relevant by the user.

The values ωi are then normalized so that
∑

i∈D(R) ω
′
i = 1.

ω′i =
ωi∑

i∈D(R) ωi

With the proposed approach, the user is no longer required to specify a precise set of weights
at the query formulation stage. Instead, the user interacts with the system, indicating which
returns he or she thinks are relevant. Moreover, the computer is no longer required to under-
stand the high level concept. Based on user’s feedback, the high level concept embedded in
the query weights automatically get defined.



6.7 Relevance feedback 183

Multiple region query

The extension of the previous approach to multiple region query is rather straightforward. In
this case, the query object Q is made up of NRQ regions, Q = {Q1, . . . , QNRQ}. The target
object T is also made up of NRQ regions, T = {T1, . . . , TNRQ}. For simplicity, we assume
that target objects do not have missing regions (see Eq. 6.12 at page 166). At the end of this
section we will see how the fact of possibly missing regions is taken into account.

The relevance feedback process is done as before for the single region query: the user first
defines the query object to search for. From our experimental results, a good approach is to
initialize the weights as follows: ωhisto = ωshape = 0.5, ωpos = ωsize = 0, and ωstruct = 0 or
ωstruct = 0.5. The latter strategy allows retrieving a large variety of target objects composed
of regions with different size and a positions with respect its corresponding query regions.

Once the most similar target objects with respect the query are returned, the user selects
those target objects which are relevant to his/her perception subjectivity. Note that in our
work the user is only able to select the whole object rather than a fixed region composing
the target object. Two types of weights have to be updated: the one associated to the visual
similarity and the one associated to the structural similarity.

The visual similarity between a query region Qj and a target region Tj is governed by
Eq. 6.11 on page 166. Each query region has its own visual weights. Since the visual de-
scriptors depend only on the region they are describing, the visual weights can be updated
independently for each region using the approach described to update the weights for the
single region query described previously.

The structural similarity is governed by Eq. 6.9 (page 166) and Eq. 6.10 (page 166). Note
that both equations are very similar to Eq. 6.4 (page 154). As a result, the update of the
structural weight, ωstruct, and the relative position weight, ωrelpos, can also be done using the
approach presented to update the weights for the single region query.

The weight ωstruct is updated as follows: stack the values Ssingle(Qj , Tj) and the values
Sstruct(Qj , Tj) of all target regions of all relevant objects selected by the user. It should
be noted that the search engine stacks the values obtained in the retrieval before applying
the relevance feedback process. As a result, two length-NTi × NRQ sequences are obtained.
Eq. 6.13 is then used to update the weight for Ssingle and Sstruct, which should be normalized
in order to satisfy ωsingle + ωstruct = 1.

Note that ωrelpos can be updated in a similar way. In this case two length-NTi × NRQ

sequences, εpos(Qj , Tj) and εsize(Qj , Tj), are formed. Weight is updated on the basis of these
two sequences.

Special attention has to paid if some regions are missing among the target regions. The
stacking of the previous distances is done only for those regions that are not missing among
the target objects. Thus, the sequences have at most a length of NTi (resp. NTi × NRQ) for
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the visual (resp. structural) distance.

6.7.3 Results

This section shows how the results of a retrieval can be enhanced via the relevance feed-
back process. We begin showing the improvement in the case of single region content based
retrieval.

Assume that we start from the retrieval result given by Fig. 6.8 (on page 157). The user
selects regions #2, #3, #5, #6, #12, #13, #16, #17, #18, #19, and #20 as relevant. The
result of the new retrieval after the relevance feedback process is shown in Fig. 6.22. The
weights have been set to ωhisto = 0.08, ωshape = 0.118, ωsize = 0.262 and ωpos = 0.612. As
can be seen, the search engine retrieves a higher number of relevant objects.

Note that the shape has not received the highest weight as one have expected intuitively.
In fact, position has received a much higher height than the shape descriptor. This is not
surprising, since a newscaster is usually at the same position in the image. However, if the
weights associated to the size and position are set to zero and the previous relevance feedback
is performed only on the descriptors associated to the color histogram and shape, the resulting
weights are ωhisto ≈ 0 and ωshape ≈ 1 (see Fig. 6.11 on page 160).

Moreover, from our experimental results, the iteration of the relevance feedback mecha-
nism on the results shown in Fig. 6.22 does not improve much the results. Thus, with the
proposed relevance mechanism, it seems not not to be useful to iterate the relevance feedback
mechanism.

The relevance feedback process is also applied on the results of Fig. 6.9 (page 158). In this
case the items that are selected as relevant are #1, #3, #7, #9, #11, #12, #13, #14, #15
and #17. The relevance feedback process sets the weights to ωhisto = 0.947, ωshape = 0.050,
ωsize = 0.003 and ωpos = 0. As expected, the histogram has received the highest weight. The
result of the retrieval process using these weights is shown in Fig. 6.23. The search engine
has retrieved the bananas and other objects like the mustard pot and several subregions of
apples. The bananas appearing at position #15 in Fig. 6.9 appear at position #98 in the
results associated to Fig. 6.23. Its color histogram distance with respect the query is rather
low (Shisto ≈ 0.09), but there are many regions present in the database that are still more
similar to the query. By using, for instance, a descriptor based on the dominant color the
previous results could be enhanced.

The query itself appears at position #4 of Fig. 6.23. It does not appear at position #1
as one would expect. This is due to color resolution issues. The color histogram of the query
region is computed using the color pixel values associated to the query image pixels and the
query mask (see Fig. 6.7 on page 156). On the other hand, the color histogram associated to
the region #4 shown in Fig. 6.23 has been obtained via the mean color attached to the leaves of
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#01 – akiyo 01 #02 – claire 01 #03 – akiyo 03 #04 – claire 02
[194] 0.011221 [198] 0.024889 [195] 0.027487 [198] 0.029831

#05 – claire 12 #06 – claire 05 #07 – claire 11 #08 – claire 04
[198] 0.030785 [198] 0.031539 [198] 0.033396 [198] 0.033857

#09 – claire 03 #10 – claire 09 #11 – claire 08 #12 – claire 07
[198] 0.034055 [198] 0.035119 [198] 0.035995 [198] 0.036039

#13 – akiyo 02 #14 – akiyo 05 #15 – akiyo 04 #16 – claire 06
[197] 0.037159 [197] 0.037379 [197] 0.037992 [198] 0.039641

#17 – claire 10 #18 – akiyo 05 #19 – akiyo 01 #20 – miss 02
[198] 0.040828 [194] 0.042736 [197] 0.042967 [198] 0.046041

Figure 6.22: Query results after applying relevance feedback on result shown in Fig. 6.8.
Weights have been automatically set.
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#01 – ima 18 #02 – ima 20 #03 – ima 16 #04 – ima 08
[181] 0.000622 [178] 0.000627 [181] 0.000627 [183] 0.001125

#05 – ima 19 #06 – ima 21 #07 – ima 17 #08 – ima 08
[183] 0.002057 [179] 0.003906 [184] 0.004263 [181] 0.016332

#09 – ima 08 #10 – ima 08 #11 – ima 10 #12 – ima 08
[182] 0.017928 [176] 0.024326 [181] 0.034918 [172] 0.044273

#13 – ima 10 #14 – ima 02 #15 – ima 02 #16 – ima 06
[180] 0.046359 [177] 0.048035 [182] 0.050554 [178] 0.050976

#17 – ima 03 #18 – ima 06 #19 – ima 11 #20 – ima 06
[182] 0.051504 [174] 0.051854 [187] 0.054071 [164] 0.054109

Figure 6.23: Query results after applying relevance feedback on result shown in Fig. 6.9 on
page 158. Weights have been automatically set.
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#01 – ima 01 #02 – ima 19 #03 – ima 18 #04 – ima 17
[185] 0.002161 [187] 0.005746 [184] 0.005746 [186] 0.005746

#05 – ima 16 #06 – ima 20 #07 – ima 02 #08 – ima 07
[187] 0.005746 [182] 0.005773 [184] 0.005946 [181] 0.011877

#09 – ima 03 #10 – ima 05 #11 – ima 04 #12 – ima 07
[184] 0.017506 [189] 0.062106 [189] 0.062116 [179] 0.068256

#13 – ima 21 #14 – ima 07 #15 – ima 04 #16 – ima 01
[184] 0.070524 [182] 0.073309 [183] 0.073652 [191] 0.073980

#17 – ima 03 #18 – ima 02 #19 – ima 07 #20 – ima 07
[191] 0.078359 [190] 0.080414 [188] 0.084766 [171] 0.088783

Figure 6.24: Retrieval results after applying relevance feedback on result shown in Fig. 6.10
on page 159. Weights have been automatically set.
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#01 – akiyo 01 #02 – akiyo 04 #03 – akiyo 02 #04 – akiyo 05
[193, 194] 0.007779 [193, 197] 0.019585 [192, 197] 0.021477 [193, 197] 0.023519

#05 – akiyo 03 #06 – news 01 #07 – news 07 #08 – news 03
[194, 195] 0.028928 [158, 132] 0.097304 [150, 179] 0.102236 [149, 193] 0.114935

#09 – news 06 #10 – news 01 #11 – news 05 #12 – news 02
[137, 194] 0.118139 [158, 126] 0.119010 [155, 95] 0.121096 [154, 142] 0.121589

#13 – news 04 #14 – news 05 #15 – weather 04 #16 – weather 01
[165, 121] 0.124950 [155, 130] 0.169929 [67, 81] 0.174807 [10, 49] 0.183673

#17 – weather 01 #18 – news 02 #19 – weather 03 #20 – weather 04
[30, 49] 0.191321 [180, 194] 0.197242 [171, 90] 0.209382 [31, 81] 0.209439

Figure 6.25: Retrieval results for query #2 shown in Fig. 6.17, on page 173. Weights have
been set as follows: ωhisto = ωshape = 0.5, ωsize = ωpos = 0 and ωstruct = 0.5.
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#01 – akiyo 01 #02 – akiyo 03 #03 – akiyo 02 #04 – akiyo 05
[193, 194] 0.001281 [194, 195] 0.002486 [192, 194] 0.003512 [193, 194] 0.003668

#05 – akiyo 04 #06 – news 01 #07 – news 03 #08 – news 06
[193, 194] 0.007714 [158, 194] 0.019618 [149, 184] 0.025659 [159, 194] 0.028003

#09 – news 05 #10 – news 07 #11 – news 02 #12 – news 04
[155, 181] 0.029756 [150, 194] 0.031120 [154, 194] 0.032300 [165, 193] 0.032948

#13 – news 01 #14 – news 06 #15 – news 05 #16 – news 05
[158, 172] 0.049429 [159, 150] 0.050910 [155, 22] 0.076750 [155, 36] 0.077235

#17 – news 04 #18 – news 02 #19 – news 06 #20 – news 07
[165, 144] 0.087751 [154, 32] 0.101148 [159, 103] 0.101394 [150, 143] 0.106961

Figure 6.26: Retrieval results after applying relevance feedback on result shown in Fig. 6.25.
Weights have been automatically set.
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its descendant nodes (which are associated to an initial partition obtained via segmentation).
As a result, the distance between the color histogram of the query and the one of region #4
is not zero.

Fig. 6.24 shows the result of the relevance feedback process when all items except #13,
#17, #18, #19 and #20 are selected as relevant from Fig. 6.10. The weights used in this
case are ωhisto = 0.307, ωshape = 0.188, wsize = 0.487 and ωpos = 0.017. As can be seen, the
size and color histogram descriptor have received high weight. The results of Fig. 6.24 show
that oranges and apples have been successfully retrieved.

A complete example of relevance feedback applied on the multiple region search query is
shown in Fig. 6.25 and Fig. 6.26. The former shows the query results using general purpose
weight values. In fact, weights have been set as follows: ωhisto = ωshape = 0.5, ωsize = ωpos = 0
and ωstruct = 0.5. We have set ωpos (resp. ωsize) to zero in order to allow target regions to
appear at any position (resp. with any size) in the image. It should be noted that the results
have been retrieved from the database using the algorithm modification proposed in Sec. 6.6.7
in order to introduce restrictions in the parenthood relationship between the different target
objects extracted from a fixed tree. From the retrieved items, items #1 to #4, #8 and #9
are selected as relevant by the user. The search engine then sets automatically the weights as
follows: for both regions, ωhist ≈ 1, ωshape ≈ ωsize ≈ ωpos ≈ 0, ωstruct ≈ 0.2 and ωrelpos = 0.92
(see Eq.6.9 at page 166). Observe in Fig. 6.26 that the search engine is able to retrieve a
higher number of relevant results (items #1 to #12).

As shown in the previous examples, relevance feedback provides a mechanism to adapt
the weights to the users need. The proposed relevance strategy is very simple, since it is
based on a simple binary decision (relevant, yes o no ?) for each item. Further improvements,
based on giving each retrieved item a mark according to their relevance have already been
developed [63, 62] and should be straightforward to implement in the framework of this thesis.

6.8 Conclusions

In this chapter a content based image retrieval system has been developed. For that purpose,
the Binary Partition Tree has been used since the tree representation offers us a way of
representing the image at different scales of resolution. In order to be able to use such
representations for region based retrieval, region descriptors have to be attached to the nodes
of the tree to be included in the database. Our work has focused only on low level descriptors,
namely color and geometry descriptors.

Two types of queries have been discussed: single region query, dealing with the case in
which the query region is made up of one connected component, and multiple region query,
where the query is made up of several connected components. Whereas the former takes into
account only the internal description of the region for the retrieval, the latter makes also
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use of the spatial organization of the various regions composing the object to perform the
retrieval.

Similarity is computed by means of a distance, which is based on a weighted sum of several
individual distance between descriptors. From our experimental results, we believe that this
issue has to be further developed. In fact, relying the distance on a simple weighted sum of
distances does not seem robust enough, as already discussed in this chapter. The computation
of the distance may be done in a more general framework by using fuzzy logic: instead of
defining a weight, for instance, for the size descriptor, a fuzzy set defining relevant size values
could be used.

Moreover, a relevance feedback mechanism has been provided to update automatically
the weights to the users need. In this case, a very simple method has been developed. More
complex relevance feedback approaches based on giving a mark at each retrieved item may
be used [63, 62].

From an algorithmic point of view, the time performance of the proposed search algorithm
is low. In fact, the retrieval of a single region takes about 3 minutes on a Pentium II 266MHz
Linux based computer, in a database made up of approximately 250 trees, each tree with about
200 nodes. However, experimental results of the profile execution time of the algorithm shows
us that color histogram similarity computation takes more than 90% of the total execution
time of the program. More efficient algorithms may be devised by reducing considerably,
for instance, the color similarity matrix (see Sec. 6.5.2). Efficient indexing techniques should
also be envisaged. In the case of multiple region query, the experimental results show that
the structural matching (second and third step of algorithm in Sec. 6.6.6) is negligible in
comparison with the other steps.

Let us finally mention that the binary structure of the tree does not impose restrictions
on the approaches and algorithms developed in the chapter. The algorithms that have been
developed are valid for an arbitrary tree. We have selected the Binary Partition Tree since
it is a representation where most meaningful regions may appear. However, it is possible to
restructure the tree in order to get a tree that reflects more clearly the image structure [71].
The only drawback of using the Binary Partition Tree, from our experimental results, is the
higher computational load of retrieval algorithm.
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