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Abstract / Resumen

Abstract.

This thesis focuses on the development of machine learning tools to better
characterize the cardiac anatomy and function in the context of heart fail-
ure, and in particular their extension to consider multiple parameters that
help identifying the pathophysiological aspects underlying disease. This
advanced and personalized characterization may eventually allow assign-
ing patients to clinically-meaningful phenogroups with a uniform treatment
response and/or disease prognosis. Specifically, the thesis copes with the
technical difficulties that multivariate analyses imply, paying special atten-
tion to properly combine different descriptors that might be of different na-
ture (e.g., patterns, continuous, or categorical variables) and to reduce the
complexity of large amounts of data up to a meaningful representation. To
this end, we implemented an unsupervised dimensionality reduction tech-
nique (Multiple Kernel Learning), which highlights the main characteristics
of complex, high-dimensional data into fewer dimensions. For our compu-
tational analysis to be useful for the clinical community, it should remain
fully interpretable. We made special emphasis in allowing the user to be
aware of how the input to the learning process models the obtained output,
through the use of multi-scale kernel regression techniques among others.
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abstract / resumen

Resumen.

Esta tesis se centra en el desarrollo de herramientas de aprendizaje au-
tomático para mejorar la caracterización de la anatomı́a y la función card́ıaca
en el contexto de insuficiencia card́ıaca, y, en particular, su extensión para
considerar múltiples parámetros que ayuden a identificar los aspectos pato-
fisiológicos subyacentes a la enfermedad. Esta caracterización avanzada
y personalizada podŕıa en última instancia permitir asignar pacientes a
fenogrupos cĺınicamente relevantes, que demuestren una respuesta uniforme
a un determinado tratamiento, o un mismo pronóstico. Espećıficamente,
esta tesis lidia con las dificultades técnicas que implican los análisis multi-
variable, prestando especial atención a combinar de forma apropiada difer-
entes descriptores que pueden ser de diferente naturaleza (por ejemplo, pa-
trones, o variables continuas o categóricas), y reducir la complejidad de
grandes cantidades de datos mediante una representación significativa. Con
este fin, implementamos una técnica no supervisada de reducción de di-
mensionalidad (Multiple Kernel Learning), que destaca las principales car-
acteŕısticas de datos complejos y de alta dimensión utilizando un número
reducido de dimensiones. Para que nuestro análisis computacional sea útil
para la comunidad cĺınica debeŕıa ser enteramente interpretable. Por eso,
hemos hecho especial hincapié en permitir que el usuario sea consciente de
cómo los datos entrantes al algoritmo de aprendizaje modelan el resultado
obtenido mediante el uso de técnicas de regresión kernel multi-escala, entre
otras.
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Alex, Martin... Thank you for putting up with me during all these years.
I am also grateful to Maxime Sermesant and Scott Solomon, both for giving
me the opportunity to visit their research groups. Also to the guys at Inria
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1.1 Preamble

This thesis was oriented towards the development of statistical analysis and
machine learning (ML) tools to better characterize the cardiac anatomy and
function. The methodological tools were first applied in the context of heart
failure with preserved ejection fraction (Chapter 3 and Chapter 4), which
were then extended to consider multiple clinical parameters that help identi-
fying the pathophysiological aspects underlying disease. We moved towards
further clinical integration by first analyzing a small single-center cohort
(Chapter 3), followed by a small multi-center observational cohort (Chap-
ter 4), and finally a large multi-center international cohort (Chapter 5). The
proposed analyses, which allow for an advanced and personalized character-
ization, are useful to assign patients to clinically-meaningful phenogroups
with a uniform treatment response (Chapter 5) and/or disease prognosis.

1.1.1 Clinical context

The heart is a biophysical engine that dynamically adapts its pumping func-
tion to external stimuli, and is able to cope with abnormalities such as arte-
rial hypertension or ischemia [1, 2]. However, the changes that go with this
adaptation can be complex [3]. For instance, an elevated afterload pressure
in a certain subject may be handled by a change in the contractility behavior
during systole, which may affect the early filling of the left ventricle (LV),
possibly presenting an abnormal deformation [4]. In a different setting, a
myocardial infarct might result in motion and deformation abnormalities
in the damaged region [5], and eventually, a thinner wall. Nevertheless, it
might also have consequences in other regions of the heart, such as a glob-
ally dilated ventricular cavity, atria also dilated, motion and deformation
abnormalities and a thicker wall in the vicinity of the infarcted region [6].

These intricate cause-effect interactions accompanying a disease may not be
easy to identify, and may hinder the understanding of the disease-related
pathophysiology. The diagnosis of cardiac pathologies often relies on the
expertise of cardiologists, who learn during their whole career by evalu-
ating many patients, and try to identify the disease that corresponds to
the visible symptoms. Their diagnostic skills are fundamentally based on
intuitive visual recognition processes over images and qualitative combi-
nations of simple key markers of disease. For non-experts, these markers
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are standardized into international guidelines to reach a consensus about
the diagnosis [7]. However, this may result in an oversimplification of cer-
tain diseases, unable to capture the complexity of the pathophysiological
aspects underlying disease [8, 9]. Furthermore, by visual assessment, the
cardiologists may miss non-evident interrelations within different aspects of
the cardiac geometry and function. These drawbacks hamper a thorough
understanding of the disease and thus a successful diagnosis.

In particular, these limitations apply to the understanding and diagnosis
of heart failure. In this thesis, we focused on two examples: the study
of heart failure with preserved ejection fraction (HFPEF, Chapters 3 and
4), for which diagnostic guidelines should be refined [10]; and the study
of heart failure with reduced ejection fraction (HFREF, Chapter 5), for
which there is still debate over how to optimally select patients for cardiac
resynchronization therapy (CRT, Chapter 5).

1.1.2 Technical challenges

To overcome the limitations of diagnostic guidelines, a comprehensive analy-
sis of cardiac function is needed. When trying to imitate the learning process
of the human being, such an analysis should not be limited to classical ab-
solute measurements (peak or time-to-peak indexes) or function descriptors
(such as ejection fraction), but should also allow the integration of more
complex descriptors, such as shape, motion, and deformation throughout
the cardiac cycle, to ultimately learn the “pattern” of a disease and to ac-
count for the complexity of its underlying mechanical abnormalities. This
has been previously recommended to improve the prediction of response to
CRT [11–13] and to improve the understanding of myocardial mechanics
and physiology [14].

While in the computer vision community multivariate data fusion has been
successfully applied to a large variety of pattern recognition applications
[15–17], its application to medical imaging is more recent. Indeed, for these
techniques to be accepted by the clinical community, they need to be ex-
tensively validated and to demonstrate human-like performance. Our main
motivation is to show that a comprehensive analysis of cardiac function
should not be limited to absolute values but fully exploit the advanced
descriptors provided by imaging, together with other common markers of
disease (blood pressure, peptide [18] or protein levels [19], etc.), which in
turn allows unraveling the “patterns” of cardiac diseases.

3
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This thesis copes with the technical difficulties that the multivariate anal-
yses described above imply, paying special attention to properly combine
different descriptors that might be of different nature (e.g., patterns, contin-
uous, or categorical variables) and to reduce the complexity of large amounts
of data up to a meaningful representation [20]. To this end, we implemented
and thoroughly tested an unsupervised version of Multiple Kernel Learn-
ing (MKL), a dimensionality reduction technique that highlights the main
characteristics of complex, high-dimensional data into fewer dimensions.

For our computational analysis to be useful for the clinical community,
it should remain as much interpretable as possible. This entails allowing
the user to be aware of how the input to the learning process models the
output. In this sense, we used kernel regression techniques [21], which allow
interpreting the output of our ML models as a function of the input data.

1.2 Objectives

The overall objective of this thesis is to bring together ML tools to analyze
cardiac function in an integrated and quantitative way. With these tools,
we expect to reach a better understanding of the pathophysiology leading to
disease, which may eventually help improving the selection of therapies and
treatments or the prediction of disease prognosis within a patient-specific
context. This overall objective can be broken down into the following action
steps:

• Implementation and extensive testing of an unsupervised version of
MKL for dimensionality reduction to jointly analyze complex cardiac
motion descriptors in a controlled population of HFPEF patients.

• Validation of the previous analysis methodology in a larger, multi-
centric cohort, including healthy controls, HF subjects and intermedi-
ate categories, which allows learning the cardiac function continuum
that ranges from healthy controls to subjects with a severely-impaired
heart.

• Extension of the unsupervised multiple kernel learning analysis to
incorporate relevant clinical parameters for a detailed phenotyping
of HFREF patients, aiming at improving the identification of CRT
responders.

4
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The clinical problems tackled during this thesis are challenging and still
under constant debate. Supervised learning approaches, when conditioned
by suboptimal clinical diagnosis, are not helpful. Therefore, the cases under
study throughout this work offer an ideal context to test an unsupervised
MKL formulation.

1.3 Contributions

• Multiple multi-variate feature analysis. This is the main con-
tribution of this thesis, which is well aligned with the mission of the
Precision Medicine Initiative (known as “All of Us research project”)
[22], which requires healthcare practitioners to avoid oversimplifica-
tion and take advantage of all the available data to characterize pa-
tients more objectively. This kind of analysis is helpful to under-
stand the information encoded in complex data. It remains fairly
unexplored to assess cardiac mechanical function, which could benefit
from the joint analysis of entire myocardial motion and deformation
patterns provided by ultrasound imaging. We want to demonstrate
the potential of this analysis to learn patterns of cardiac mechanical
dysfunction. We developed ML tools that allow performing such an
analysis in a quantitative and integrated way, specifically the joint
analysis of multiple cardiac descriptors that may eventually be of dif-
ferent nature (local myocardial velocity/strain patterns, risk factors,
etc.). This analysis proved to be useful to acquire knowledge about
the pathophysiological mechanisms leading to disease and to suggest
complementary descriptors of interest to foster early diagnosis.

• Interpretability of the results. For the analysis approaches in-
troduced in this thesis to be clinically useful, they need to facilitate
the interpretation of the results. Indeed, human interpretability is
increasingly recognized as a highly relevant feature of ML methodolo-
gies [23–25], crucial in efforts towards data-driven precision medicine,
based on informed and auditable decisions. This characteristic ulti-
mately allows suggesting features relevant for diagnosis, or partition-
ing a population into well-differentiated phenogroups with implica-
tions for diagnosis.

• Clinical contributions. The implemented analyses highlighted the
value of exercise echocardiography in the diagnosis of HFPEF, sug-
gested new features that may contribute to its early diagnosis (e.g.,
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atrial function impairment), and confirmed a continuum impairment
of cardiac function that goes from health to advanced HF passing
through the intermediate categories (hypertensive and breathless sub-
jects) that we incorporated to the study (Chapter 4). We also proved
the added value of jointly analyzing complex imaging descriptors (LV
strain and volume patterns) and clinical parameters for an improved
phenotyping of HFREF patients, which confirmed previous clinical
intuition—such as the value of the “septal flash” dyssynchrony pattern
to predict response to CRT— and improved the selection of patients
to be treated with a CRT device in the MADIT-CRT trial (Chapter
5).

1.4 Outline of the thesis

This thesis is structured around ML techniques for multivariate data anal-
ysis, and their application to two concrete clinical problems suited for un-
supervised analyses. The core content is presented in four chapters.

Chapter 2 reviews the basic concepts and methods used in this thesis, fo-
cusing on the technical difficulties that can be faced throughout the devel-
opment of the analysis pipeline used to characterize heterogeneous clinical
data.

Chapter 3 describes the unsupervised MKL formulation that we used,
which builds upon a supervised MKL technique [26]. We chose an un-
supervised analysis to prevent bias towards (possibly erroneous) diagnostic
labels. This technique allows combining data of different nature and re-
ducing their dimensionality towards a meaningful representation. Specifi-
cally, we used it to characterize different patterns of functional responses to
stress in the HFPEF syndrome. This was allowed by combining multiple
temporally-aligned myocardial velocity traces at rest and during exercise,
together with temporal information on the occurrence of cardiac events
(valves openings/closures and atrial activation).

Chapter 4 extends the previous analysis to a multi-centre study and con-
siders two intermediate groups (hypertensive and breathless) that allow un-
derstanding the progression from healthy to a severely impaired cardiac con-
dition. This chapter emphasizes the clinical interpretability of the results
by the use of clustering approaches together with kernel regression tech-
niques. These were used to partition the population into clinically-relevant
phenogroups, and to explore their content, respectively.

6



1.4. outline of the thesis

Chapter 5 presents the analysis of a large clinical trial comprising patients
with HFREF that were eligible to be treated with a CRT device. The nov-
elty is on the integration of clinical parameters that are conventionally used
to predict response to CRT with multivariable imaging data (LV myocar-
dial strain and LV volume). We explored the added value of this integrated
analysis versus the current recommendations based on “simple parameters”.
The work related to Chapter 5 was carried out during a research stay at
the Cardiovascular Division of the Brigham and Women’s Hospital (Boston,
US), under the supervision of Prof. Scott Solomon, from Harvard Medical
School.

Each chapter is self-contained and corresponds to a peer-reviewed journal
article, published or under review.
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2.1 Heart failure with preserved vs. reduced
ejection fraction

Heart failure (HF) occurs when the heart muscle becomes too weak or stiff
to pump blood efficiently, normally as a result of conditions such as coronary
artery disease or high blood pressure. HF is a major public health problem
worldwide, with estimates that 20% of the US population above 40 years
will develop it during their lifetime. To this day, HF remains the leading
cause for hospitalization among the elderly [27].

Although HF was traditionally believed to be one disease, research in the
past decades revealed it to include separate syndromes with differing struc-
tural, molecular, and functional features, as well as treatment response [28],
namely, HFPEF (Chapters 3 and 4) and HFREF (Chapter 5). Generally
speaking, HFPEF is characterized by ventricles that do not relax as they
should during diastole, and HFREF is characterized by a heart muscle that
does not contract effectively. Recently, the European Society of Cardiol-
ogy in the 2016 Guidelines for the Diagnosis and Treatment of Acute and
Chronic Heart Failure coined yet another category of HF [58]; HF with
midrange EF (HFmrEF), involving those patients with a EF between 40%
and 49%. While the exact definitions of the three syndromes are contro-
versial, effective therapies have only been proven for patients with HFREF
defined by a LVEF ≤ 40% [29].

It is now widely accepted that up to half of HF patients have a somehow pre-
served contractile function (HFPEF) [30], demonstrate similar rates of HF
re-hospitalization and functional decline than patients with HFREF [31],
and are at a higher risk of death compared with age-matched controls [32].
Contrasting with HFREF, HFPEF—based on a definition of “preserved”
ejection fraction among trials ranging from ≥ 40% to ≥ 55%—is associated
with substantial morbidity and mortality, but to date, no clinical outcome
trials have definitively shown benefit with any therapy [33, 34], which evi-
dences the limited diagnostic and prediction value of LVEF as it approaches
normality (LVEF ≥ 50%) [29]. Another parameter that has been frequently
used to diagnose HFPEF is the ratio of the early transmitral flow velocity
and the early diastolic mitral annular velocity (E/e’ ratio, Figure 2.1). This
noninvasive surrogate for left ventricular filling pressure is useful to diag-
nose diastolic (dys-)function [7, 35]. However, the accuracy of E/e’ ratio to



2.1. heart failure with preserved vs. reduced ejection
fraction

Figure 2.1: Change of E/e’ during exercise in a patient with heart failure with preserved
ejection fraction (HFPEF) and in an age-matched normal subject. The traces show veloc-
ity profiles of mitral inflow measured by blood pool pulsed-wave Doppler echocardiography
and mitral annular velocities measured by pulsed-wave tissue Doppler imaging. Note that
during submaximal exercise in the normal subject both E and e’ velocities increase sub-
stantially, while in the patient both increments are damped, and so the E/e’ ratio does
not change significantly in either test. Figure extracted from [8].

diagnose HFPEF is subject to debate (see Figure 2.1, [36]).

In the past years, different authors have criticized the over-reliance of cur-
rent guidelines in simple, unidimensional parameters to diagnose or to de-
fine different phenotypes of HF [29, 36–39]. Indeed, HFPEF is not a single
condition, but a markedly heterogeneous syndrome commonly accompanied
by multiple comorbidities, such as diabetes, chronic obstructive pulmonary
disease, and renal dysfunction [40]. This complexity, contrasts with the sim-
plification done by diagnostic guidelines, which propose a binary (healthy
or HFPEF) diagnosis. This likely influences the negative results of trials
investigating HFPEF therapies, which favour a“one size fits all” therapeutic
approach [39].

Given these negative results, a myriad of investigators start recognizing the
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major utility of phenotyping HFPEF patients in detail, to better identify
pathophysiologically relevant patient subgroups that may benefit from more
targeted therapies [28, 34, 40–51]. Some of these works have already im-
plemented a multi-parameter analysis using ML to capture the complexity
inherent to HFPEF [45, 50]. However, these analyses were limited to sets of
11 and 67 scalar variables without functional data during exercise, while the
analysis of patterns at rest and during exercise might be more informative.

The same phenotyping strategy could be beneficial in the context of HFREF
to select patients for cardiac resynchronization therapy (CRT). This ther-
apy consists in implanting a biventricular pacing device on the myocardium
of the treated patients, to recover a synchronous contraction of the cardiac
chambers pacing both the septum and lateral wall of the LV, thus compen-
sating the deficiencies of the cardiac pump. The benefits of this therapy are
evident in the reverse remodeling of the LV at 1 year of follow-up, but most
importantly when looking at the clinical response (reduction in the rate of
re-hospitalization for HF or death) [52, 53]. Although effective [54–56], CRT
is still burdened by nearly a 30% of “non-responders” [54, 57–61]. Unlike
supervised statistical approaches that proved to be limited to improve the
rate of “non-responders” [62], an unsupervised ML strategy may be help-
ful to assign HFREF patients to phenogroups that may show an improved
response to treatment.

2.2 Imaging: the role of echocardiography

Pathological changes in the heart lead to complex mechanical alterations.
Therefore, a detailed phenotyping such as the one discussed above intu-
itively demands an accurate assessment of the mechanics of the cardiac
motion [51, 63].

A large amount of contemporary imaging techniques allow a noninvasive
analysis of the myocardial wall dynamics. Among these are magnetic reso-
nance imaging (MRI), tagged MRI (t-MRI), computed tomography (CT),
2D/3D ultrasound (US), and US imaging techniques such as tissue Doppler
imaging (TDI).

The information derived from imaging is key to understand cardiac me-
chanics, interpret alterations in deformation, and extract clinically relevant
conclusions [14].

Improved understanding of the cardiac structure and function involves ana-
lyzing complete patterns of motion/deformation [11–14, 64], as opposed to
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2.2. imaging: the role of echocardiography

the traditional analysis methods based on specific unidimensional measure-
ments of cardiac structure and function, which are overly simplistic [9] and
suboptimal for many applications [62, 65].

Echocardiography, also known as cardiac US, is one of the preferred modal-
ities for quantifying and analyzing cardiac motion and deformation. Al-
though this modality has a poorer signal-to-noise ratio than other tech-
niques, such as MRI or CT, its high sampling frequency, compatibility with
implanted devices, lower cost and higher availability at clinical locations
make it a privileged technique for analyzing the cardiac mechanics [66].

Nonetheless, a direct quantification of myocardial function from echocar-
diographic sequences is challenging. Visual assessment of wall motion de-
mands extensive training [67] and remains highly subjective [68]. To derive
measurements related to cardiac function, two approaches are commonly
used: Doppler echocardiography and grayscale (B-mode) speckle tracking
[6, 14, 69].

Doppler echocardiography

Doppler echocardiography relies on detection of the shift in phase or fre-
quency of US signals reflected from moving objects to generate imaging of
the cardiac movement [66]. Applying this, blood pool Doppler quantifies the
velocity of blood flow by measuring high-frequency, low-amplitude signals
from blood cells [70]. There are two different forms within this modal-
ity: continuous wave and pulsed wave Doppler. Continuous wave Doppler
transmits and receives US waves continuously using a transducer with two
crystals; one to send and the other to receive the reflected US waves. This
modality, which analyzes the frequency shift of the returning echoes, cap-
tures the blood flow along the entire beam, giving no indication of the
depth from which the signals have emerged. The strength of continuous
wave Doppler is its ability to display high velocity Doppler signals. In the
pulsed wave mode, a single US crystal acts as emitter and receiver of short
pulses of US signals. This modality analyzes the phase shift between con-
secutive echoes for the velocity calculation. Through range gating, pulsed
wave mode is able to select Doppler information from a particular location
using a sample volume, but its temporal resolution is limited theoretically
by the Nyquist theorem [71]. Similarly to pulsed wave Doppler, color flow
imaging displays intracavitary blood flow using a color map, which encodes
the speed, direction and extent of turbulence, amongst others.

Based on the same principle as pulsed wave and color Doppler echocar-
diography, TDI assesses myocardial tissue velocity by measuring higher-
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amplitude, and lower-velocity signals as compared to the flow imaging modal-
ities [70]. A so-called wall filter is used to distinguish between signals orig-
inating from moving tissue or blood flow—high-pass filter to isolate blood
flow and low-pass filter to distinguish tissue.

Continuous and pulsed wave Doppler have the advantage of displaying veloc-
ity curves at real time during examination, and are already very informative
with only 1 sample point. Perhaps for these reasons, these techniques are
more widely used in clinical practice. However, only color Doppler allows
postprocessing to extract the motion parameters associated to a sample
volume indicated by the user [66]. The color modality of tissue Doppler
imaging was used in Chapters 3 and 4 to extract myocardial velocity pat-
terns for further processing.

The disadvantages of Doppler imaging are: 1) it is angle-dependent; 2) it
measures absolute velocities, which hinders the differentiation of passive
motion from true myocardial tissue contraction; 3) it provides a dense ve-
locity field all over the image, which may require the use of tracking if we
want to extract local information [70]. Despite this, Doppler imaging is
commonly used in clinical practice since it allows acquiring at a high tem-
poral resolution, is readily available and allows quantifying the true physical
myocardial velocities [66].

Extraction of TDI velocities and Doppler flows from static TD images

As mentioned above, continuous and pulsed wave Doppler are widely used
in current practice to quantify tissue or blood flow velocities. They are nor-
mally performed in clinical studies to measure peak or time-to-peak indexes
with diagnostic purposes. However, these modalities do not allow off-line
access to the pattern data like color Doppler does, thus hindering the im-
plementation of a detailed phenotyping strategy, which may benefit from
the analysis of entire patterns.

To overcome this limitation, we implemented a semi-automatic tool that
extracts blood flows from pulsed wave Doppler images and tissue velocities
from TDI recordings, similar to Duthia et al. [72]. A detailed explanation
of this tool, which was developed in Matlab, is given in Figure 2.2. This
tool was developed and tested during a research stay with the Asclepios
Research Project under the supervision of Prof. Maxime Sermesant (Inria
Sophia Antipolis, France).

This approach of extracting pattern information from Doppler images was
used to analyze aortic and pulmonary outflows in children with Ebstein’s
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(a) Mitral valve �ow pattern

(b) LV lateral wall velocity pattern

Velocity envelope Averaged Doppler �ow

Filtered signal Velocity pro�les (red = �ltered) Averaged pro�le

Figure 2.2: Segmentation of blood flows and tissue velocities. (a) To segment the blood
flow, first the opening and closure of the corresponding valve must be manually indicated.
Then, a median filter is applied to remove impulse noise. The resulting image is bina-
rized using the Otsu’s method [73], and morphological operations are applied to remove
small spurious areas. The envelope itself results from detection of the frontier between
foreground and background. Finally, segmentations from all available cardiac cycles are
averaged into a single cycle that accounts for the variability over the acquisition (right
panel). (b) To segment tissue velocities, the first step is to identify the different cardiac
cycles. To that end, we use a QRS detector based on wavelet decomposition over the
electrocardiogram (ECG) signal displayed in the DICOM image [74, 75]. The segmenta-
tion algorithm operates in each column of the image, finding the barycenter of the pixel
intensity distribution. The calculation of the barycenter depends on the location of the
Doppler signal: when close to the zero line, the calculation considers the entire intensity
distribution; at a specified distance from the zero line, the calculation involves removing
the pixel intensities surrounding the zero line, to discard the basal noise that likely ap-
pears on the spectral Doppler images. The cutoff to use one modality or the other was
30 pixels above or below the zero line; heuristically chosen since it performed well for the
spatial resolution of the considered images. As for the blood flows, segmentations from
all available cycles are averaged into a single one (right panel). At any time, the user
can review the results of the automatic segmentation, and when necessary, can manually
indicate landmarks on the flow or tissue velocity that are later joined using piecewise
cubic interpolation.
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anomaly compared to healthy controls, and revealed significantly different
outflow dynamics. Specifically, this analysis revealed a delayed aortic peak
velocity moving from early (in healthy controls) to mid-ejection in Ebstein’s
anomaly children, a sign that is likely associated with worse outcome in the
diseased group [76].

Speckle tracking over grayscale images

Speckle tracking (ST) is a computational technique that allows measur-
ing dense velocity fields and is not limited to the US beam direction [69].
Speckle stands for a random interference pattern of US waves, which is pri-
marily visible on the myocardial wall on cardiac US. The displacement of
these patterns theoretically follows the myocardial movement, and hence
tracking these speckles between frames provides a good estimation of the
myocardial deformation [66, 69]. ST uses block-matching algorithms over
B-mode intensity images to track local speckle patterns, which are stable
over a few frames. ST normally results in a smoother estimation of motion
than TDI, and therefore, is less sensitive to detect fast motion or small
pathological regions. The main limitations of ST are:

• Image quality: the block-matching algorithms that track the speckles
need a good image quality to properly follow the tissue and extract
deformation, which is not always the case.

• Out of plane motion: it is not clear how speckles going out of plane
affect the accuracy of ST. This shortcoming could be overcome by the
use of 3D ST technology, but it still requires further validation.

• Unknown software algorithms: as different vendors use their own
tracking algorithm, it is unclear how values obtained with different
scanners and software versions compare. There are currently some
initiatives to standardize this [77–79], but their goal has not been met
yet.

2D ST is used to derive the strain and volume data analyzed in Chapter 5.

2.3 Data preprocessing

Temporal alignment

A pre-requisite to quantitatively compare pattern data is that they need
to be expressed within a common temporal reference space. The cardiac
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phases of individual subjects analyzed throughout this thesis show high
temporal variability due to the differences in heart rate and the different
levels of physical activity considered in our analyses. This causes that the
analyzed traces do not match temporally. To deal with this problem, two
solutions were implemented. The first was a phase-wise alignment, used to
match temporally the velocity patterns analyzed in Chapters 3 and 4. This
approach requires annotating the time at which the cardiac valves open
and close relative to the heart cycle [80]. This information was used to
split the pattern and align the different cardiac phases, namely isovolumic
contraction, systole, isovolumic relaxation, early and late diastole (further
details can be found in Sec. 3.3.1.1). The second alignment approach was
used when timing information was unavailable. In this case we used a curve
matching algorithm, based on diffeomorphic registration via currents [81],
to align left ventricular volume curves and apply the resulting temporal
deformation to the remaining pattern data. This technique was used in
Chapter 5 to align volume and strain traces (see Sec. 5.2.4.1 for further
information on this topic).

Complex data imputation

Missing data are unavoidable in epidemiological and clinical research [82,
83]. Imputation refers to the process of replacing missing data with sub-
stituted values for subsequent statistical or ML analyses. It is frequently
used to avoid discarding any sample that has a missing variable, which may
introduce bias, affect the representativeness of the results and/or dramati-
cally reduce the number of samples to analyze. Bias appears when data are
not missing at random, e.g., people with high blood pressure may be more
likely to miss clinic appointments because of headaches. If we remove them
from our analysis, the conclusions will likely be biased. The imputation
of individual (continuous or categorical) variables has been largely studied
[84], and standard techniques are commonly used for clinical applications
[82, 85].

In the case of complex variables, such as the pattern data handled through-
out this thesis, the first approach to imputation would be to treat samples
individually and fill as many values as existing samples along the pattern
[86]. However, this approach disregards the temporal dependencies of in-
dividual samples with their neighboring points, and thus is suboptimal to
impute pattern data.

Instead of trying to complete the pattern data, we implemented an approach
inspired by the work of Kumar et al. [87, 88], which is called kernel comple-
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tion. Data are only as good as the similarity measure used to compare them.
As it will be expanded later, the ML technique that we used to analyze the
pattern data uses kernels, i.e., affinity matrices encoding pairwise similarity
among the input samples for each descriptor, rather than the descriptors in
their original form. Taking advantage of this, Kumar et al. proposed to com-
plete kernels rather than impute their high-dimensional counterparts. To
do so, they proposed a supervised solution based on support vector machine
(SVM) [87]. We have adapted this idea to our unsupervised formulation.
Our algorithm operates as follows:

for each feature do
for each subject missing the evaluated feature do

• Find the 3 nearest neighbors for each of the features for
which the interrogated subject has data;

• Create a consensus neighborhood merging the
neighborhoods found in the previous step;

• From this consensus neighborhood, retain only those
subjects for which the evaluated feature is available;

• Use multi-scale kernel regression [21] to complete the
missing row and column of the kernel corresponding
to the evaluated feature;

We tested this method against other imputation technique, namely, impu-
tation of the original content of the features also using multi-scale kernel
regression. To do so, we compared the representations obtained after di-
mensionality reduction calculated for complete samples and those obtained
after purposefully deleting some of their content and imputing it. The less
distorted result as compared to the original was that obtained with our
method (Figure 2.3). For these experiments we used data from the VP2HF
European project (VP2HF), which consisted of HFREF patients that were
treated with a CRT device. For 58 subjects that had complete data, the
features considered to characterize cardiac function were the tissue veloci-
ties derived from pulsed wave tissue Doppler at the septal and lateral walls
of the LV as well as the right ventricular (RV) free wall; and the aortic and
mitral blood flows extracted from blood pool Doppler acquisitions. This
work on complex data imputation was developed during the research stay
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Figure 2.3: Imputation results. Affinity matrices corresponding to the output spaces
obtained using different configurations of the VP2HF dataset: a) ground truth data;
b) missing fields imputed by kernel completion; c) missing fields imputed by feature
completion. Bottom of the figure: formula used to compute the entries of the affinity
matrices, where yi corresponds to the coordinates of subject i in the output space. The
affinity matrices were compared by computing the pairwise 2D correlation coefficient,
whose values are shown in red.

at Inria Sophia Antipolis.

2.4 Dimensionality reduction

The simplest approach to analyze pattern data consists in performing statis-
tics on the scalar values that make up the patterns. One possible solu-
tion to assess scalar data over a whole domain is voxel-based morphometry,
which allows performing statistics at each point of the domain [89]. How-
ever, this strategy ignores the spatial dependency of individual samples,
and thus fails at capturing essential interrelations with neighboring points.
The analysis of patterns should therefore account for the temporal causal-
ity of pattern data—i.e., the interrelations within individual samples—while
removing possible redundancy.

A suitable technique for pattern analysis is dimensionality reduction. Di-
mensionality reduction allows transforming data of high-dimension into a
meaningful representation of reduced dimensionality. The dimensionality of
velocity patterns equals the number of samples that they have—this number
is determined by the temporal resolution during acquisition. These tech-
niques look for a set of low-dimensional variables that best reflect a given
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characteristic of the data while minimizing the quantity of information lost.
Ideally, the dimensionality of the reduced representation should correspond
to the intrinsic dimensionality of the data, i.e., the minimal number of pa-
rameters that are necessary to capture important properties of the data,
in the limits of the data model used. Dimensionality reduction as a pre-
processing step to data analysis is highly desirable, to soften the curse of
dimensionality problem [90]. This problem arises when the dimensionality
increases and surpasses the number of samples to analyze, which implies
that the volume of the input space also increases and thus the available
samples become sparse. This phenomenon entails 2 problems: 1) it hinders
the statistical significance of analysis methods, since the quantity of data
required to support a statistical claim grows exponentially with the dimen-
sionality; 2) it converts the datapoints into isolated entities, thus preventing
common data organization strategies from being efficient. Dimensionality
reduction is used in a wide range of applications, since it facilitates classi-
fication, visualization, and compression of high-dimensional data [91, 92].

Popular linear dimensionality reduction techniques include principal compo-
nent analysis (PCA) [93], linear discriminant analysis (LDA) [94], or partial
least squares (PLS) [95].

PCA is perhaps the most popular dimensionality reduction technique. It
consists in a linear transformation that projects the data into a set of or-
thogonal basis vectors, to maximize the variance of the data along the first
components [91, 93].

LDA aims at finding a linear mapping to a low-dimensional space that
maximizes the linear separability between datapoints belonging to different
classes. LDA is a supervised technique, since it uses the data labels during
training [91, 94].

PLS is similar to PCA, but finds a linear transformation of the input vari-
ables that best explains a given response variable [95].

Nonetheless, linear approaches are not suitable for analyzing the type of
data that we use throughout this thesis. Figure 2.4 shows two examples of
nonlinearities derived from cardiac descriptors: a) patterns of mitral inflow
from normal to restrictive mitral physiology (extracted from [96]) and b)
myocardial velocity patterns acquired at different levels of physical exercise
(extracted from [97]). In the first example (Figure 2.4 (a)), if we were to use
the Euclidean metric to measure the distance between the normal and the
pseudo-normal mitral inflow, the result would be smaller than in the case of
comparing the normal to the relaxation abnormality pattern. This violates
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Figure 2.4: Examples of non-linearities derived from cardiac function descriptors: (a) the
mitral flow peaks show a non-linear behavior with progressive diastolic dysfunction; (b)
the systolic phase shortens proportionally less than the filling phases during exercise.

the real distribution that corresponds to a progressive diastolic dysfunction,
thus providing inaccurate results. In the second example (Figure 2.4 (b)), a
clear non-linearity is observed in the timing of the cardiac phases at different
stages of exercise—note that the systolic phase shortens proportionally less
than the filling phases during exercise—a phenomenon that a linear method
would be unable to capture. The inability of linear methods to properly
handle non-linear myocardial motion patterns is discussed in Sec. 3.3.5.

Indeed, previous publications have already stated that non-linear opera-
tions may be more suitable to process biomedical imaging data [98], and
particularly cardiac motion and deformation patterns to prevent artifacts
[99].

2.4.1 Manifold learning

To overcome this drawback, one should consider the non-linear structure
of the data. This can be done in two ways, depending wether (i) the non-
linear space is known (e.g., in the case of tensors [100] or diffeomorphisms
[101]), (ii) the non-linear space is unknown. In the latter, the space can be
learned if enough samples are available. For this purpose, a high number of
non-linear techniques for dimensionality reduction have been recently pro-
posed, grouped within a field of ML known as “manifold learning”. The
rationale for these techniques is that the data lie close to a manifold em-
bedded in a high-dimensional space, and manifold learning aims at finding
a representation of the manifold in a lower-dimensional Euclidean space,
which may facilitate further data analysis. In the context of this thesis,
these techniques allow computing statistics at a population level.
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A manifold is a topological space that corresponds locally to a Euclidean
space [98]. Manifold learning techniques target the conversion of data from
high to lower dimensional representations while respecting the intrinsic ge-
ometry of the data space. For example, for image analysis, the intuition
underlying the use of manifold learning is that, while each image may be
viewed as a single point in a very high-dimensional space (as many dimen-
sions as the number of pixels), a set of such points corresponding to a given
population may lie on a specific manifold, which is likely to be non-linear
and of a significantly lower dimension [102]. The parameterization of the
manifold gives rise to a coordinate system that nicely captures the relative
position of individual samples with respect to the constellation formed by
the entire dataset. The classical example of a manifold is the surface of
planet Earth. Each local region of our planet, which is embedded in a 3-
dimensional space, can be mapped to a plane that exists on a 2-dimensional
space.

The low-dimensional representation of the manifold, also known as mani-
fold embedding, can be estimated with the use of pairwise point distances.
Assuming that the manifold is non-linear, computing the distance over the
manifold instead of on the Euclidean space should be considered. To do so,
one possibility is to use the geodesic distance, which is a trajectory along
the manifold that minimizes the distance between two samples lying on it.

Graph embedding. A general approach to solve for the manifold embed-
ding consists in discretizing the manifold using a graph [103], as proposed
by Yan et al. [104]. The goal of such framework is to represent samples
from a population in a low-dimensional space where similarities between
the adjacent samples are preserved, being adjacency measured by a simi-
larity matrix that characterizes certain statistical or geometric property of
the data set. Every datapoint in the graph xi is connected to its k nearest
neighbors xij in the dataset X, or to a neighborhood defined by |xi−xj | < ε.
The edge weights connecting neighboring points represent the similarity be-
tween data points. This similarity is commonly expressed using a Gaussian

kernel, K(xi,xj) = exp
(
−‖xi−xj‖2

2σ2

)
, which is the kernel used throughout

this thesis (see Sec. 3.2 for further details). However, other kernel formula-
tions are possible, and their choice will likely influence the obtained results
[105–107]. Thus, the problem of manifold learning can be reduced to the
problem of graph construction and analysis. The graph embedding problem
is solved by minimizing:
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argmin
∑
i,j

‖yi − yj‖2wij = argminYtLY, (2.1)

where yi are the coordinates of sample i in the low-dimensional represen-
tation, Y is the matrix that collects these coordinates for all the samples,
L = D −W is known as the Laplacian of the graph, wij is the affinity
measure between samples i and j, W is the affinity matrix that collects the
affinities between the input samples, and D is a diagonal matrix whose ele-
ments correspond to the sum of the rows of W. This formulation enforces
that samples that are similar in the input space (i.e., with large wij values)
are mapped to nearby points on the low-dimensional space. However, this is
subject to the type of graph embedding that we want to implement, namely
supervised or unsupervised. In the supervised case, the sample labels are
known a priori, and the constraint is

∑
i,j ‖yi − yj‖2w

′
ij = 1, where w

′
ij

expresses the pairwise similarities that need to be suppressed, thus forcing
that the neighborhoods in the low-dimensional space are formed by samples
of the same class. In the unsupervised case, the objective is to learn the
real distribution of the data without being conditioned by any given class.
In this case the constraint is

∑
i ‖yi‖2dii = 1, being dii =

∑
j wij . This

constraint enforces the preservation of the data topology, avoiding that all
samples collapse into a single point of the space. The manifold learning
technique that we used in Chapters 3, 4, and 5 is based on the later graph
embedding formulation.

Some of the most popular manifold learning techniques are based on this
framework. They are briefly described below.

Multidimensional scaling (MDS). It represents a collection of tech-
niques that aim at finding a low-dimensional representation that preserves
the pairwise distances between data samples as much as possible [108]. Clas-
sical MDS (also known as Classic Torgerson’s metric), which consists in an
eigendecomposition of the covariance matrix computed using Euclidean dis-
tances, is equivalent to PCA. However, MDS changes if other distances are
used, and can eventually become a non-linear technique.

Kernel PCA. This is a non-linear technique that builds upon traditional
linear PCA [109]. Kernel PCA projects the data onto a feature space where
the original non-linearities become linear or approximately linear. In prac-
tice, kernel PCA is solved by computing principal eigenvectors of the kernel
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matrix, rather than those of the covariance matrix such as in PCA. This
kernel matrix corresponds to the inner product of the datapoints in the
high-dimensional space that is constructed using the kernel function.

Isomap. This technique is similar to multidimensional scaling, but is
formulated to preserve geodesic rather than Euclidean distances. These
geodesics are approximated by constructing a neighborhood graph and cal-
culating shortest paths between pairs of samples. These paths can be com-
puted using dedicated algorithms, such as the Dijkstra’s or Floyd’s shortest-
path algorithm [110]. Figure 2.5 shows the low-dimensional representation
of a population of images obtained by Isomap and illustrates the benefits
of using a non-linear technique on this kind of data.
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Figure 2.5: Isomap performance. Left, manifold learned from a collection of images
corresponding to faces. The algorithm nicely organizes the images according to their most
salient characteristics, which simplifies the subsequent statistical analysis. In this case, the
salient characteristics are the different poses in the horizontal and vertical planes, as well
as the lighting conditions [110]. Right, illustration of the estimation of an average image
either using classical linear statistics (the resulting image is a mix between the two input
images, it does no longer belong to the manifold), or using statistics on the coordinates
space associated to the non-linear manifold (in this case, from Isomap). Adapted from
[110].

Locally linear embedding (LLE). As Isomap, it forms a graph pre-
sentation of the data samples, but attempts to preserve local rather than
global properties of the data manifold in the low-dimensional space. This
is achieved by expressing the data samples as a linear combination of their
nearest neighbors (as illustrated in Figure 2.6), such that the weights of this
combination are kept as similar as possible in the low-dimensional space
[111].
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Figure 2.6: Data samples in LLE expressed as a linear combination of their nearest
neighbors [112].

Table 2.1: Synthesis of different manifold learning techniques viewed from a graph em-
bedding perspective.

Method Operator / Matrix Preserved

Kernel PCA Kernel (linear, polynomial,
Gaussian)

Variance of the feature
space

ISOMAP Geodesic distance matrix Geodesic distances be-
tween data points

Locally linear embedding Reconstruction weights Reconstruction weights
within the local neigh-
borhood of each data
point

Laplacian eigenmaps Graph Laplacian Distances within the local
neighborhood of each data
point

Laplacian eigenmaps. As the previous technique, Laplacian eigenmaps
finds a low-dimensional data representation by preserving local properties on
the manifold [113]. The local properties are based on the pairwise distances
between near neighbors. The unsupervised MKL formulation that we detail
in Chapter 3 can be regarded as an extension of Laplacian eigenmaps to
consider multiple features.

Unified formulation for graph embedding. As previously said (Sec.
2.4.1), all these manifold learning techniques can be unified within the
framework of graph embedding [104], as synthesized in Table 2.1.

Recently, manifold learning techniques have gained popularity in the field of
medical image analysis, with applications such as neurology [98, 114–116],
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cardiology [99, 117, 118], or cancer diagnosis [119, 120]. The advent of deep
learning may also entail a step forward in this field, as this global method
can generalize fairly well to new data. For example, deep auto-encoders
have already been used for manifold learning, as the space spanned by the
output neuron variables can be considered to be a manifold learned from the
input data [121]. For our application, the benefits of using these techniques
are threefold: first, non-linear operations may be more adequate to pro-
cess cardiac motion and deformation patterns [99]; second, the estimation
of the manifold facilitates the statistical analysis at a population level; and
third, these techniques remove the redundancy of the data and reduce their
complexity towards higher order features, which may be beneficial for iden-
tifying different phenotypes within the analyzed population, or to predict
disease evolution or outcome in new patients.

2.5 Multiple feature analysis using multiple
kernel learning

The evaluation of a single feature/descriptor may not be sufficient to prop-
erly understand complex phenomena, such as the pathophysiology associ-
ated to disease. In the context of cardiac diseases, the assessment of only
motion or deformation independently may lead to a suboptimal character-
ization of a pathological behavior [97]. Thus, a detailed characterization
of cardiac function requires considering information coming from multiple
sources [9].

The most common ML approaches to multiple feature analysis consist in
directly analyzing a concatenated set of the normalized input features [122],
but are unable to handle differences in the nature or distribution of the
analyzed features and do not consider possible redundancies in the data.
Multiset canonical correlation analysis [123] deals with redundancy, but
is a linear approach and thus is not suitable for the type of data used
in this thesis (Sec. 2.4). Kernel methods are appropriate to deal with
these disadvantages—they are non-linear approaches that do not make any
assumption on the nature of the data (further details on this topic can be
found in Sec. 3.1.1).

We specifically focused on MKL [124], which allows finding the manifold em-
bedding that captures the similarities defined by multiple (heterogeneous)
features, thus simplifying subsequent statistical analysis (Sec. 3.1.3 and
3.2.1). The first attempts to MKL consisted in learning a linear combi-
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nation of a set of predefined kernels in order to identify a suitable target
kernel for the considered application [125]. However, non-linear formula-
tions to combine kernels have also been proposed [126]. The benefits of
MKL over single kernel strategies have been discussed earlier [124, 127].

2.5.1 Supervised MKL

Supervised MKL, leveraging the use of class labels during training, aims
at finding the combination of base kernels that maximizes the separability
of different classes (classification) or that optimizes the organization of the
data with respect to a given outcome (regression). Most of the proposed
formulations of MKL (including existing applications to clinical problems
[63, 120, 128]) are supervised [120, 128, 129], originally introduced for the
problem of classification using SVM [130, 131]. The formulation of [26],
which we reformulated to an unsupervised version, generalized the MKL
problem to reduce the dimensionality of the input data. Other examples
of supervised MKL for dimensionality reduction exist [132, 133]. In an
attempt to improve classification accuracy, localized MKL formulations have
been proposed [134, 135], which adjust the kernel weights to adapt to their
discriminative capabilities in different local regions of the input space rather
than weighing kernels using a global approach.

2.5.2 Unsupervised MKL

Unlike its supervised counterpart, unsupervised MKL is intended to find
naturally occurring patterns or groupings within the data [136]. Unsuper-
vised MKL is more suitable to extract the hidden structure of the data (data
spread), which is the reason why it has usually been used for tasks such as
dimensionality reduction, clustering, or some early preprocessing step of a
supervised classification task [106, 137]. However, unsupervised MKL is
more challenging than its supervised counterpart, since no class labels are
available to the learning task [106].

Throughout this thesis, we favor unsupervised over supervised learning.
In Chapters 3 and 4, we combine several echocardiographic descriptors to
characterize a population whose diagnostic labels (healthy controls, hyper-
tensive, breathless, and HFPEF) are fuzzy, meaning that no clear partition
can be observed, but rather the clinical intuition assumes these groups as
spanning along a continuum that goes from normal to severely impaired
cardiac mechanical function. As the clinical labels may be suboptimal to
characterize this cohort, we used unsupervised learning to avoid being biased
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by them. In Chapter 5, we combine several imaging and clinical descriptors
to improve the selection of responders to CRT. We chose an unsupervised
strategy to provide a clinically meaningful categorization of a phenotypi-
cally heterogeneous HF cohort, which may uncover groups with a uniform
response to the therapy, as in [50].

2.6 Data collections

One key condition for ML algorithms to work properly is that they require
enough samples to extract knowledge from complex data, which is not nor-
mally the case in clinical studies. Generally, the more complex the problem,
the higher the number of descriptors that should be considered and, in turn,
the higher the number of examples the model needs to be properly trained.
Nevertheless, the analysis of large quantities of data normally results in a
model that generalizes better to new, unseen samples.

Figure 2.7 shows an interesting vision of how the quantity of data analyzed
directly impacts the insight that can be extracted from them. From a
clinical perspective, if we go from small quantities of data all the way up
to massive amounts of data, the acquired knowledge might go from simply
reporting what is happening to a patient to predict what will happen in the
future (disease prognosis) and to whom will it happen.

Concerning this thesis, the databases analyzed in Chapters 3 and 4 are
relatively small (55 and 156 subjects, respectively), and thus the obtained
results, while statistically significant, should be confirmed in larger cohorts.
In Chapter 5, where the number of analyzed subjects is larger (1106 pa-
tients), we carefully performed stability experiments and found reproducible
results when the database was above 500 subjects (see Sec. 5.3.5.1 for fur-
ther details).

2.6.1 Mixed data: echocardiographic descriptors + clinical
parameters

The first part of this thesis (Chapters 3 and 4) is limited to the analysis
of myocardial velocity patterns. These are formed by many samples (each
pattern has over 600 samples), which results in a high-dimensional prob-
lem. However, in Chapter 5, high-dimensional echocardiographic patterns
(strain and volume) are complemented with a selection of clinical param-
eters that have been previously identified to be strongly associated with
echocardiographic response to CRT.
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REPORTING
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“What will happen?”

MONITORING
“What is happening now?”

EVALUATION
“Why did it happen?”

PRESCRIPTION
“To whom will it happen?”

DATA vs. CLINICAL
INSIGHT

Figure 2.7: Data vs. clinical insight. Adapted from [138]. The results from Chapters 3
and 4 could be situated within the “Evaluation” stage, and those from Chapter 5 could
be situated within the “Prediction” stage, as we demonstrated the reproducibility of the
results in a separate test set.

The new clinical parameters consist of a set of continuous and categorical
(binary) variables. As we pointed out earlier, the choice of the kernel to
define pairwise similarities for each of the input descriptors largely impacts
the obtained results. If we use the same (Gaussian) kernel for all descriptors,
the binary variables prevail in the first dimensions of the obtained manifold
embedding, burying the information contained in the remaining data.

Two solutions were implemented to tackle this problem:

Adaptation of the kind of kernel to the data type. In Chapter
5, similarities on the volume and strain patterns were expressed using the
Gaussian kernel [139]. This analysis combined echocardiographic patterns
with (unidimensional) clinical parameters, both continuous and categori-
cal. For continuous parameters, which were first converted to ordinal (Sec.
5.2.4.2), we used a linear kernel inversely proportional to the Euclidean
distance, as recommended in [140]. For binary parameters, we used a ma-
nipulated binary kernel, to avoid that they dominate the first dimensions of
the output space (see further details in Sec. 5.2.5.1). A detailed exploration
of the output confirmed that this combination balanced the contribution of
all the input descriptors to the final result.

Factorial analysis on mixed data. Another approach to solve this
problem consists in preprocessing all (continuous + categorical) clinical pa-

29



methodological background

rameters with a linear dimensionality reduction technique known as facto-
rial analysis on mixed data (FAMD) [141]. This is a principal component
method which handles the combined analysis of continuous and categorical
data. Roughly speaking, the FAMD algorithm can be seen as a mix between
PCA and multiple correspondence analysis (MCA), behaving like PCA if
only continuous data were analyzed and like MCA if only categorical data
were used. The result is a low-dimensional representation where the in-
fluence of each set of variables is balanced. This method was implemented
using the FactoMineR package [142] for R [143], developed by other research
group. The components derived from this analysis can be subsequently used
as features for a MKL analysis, using the standard Gaussian kernel as these
new descriptors are continuous variables.
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Abstract

We propose an independent objective method to characterize
different patterns of functional responses to stress in the heart
failure with preserved ejection fraction (HFPEF) syndrome by
combining multiple temporally-aligned myocardial velocity traces
at rest and during exercise, together with temporal information
on the occurrence of cardiac events (valves openings/closures
and atrial activation). The method builds upon multiple kernel
learning, a machine learning technique that allows the combina-
tion of data of different nature and the reduction of their dimen-
sionality towards a meaningful representation (output space).
The learning process is kept unsupervised, to study the variabil-
ity of the input traces without being conditioned by data labels.
To enhance the physiological interpretation of the output space,
the variability that it encodes is analyzed in the space of input
signals after reconstructing the velocity traces via multiscale ker-
nel regression. The methodology was applied to 2D sequences
from a stress echocardiography protocol from 55 subjects (22
healthy, 19 HFPEF and 14 breathless subjects). The results
confirm that characterization of the myocardial functional re-
sponse to stress in the HFPEF syndrome may be improved by
the joint analysis of multiple relevant features.
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3.1 Introduction

Multiple feature analysis has proved to be helpful to understand the infor-
mation embedded in complex data. We demonstrate the value of this kind of
analysis to unravel patterns of cardiac mechanical dysfunction, focusing on
the heart failure with preserved ejection fraction (HFPEF) syndrome, which
is pathophysiologically heterogeneous and difficult to diagnose [28, 50]. We
illustrate the relevance of our approach to improve the understanding of
this syndrome.

3.1.1 Multiple features analysis

Clinical guidelines provide consensus indications to guide diagnosis in daily
clinical practice. However, the measurements that they suggest are kept
to simple parameters that have been shown to correlate with disease sta-
tus [3, 35]. The number of studies that include more advanced statistical
tools is rather limited. Multiple stepwise logistic regression was previously
used within the context of our application [144], and multiparametric ap-
proaches were proposed to predict response to cardiac resynchronization
therapy (CRT) [9, 64]. Nonetheless, all these approaches have notable lim-
its for the advanced diagnosis of complex diseases. Indeed, they all seek for
simple key markers of the disease, such as peak measurements or specific
timings, while induced changes tend to be more complex, both spatially and
temporally. A more complete analysis should therefore target the study of
cardiac function at the pattern level, as was previously recommended to
improve the prediction of response to CRT [11] and to reach a deeper un-
derstanding of myocardial mechanics and physiology [14]. Such an analysis
should also allow jointly analyzing multiple variables, eventually at different
hierarchical levels.

In the computer vision community, the fusion of high-dimensional hetero-
geneous descriptors has become a wide field of research, successfully ap-
plied to a large variety of pattern recognition applications (object, face and
handwriting recognition). However, its application to medical imaging is
rather new. Tiwari et al. [120] quantitatively combined structural and
metabolic imaging data for prostate cancer characterization. Castro et al.
[128] combined the phase and magnitude of magnetic resonance acquisitions
to improve the characterization of schizophrenia. Wolz et al. [116] fused
image-derived descriptors and relevant clinical parameters to improve the
classification of Alzheimer’s disease and mild cognitive impairment.
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Different trends have recently emerged in machine learning to address the
fusion of different descriptors. The most common approach consists in di-
rectly analyzing a concatenated set of the input features [122], which can
be improved by taking into account the structure of the manifold to which
these features belong [145]. However, this simple approach does not handle
possible differences in the nature or distribution of the analyzed features.
Besides, the possible redundancy in the different input descriptors may bias
the final result. Multiset canonical correlation analysis [123] deals with
redundancy by finding cross-descriptor associations and performing source
separation. Nonetheless, all these linear approaches are not suitable for
the type of data used in our application. Indeed, it has been pointed out
that non-linear operations may be more adequate to prevent artifacts when
processing medical images [98] and, in particular, cardiac motion patterns
[99].

Kernel methods are appropriate to deal with these disadvantages, since
these non-linear approaches do not make any assumption on the nature of
the data. They all use a kernel-based affinity matrix that codifies pair-
wise similarities between samples. The eigendecomposition of this matrix
leads to a space of reduced dimension, which encodes the most relevant
characteristics of the data [104].

This framework can be extended to fuse high-dimensional heterogeneous
descriptors. Feature space fusion and operator fusion are two approaches to
tackle this problem [146]. The first strategy consists of finding a common
eigenbasis to the multiple eigenspaces associated to each input feature. This
can be done by joint diagonalization of Laplacians [147, 148] or changing
basis [149]. However, none of these methods allows determining the relative
optimal contribution of each input feature to the final result.

The approach presented in this Chapter belongs to the second category and
consists in fusing different features at the operator level. It builds upon
a recently proposed framework, known as multiple kernel learning (MKL)
[26]. By a combination of feature-based kernels, it allows optimally fus-
ing heterogeneous information and weighting the contribution of each input
to the final result. Several supervised examples that applied this tech-
nique to clinical applications are found in the literature [120, 128]. It has
to be noted that the formulation of [26] is a generalization of the MKL
framework—originally introduced for supervised classification [130, 131]—
for dimensionality reduction. Despite the high discriminative power of these
kinds of approaches, unsupervised methods are more suitable for our appli-
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cation, for two reasons. First, they are more suitable to extract the hidden
structure of the data (data spread), which has proven to correlate with dis-
ease in several applications [116, 118]. Second, their result is not influenced
by possibly incorrect labels from ambiguous diagnosis.

In addition, our approach allows determining the optimal weight to at-
tribute to each feature. Other methods also pursue a similar objective.
Automatic Relevance Determination [150] is a Bayesian approach that aims
at selecting features of interest among a larger set of features. Nonetheless,
its decision is categorical, while MKL proposes a relative weighting of the
different features. Relevant Component Analysis [151] adopts a slightly dif-
ferent philosophy, being a semi-supervised approach where irrelevant data
variability is reduced while the relevant one is amplified. However, it re-
quires a priori knowledge about the content of the input, which makes this
approach inappropriate for unsupervised analysis.

3.1.2 Heart failure with preserved ejection fraction

We apply our methodology to characterize myocardial velocities in the con-
text of HFPEF. This syndrome presents signs of heart failure but still main-
tains the ejection fraction (EF) within a normal range. Left ventricular
diastolic dysfunction has been identified as one of the leading mechanisms
causing it [7, 8]. Nonetheless, recent studies suggest that HFPEF is a rather
heterogeneous condition consisting of several pathophysiological subtypes
[50, 152]. The current diagnosis relies on simple measurements [7], such as
EF and E/e’ (ratio of the early transmitral flow velocity by pulsed Doppler
and the early mitral annular velocity by myocardial velocity imaging). This
leads to a suboptimal characterization, since these parameters do not en-
tirely capture the complexity of the observable mechanical abnormalities
[8, 9, 153]. Thus, there is still a need for an improved understanding of
the syndrome. This challenge is not limited to the HFPEF syndrome, as
the limitations of peak or time-to-event measurements have been largely
discussed in other cardiac applications [11, 12]. In our work, the analyzed
data are velocity traces measured from a stress protocol, where subjects are
examined while performing exercise on a semi-supine bicycle. This modality
has been recommended in many clinical studies to assess HFPEF [8, 154].
The idea behind it is that signs and symptoms may only be revealed during
exercise. In this regard, we implement a technique that enables to jointly
analyze these data at different stress stages. This results in a tool to support
clinical diagnosis and to uncover mechanical inter-relations, not necessarily
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noticed before.

3.1.3 Proposed approach

In this Chapter, we illustrate the usefulness of fusing different high-dimensional
descriptors to improve the characterization of HFPEF. Our work is based
upon the unsupervised MKL method introduced in [26]. We explicitly detail
its formulation and adapt its optimization towards the data spread rather
than towards classification (e.g., healthy or diseased). This allows us to
study the variability of velocity patterns—which is our primary objective.
Therefore, our method differs from other supervised attempts to charac-
terize the HFPEF syndrome [155, 156] since we do not compromise the
learning process by involving possibly unreliable labels. In our case, the
agreement with clinical labels only serves to determine the configuration
and parameters of the algorithm and to check the coherence of the data
spread. Previous works have derived an unsupervised formulation of the
MKL problem [106, 107]. Tzortzis et al. used it to learn a robust ensemble
kernel that ultimately leads to a clustered space in which to perform clas-
sification. On the contrary, based on a Laplacian formulation, we seek to
preserve the distribution of the data as a continuum, which still provides
distance tools to perform inter-subject comparisons and variability analysis.
Zhuang et al. used unsupervised MKL in combination with kernel PCA for
dimensionality reduction. However, both the MKL and the dimensionality
reduction steps were executed separately, whereas our formulation jointly
optimizes them. In terms of application, Zhuang et al. also focused on clas-
sification, whereas we prioritise the variability analysis. Our method makes
a direct contribution to the understanding of the HFPEF syndrome, by:
(i) giving insights into which are the important features to look at within
the characterization, (ii) uncovering mechanical inter-relations that impair
cardiac function and (iii) supporting clinical diagnosis.

Preliminary results using this method have been presented [157]. The
present Chapter extends this previous work in several aspects. The main
one is the reconstruction of signals from the output space of coordinates
through multiscale kernel regression [158]. This allows analyzing the data
variability in the space of input signals. Such an analysis enables the de-
tection of class-related differences in the velocity traces, which is of interest
to improve the diagnosis. Another improvement is the extension of the
database to 55 subjects, including some that reported breathlessness. Such
subjects—who may lie in-between the healthy and diseased populations—do
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not formally fulfill heart failure symptoms. However, some of them might
be already showing the syndrome but remain undetected given current cri-
teria, which reinforces the need for a quantitative analysis of their motion
patterns. An additional improvement is the incorporation of new descrip-
tors. One of them is the iso-volumic contraction phase, whose duration was
a contributor to predict future major cardiovascular events [159]. The other
is a descriptor that captures the temporal transformation performed during
temporal alignment.

The relevance of the method is investigated in two ways. First, by a detailed
quantitative analysis of the agreement between the output space coordinates
and the diagnosis based on the most recent clinical guidelines. We use this
agreement to choose the configuration of the algorithm that results in the
most precise characterization according to clinical diagnosis. Second, by
an analysis of the joint variability of the different descriptors, which is our
primary objective. This variability is further interpreted in light of the
physiological characteristics of the HFPEF syndrome, which may uncover
mechanical interrelations probably overlooked to date.

Thus, we explore the power of jointly analyzing different velocity traces
acquired at rest and exercise to improve the characterization of the HFPEF
syndrome.

3.2 Methodology

The method we propose consists of two steps: (1) the combination of multi-
ple features by MKL, which finds the optimal combination of input features
and maps every subject to a space of reduced dimensions; (2) a multiscale
kernel regression [158], which reconstructs input signals from the output
space of coordinates. A basic schema describing the pipeline of the algo-
rithm is shown in Figure 3.1.

3.2.1 Dimensionality reduction by MKL

The input data {xm,i}(m,i)∈[1,M ]×[1,N ] ∈ Xm, consist of N samples with M
features each. For each feature, an affinity matrix Km is computed, using
a Gaussian kernel function:

Km(xm,i,xm,j) = exp

(
−‖xm,i − xm,j‖2

2σm2

)
, (3.1)
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Figure 3.1: Pipeline of the proposed method: (1.1) input space with M input features for
each subject, (1.2) feature-specific and global affinity matrices used as input to the MKL
optimization, (1.3) MKL optimization, (1.4) output space of reduced dimensionality and
(2) reconstructed input signals through multiscale kernel regression.

which relates each pair of samples (i, j) according to their similarity with
respect to feature m. Here, σm stands for the kernel bandwidth, whose
choice is discussed in Sec. 3.3.2. A global affinity matrix is defined from
these feature-based affinity matrices. It serves to quantify the closeness of
individuals regarding all the input data and is defined as:

W =

M∑
m=1

K̂m, (3.2)

where K̂m = (Km)1/αm and αm results from dividing the variance of kernel
Km by the variance of the smallest variance kernel among the M kernels
(αm ≥ 1, ∀m ∈ [1,M ]). This amounts to normalizing the features by their
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variance, thus balancing their contribution to the neighborhood information
encoded in the global affinity matrix (W). In other words, this prevents
the highest variability features from dominating the rest of the features in
the construction of W. Then, this matrix is made sparse by retaining the
entries within a fixed neighborhood (Ŵ), whose size is discussed in Sec.
3.3.2.

Ŵ and Km are the inputs to the MKL block, which is the core of the algo-
rithm. Contrary to most applications of MKL [120, 128–131], we keep an
unsupervised formulation for the problem, as our end objective is not classi-
fication but studying variability. Thus, the algorithm relies on a Laplacian
formulation, which aims at preserving the topology of the data without be-
ing conditioned by a given class. In contrast, supervised approaches mainly
use SVM formulations, more intended for classification. In the case of a sin-
gle feature formulation [104], the optimal embedding is obtained through
the minimization of:

min
v

N∑
i,j=1

‖v>xi − v>xj‖2Ŵi,j ,

s.t.
N∑
i=1

‖v>xi‖2Di,i = 1,

(3.3)

where D is a diagonal weight matrix, whose entries are the result of a row-
wise summation of Ŵ (Di,i =

∑N
j=1 Ŵi,j), N is the number of samples, xi

is the value of the only descriptor associated to sample i in the input space
and v is the matrix that projects it to the output space. Similar samples in
the input space (i.e., with large Ŵi,j values) are mapped to nearby points
on the output space.

In the case of multiple features, these are combined by a kernelization step.
Working with the associated kernels of the different input features and not
with their raw content allows combining them, even if they are of different
nature. The MKL problem is solved by the minimization of:
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min
β∈RM×1

A∈RN×N−1

N∑
i,j=1

‖A>K(i)β −A>K(j)β‖2Ŵi,j

s.t.
N∑
i=1

‖A>K(i)β‖2Di,i = 1,

βm ≥ 0,

M∑
m=1

βm = 1,

(3.4)

where the unknowns are: A, the rotation matrix that maps the input to the
output space, which is N − 1 dimensional since the smallest eigenvalue is
0; and β = [β1 . . . βM ]>, the weights given to the different features. Matrix
K(i) is defined for the i-th sample as:

K(i) =


K1(1, i) . . . KM (1, i)

...
. . .

...

K1(N, i) . . . KM (N, i)

 ∈ RN×M . (3.5)

The values of A and β are calculated by an iterative two-step optimiza-
tion strategy. The first step aims at optimizing A, while β is fixed. It is
initialized by defining βm = 1/M, ∀m ∈ [1,M ] and is solved by a general-
ized eigenvalue decomposition, which has an explicit solution. The second
step aims at optimizing β, while fixing the previously calculated A. This
problem can be solved by quadratically constrained quadratic program-
ming (QCQP), which is computationally expensive. Nevertheless, it can
be relaxed to a semidefinite programming problem, which is solved more
efficiently. In practice, this is addressed by the use of CVX, a convex op-
timization package [160]. Further details about the optimization can be
found in the work that presents the supervised formulation of MKL [26].

Once the unknowns are calculated, the input samples are mapped to the
output space by:

Y = A>
M∑
m=1

Kmβm, (3.6)

where Y ∈ RN−1×N contains on each column the coordinates in the output
space of each input sample xi. For the sake of simplicity, the matrix Y
is cut down to a d×N version, therefore reducing the dimensionality of
the output space by just considering the eigenvectors associated to the d
smallest eigenvalues (see Sec. 3.3.5 for further clarification).
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3.2.2 Performance analysis

Statistics over the data samples are first computed by examining the distri-
bution of the samples in the output space (Sec. 3.2.2.1). Further analysis
complements it by studying the variability that this space encodes (Sec.
3.2.2.2).

3.2.2.1 In the output space - discriminative analysis

In the output space (Y), the data are sorted by their most relevant charac-
teristics, which often tends to a clustered-like organization of the samples,
although this is not explicitly imposed in our algorithm. An approach to
quantitatively assess the quality of this output space is to measure the agree-
ment of the data embedded in it with provided clinical labels. To do so,
the distance from each sample to the normal and diseased populations is
computed using the Mahalanobis distance in a leave-one-out configuration.
This means that the evaluated sample is left out from the subgroups when
computing its Mahalanobis distance to them, expressed as:

d(yi, Sc) =

√
(yi − µc)Σ−1c (yi − µc)> ∀ i ∈ [1, N ], (3.7)

where Sc are the class-related subgroups and c ∈ {‘healthy’,‘diseased’}.
Here, µc ∈ Rd and Σc ∈ Rd×d are the mean vector and covariance matrix of
Sc. Based on this distance, each sample is labeled to its closest subgroup.
The agreement between the algorithm and the clinical labels is quantita-
tively expressed using the Cohen’s kappa, and the sensitivity and specificity
coefficients.

3.2.2.2 In the input space - variability analysis

The output space can be further studied by analyzing the variability that
it encodes in the input space Xm of each feature. To this end, the features
corresponding to any given point lying in the output space y ∈ Y can
be estimated all at once via a multiscale adaptation of kernel regression
[158] (see Figure 3.1 for better interpretability). This technique is designed
to properly fit fine details even when the local density of the samples is
not uniform. In a single-scale formulation (following an inexact matching
description), this corresponds to looking for the functions fm solutions of:

argmin
fm∈Fm

(1

2
‖fm‖2Fm

+
γm
2

N∑
i=1

‖fm(yi)− xm,i‖2
)
, (3.8)
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where m ∈ [1,M ], γm is the trade-off between the regularization term (first
term) and the adherence to the data (second term), and ‖.‖Fm is the norm
equipping the reproducible kernel Hilbert space Fm of functions Y → Xm.
The analytical solution to this problem is:

fm(y) =
N∑
i=1

k(y,yi) · bm,i, (3.9)

where y ∈ Y and bm,i corresponds to the i-th column of the matrix:

Bm =
(
K +

1

γm
I
)−1

Xm, (3.10)

where Xm = (xm,1, . . . ,xm,N )>, I is the identity matrix, and K = (k(yi,yj))
is the affinity matrix defining the similarity of the input samples in the out-
put space. This affinity matrix is defined from a Gaussian kernel function
of bandwidth σ, namely: k(yi,yj) = exp(−‖yi − yj‖2/σ2).

The multiscale extension of the previous problem consists in iterating the
process across scales, where the bandwidth σ is reduced by a factor of two
at each iteration, until reaching a scale with resolution equal or less than
the density (average neighborhood size) of the samples in the output space.
The algorithm described in this section is further detailed in [21].

3.3 Experiments and results

3.3.1 Echocardiographic data

The method was applied to the data of 55 subjects who underwent a stress
echocardiography protocol using a semi-supine bicycle [8] (average age 69±6
years). They were categorized using standard clinical criteria [7] as: 19 pa-
tients presenting HFPEF, 22 age-matched healthy controls and 14 subjects
who reported breathlessness but did not fulfill the criteria for HFPEF. 2D
myocardial velocity images were acquired at rest and submaximal exercise
(63 ± 9 bpm and 97 ± 10 bpm, respectively), using a transthoracic probe
(M4S, GE Healthcare, Milwaukee, WI) and a Vivid E9 echocardiographic
system (GE Healthcare) with a sampling rate of 200 ± 15 Hz. Velocity
traces were extracted from four chamber view acquisitions—the easiest to
acquire at a high quality—using commercial software (EchoPAC, v.113, GE
Healthcare), by defining a region of interest (ROI, with size 1× 10 mm, lo-
cated approximately 10 mm above the mitral annulus) at the basal septum
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Figure 3.2: Snapshot of a color-coded myocardial velocity imaging acquisition from a
healthy subject (a)—where red and blue, respectively, indicate positive and negative ve-
locities in the probe direction (see the electronic version of the figure)—and its correspond-
ing velocity patterns at (b) rest and (c) submaximal stages. The patterns correspond to
the basal septum and lateral wall regions, indicated by arrows in (a). The cardiac phases
are indicated by different background colors: iso-volumic contraction (IVC), systole, iso-
volumic relaxation (IVR), early and late filling.

and basal lateral wall of the left ventricle (ellipses in Figure 3.2 (a)). The
analysis was limited to these basal regions, which are the most reproducible
and sensitive to detect motion abnormalities in the longitudinal direction
and should be sufficient to capture the global longitudinal changes possibly
present in the ventricles of the HFPEF subjects [66, 69]. The ROI was kept
static throughout the heart cycle to maintain the analysis and the interac-
tion as simple and reproducible as possible. Non-significant dissimilarities
in the velocity traces were observed against tracking the tissue either man-
ually or by speckle-tracking, both methods that the used software proposes.
Manual tracking requires the user to define a ROI on the myocardium at
end-systole and end-diastole. This ROI is interpolated in space to mimic
the myocardial movement. Speckle-tracking uses block matching techniques
to follow speckles from B-mode images and estimate the myocardial veloc-
ities. Myocardial velocity imaging was preferred over (speckle-)tracking on
B-mode images due to its high temporal resolution, reproducibility and ro-
bustness to noise. With this acquisition protocol, we chose the simplest
approach according to our philosophy, which is to exploit the echocardiog-
raphy derived velocities while minimizing manual intervention. An example
of the data extracted for a given subject is illustrated in Figure 3.2.

The total number of velocity traces was 4 (septal/lateral at rest/submaximal).
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In the remainder of this Chapter, these velocities are referred to as cardiac
features. In our case, these features are 1D vectors indexing discrete velocity
samples. However, the analysis also allows including features of other types
(e.g., scalar features such as the E/e’ ratio), which reinforces its interest and
applicability. We considered two types of analysis: global and local. The
global analysis involves the velocity signals along the whole cycle, leading to
4 features. Local analysis extends this by isolating different cardiac phases
(iso-volumic contraction, systole, iso-volumic relaxation, early and late dias-
tole) to treat them independently, leading to 20 features. Class labels based
on clinical diagnosis (following standard guidelines [7]) were provided and
were used to characterize the output of the MKL algorithm. However, they
cannot be fully considered as ground truth, since effective criteria for di-
agnosing HFPEF are still not established [28]. Experiments examining the
distribution of the samples in the output space will therefore be reported in
terms of agreement (Cohen’s Kappa), to counterbalance the standard accu-
racy measurements (sensitivity and specificity), which suppose that ground
truth can be trusted.

3.3.1.1 Temporal normalization

Since our aim is to assess the alterations of the velocity profiles during the
different phases of the cardiac cycle, the analyzed velocity traces needed to
be expressed within a common temporal reference, in order to be quanti-
tatively compared. The temporal non-correspondence of the traces is due
to inter-subject differences in heart rate and timing of cardiac phases (e.g.,
systole, diastole). These differences are even more pronounced at different
levels of physical activity (as noted in Figure 3.2). To deal with this problem,
a two-stage temporal normalization was applied. The first stage consisted
in a piece-wise linear warping of the timescale, based on physiological events
normalized to the heart cycle. These events were: start/end of the heart cy-
cle and atrial activation (onset of QRS and onset of P-wave, from the ECG)
and mitral/aortic valves opening/closure (identified from Doppler flows, ac-
quired separately but at similar heart rates). The timescales were redefined
towards a common reference. This reference was selected from the healthy
controls, as the one with the most central velocity patterns across a range of
tests where each subject was considered successively as reference. The most
central pattern is the one for which the sum of Euclidean distances to the
remaining patterns is minimized. Then, after achieving a common temporal
reference, the second stage consisted in resampling the velocity data to the
new common temporal reference, through cubic spline interpolation [80].
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Figure 3.3: Mean reconstruction error of all the subjects (interpolated following a leave-
one-out procedure) as a function of γ for the 4 global features. The optimal value of γ is
highlighted at the minimum of each curve.

After setting the evaluated velocity traces into a common temporal refer-
ence, the timing of cardiac phases is lost. As previously discussed in the
literature [161, 162], pathology-related information is not only captured
by the amplitude of the velocity, but may also be encoded by the timing
of different cardiac phases. In the case of the HFPEF syndrome, the in-
teraction between systole and diastole has been previously discussed [4].
Consequently, we kept this information by adding two extra features to the
analysis. They capture the difference in timing of each analyzed subject
with the reference, at rest and submaximal stages. Thus, two vectors were
defined for each subject: the first one contains the shift in the time events
from the studied subject to the reference, and the second one measures
the ratio between the duration of each cardiac phase with respect to the
reference.

3.3.2 Parameters setting

The bandwidth σm of the kernel Km (Eq. 3.1) was calculated feature-wise
as the average of the pairwise Euclidean distances between each sample
and its k-th nearest neighbour (looking at the corresponding feature). In
this case k = 8. Then, the number of neighbours used to define the global
affinity matrix was fixed to 3. These two values were established heuris-
tically, looking at the maximization of the spread of the samples in the
output space. Within the optimization, the number of iterations was condi-
tioned by the convergence rate. Depending on the input features chosen for
the analysis, this number of iterations ranged from 5 to 15, which in time
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translates to less than half a minute for this population. Convergence was
considered when the difference between the cost function (Eq. 3.4) from
consecutive iterations was smaller than a threshold of value 0.001. The
different scales within the multiscale regression iterated from the spread of
the samples in the output space until getting lower than their density, and
were divided by a factor of two at each iteration. Here, density stands for
the average neighborhood size [21]. In practice, we computed it as the aver-
age Euclidean distance to the closest neighbor among the studied subjects.
The trade-off parameter γm for this regression was independently deter-
mined for the 4 global features considered (septal/lateral velocity patterns
at rest/submaximal) following a leave-one-out procedure. Values were cho-
sen as those minimizing the reconstruction error of unseen samples, thus
maximizing the generalization ability of the regression model [163]. The
optimal γm for each of the 4 global features is specified in Figure 3.3. Note
that the values for the submaximal stage are noticeably higher, which means
more adherence to the data, allowing to better deal with the higher vari-
ability among velocity traces recorded at this stage.

3.3.3 Features weighting

The second stage of the optimization (Sec. 3.2.1) automatically finds the
weights that are solutions of Eq. 3.4. These weights account for the relative
importance of the feature-based kernels in the construction of the projec-
tion. We hypothesize that their values correlate with the contribution of
each feature to the sparse global affinity matrix (Ŵi,j), and that this con-
tribution depends on whether or not the input features are correlated with
one another.

We designed different synthetic experiments to test our hypothesis (see Fig-
ure 3.4), and to better understand which weight values should be expected
at the output of our algorithm. These experiments intended to mimic the
trends observed in the real data, i.e., partial correlation between different
velocity profiles and almost no correlation between the different cardiac
phases (apart from the temporal causality of these data). To this end, we
created correlated and uncorrelated features using 2D clouds of points (fea-
ture size ∈ [2, N ], i.e., N samples lying in a two-dimensional space). In the
remainder, the term “correlation” refers to the correlation between different
features. Specifically, we wanted to evaluate whether our hypothesis—that
the correlated features contribute more to the projection—was correct. The
correlated features consisted of a fixed cloud of points plus a second identi-
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Figure 3.4: Synthetic experiments to better understand the feature weightings.The top
row shows two examples of each type of synthetic features generated: (a) correlated,
consisting of 2 identical clouds of points translated at a different distance for each feature;
(b) uncorrelated, consisting of a different cloud of random points for each feature. From
the second row and from left to right, representation of the feature-based affinity matrices
(Km in Eq. 3.1), representation of the sparse global affinity matrix (Ŵi,j in Eq. 3.4) and
weight values obtained after convergence of the MKL algorithm for synthetic experiments
using different sets of 2D synthetic features: (c) four correlated features (as in (a)); (d)
four uncorrelated features (as in (b)); (e) three correlated features (as in (a)) and a
completely uncorrelated feature (as in (b)). The horizontal dashed line in the weights bar
graphs corresponds to the theoretical weight value (1/4 = 25%) that would correspond
to 4 perfectly correlated features.

cal cloud translated at a different distance for each new feature (see Figure
3.4 (a) for two examples of correlated features). The distribution within a
cloud remained the same for the different correlated features. Each uncor-
related feature consisted of a single cloud of random points (see Figure 3.4
(b) for two examples of uncorrelated features). The experiments consisted
in applying our MKL algorithm to different combinations of four of these
features, and examining the obtained weights distributions. These experi-
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ments showed that many correlated features lead to almost uniform weight
distributions (Figure 3.4 (c)). The same happened for many uncorrelated
(random) features (Figure 3.4 (d)). Conversely, the algorithm favors several
correlated features over a single feature uncorrelated from the rest (Figure
3.4 (e)).

Then, the weights obtained on real data (Figure 3.5) were examined in light
of the previous synthetic experiments and their conclusions. In this case,
the joint analysis of the different velocity traces was done using the local
configuration of our algorithm detailed in Sec. 3.3.4.2. When analyzing 4
synthetic correlated features (Figure 3.4(c)), they ended up with weights
around 1/4 = 25%. In our case we analyzed 22 features. The features
corresponding to the same cardiac phase are partially correlated while those
from different cardiac phases are uncorrelated. If perfectly correlated, they
should end up with weights around 1/22 ≈ 4.5% (dashed line in Figure 3.5).
The obtained weights lie around this value, but correlations are only partial
and differences still exist. They can go up to 40% in relative terms between
the IVC and the early filling phases. The highest weight values correspond
to the early and late filling phases, especially at submaximal stress stage.
This is even more pronounced when analyzing other sets of features, e.g., the
features corresponding to a single region (septal or lateral). The algorithm
gives more importance to these features to characterize the data, which
agrees with clinical observations [8], namely that at exercise the HFPEF
subjects may present filling abnormalities not observed in normal controls.
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Figure 3.6: Cohen’s kappa coefficient for different number of retained dimensions con-
sidering the best experiment (#12 in Table 3.1). The influence of including or not the
features related to the temporal transformation was also tested (average improvement of
8%).

3.3.4 Output space

The output of the algorithm consists of a d-dimensional Euclidean space.
Linear methods, such as principal component analysis (PCA), find a com-
pact output space, without redundancy. PCA captures the variance in a
specific direction and its orthogonal projections, which generally show a
rapid decrease. In contrast, a kernel analysis may result in several eigen-
vectors encoding the same spatial “direction” of a manifold [164], and such
a decrease is not necessarily guaranteed. This complicates any process of
cutting across the dimensions if assuming that the removed ones mainly cor-
respond to noise in the data. Nevertheless, the top dimensions were found
to be the most relevant when characterizing the data, as detailed in Sec.
3.3.5.

This output space allows performing classical measurements over data sam-
ples, since it disentangles the complexity of the input towards a Euclidean
embedding. Notably, the output space presents two intrinsic properties:
(i) it spreads the data attending to their more salient characteristics; (ii)
this spread of the data naturally leads to a clustered distribution of the
input samples, which facilitates the assessment of its quality with regard to
clinical labels.

3.3.4.1 Quantitative assessment

Given the intrinsic properties of the output space, it permits a quantitative
assessment of the way samples are arranged. As previously commented,
the unsupervised nature of the algorithm allows learning the distribution
of the data samples without being conditioned by any provided (and possi-
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Table 3.1: Summary of the different runs of the algorithm, varying the region, stress stage
and analysis. The number of dimensions of the subspace yielding the best agreement and
its corresponding Cohen’s kappa, sensitivity and specificity are also indicated.

Config. Region Stage Analysis dim kappa (%) sens. (%) spec. (%)

#1 Septal Rest Global 9 36.5 68.4 68.2

#2 Septal Rest Local 2 31.3 63.2 68.2

#3 Septal Submax Global 2 46.2 73.7 72.7

#4 Septal Submax Local 5 46.2 73.7 72.7

#5 Septal Rest/Submax Global 5 61.3 89.5 72.7

#6 Septal Rest/Submax Local 3 61.0 84.2 77.3

#7 Sept./Lat. Rest Global 8 46.2 73.7 72.7

#8 Sept./Lat. Rest Local 9 50.6 68.4 81.8

#9 Sept./Lat. Submax Global 3 55.0 63.2 90.9

#10 Sept./Lat. Submax Local 6 55.4 68.4 86.4

#11 Sept./Lat. Rest/Submax Global 3 65.3 73.7 90.9

#12 Sept./Lat. Rest/Submax Local 3 65.5 78.9 86.4

Experiment #2

Distance to healthy

D
is

ta
nc

e 
to

 d
is

ea
se

d

0

0. 2

0. 4

0. 6

0. 8

1 Experiment #4 Experiment #10 Experiment #12
Control
Breathless
HFPEF

Distance to healthy Distance to healthy Distance to healthy
0 0. 2 0. 4 0. 6 0. 8 1

0

0. 2

0. 4

0. 6

0. 8

1

0 0. 2 0. 4 0. 6 0. 8 1
0

0. 2

0. 4

0. 6

0. 8

1

0 0. 2 0. 4 0. 6 0. 8 1
0

0. 2

0. 4

0. 6

0. 8

1

0 0. 2 0. 4 0. 6 0. 8 1

Control
Breathless
HFPEF

Figure 3.7: Mahalanobis distances from each subject to the healthy (x axis) and diseased
(y axis) distributions. The decision threshold is depicted as a diagonal line. Each sample
is colored and shaped based on its clinical label.

bly incorrect) class. However, we still want to evaluate whether the output
space estimated in an unsupervised way is coherent with these labels (see
Figure 3.7 for an example). Considering the output space as reference,
the algorithm-based labels relied on the Mahalanobis distances between
each subject and the normal and diseased distributions, which were ob-
tained using a leave-one-out configuration. Each healthy / HFPEF subject
was categorized as {‘healthy’,‘diseased’} according to the smallest among
these distances (Sec. 3.2.2.1). The breathless subjects were not included
in this evaluation: they are an ambiguous population and thus cannot be
defined using categorical arguments. Cohen’s kappa coefficient, sensitivity
and specificity were used to summarize the agreement between clinical and
algorithm-based labels. Based on these measures of quality, different config-
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urations of the algorithm were compared to determine which one coincides
the most with clinical diagnosis.

We found that including the timing information in the analysis (as de-
fined in Sec. 3.3.1.1) generally entails a substantial improvement in the
agreement. Indeed, after the temporal transformation, which expresses the
velocity traces into a common temporal framework, class-related temporal
differences may be buried. These results are summarized in Figure 3.6,
where the agreement values for the cases of including and not including the
timing information are compared, considering a different number of retained
dimensions (the average improvement is 8%). Note however, that for the
best case (3 retained dimensions) the inclusion of the timing information
does not result in a better agreement.

3.3.4.2 Benefits of multi-feature analysis

The benefits of a joint analysis of multiple features was tested by chang-
ing the algorithm input features in an incremental and structured way. In
particular, we set up the input either considering the different regions inde-
pendently or combining them. The same configuration was followed for the
stages of the stress protocol. Another aspect that we considered is whether
to analyze the velocity traces as a whole (global temporal analysis) or to
treat the different cardiac phases of the heart cycle independently (local
temporal analysis). The agreement values for this hierarchical study are
summarized in Table 3.1, in terms of Cohen’s kappa coefficient, sensitivity
and specificity. It is worth reminding that these values should be carefully
handled, as the clinical labels cannot be fully considered as ground truth.
They correspond to the best result for each setting, i.e., the one obtained
when considering the subset of the output space dimensions that maximized
the agreement with the clinical labels. Note that the number of retained di-
mensions varies from one configuration to another (column “dim” in Table
3.1). The experiments included the features corresponding to the temporal
transformation, which proved to generally improve the agreement value.

Several observations can be made from Table 3.1. First, single submaximal
analysis yields a better result than single rest. Jointly analyzing rest and
submaximal returns the best result. Then, septal + lateral analysis performs
better than just looking at septal. Finally, a local analysis is slightly better
than a global one in the cases where more information is jointly analyzed
(from the experiment #7 on).

To better illustrate the improvement due to a multi-feature analysis, some
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representative examples are presented in Figure 3.7. They correspond to
experiments #2, 4, 10 and 12 in Table 3.1. Note that the value of kappa
more than doubles across them. The coordinates of each subject are the
Mahalanobis distances to the healthy (x axis) and diseased (y axis) dis-
tributions and its shape/color stands for the clinical label. The diagonal
line is the threshold used for assigning the algorithm-based labels, ‘healthy’
(above) or ‘diseased’ (below).

3.3.4.3 Posterior re-examination

We further validated whether or not we could trust the characterization
that yielded the best agreement with clinical labels (experiment #12 in
Figure 3.7 and Table 3.1). We focused on: (i) the discrimination ability
between healthy and HFPEF subjects, and (ii) the situation of the breath-
less subjects within the obtained representation. To this end, a clinically
experienced observer blinded to the clinical labels re-examined the echocar-
diographic records of all the subjects included in the study. This observer
confirmed:

(i) A difference on the underlying disease process between the “misclassi-
fied” and the well-classified HFPEF subjects. The latter group presented
hypertensive-related remodeling abnormalities, while the “misclassified” HF-
PEF subjects presented abnormalities such as left bundle branch block or
right ventricular dysfunction. In a similar way, the “misclassified” healthy
controls showed hypertensive remodeling, while their well-classified coun-
terparts showed a perfectly normal function.

(ii) A correlation between the situation of the breathless subjects and the
cause of breathlessness (cardiac/non-cardiac). In particular, breathless sub-
jects lying on the “healthy” region had breathlessness suspected to come
from non-cardiac reasons. On the other hand, breathless subjects lying
on the “diseased” region showed major filling abnormalities and abnormal
exercise response, which occur with HFPEF.

3.3.5 Joint variability in the input space

Any kind of interpretation based on the output space can be regarded as
an abstract approach to characterize the cardiac mechanical function of
a population. Therefore, to facilitate its interpretation, the variability in
the input signals as encoded by the output space has been examined. In
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Figure 3.8: Variability encoded by the 4 top dimensions of the output space. Curves
ranging from −2 (blue) to +2 (red) standard deviations along the different dimensions
of the output space. Red arrows highlight portions that present higher variability and
indicate events of physiological interest.

particular, we considered the output space corresponding to the experiment
#12 in Table 3.1, which yielded the best agreement.

The variability encoded by each dimension is represented by re-mapping
to the input space virtual samples spreading along ±2 standard deviations
of this specific output dimension (multiscale regression in Figure 3.1). We
have focused on the four main dimensions of the output space, assuming
that the remaining ones are less helpful in characterizing the HFPEF syn-
drome. In fact, from the 4th dimension on, no significant differences between
healthy and diseased distributions were observed after performing the Mann
Whitney U-test on individual dimensions. Although only the first three di-
mensions were needed to reach the best agreement with clinical labels in
Table 3.1, this does not necessarily imply that the remaining dimensions
are uninformative and can be discarded (as shown by the results of the sta-
tistical test). The variability encoded by the four main dimensions is shown
in Figure 3.8.

We hypothesize that analyzing this variability will highlight discriminative
characteristics of the HFPEF syndrome. Therefore, we interpret Figure
3.8 by linking the variability observed in the velocity traces (red arrows)
and some indicators of mechanical dysfunction associated to the HFPEF
syndrome. For example, the pattern of fusion between early filling and
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Figure 3.9: Variability reconstructed from the two principal directions of the healthy and
HFPEF subgroups, considered separately. Curves ranging from −2 (darker color) to +2
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between the healthy and HFPEF subgroups are highlighted by arrows.
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Figure 3.10: Recovered variability by applying PCA to a concatenated version of the
input features. Curves ranging from −2 (blue) to +2 (red) standard deviations along
the different dimensions of the output space. The observed physiologically-unrealistic
patterns are indicated by red arrows.

atrial filling observed in dimension #1 could come from an interaction of
relaxation and compliance of the myocardial tissue, or the overall change in
amplitude observed in dimension #2 may reflect the differences in long-axis
functional reserve of the left ventricle.

To further test whether the previously highlighted characteristics are ex-
plained by differences between the “characteristic” pattern of healthy and
HFPEF subjects, we compared the variability reconstructed from the two
principal directions on which these subgroups extend. These directions cor-
responded to the main modes recovered by a PCA in the output space
over each distribution considered independently. The variability associated
to these subgroup directions is shown in Figure 3.9. Several differences—
that are consistent with the clinical knowledge about HFPEF mechanical
abnormalities—are identified on the HFPEF with respect to the healthy
subgroup: lower systolic and diastolic amplitudes, fusion of early and late
diastolic curves (indicated by arrows in dimension #2 of Figure 3.9), and
delayed diastolic dynamics (indicated by arrows in dimension #1 of Figure
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3.9) [51]. We only plot the submaximal stage in Figure 3.9, which shows
the clearest differences between subgroups. This also supports the value of
the stress protocol to characterize the HFPEF syndrome.

The relevance of non-linear vs. linear methods to characterize these data
(Sec. 3.1.1) was also tested. A PCA was done using a concatenation of the
normalized input features for each configuration in Table 3.1. The recon-
structed variability using this linear method resulted in velocity traces that
were physiologically unrealistic (Figure 3.10). In this figure, the observed
irregularities are indicated by red arrows and correspond to almost flat di-
astolic patterns with absence of E wave and even presenting an unobserved
early diastolic contraction, which is highly suspicious, especially during ex-
ercise. In terms of agreement compared with PCA, our method resulted in
an average improvement in sensitivity across the different experiments in
Table 3.1 of 3.1%. Comparative results between PCA and our method are
provided in Table 3.2.

Table 3.2: Reproduction of Table 3.1, but comparing the PCA results to those obtained
with our method.

dim kappa (%) sens. (%) spec. (%)

Config. Region Stage Analysis PCA—MKL PCA—MKL PCA—MKL PCA—MKL

#1 Septal Rest Global 2 — 9 20.4 — 36.5 47.4 — 68.4 72.7 — 68.2

#2 Septal Rest Local 9 — 2 31.3 — 31.3 63.2 — 63.2 68.2 — 68.2

#3 Septal Submax Global 1 — 2 56.0 — 46.2 78.9 — 73.7 77.3 — 72.7

#4 Septal Submax Local 3 — 5 45.5 — 46.2 63.2 — 73.7 81.8 — 72.7

#5 Septal Rest/Submax Global 3 — 5 65.8 — 61.3 84.2 — 89.5 81.8 — 72.7

#6 Septal Rest/Submax Local 4 — 3 56.0 — 61.0 78.9 — 84.2 77.3 — 77.3

#7 Sept./Lat. Rest Global 2 — 8 45.1 — 46.2 57.9 — 73.7 86.4 — 72.7

#8 Sept./Lat. Rest Local 6 — 9 16.9 — 50.6 57.9 — 68.4 59.1 — 81.8

#9 Sept./Lat. Submax Global 2 — 3 61.0 — 55.0 84.2 — 63.2 77.3 — 90.9

#10 Sept./Lat. Submax Local 3 — 6 60.5 — 55.4 73.7 — 68.4 86.4 — 86.4

#11 Sept./Lat. Rest/Submax Global 3 — 3 60.8 — 65.3 78.9 — 73.7 81.8 — 90.9

#12 Sept./Lat. Rest/Submax Local 5 — 3 65.3 — 65.5 73.7 — 78.9 90.9 — 86.4

3.4 Discussion

We formulate and evaluate the unsupervised MKL algorithm for dimension-
ality reduction introduced in [26], which we use to jointly analyze multiple
features describing the mechanical function of the heart. Other formulations
of unsupervised MKL exist, and are optimized for clustering [26, 107] or di-
mensionality reduction [106]. Although the latter might seem convenient
to characterize the analyzed population, it tackles the kernel learning and
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the dimensionality reduction steps separately, whereas we jointly optimize
them to account for their interaction in the construction of the projection.
Our method was applied to the data of 55 subjects, who underwent a stress
protocol. We have highlighted the importance of this protocol to improve
the characterization of subjects with HFPEF. By going towards pattern
analysis, we improve classical diagnostic approaches often based on simple
measurements such as E/e’ ratio. Indeed, thresholding the value of this pa-
rameter at exercise using the standard E/e’> 8 to detect HFPEF subjects
[7], the results of agreement are worse than those obtained with any of the
configurations shown in Table 3.1 (kappa = 26.7%, sensitivity = 63.2% and
specificity = 63.6%). Close in spirit to pattern recognition techniques, we
aim at learning the range of abnormal “patterns” related to the HFPEF
syndrome with respect to the healthy pattern, and at estimating their vari-
ability. Due to the low statistical power of current diagnostic approaches,
some of the provided clinical labels could possibly be incorrect. These labels
cannot be further validated, given the absence of more recent guidelines that
serve as ground truth. Thus, we prefer to keep the problem unsupervised
and to learn the real structure of the data. Despite this, the discriminative
capacity of the output space is expressed in terms of agreement with the
provided labels, serving as a quantitative indicator of the quality of such
space. We have shown the benefits of our multi-feature analysis. Indeed, the
results demonstrate the accuracy of our algorithm and support our contribu-
tions: (i) the variability analysis, which highlights discriminative markers
of the disease; (ii) the weighting of different features, easily transposable
to other problems and features; (iii) the detection of misclassified subjects
and differences in the underlying disease processes leading to the HFPEF
syndrome, which suggests the need for a re-evaluation of the diagnostic
guidelines; and (iv) the characterization of the breathless subjects, which is
challenging given that they do not fulfill the current diagnostic criteria.

The MKL algorithm converged to an optimal solution using little time, less
than half a minute considering the whole set of available input features, and
few iterations. Unlike approaches analyzing large databases of very different
images [26], the relative similarity of the studied features (physiological data
in a coherent population) may contribute to this fast convergence. However,
the major bulk of work was spent in the extraction and pre-processing of
the data, especially in the manual definition of the time events. This could
be improved by dedicated software, which is not the purpose of this work.

Absolute differences between the weights in Figure 3.5 are somehow limited,
although relative differences can go up to 40%. From the experiments in
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Figure 3.4, we expect that many correlated features would lead to a uni-
form weight distribution. The same would happen for many uncorrelated
features. Similarly, the algorithm would favor a bunch of correlated features
against a single uncorrelated one. In our case, the septal/lateral velocity
traces at rest/exercise are moderately correlated. Note that this correla-
tion mainly concerns distinct traces and does not occur within the different
phases of a given trace (apart from their intrinsic temporal causality, e.g.,
a high systolic peak will be likely followed by a high diastolic peak). This
leads to the subtle differences observed in Figure 3.5. If the algorithm only
considered one among all the correlated features, relevant disease-related
characteristics may be lost, thus compromising the final characterization.
In the optimized result, the diastolic features at submaximal stage predom-
inate. This agrees with the literature, since at exercise the HFPEF subjects
may show filling abnormalities not present in normal subjects [8].

We also demonstrated that the inclusion of temporal deformation features
to the analysis generally achieves a significant improvement in the charac-
terization of the studied population (as observed in Figure 3.6). Indeed,
pathology-related information is not only captured by the amplitude and
profile of the velocity, but also by the timing of different cardiac phases,
as reported in [161]. Results on the agreement achieved by global and lo-
cal temporal analyses suggest that the latter is slightly better. Chopping
off the velocity patterns into physiological temporal windows (systole, iso-
volumic relaxation, early and late diastole) enables the algorithm to focus
on certain abnormal phases, resulting in a more flexible and thus, more
accurate characterization. Certainly, the improvement in sensitivity in the
two last experiments could confirm the benefits of the local modality to
identify diseased subjects.

It has been previously demonstrated [8, 50] that assessing cardiac function
by evaluating just a few parameters does not accomplish a proper character-
ization of the HFPEF syndrome. This evidence can be further extrapolated
to the analysis of patterns. The assumption is that, the more meaningful
features examined, the better the quality of the characterization. The ben-
efits of a multi-feature analysis have been demonstrated in the experiments.
In particular, it has been shown that jointly analyzing rest and submaxi-
mal stages returns a better result than analyzing them independently. This
confirms that a stress protocol is helpful when characterizing the HFPEF
syndrome [8] and supports the assumption that the joint analysis of longi-
tudinal descriptors (rest + submaximal) improves the characterization [4].
We also demonstrated the added value of jointly analyzing different regions
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(septal + lateral) within the analysis. Considering both regions, we ade-
quately captured the global longitudinal changes present in the ventricles
of the studied HFPEF subjects [66, 69]. As detailed in Sec. 3.3.4.3, the
blind assessment of the characterization confirmed that the algorithm iden-
tifies differences in the underlying disease processes leading to the HFPEF
syndrome. The hypertensive condition present in most of the HFPEF sub-
jects implies a gradual change from normality to HFPEF, which hinders a
clear cut between both states (what clinical diagnosis does). Our unsuper-
vised analysis allows exploring this gradual change and characterizes the
data accordingly. These aspects emphasize the need for a re-evaluation of
the current diagnostic criteria. The algorithm also situates the breathless
subjects according to the cause of their breathlessness condition. This al-
lows characterizing them by looking at their situation vs. other subjects. In
this sense, our analysis shares similarities with the concept of smart atlases,
where new subjects are put into correspondence with the closest known
subjects to further refine their diagnosis or prognosis.

Our philosophy is to investigate how much we can take out from the echocar-
diography derived velocities to understand the expressions of the HFPEF
syndrome. To this end, we study the variability encoded by the most signif-
icant dimensions, i.e., those that better discriminate between healthy and
diseased populations, which may highlight discriminative markers of the
disease. In particular, it shows the (diastolic) dysfunction present in the
HFPEF subjects: impaired relaxation, reduced compliance and diminished
long-axis functional reserve of the left ventricle [51]. These characteristics
are confirmed when comparing the variability associated to the healthy and
HFPEF subgroups independently (Figure 3.9). Indeed, the HFPEF-related
variability differs from the healthy one presenting: lower systolic and dias-
tolic amplitudes, fusion of early and late diastolic curves, and delayed dias-
tolic dynamics. We have limited our variability study to the reconstruction
of dimensions treated independently. This is still an open concern, as a com-
bination of dimensions might result in a better discriminability but would
not properly address the variability of the patterns. Note that the largest
variabilities encoded by the studied dimensions appear within the diastolic
phases, especially during exercise. This is in accordance with the exam-
ined population, since HFPEF subjects will present diastolic abnormalities
under stress [8].

Our database was thoughtfully collected following a well designed proto-
col, so we did not have to deal with problems arising from missing data.
Solutions to address this rather common situation in clinical research and
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practice are provided in Sec. 2.3.

The heart is a biological engine that dynamically adapts its pumping func-
tion to external stimuli and even handles abnormal situations like arterial
hypertension or ischemia. However, this adaptation comes at a price. For
instance, an elevated after-load in a certain subject may be handled by a
change in the contractility during systole, which may affect the early filling
of the left ventricle [4]. Current analysis of the cardiac mechanics using
absolute values, derived from strain and strain rate curves, still remains
suboptimal. With such an approach, inter-relationships between different
phases of cardiac mechanical function could easily pass unnoticed, even to
the most expert and trained eye. In clinical practice, the detection of ab-
normalities is usually based on intuitive visual recognition processes. Our
approach, going towards pattern analysis, allows a more comprehensive ex-
amination of the cardiac function and the variability analysis allows an easy
interpretation of it. This analysis may reveal undiscovered interrelations
across different phases of the cardiac cycle, increasing our knowledge of the
mechanical function and how it is affected by a pathology, in our case the
HFPEF syndrome. In future, this gained knowledge could be translated to
improved diagnostic tests and classifications that might predict responses
to specific therapies.

3.5 Conclusion

In this Chapter, we have proposed an unsupervised learning method to
jointly analyze the variability of multiple velocity patterns from a stress
protocol. It builds upon multiple kernel learning for dimensionality reduc-
tion, which weighs the relative importance of the analyzed patterns and
reduces their complexity towards a (clinically)-meaningful representation.
We illustrated the method on a population of healthy, breathless and HF-
PEF subjects. The results showed its ability to: identify different disease
processes leading to HFPEF; characterize the breathless subjects accord-
ing to their cause of breathlessness (cardiac/non-cardiac); and reveal the
different patterns of functional response to stress between the healthy and
HFPEF subgroups. The proposed method has potential to improve our
understanding of the pathophysiology associated to the HFPEF syndrome
and to pave the way for more quantitative, objective systems to support
clinical diagnosis.

60



4

Machine Learning Analysis of Left

Ventricular Function to Characterize

Heart Failure with Preserved Ejection

Fraction

This chapter is adapted from: S. Sanchez-Martinez, N. Duchateau, T. Erdei, G.
Kunszt, S. Aakhus, A. Degiovanni, P. Marino, E. Carluccio, G. Piella, A.G. Fraser, and
B.H. Bijnens. Machine Learning Analysis of Left Ventricular Function to Characterize
Heart Failure With Preserved Ejection Fraction. Circulation: Cardiovascular Imaging,
11(4):e007138, April 2018. https://doi.org/10.1161/CIRCIMAGING.117.007138

61

https://doi.org/10.1161/CIRCIMAGING.117.007138




machine learning of lv function to characterize hfpef

Abstract

Current diagnosis of heart failure with preserved ejection
fraction (HFPEF) is suboptimal. We tested the hypothesis that
comprehensive machine learning (ML) of left ventricular func-
tion at rest and exercise objectively captures differences between
HFPEF and healthy subjects. One hundred fifty-six subjects
aged > 60 years (72 HFPEF + 33 healthy for the initial anal-
yses; 24 hypertensive + 27 breathless for independent evalua-
tion) underwent stress echocardiography, in the MEDIA study
(Metabolic Road to Diastolic Heart Failure). Left ventricular
long-axis myocardial velocity patterns were analyzed using an
unsupervised ML algorithm that orders subjects according to
their similarity, allowing exploration of the main trends in veloc-
ity patterns. ML identified a continuum from health to disease,
including a transition zone associated to an uncertain diagno-
sis. Clinical validation was performed (1) to characterize the
main trends in the patterns for each zone, which corresponded
to known characteristics and new features of HFPEF; the ML-
diagnostic zones differed for age, body mass index, 6-minute
walk distance, B-type natriuretic peptide, and left ventricular
mass index (P < 0.05) and (2) to evaluate the consistency of the
proposed groupings against diagnosis by current clinical criteria;
correlation with diagnosis was good (κ, 72.6%; 95% confidence
interval, 58.1—87.0); ML identified 6% of healthy controls as
HFPEF. Blinded reinterpretation of imaging from subjects with
discordant clinical and ML diagnoses revealed abnormalities not
included in diagnostic criteria. The algorithm was applied inde-
pendently to another 51 subjects, classifying 33% of hyperten-
sive and 67% of breathless controls as mild-HFPEF. The analysis
of left ventricular long-axis function on exercise by interpretable
ML may improve the diagnosis and understanding of HFPEF.
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4.1 Introduction

Heart failure with preserved ejection fraction (HFPEF) results from multiple
pathophysiologic processes but diagnostic criteria remain general including
dyspnea and fluid overload, normal left ventricular (LV) ejection fraction
(EF), elevated natriuretic peptides, and evidence of heart failure or diastolic
dysfunction [58].

EF may not reveal LV long-axis systolic dysfunction [152] and resting dias-
tolic function can be normal [165]. Diagnosis relies on echocardiography at
rest, whereas abnormalities may appear only during exercise [3]. In case of
uncertainty, the diagnosis may be confirmed by a stress test or elevated LV
filling pressure.

Negative results of trials investigating HFPEF therapies may be because of
the limitations of current diagnostic criteria [49]. Alternative approaches
combining clinical and imaging indexes [45, 50] may not incorporate enough
measurements to capture the complexity of HFPEF. Clinical studies tend
to measure what we know and recognize, using scalar indexes, whereas
interrogating patterns of cardiac function may be more informative. In that
context machine learning (ML), which allows all the data to be considered,
may be insightful. Supervised ML, a configuration that is trained using
labels (e.g., clinical diagnosis), is becoming successful for classification [116,
118]. In patients with suspected heart failure, ML should be unsupervised—
meaning that it is performed independently of diagnostic labels—so that it
is not biased by possibly erroneous diagnoses.

Invasive measurements in subjects with HFPEF have shown increased filling
pressures, exercise-induced pulmonary hypertension, and blunted functional
reserve [166], but their use is limited in clinical practice, giving echocardio-
graphy a central role in the diagnosis of HFPEF. Exercise echocardiogra-
phy has been advocated for the early diagnosis of HFPEF [8, 165, 167],
to stratify risk [168] and to estimate prognosis [169]. It can differentiate
between causes of decreased functional reserve, such as the inability to en-
hance myocardial relaxation, increased chamber stiffness with elevated LV
filling pressure, and exercise-induced pulmonary hypertension [152].

Previous studies confirmed that quantifying long-axis responses to stress can
detect myocardial ischemia and diagnose coronary artery disease [144] and
that analysis of regional long-axis function is informative about myocardial
mechanics [6].

We hypothesized that unsupervised ML using basal myocardial long-axis
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velocity patterns at rest and exercise would discriminate between healthy
and HFPEF subjects with impaired functional reserve and would identify
new descriptors that better characterize the HFPEF syndrome.

4.2 Methods

4.2.1 Study population

We collected data from 4 centers of the MEDIA study (MEtabolic Road to
DIAstolic Heart Failure): University Hospital of Wales (United Kingdom),
Scuola di Medicina of Eastern Piedmont University (Italy), Università degli
Studi di Perugia (Italy), and Oslo University Hospital (Norway). These data
will not yet be available to other researchers for reproducibility purposes
until the publication plan of the MEDIA study has concluded.

One hundred fifty-six subjects aged >60 years were recruited into 4 sub-
groups: (1) patients with HFPEF, (2) breathless patients without HFPEF,
(3) asymptomatic hypertensive subjects, and (4) healthy controls. HFPEF
was diagnosed according to the 2007 recommendations from the European
Society of Cardiology, namely symptoms or signs of heart failure, LVEF
>50%, and a nondilated LV (end-diastolic volume index <97 mL/m2) with
evidence of abnormal LV relaxation, filling, diastolic distensibility, or di-
astolic stiffness, and/or an elevated NT-proBNP (N-terminal pro-B-type
natriuretic peptide) concentration, and/or left atrial enlargement, and/or
atrial fibrillation [7]. Patients with dyspnea on exertion not meeting the
previous criteria were recruited as “breathless” controls. Asymptomatic
volunteers aged >60 years without diabetes mellitus or any cardiovascu-
lar disease were recruited as healthy controls. If their blood pressure was
mildly elevated (systolic blood pressure >140 mm Hg and/or diastolic blood
pressure >90 mm Hg) they were categorized as hypertensive controls. Ex-
clusion criteria for all groups included any severe respiratory cause of dys-
pnea such as asthma or chronic obstructive pulmonary disease; acute or
previous myocardial infarction or known coronary artery disease awaiting
revascularization; and cerebrovascular disease or stroke within the previous
3 months.

Ethical approval was given by the Ethics Committee of each institution,
and each subject gave written informed consent.
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4.2.2 Echocardiography

All subjects underwent echocardiographic studies at rest and during exercise
using a semisupine bicycle with a ramped protocol [8]. If the subject devel-
oped symptoms or once she/he reached a heart rate of 100 beats per minute,
the workload was held constant for 3 minutes while imaging was performed
during submaximal exercise. All centers used a Vivid E9 echocardiographic
system with an M4S transducer (GE Healthcare, Milwaukee, WI).

Three-beat loops of apical 4-chamber tissue Doppler images were acquired
at a sampling rate of 180±34 Hz and analyzed using commercial software
(EchoPAC, v.113, GE Healthcare). Velocity traces were extracted from LV
basal septal and lateral segments, using a sample size of 110 mm placed 10
mm above the mitral annulus in systole, to avoid capturing ring motion.
Manual or automatic (speckle-) tracking of the sampling points introduced
additional variability without significant changes on the traces; therefore
we avoided tracking not to compromise reproducibility [97]. One beat was
analyzed for every subject in the study.

4.2.3 Temporal normalization

To allow quantitative comparisons between traces with different heart rates
and timing of cardiac phases, they were temporally aligned (Figure 4.2),
using the timeline of the most typical subject (closest to the average among
controls) as a reference. Events were defined from valve flows for each sub-
ject and during each stage of exercise: mitral valve closure, aortic valve
opening, aortic valve closure, mitral valve opening, and the onset of atrial
contraction. A 2-step process was used (Sec. 3.3.1.1): (1) phase-wise warp-
ing, to ensure temporal coincidence of cardiac events and (2) resampling to
the reference, to ensure equal numbers of sampling points for the analyses
[80].

4.2.4 Machine learning

The main steps of our algorithm are shown in Figure 4.1. The input con-
sisted of 22 descriptors (Figure 4.2). Twenty corresponded to the 5 phases
of 4 velocity traces (septal and lateral at rest and submaximal exercise)—
isovolumic contraction, systolic ejection, isovolumic relaxation, early dias-
tole including diastasis, and late diastole (atrial contraction). We reported
previously that diagnostic information is captured not only by the ampli-
tude of velocity but also by the relative changes in duration of the cardiac
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phases [97]. Thus, we added 2 extra descriptors that consist of the timings
of each subject’s physiological events as compared with the reference, one
for the normalization at rest and the other at exercise.

The population analyzed during learning consisted of 105 subjects: 33
healthy volunteers, and 72 HFPEF patients [7]. The ML model was then
evaluated independently in 2 additional cohorts: 27 breathless and 24 hy-
pertensive subjects.

4.2.4.1 Dimensionality reduction

The dimensionality of velocity patterns equals the number of instantaneous
acquisitions that they have. Our input was high-dimensional—for example,
22 descriptors reaching up to 300 dimensions in the case of the early diastolic
phase.

The learning process computed a dimensionality-reduced space that pre-
served the similarities between each pair of subjects calculated for each
descriptor (Figure 4.1; step number 1 and step number 2 [97, 113]). Our
dimensionality reduction formulation was unsupervised, that is, blinded to
diagnostic labels because they might be inaccurate. Specifically, we used
unsupervised multiple kernel learning, a previously validated ML algorithm
[97], which handles heterogeneous descriptors and reduces their complexity
into a low-dimensional space. The number of dimensions of the achieved
space equals the number of evaluated subjects minus 1; 104 in this study.
Nonetheless, we only considered the first few dimensions, which generally
capture the most salient characteristics of the data [97] (step number 3),
and facilitate interpretation of the trends in the population.

4.2.4.2 Clustering

The low-dimensional space preserves similarities between subjects without
attributing (diagnostic) labels. We harnessed its potential to agnostically
group subjects in 2 classes using agglomerative hierarchical clustering [170]
(step number 4), targeted to capture the healthy and diseased characteristic
patterns (of cardiac motion) within the population. In practice, clustering
was performed assessing dissimilarity and linkage via the Euclidean distance
and Ward criterion (to minimize the intracluster variance), respectively.
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4.2.5 Clinical validation

4.2.5.1 Variability analysis

After the learning process, we assessed the clinical relevance of the clusters
by comparing diagnostic parameters among them (step number 5) and by
studying their trends in velocity patterns (step number 6). These trends
were described among clusters using principal component analysis (PCA),
to find their main modes of variation, coupled with regression techniques
[97], which computed the variability of velocity patterns explained by these
modes. Note that the PCA was not intended to further reduce the dimen-
sionality of the data, but just as a tool to describe clusters.

4.2.5.2 Clusters versus clinical labels—uncertainty in the
diagnosis

Based on the prevalence of clinical labels within the 2 clusters, we identified
which represented the “healthy” and which the “HFPEF” characterizations.
Next, we quantified membership probabilities for each subject based on their
Mahalanobis distance to the barycenter of each cluster. Thus, we defined
regions in the low-dimensional space corresponding to “healthy” and “HF-
PEF”, as well as an intermediate “transition zone”, whose cut points were
selected to maximize the discordant cases (whose probability by ML dif-
fered from clinical diagnosis) while minimizing the concordant cases (step
number 7; Figure 4.3). We did not expect full agreement between ML and
clinical diagnosis, as our objective was to find new (data-driven) group-
ings that could be more instructive than the possibly suboptimal consensus
recommendations.

4.2.5.3 Re-analysis of discrepant cases

All discordant cases out of the 105 subjects analyzed were reinvestigated by
detailed study of their stored echocardiographic images. Two experienced
observers reviewed 36 studies independently, including also 3 healthy (“true
negatives”) and 3 HFPEF subjects with concordant diagnoses (“true pos-
itives”), and 8 breathless subjects lying within the transition zone or the
HFPEF region. The observers were blinded for this exercise since all studies
were presented anonymized and in random order.
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Figure 4.2: Inputs for the machine learning. A, Velocity traces were divided into 5 cardiac
phases and temporally aligned to a reference. The convergent arrows indicate downsam-
pling, and the divergent arrows indicate upsampling, to match the reference number of
data points. The temporal normalization was captured by 2 descriptors, corresponding
to the normalization of traces at rest and exercise. B, Aligned septal and lateral velocity
traces, at rest and submaximal exercise, during isovolumic contraction (IVC), systole,
isovolumic relaxation (IVR), early filling, and late (atrial) filling (20 descriptors). AC
indicates atrial contraction; AVC, aortic valve closure; AVO, aortic valve opening; MVC,
mitral valve closure; and MVO, mitral valve opening.
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Figure 4.3: Definition of the cut points between diagnostic zones. To define the cut-points
between the healthy/HFPEF regions and the intermediate transition zone, we gradually
incremented the area of the transition zone with steps of 0.5%, ranging from 50% (red
line in Figure 4.7) to 100% (X axis = extreme healthy; Y axis = extreme HFPEF). We
calculated the ratio of “discordant” and “concordant” cases within the transition zone for
each of the tested configurations, and chose the one that maximized the ratio difference.

4.2.6 Independent testing on separate patient groups

After learning from the 105 healthy and HFPEF subjects, the diagnostic al-
gorithm was evaluated independently in 2 additional cohorts: 27 breathless
and 24 hypertensive patients, which were mapped to the healthy, HFPEF,
or transition regions (Figure 4.1, step number 8).

4.2.7 Statistical analysis

Categorical variables are expressed as counts and percentages, and group
differences were assessed using the χ2 test. Continuous variables that were
found to be non-normally distributed are presented as median with 25th to
75th percentiles; interclass differences were calculated by the nonparametric
Kruskal—Wallis test. A P value of < 0.05 was considered statistically sig-
nificant. Agreement between ML and clinical labels was expressed by the κ
statistic. The ML algorithm and the statistical analyses were implemented
using MATLAB (R2016b, The MathWorks Inc, Natick, MA, 2016).
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Table 4.1: Comparisons between groups. Categorical variables expressed as counts and percentages. Continuous variables expressed
as median (25th—75th percentile). A-a = duration of mitral valve flow during atrial contraction minus duration of pulmonary vein
retrograde flow; E/A = ratio of the early and late transmitral flow velocities; E/e’ = ratio of the early transmitral flow velocity and
the early diastolic mitral annular velocity; LV = left ventricular; NS = non-significant.

Healthy (n=33) Cluster 1 (n=26) P value HFPEF (n=72) Cluster 2 (n=79) P value
Cluster 1 vs.

Cluster 2
P value

Age, y 66.9(64—69.1) 67.02(63—70.6) 0.81 72(68.0—78.0) 71(67—77) 0.39 0.005

Female, n (%) 20(60.6) 18(69.2) 0.68 51(70.8) 53(67.1) 0.78 0.84

White race, n (%) 32(97.0) 26(100) 0.06 71(98.6) 77(97.5) 0.30 0.09

Body mass index, kg/m2 25.3(23.2—28.8) 24.8(23.2—29.0) 0.99 28.8(25.8—32.8) 28.1(25.4—31.6) 0.58 0.004

Six-minute walk test, m 501(476—560) 555(465—565) 0.64 357(305—395) 385(330—470) 0.09 0.001

N-terminal B-type natriuretic peptide, ng/mL 70(31—119) 75(48—154) 0.20 220(87—330) 139(64—325) 0.20 0.049

E/e’ ratio (rest) 6.9(5.9—8.6) 8.5(6.7—11.1) 0.13 10.8(8.6—13.7) 9.3(7.8—13.3) 0.13 0.03

E/e’ ratio (submax) 8.1(6.1—9.3) 9.2(7.8—10.2) 0.048 10.8(8.7—13.8) 10.2(7.7—11.8) 0.07 0.45

E/A ratio (rest) 1.00(0.84—1.21) 0.93(0.79—1.20) 0.58 0.88(0.77—1.05) 0.90(0.79—1.07) 0.47 0.45

E/A ratio (submax) 1.04(0.90—1.23) 1.05(0.90—1.26) 0.64 1.06(0.86—1.20) 1.04(0.87—1.19) 0.81 0.43

LV ejection fraction, % 62.6(60.4—64.7) 62.1(60.6—64.2) 0.78 60.6(57.0—63.9) 60.8(57.1—64.8) 0.77 0.09

LV mass index, g/m2 72.7(60.8—84.9) 81.5(64.0—90.8) 0.24 108.5(93.0—132.2) 104.6(88.3—127.7) 0.34 0.00002

Deceleration time (rest), ms 230(201—261) 237(219—265) 0.43 236(188—272) 233(192—272) 0.75 0.39

Deceleration time (submax), ms 152(135—166) 153(135—180) 0.95 156(136—190) 157(137—182) 0.78 0.69

LV end-diastolic volume index, mL/m2 44.6(37.1—54.0) 52.6(38.8—59.8) 0.27 46.9(38.0—59.5) 44.9(37.3—56.3) 0.54 0.25

Ard-Ad, ms -7(-20—2) -8(-21—2) 0.99 -9(-20—6) -10(-20—6) 0.97 0.83

Left atrial volume index, mL/m2 24.7(21.0—34.4) 34.1(23.2—39.0) 0.06 37.4(33.5—44.6) 35.7(27.6—42.6) 0.12 0.15
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4.3 Results

By definition, HFPEF subjects had higher NT-proBNP, E/e’ ratio, LV mass
index, and left atrial volume index than the healthy controls (Table 4.1). On
average, they were 5.1 years older had higher body mass index and shorter
6-minute walk test distance. The median heart rates during submaximal
exercise were 102 (100—106) beats per minute in healthy subjects compared
with 100 (90—107) beats per minute in HFPEF (P=0.042). There were no
major differences between subjects from different participating centers (
Table 4.2).

Table 4.2: Comparison among clinical centers. The table shows the distribution of sub-
jects between the four groups, across the four participating centers. Mean ages for all
groups were about 70 years, and all subjects apart from 2 were Caucasian. The fe-
male/male ratio was similar between centers, except that subjects studied in Oslo were
predominantly female. On average, all groups were overweight. Categorical variables are
expressed as counts and percentages and continuous variables are expressed as mean ±
SD. H, HT, B and HF = healthy, hypertensive, breathless and HFPEF, respectively.

Cardiff (n=76) Novara (n=31) Perugia (n=20) Oslo (n=29)

Class H HT B HF H HT B HF H HT B HF H HT B HF

N◦ of subjects 23 15 15 23 - 4 12 15 - 5 - 15 10 - - 19

Age, y 69.9 ± 6.6 66.1 ± 7.4 71.4 ± 5.6 71.4 ± 5.5

Female, n (%) 43 (56.6) 18 (58.1) 12 (60.0) 24 (82.8)

Caucassian, n (%) 74 (97.4) 31 (100.0) 20 (100.0) 29 (100.0)

BMI, (kg/m2) 29.1 ± 5.4 27.3 ± 3.7 28.4 ± 3.6 26.4 ± 4.6

4.3.1 Machine learning

The first 10 dimensions of the low-dimensional space were considered for
clustering, as they encode the highest variability in the pattern data.

Subjects in cluster 2 were 6% older, had higher body mass index (by 13%),
NT-proBNP (by 85%), and LV mass index (by 28%), and their 6-minute
walk test distance was 31% shorter than subjects in cluster 1 (Table 4.1; all
P < 0.05). The E/e’ ratio was higher in cluster 2 at rest (+9%, P=0.028)
but similar during submaximal exercise (+11%, P=0.446).

Based on these comparisons and the prevalence of diagnostic labels within
the clusters, we considered clusters 1 and 2 as healthy and diseased clus-
ters, respectively. There were no significant differences between the dis-
eased cluster identified by ML (n=79) and the HFPEF group defined by
applying clinical criteria (n=72) in any of the standard variables (table 1).
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The healthy cluster (n=26) and the clinically-defined healthy group (n=33)
differed only in E/e’ during exercise (14% higher in the healthy cluster,
P=0.048).

4.3.2 Clinical validation

4.3.2.1 Variability of the clusters

The variability corresponding to the first 2 cluster modes is shown in Figure
4.4. The diseased cluster showed lower velocities, more fusion of early and
late diastolic curves during exercise, higher variability in the onset of atrial
contraction, and smaller increase in myocardial velocity corresponding to
atrial contraction during exercise.

Figure 4.5 summarizes differences between clusters in clinically interpretable
features up to the tenth cluster mode. This confirms that amplitudes of
velocity were higher in the healthy cluster. Diastolic fusion was more pro-
nounced in the diseased cluster, particularly in the septum during exercise—
perhaps because of delay in the onset of diastolic filling (also shown by tim-
ing bars in Figure 4.4). The diseased cluster also showed more variability
in systolic and diastolic duration (first mode) and more frequent interatrial
contraction delay (second and fifth modes).

4.3.2.2 Diagnostic relevance of the clusters

Moderate agreement was observed between the learned clusters and the di-
agnostic labels (κ, 72.6%; 95% confidence interval, 58.1—87.0); 22 out of
105 subjects were classified differently by ML (Figure 4.6; Table 4.3). The
Mahalanobis distance from each subject to the center of each cluster is de-
picted in Figure 4.7A; the greater the distance to the opposite cluster, the
higher the probability of correct diagnosis. For intermediate probabilities,
we defined a transition zone between the clusters denoting a high uncer-
tainty in binary diagnosis (more details in Figure 4.3).
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Figure 4.4: Variability of learned characteristics of the clusters. Hypothetical velocity
curves corresponding to the first and second modes of the clusters identified by machine
learning, at rest and during exercise (submax) in the basal septum and the basal lateral
wall of the left ventricle. Five curves are illustrated in each panel, representing —2 and
—1 SD (solid lines), the mean trace, and +1 and +2 SD (dotted lines) along each mode.
The bars below each plot indicate the temporal variability in the occurrence of mitral
valve closure (MVC), aortic valve opening (AVO), aortic valve closure (AVC), mitral
valve opening (MVO), and onset of atrial contraction (AC); for each, the 2 vertical lines
and the shaded area in the same color display the range from —2 to +2 SD as a percentage
during the cardiac cycle. HFPEF indicates heart failure with preserved ejection fraction.
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Figure 4.5: Variations in discriminant power between features and by clusters. The
variability of 7 features identified by machine learning are displayed, normalized by the
magnitude of each feature, with dark blue representing minimum and bright red maximum
values. For each feature, 80 items are reported (2 clusters × 4 traces × first 10 modes).
Overall amplitude of the velocity profile calculated as the average of the integral of the 5
reconstructed traces per mode (mean ±1 and ±2 SD). Diastolic fusion calculated as the
average of the sum of the difference of each diastolic (early and late) negative peak to
the diastasis plateau value (between the peaks). Systolic and diastolic delays calculated
as the SD of the timing of systolic and early diastolic peak velocities among the 5 traces
per mode. Systolic and diastolic durations calculated as the time difference between the
shortest and longest systolic and early diastolic durations calculated for the 5 traces per
mode. Atrial delay calculated as the SD of the timing of the late diastolic peak (from
atrial contraction) calculated for the 5 traces per mode.
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Table 4.3: Comparison of clinical and learned classifications of subjects. The left quadrant contains the confusion matrix for the clinical
labels compared with the classification by machine learning (ML). The right quadrant summarizes the mean probabilities of each of
the clinical groups of belonging to the clusters identified by ML. HFPEF indicates heart failure with preserved ejection fraction.

Classification by Machine Learning Membership of
Cluster 1

Membership of
Cluster 2Definite Healthy

(n=15)
Transition Zone:

Possibly Normal (n=21)
Transition Zone:

Possibly HFPEF (n=41)
Definite HFPEF

(n=79)

Clinical
labels

Healthy (n=33)
13 (39.4%)

True Negatives
5 (15.1%) 13 (39.4%) 2 (6.1%) 0.56 0.44

Hypertensive (n=24) 0 (0%) 6 (25.0%) 10 (41.7%) 8 (33.3%) 0.38 0.62

Breathless (n=27) 1 (3.7%) 4 (14.8%) 4 (14.8%) 18 (66.7%) 0.30 0.70

HFPEF (n=72) 1 (1.4%) 6 (8.3%) 14 (19.4%)
51 (70.8%)

True Positives
0.25 0.75
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Figure 4.6: Comparison of learned and clinically assigned diagnostic labels. Clusters
distribution in the first 2 dimensions of the low-dimensional space identified by machine
learning. Discordant cases are highlighted in green.

4.3.2.3 Blinded re-analysis of the discordant diagnosis cases

Blinded re-interpretation of the echocardiographic data of discordant diag-
nosis cases revealed possible explanations in most cases. Nine out of fifteen
“healthy” subjects who did not map to the healthy zone on ML, had focal
hypertrophy of the outlet ventricular septum or borderline LV hypertrophy.
Other findings in this group included possible apical hypertrophic cardiomy-
opathy (1 subject), silent myocardial ischemia during exercise (1 subject),
and right ventricular diastolic dysfunction (1 subject).

Findings in subjects diagnosed as HFPEF but allocated to other zones by
ML included hypertensive heart disease with preserved functional reserve
(3 subjects), and left bundle branch block with dyssynchrony (1 subject).

On review, the breathless subjects located in the transition zone had either
no definite abnormality or mild hypertensive heart disease, while those in
the HFPEF region showed hypertensive heart disease, inducible ischemia,
or impaired right ventricular function.
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Figure 4.7: Distances from each subject to the center of each cluster. A, All healthy and
heart failure with preserved ejection fraction (HFPEF) subjects (according to clinical
labels) displayed by their distances from clusters 1 and 2 (healthy and diseased clusters
identified by machine learning (ML)). Cases with discordant clinical and ML labels are
highlighted in green, and the probabilities of membership to each cluster are indicated
by dashed lines; the blue, red, and green areas correspond to healthy, transition, and
HFPEF zones. B and C, display hypertensive and breathless controls mapped using the
algorithm learned from the analysis of the groups shown in A.
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4.3.3 Independent evaluation in breathless and
hypertensive subjects

Hypertensive and breathless controls were mapped to the low-dimensional
space, and their distances to the learned clusters were calculated (Figure
4.7B and 4.7C).

All hypertensive subjects mapped to the transition zone (n=16; 67%) or the
milder part of the HFPEF region (n=8; 33%; Table 4.3), with their distance
from the healthy cluster being moderately related to their resting systolic
blood pressure (Pearson coefficient r=0.51; P=0.07). Most breathless sub-
jects mapped to the transition zone (n=8; 30%) or the milder part of the
HFPEF region (n=18; 67%).

4.3.4 Influence of age

Since subjects who were recruited as HFPEF were slightly older than the
healthy volunteers, the unsupervised ML algorithm was repeated with age
as an additional input. This had a negligible impact on the final character-
ization; the correlation between the two distributions was 0.97. Only 3 of
the 22 subjects with discordant clinical and ML diagnoses were reclassified,
and they were close to the frontier between clusters, which highlights their
uncertain diagnosis.

4.4 Discussion

Our study is the first to apply ML to analyze myocardial long-axis motion
throughout the cardiac cycle and during exercise. We confirmed the hypoth-
esis that this method can identify groups of subjects with different cardiac
functional reserve measured by echocardiography. We demonstrated that
the diagnosis of HFPEF based on consensus recommendations may fail to
identify some patients with a cardiac cause for their symptoms while also
designating others as diseased when their response to exercise is healthy.

Re-analysis of the discordant cases with segmental interrogation of strain
and strain rate was particularly informative. For example, some subjects
who were identified as abnormal by ML, had been recruited as healthy
controls—implying normal blood pressure. Nonetheless they had septal
hypertrophy; recognized as an early sign of hypertensive heart disease [171].
These individuals might have occult hypertension [172], or increased late
systolic loading from wave reflections related to central arterial stiffness
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[173]. In either case, while their LV long-axis motion might be affected,
they would not be diagnosed using routine clinical tests but they could be
unmasked by ML that detected impaired LV long-axis functional reserve.

We used unsupervised learning because of doubts that diagnostic criteria,
limited to resting cardiac assessment, can identify all subjects with the HF-
PEF syndrome. Dimensionality reduction and clustering blindly identified
clinically distinct groups that share similarities with diagnostic recommen-
dations [7], objectively quantified the difference from a control group and
described a “transition zone” where standard criteria would have a lower
diagnostic accuracy. This suggests that ML can offer an objective method
for diagnosing heart failure.

We studied LV long-axis function because it is reduced in HFPEF patients
[46] and because tissue Doppler imaging provides high temporal resolution
and reproducible signals that can be easily extracted and postprocessed.
We selected patients with HFPEF and healthy controls, using consensus
definitions, but studied them in a blinded fashion to develop the model.
We enrolled 2 intermediate diseased groups—asymptomatic hypertensive
subjects, and breathless patients who did not fulfill HFPEF diagnosis—
to reassess the learned model in independent populations. We did not use
speckle tracking to quantify longitudinal strain because the strain is preload-
dependent [174], and thus less appropriate than myocardial velocity or strain
rate as an index of contractile function and reserve.

4.4.1 Advantages of machine learning

Pathophysiologic processes associated with HFPEF—such as systemic in-
flammation, LV hypertrophy, LV diastolic stiffness, and left atrial remodel-
ing —may progress continuously from health to disease. Clinical measure-
ments may be normally distributed, such that the definition of diagnostic
cut points becomes difficult or even arbitrary. Our unsupervised ML model
is advantageous as it eschews categorical diagnoses, which might be bi-
ased, in favor of providing membership probabilities to diseased or healthy
groups or a quantitative estimate of divergence from normality. It is, there-
fore, appropriate to discriminate between heterogeneous phenotypes that
are currently lumped together within the HFPEF syndrome [45]. We used
it to separate the subjects into 2 main groups (healthy and diseased), but
larger numbers would allow clustering into more specific HFPEF pheno-
types. Setting more clusters would allow ML to capture finer patterns, but
at the risk of (over)fitting.
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Figure 4.8: Comparisons between groups. The traces correspond to the median basal
septal and lateral myocardial velocity profiles measured throughout the cardiac cycle
during rest and submaximal exercise. Results are shown for each of the groups analyzed.

Two previous studies sought to classify patients with HFPEF, but their
analyses were limited to sets of 11 and 67 scalar variables, without functional
data during exercise [45, 50]. We analyzed patterns rather than scalar
indexes and extracted their most salient characteristics by keeping the first
10 dimensions of the dimensionality-reduced space discarding the rest to
prevent overfitting.

Diagnostic recommendations rely heavily on LVEF and E/e’ ratio, but both
are controversial [8, 36, 50]. We have demonstrated that characterizing
subjects based on their complex patterns of myocardial motion at rest and
during exercise would be more informative. Indeed, our analysis revealed
undiscovered diagnostic features on the motion patterns. It could be argued
that our variability analysis is equivalent to performing comparisons on in-
stantaneous velocities independently, but that approach did not reveal clear
differences between healthy, hypertensive, and breathless subjects (Figure
4.8).

Among ML techniques, deep learning has captured most attention because it
performs well in challenging tasks such as segmentation. It is now a mature
method for extracting features that can be analyzed within a supervised
model [175], but its “black box” nature hinders interpretation of the results.
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In contrast, our method remains clinically interpretable, because it gives
insights into the meaning of the clusters through the variability analysis.

4.4.2 Pathophysiologic interpretation

The identified clusters were clinically relevant—most diagnostic parameters
[7] differed between them. We complemented the learning with a physiolog-
ical interpretation of the pattern trends associated with the clusters. The
diseased cluster showed lower systolic and diastolic amplitudes indicating
impairment of functional reserve; more fusion of early and late diastolic
curves during exercise (at similar heart rates), which may come from in-
creased late systolic wave reflections delaying early diastolic lengthening, or
from an interaction between relaxation and compliance (or early and late
diastolic filling); increased variability in the onset of atrial contraction (a’
wave), which might be the result of diastolic and interatrial dyssynchrony, as
recently reported in HFPEF [176]; and a blunted response in atrial velocities
(a’ wave peak), failing to increase during exercise, suggestive of increased
filling pressure. Some of these are not yet considered as diagnostic features
of HFPEF, and so they merit further investigation.

Direct use of the learned clusters to allocate breathless patients into 2 dis-
tinct groups—with or without HFPEF—would be unrealistic because of the
continuous transition from health to disease that we confirmed across the 4
studied groups [177]. This supports the view that current diagnostic criteria
for HFPEF are suboptimal. We propose instead that automated diagnosis
could be supported by reporting membership probabilities to given sub-
groups and distances from normality or disease; those criteria could then
be used to plan treatment or quantify changes after therapy.

The ML algorithm gave “healthy” control subjects a mean probability of
0.44 for membership of cluster 2 (“diseased”; Table 4.3). This could be inter-
preted as failure of the method to adequately identify healthy subjects, but
in our opinion a more likely explanation is that our asymptomatic control
population, who had a median age of 67 years, already had some subclin-
ical abnormalities; for example, although not statistically significant, the
median NT-proBNP value was slightly higher in cluster 1. None of the
healthy subjects was identified by ML to have severe disease; they were
mostly classified in the transition zone or as very mild-HFPEF subjects.
This interpretation would also imply that current diagnostic consensus cri-
teria have limitations. To resolve such questions, much larger longitudinal
studies with outcome data will be required.
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4.4.3 Strengths and limitations

Our learning algorithm, from feature extraction to interpretation of results,
was guided by pathophysiologic considerations. Analysis was focused on
the LV basal regions as they capture the global longitudinal changes usually
present in HFPEF subjects [69]. Second, we exploited all the explanatory
power of multiple high-dimensional descriptors using a previously validated
unsupervised algorithm [97]. Third, the multicentric data and the stan-
dardized stress protocol [8] increase the generalizability of our results.

We performed robust statistical tests to analyze our data, giving concordant
results, but apart from assessing the influence of age, we did not study the
effect of possible confounders (gender or weight). Analysis of regional pat-
terns, or of myocardial strain rate (relatively load-independent [6]), could
also be informative. In our initial cohort of 105 healthy and HFPEF sub-
jects, ML appeared to outperform the clinical labels. Although 2 observers
endorsed our results by blinded reinterpretation of the echocardiographic
studies, no external reference is available to validate this. Invasive hemody-
namic testing would have provided objective measurements of filling pres-
sures. Our findings should be considered with caution. Larger numbers
of subjects will be needed to derive more robust conclusions that could be
translated into diagnostic criteria for regular clinical use.

We studied a few patients with atrial fibrillation because it was not an
exclusion criterion for the study, but with larger numbers, we could inde-
pendently analyze subjects in sinus rhythm and those in atrial fibrillation.

4.5 Clinical perspective

Assessing cardiac function during exercise helps to characterize the HFPEF
syndrome, suggesting that diagnostic recommendations should include rou-
tine measurements of functional reserve. Diagnosis of the heart failure with
preserved ejection fraction syndrome needs to be refined; machine learning
could help to identify subgroups with distinct phenotypes that might ben-
efit from specific treatments, and it may offer a more reliable alternative
than current diagnostic criteria.
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Machine Learning Based Phenogrouping

in Heart Failure to Identify Responders

to Resynchronization Therapy
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Abstract

Optimal identification of responders to specific therapies is
the goal of personalized medicine. We evaluated a machine
learning (ML) algorithm that integrates indices of left ventricu-
lar structure and function with clinical parameters to phenogroup
a heart failure (HF) cohort and predict response to cardiac
resynchronization therapy (CRT). We studied 1106 HF patients
from The Multicenter Automatic Defibrillator Implantation Trial
with Cardiac Resynchronization Therapy (MADIT-CRT) (LVEF
≤ 30%, QRS ≥ 130 ms, New York Heart Association (NYHA)
class ≤ II) randomized to CRT with a defibrillator (CRT-D,
n=677) or an implantable cardioverter defibrillator (ICD, n=429).
An unsupervised ML algorithm (Multiple Kernel Learning and
K-means clustering) was used to categorize subjects by similari-
ties in clinical parameters, LV volume and deformation traces at
baseline into mutually exclusive groups. The treatment effect of
CRT-D on the primary outcome (all-cause death or HF event)
and on volume response was compared among these groups. Our
analysis identified five phenogroups, significantly different in the
majority of baseline clinical characteristics, biomarker values,
measures of LV and RV structure and function and the primary
outcome occurrence. One phenogroup included a high propor-
tion of known clinical characteristics predictive of CRT response,
and was associated with a substantially better treatment effect
of CRT-D on the primary outcome (hazard ratio, 0.20; 95%
confidence interval, 0.10—0.43; P < 0.0001), while an inferior
treatment effect was detected in another phenogroup (hazard
ratio, 1.23; 95% confidence interval, 0.77—1.98; P=0.368), than
observed in the other groups (interaction P=0.0007). Our re-
sults serve as a proof-of-concept that, by integrating clinical pa-
rameters and multivariable imaging data, unsupervised ML can
provide a clinically meaningful classification of a phenotypically
heterogeneous HF cohort and might aid in optimizing the rate
of responders to specific therapies.
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5.1 Introduction

The goal of personalized medicine is to optimize the tailoring of treatments
to specific patients in order to maximize the treatment response, which,
as a prerequisite, requires accurate patient phenogrouping. The syndrome
of heart failure (HF) comprises particularly heterogeneous patient groups,
burdened by limited success of some treatment options. Machine learn-
ing (ML) approaches have been applied to identify distinct phenogroups in
several disorders, including HF with preserved ejection fraction [50, 139]
and to predict mortality in patients with suspected coronary artery disease
[178]. We have previously shown that unsupervised multiple kernel learning
(MKL) can be applied to find similarities among patients, based on a wide
range of heterogeneous data, such as complex imaging-based descriptors of
ventricular structure and function, in an “agnostic” manner [139].

One such area where more accurate phenogrouping could improve selection
of patients is cardiac resynchronization therapy (CRT) which is a guideline-
mandated therapy for symptomatic HF patients with prolonged QRS dura-
tion and a left ventricular ejection fraction (LVEF) ≤ 35% despite optimal
medical therapy; yet with patient selection criteria still based on surrogates
of disease severity, electrical dyssynchrony and LV function, nearly 30% of
patients do not respond to this therapy [54, 57–61]. While several criteria
to identify optimal responders to CRT have been proposed, including those
that utilize clinical and echocardiographic measures, none have emerged as
a practical clinical approach to selecting appropriate patients [62, 65]. Tra-
ditional selection criteria have been based on optimizing cut-off values of
specific unidimensional measures of cardiac structure and function, or ven-
tricular synchrony, but have failed to improve patient selection [62]. We
hypothesized that novel approaches based on ML might be able to over-
come some of the limitations of traditional approaches to patient selection
for CRT by providing a better integration of complex echocardiographic
and clinical parameters.

We utilized data from Multicenter Automatic Defibrillator Implantation
Trial with Cardiac Resynchronization Therapy (MADIT-CRT), a large ran-
domized clinical trial of 1820 patients with NYHA functional class ≤ II
symptoms, LVEF ≤ 30% and QRS ≥ 130 ms [179], to determine whether
unsupervised ML could aid in the identification of patients likely to respond
to CRT.
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5.2 Methods

5.2.1 Study population

The design and results of MADIT-CRT have been published previously [179,
180]. In brief, the MADIT-CRT trial enrolled 1820 patients from December
2004, through April 2008, at 110 centers in the United States, Canada,
and Europe. These were mildly symptomatic patients with ischemic heart
disease (in New York Heart Association (NYHA) class I or II) or patients
with nonischemic heart disease (in NYHA class II) in sinus rhythm with an
LVEF ≤ 30%, and a QRS duration ≥ 130 ms, who were randomly assigned
in a 3:2 ratio to receive a CRT-D or an ICD alone. All recruited subjects
met guideline indications for ICD therapy [181]. The main objective was to
determine whether CRT-D reduces the risk of death or HF events compared
with ICD. The average follow-up period was 2.4 years. The protocol was
approved by the institutional review board at each of the participating
centers, and each subject gave written informed consent.

5.2.2 Echocardiography

Two-dimensional (2D) echocardiography was performed before device im-
plantation (baseline) and at 1-year follow-up, following a study-specific
protocol [182]. The echocardiographic core laboratory at Brigham and
Women’s Hospital performed the screening of the echocardiograms for qual-
ity, and the echocardiographic measurements relevant to the study. Left
ventricular and atrial volumes were assessed using the biplane Simpson’s
method. LVEFs were calculated according to standard methods [182]. Re-
producibility of the primary volumetric measurements has been previously
demonstrated [65].

The echocardiographic images of 1106 patients in this MADIT-CRT analysis
(CRT-D, n=677; ICD-only, n=429) were analyzed using the TomTec Arena
software (v1.0, TomTec Imaging Systems, Unterschleissheim, Germany).
Endocardial borders were traced in the end-systolic frame of the apical 4-
and 2-chamber views, and automatically propagated over the course of 2
cardiac cycles. We stored 49 segmental LV longitudinal strain and 1 vol-
ume curves for a posteriori ML analysis. Previous studies report excellent
reproducibility of the estimated LV myocardial deformation [183]. The rea-
sons to exclude patients from the analysis included: images in non-DICOM
format, frame rate < 30 Hz, missing of 4- or 2-chamber images, unaccept-
able 2D image quality, use of echocardiographic contrast agent, presence of
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endocardial dropout, or out-of-plane images.

5.2.3 Clinical characteristics and outcome measures

Apart from the LV strain and volume curves, the following data were se-
lected at baseline for further processing by the ML algorithm: sex, age,
ischemic cardiomyopathy etiology, left bundle branch block (LBBB) pat-
tern on ECG, QRS width, hospitalization for HF prior to enrollment, LV
end-diastolic volume index (LVEDVi) and left atrial volume index (LAVi).
All these factors have been previously identified to be strongly associated
with echocardiographic response (defined as percent reduction in LVEDVi 1
year after CRT-D implantation) in a previous analysis of the MADIT-CRT
cohort [65] . The primary endpoint of the trial was death from any cause or
a non-fatal HF event, whichever came first [179]. The adjudication of the
endpoints was carried out by an independent endpoint committee, unaware
of patient randomization status [179]. In addition to determining the treat-
ment effect on the primary outcome over an average follow-up of 2.3 years,
we have also assessed the benefit on echocardiographic response at 1 year
follow-up.

5.2.4 Data preprocessing

5.2.4.1 Temporal alignment via non-rigid registration

Prior to analysis, the strain and volume traces need to be referenced to a
common temporal framework. The most popular solution for the temporal
alignment of cardiac patterns consists in using temporal “landmarks” along
the cycle (mitral and aortic valve openings and closures, and ECG events),
followed by piece-wise warping of the resulting cardiac phases (Sec. 3.3.1.1).
We did not follow this approach for this work, due to the lack of annotated
valvular events. Rather, we used non-rigid registration—recently validated
to align patterns of cardiac motion [184]. Specifically, we applied a curve
matching algorithm, based on diffeomorphic registration via currents [81],
as it produces a mapping that is differentiable (implying smoothness) and
invertible, and thus fulfills the physiological-constraints required to trans-
form cardiac motion and deformation patterns.

The input data to the registration are the volume curves. Before regis-
tration, all the traces were up-sampled to the highest temporal resolution
found in the database (102 frames/cycle), to avoid losing rapid motion in-
formation (e.g., septal flash [13]) that could be relevant for diagnosis. The
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up-sampling was achieved through cubic spline interpolation. Each trace
starts and ends at end-diastole, and represents one cardiac cycle. The clos-
est LV volume curve to the average of the entire population was chosen as
the reference. The following registration parameters were used:

• number of discretization steps (i.e., the number of intermediate steps
until reaching the final transformation), which was fixed at 3, as it
showed sufficient accuracy at transforming unidimensional patterns;

• kernel bandwidths were independently calculated for time and ampli-
tude, according to the magnitude and temporal scales of the volume
curves;

• trade-off between regularization and adherence terms, which was set
to 1 by default (further details can be found in [184]). As there is
no guarantee on the temporal causality of transformations, in some
cases the registration resulted in physiologically impossible folds in the
timeline of the transformed trace. When this happened, the trade-off
parameter was iteratively modified to favor the regularization rather
than adherence to the reference, until this artifact disappeared.

The registration results in a transformation of both amplitude and time
domains (see Figure 5.1). We discarded the transformation in amplitude,
and used its temporal counterpart to align the interrogated curves with
the reference. As the strain patterns derive from the same speckle-tracking
analyses as the volume, they were aligned using the temporal deformation
calculated for the volume patterns.

Finally, a second interpolation was used to get evenly-spaced samples along
each trace. The aligned volume and strain curves along with the temporal
deformation vector resulting from the alignment of each subject with respect
to the reference, were used in the subsequent analysis.

5.2.4.2 Input data

The 49 segmental strain traces available from the 2ch and 4ch views were
converted into 2 basal, 2 medial and 2 apical segments, by isolating and
averaging groups of 8 consecutive traces. The most apical trace was dis-
carded.
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Figure 5.1: Example of non-rigid registration of a LV volume curve (black) to the reference
LV volume curve (blue) via currents, with the resulting aligned LV curve shown in red.

We used both categorical and continuous clinical variables as additional
input for the ML algorithm (Sec. 5.2.3), with the continuous variables con-
verted to ordinal by dividing their range into 10 uniform bins [185]. Missing
data were uncommon in this population, with prior hospitalization for HF
being the most incomplete variable (1.8% of subjects). Missing binary vari-
ables were imputed by the most frequent value, and the continuous variables
were imputed by the mean.

The input to the algorithm is shown in Figure 5.2. For the 2ch and the
4ch views, a total of 8 echocardiographic descriptors were analyzed (Figure
5.2(a)): 6 strain curves, 1 volume curve and 1 temporal deformation vector,
which results from the temporal alignment step. The temporal deforma-
tion descriptor keeps the relative changes in duration of the cardiac phases,
which we reported to be relevant for improved HF characterization [97]. For
analysis, each of the echocardiographic descriptors was divided into systole
(45 entries) and diastole (57 entries), identified using the minimum value
of the volume curve that indicates the end of systole. We additionally con-
sidered 8 clinical parameters as input descriptors to the algorithm (Figure
5.2(b)). Each of the echocardiographic descriptors contains 102 entries,
making a total of 1632 (echocardiographic data points; 8 descriptors x 2
views x 102 time instants) + 8 (clinical parameters), which equals 1640
input dimensions.

5.2.5 Unsupervised machine learning

5.2.5.1 Kernel assignment

The unsupervised multiple kernel learning algorithm (MKL), requires defin-
ing a global measure of similarity between the input subjects, according to
all the input descriptors. To this end, different types of kernels (i.e., pair-
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wise affinity matrices) were used depending on the modality of the descrip-
tor considered. A Gaussian kernel was employed for the volume and strain
descriptors, as previously validated on a similar application (Sec. 3.2.1;
[139]). Its bandwidth was estimated from the structure of the data [97], as
the average distance over the closest

√
N subjects (where N equals the to-

tal number of subjects; this is a trade-off to account for heterogeneous local
densities on the data distribution). Similarities for the continuous clinical
parameters converted to ordinal (Sec. 5.2.4.2) were defined using a linear
kernel inversely proportional to the Euclidean distance [140]. For the binary
clinical parameters, we defined a similarity matrix with 1’s indicating the
same value for the pairwise comparison (i.e., 0-0 or 1-1), and 0.9 indicating
different values. We empirically chose 0.9 rather than 0 to prevent the bi-
nary variables from dominating the global similarity measure, and thus the
low-dimensional space.

5.2.5.2 Dimensionality reduction

We used unsupervised MKL (Figure 5.2c), a ML algorithm already vali-
dated and extensively tested to combine cardiac motion data (Chapters 3
and 4, [139]), to convert the high-dimensional input into a low-dimensional
output space where subjects are positioned according to their similarity,
while blinded to the patient’s outcome status with respect to both clinical
events and volume response.

5.2.5.3 Clustering

Once positioned in the low-dimensional space, subjects were clustered (Fig-
ure 5.2d) to identify phenotypically-distinct categories of CRT candidates.

We tried model-based clustering (Gaussian mixture models) and K-means
to retrieve naturally-occurring groupings within the population. We chose
not to use hierarchical clustering, since — although it is widely used as a
means of visualization — its use for grouping patients into discrete clusters
is problematic given the arbitrariness of defining height thresholds on the
resulting dendrogram.

Model-based clustering was set to find from 2 to 8 clusters and required to
adjust two parameters (cluster size and correlation structure) that widen the
scope of possible distributions that can be found on the evaluated data, at
the cost of higher model complexity [186]. We determined the optimal clus-
tering solution as the one maximizing the Bayesian information criterion,
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namely the best compromise between goodness of fit and model complex-
ity. However, applied on the low-dimensional space calculated by MKL, the
optimal number of clusters found by model-based clustering was always the
smallest allowed. Given this drawback, we used K-means clustering and
the silhouette analysis to find the best output space partitioning [187]. The
silhouette value is a measure of how similar an object is to others within its
cluster vs. those in other clusters. Again, the optimal number of clusters
found by this analysis was the smallest allowed.

Visual inspection of the subject distribution in the first 6 dimensions con-
firmed the distribution being a rather homogeneous cloud of points, without
clearly defined clusters, due to the relatively compact population analyzed,
i.e., HF patients with QRS > 130 ms, LVEF< 30% and NYHA class ≤ II,
which would explain the unsatisfactory performance of the used methods
for identifying well-differentiated clusters.

We finally decided to manually specify the number of clusters, from 2 to 8,
using K-means and chose the configuration that maximized the statistical
significance (minimizing P value for trend) of the treatment effect on the
primary outcome by clusters.

5.2.6 Comparison of clinical and echocardiographic
characteristics; survival and treatment effect on
primary outcome and LV reverse remodeling

Categorical variables are expressed as counts and percentages, and differ-
ences among phenogroups were assessed using the chi-square test. Con-
tinuous variables are presented as mean standard deviation (or median
(25th—75th percentile) if they are non-normally distributed), and inter-
group differences were calculated using ANOVA (or Kruskal-Wallis test for
non-normally distributed variables). A P value of less than 0.05 was consid-
ered statistically significant. The previous comparison was complemented
with a physiologic interpretation of the found phenogroups in the form of a
variability analysis of strain and volume patterns in the 2ch and 4ch views,
using advanced regression techniques [21]. Kaplan-Meier estimates for HF
or death in each phenogroup were determined and statistically compared
with the log-rank test. Cox proportional hazards regression analyses were
performed on each phenogroup to estimate the treatment effect on the pri-
mary endpoint. The treatment effect on volumetric response was expressed
for every phenogroup as the difference between treated and untreated pa-
tients in LVEDVi percent change (from baseline to 1 year follow-up).
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Figure 5.2: Overview of the proposed analysis. Input data consist of both complex de-
scriptors from echocardiography (a) and clinical parameters (b), which are used by the
unsupervised machine learning algorithm to position subjects according to their similar-
ity through dimensionality reduction (c), and eventually propose coherent subgroups of
subjects using clustering (d). The bottom of the figure summarizes the steps aimed at
enhancing the interpretability of the analysis.

5.2.7 Stability and internal validation of the unsupervised
machine learning model

We evaluated the generalizability of our dimensionality reduction solution
assessing the correlation among low-dimensional space distributions ob-
tained by analysing populations with an increasing number of subjects in
common (N = 100, 200, 300, 400, etc., up to 1106, the size of the analyzed
population). We also checked the consistency among the K-means clustering
configurations by computing the membership agreement when increasingly
partitioning the space, from 3 to 8 clusters (Sec. 5.3.5.1 and 5.3.5.2).
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We assessed the stability of these results through internal validation, which
involved running our ML algorithm in a randomly-selected portion of the
database (75% = training set) to create clusters, finding the corresponding
cluster for the remaining subjects (25% = validation set), and comparing
both the training and the validation clustering solutions in terms of clinical
characteristics and outcome (Sec. 5.3.6).

The ML algorithm as well as the regression technique used to analyze the
variability of echocardiographic patterns among phenogroups were imple-
mented using MATLAB (R2016b, The MathWorks Inc., Natick, MA, 2016).
Survival and treatment effect analyses were performed in Stata version 13
(StataCorp, College Station, TX, USA).

5.3 Results

5.3.1 Results of machine learning

The MKL algorithm converged after 12 iterations, which took 73.7 minutes
running on a 2.5 GHz Intel Core i7 processor. The 1640 input dimensions
(Sec. 5.2.4.2) were reduced by the MKL to be equal to the number of sub-
jects minus 1. In practice, the most salient characteristics of the data are
reflected in the first few dimensions [97]. We only kept the first 6 dimensions,
which accounted for the highest variance of subjects’ coordinates (with fur-
ther dimensions having values 80% smaller than the first dimension), and
thus contributed to a higher extent to the cluster assignment computed by
the K-means algorithm (see Figure 5.3). Furthermore, our unsupervised
MKL formulation relies on a relaxation of a non-convex problem, which
jeopardizes the reproducibility of the results with increasing complexity (i.e.,
higher number of subjects and data-points per subject). The 6 dimensions
considered for this work showed total reproducibility across a range of MKL
launches using the exact same data, which was not true for dimensions of
the output space beyond the 6th. Further details about unsupervised MKL
can be found in Chapter 3.

5.3.2 Baseline characteristics of patients by phenogroups

Baseline characteristics of the patients included in this analysis were com-
parable to the remainder of the MADIT-CRT study, as reported previously
[183].
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Figure 5.3: Agreement among clustering configurations calculated using an increasing
number of output space dimensions.

The most statistically-significant clustering solution categorized the overall
patient population into five clusters, i.e. phenogroups (Figure 5.2d) with
distinct clinical and echocardiographic characteristics (Table 5.1; Figure
5.4). This solution was better at identifying CRT responders than those ob-
tained by independently analyzing clinical parameters or complex echocar-
diographic descriptors alone (Sec. 5.3.7). Phenogroups 1, 2 and 5 were as-
sociated with the highest proportion of clinical characteristics known to be
predictive of volumetric response to CRT: Phenogroups 2 and 5 comprised
the highest proportion of female patients (44.8% and 44.7%, respectively)
with non-ischaemic cardiomyopathy (60.9% and 66.8%, respectively) and
LBBB (93.5% and 91.3%, respectively), the QRS duration was the longest
in Phenogroups 1 and 2, while patients in Phenogroup 1 were the youngest
but had the highest proportion of hospitalizations for HF prior to enroll-
ment. Conversely, Phenogroup 3 was associated with the highest proportion
of male patients and ischaemic origin of HF, as well as the lowest proportion
of patients with LBBB morphology on ECG.

The values of systolic blood pressure were the lowest in Phenogroup 1; this
was also the phenogroup with the most frequent prior ventricular arrhyth-
mias (occurring in 12.9% of patients vs. 2.8% of patients in Phenogroup 2,
group P value < 0.001), the highest median value of BNP and the highest
proportion of patients receiving diuretics and amiodarone.

Furthermore, echocardiography measurements revealed that the patients
in Phenogroup 1 had the most remodeled LVs at baseline (the largest LV
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end-diastolic and end-systolic volume index, LV mass index and LAVi) and
the lowest LVEF and 12-segment global longitudinal strain (GLS), while
the same was observed for the RV size and function in this phenogroup
(largest RV diameter and lowest fractional area change (FAC)). Conversely,
these measurements of LV and RV structure and function demonstrated the
lowest severity of ventricular remodeling and highest FAC in Phenogroup
5, while LVEF and GLS were the highest in Phenogroups 4 and 5 (group P
values for all mentioned echo parameters were < 0.001).

In addition to the clinical and echocardiographic characteristics of the stud-
ied patients, the MKL algorithm also included data on LV volume traces and
longitudinal strain traces. Representative “fingerprints” of such traces are
shown for each phenogroup in Figure 5.4. In Phenogroup 1, the LV strain
curves show a non-deforming pattern in most segments, with a preserved
pattern of deformation, albeit of low values in the basal anterolateral wall.
The volume trace shows a delayed peak, i.e. tardily achieved end-systolic
volume. These patients had the largest end-diastolic LV volumes and the
lowest LVEF values. The strain curves in Phenogroup 2 show nearly absent
deformation only in the apical anterior and basal septal region, with a nor-
mal shape of the strain trace and lower peak values in the basal inferior and
basal anterolateral region, while some early stretch is present in the basal
anterolateral traces, mirroring an early deformation of the apical septum a
pattern recognized as the septal flash. However, these were also dilated ven-
tricles with low LVEF. In Phenogroup 3, there is again less deformation in
the apex, but with more preserved strains in the basal portions and a larger
amplitude of the volume curve. Phenogroups 4 and 5 exhibit the great-
est amount of deformation in their strain curves, with the most normality
in the strain pattern. Some post-systolic deformation in the apical septal
and lateral segments is noticeable in these Phenogroups. In Phenogroup
5, some early septal stretch can also be recognizable. The volume curve
in Phenogroup 4 peaks very early and is of large amplitude, unlike that
in Phenogroup 5. Of note, the values of the LV end-diastolic index were
the smallest in these phenogroups, while the LVEF was the greatest in the
patient representative of Phenogroup 4.
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Table 5.1: Baseline characteristics of the studied patients by phenogroups. CMP — cardiomyopathy; BMI — body mass index; SBP
— systolic blood pressure; DBP — diastolic blood pressure; NYHA — New York Heart Association; MI — myocardial infarction; ARB
— angiotensin receptor blocker; LVMi — left ventricular mass index; LVESVi — left ventricular end systolic volume index; FAC —
fractional area change.

Phenogroup 1 (N=141) Phenogroup 2 (N=261) Phenogroup 3 (N=267) Phenogroup 4 (N=229) Phenogroup 5 (N=208) Group P value

Characteristics used for the MKL

Age, years 60 ± 12 63 ± 11 66 ± 11 67 ± 10 64 ± 10 < 0.001

Female, n (%) 26 (18%) 117 (45%) 16 (6%) 22 (10%) 93 (45%) < 0.001

Ischemic CMP, n (%) 80 (57%) 102 (39%) 219 (82%) 152 (66%) 69 (33%) < 0.001

LBBB, n (%) 113 (80%) 244 (94%) 109 (41%) 125 (55%) 190 (91%) < 0.001

QRS duration, ms 167 ± 24 165 ± 18 152 ± 18 149 ± 15 157 ± 15 < 0.001

Prior HF hospitalization n (%) 77 (55%) 102 (39%) 103 (39%) 66 (29%) 58 (28%) < 0.001

LVEDVi, ml/m2 160 ± 39 131 ± 24 123 ± 19 110 ± 14 109 ± 17 < 0.001

LAVi, ml/m2 55 ± 13 46 ± 8 48 ± 10 43 ± 8 41 ± 8 < 0.001

Characteristics not used for the MKL

CRT-D, n (%) 80 (57%) 151 (58%) 167 (63%) 150 (65%) 129 (62%) 0.35

BMI, mmHg 29 ± 5 28 ± 5 29 ± 5 29± 5 28 ± 5 0.17

SBP, mmHg 115 ± 16 122 ± 18 123 ± 17 126 ± 18 126 ± 18 < 0.001

DBP, mmHg 71 ± 11 73 ± 11 72 ± 10 72 ± 11 72 ± 10 0.51

NYHA class II, n (%) 131 (93%) 246 (94%) 198 (74%) 175 (76%) 184 (89%) < 0.001

Diabetes, n (%) 41 (29%) 74 (28%) 75 (28%) 64 (28%) 57 (27%) 1.00

Hypertension, n (%) 71 (51%) 162 (62%) 184 (69%) 143 (63%) 126 (61%) 0.010

Prior MI, n (%) 67 (48%) 64 (25%) 184 (70%) 120 (55%) 47 (23%) < 0.001

Prior ventricular arrhythmias, n (%) 18 (13%) 7 (3%) 24 (9%) 13 (6%) 9 (4%) < 0.001

BNP, pg/ml 146 (69—249) 84 (34—150) 109 (49—257) 58 (26—123) 41 (17—83) < 0.001

Beta blocker, n (%) 132 (94%) 241 (92%) 243 (91%) 214 (93%) 201 (97%) 0.18

Diuretic, n (%) 124 (88%) 194 (74%) 210 (79%) 150 (66%) 136 (65%) < 0.001

Amiodarone, n (%) 14 (10%) 9 (3%) 25 (9%) 21 (9%) 5 (2%) 0.001

Statin, n (%) 88 (62%) 146 (56%) 214 (80%) 172 (75%) 123 (59%) < 0.001

Aldosterone antagonist, n (%) 57 (40%) 81 (31%) 79 (30%) 51 (22%) 58 (28%) 0.006

LVMi, g/m2 118 ± 23 110 ± 16 105 ± 17 101 ± 15 99 ± 15 < 0.001

LVESVi, ml/m2 118 ± 32 94 ± 18 88 ± 15 77 ± 12 76 ± 13 < 0.001

LVEF, % 26.5 ± 3.3 28.7 ± 2.8 28.9 ± 3.2 30.6 ± 3.1 30.8 ± 3.3 < 0.001

RV diameter, mm 29.7 ± 2.1 28.4 ± 2.0 28.9 ± 2.2 27.9 ± 2.0 27.2 ± 2.3 < 0.001

RV FAC, % 40.9 ± 4.6 43.0 ± 5.8 41.4 ± 5.5 42.6 ± 5.7 44.1 ± 5.6 < 0.001

E/e’ 16.4 (11.9—19.9) 13.5 (9.8—17.5) 12.1 (9.3—17.7) 12.1 (9.5—17.1) 11.6 (8.6—16.9) 0.69

12-segment GLS, % -4.8 ± 1.2 -7.8 ± 1.5 -8.1 ± 1. 7 -11.5 ± 2.2 -11.2 ± 2.2 < 0.001
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Figure 5.4: Volume and strain traces corresponding to the representative patient of each
phenogroup, i.e., those located at the barycenter of the phenogroup’s distribution.

5.3.3 Comparison of survival among phenogroups

The natural course of disease, as assessed in the ICD-only subgroup of pa-
tients, varied among the phenogroups (Figure 5.5, and Figure 5.6): the
Kaplan-Meier estimate of the probability of survival free of HF revealed a
less severe disease course in Phenogroup 5 in which the primary event oc-
curred in 15.2% of the patients in the ICD-only subgroup (none of the
patients died, 10.1% were hospitalized for HF and the remaining 5.1%
had an out-of-hospital HF event). Conversely, the untreated patients in
Phenogroup 1 had a higher incidence of the primary event, occurring in
41% of patients (4.9% had an all-cause death, 32.8% were hospitalized for
HF and 3.3% had a HF event not requiring hospitalization). Overall, the
primary outcome occurred in 220 patients from the current analysis, and
differed significantly among phenogroups: it occurred most frequently in
Phenogroup 1 (48 patients, 34%) and was least represented in Phenogroup
5 (21 patients, 10.1%, group P value < 0.001). All-cause death did not
differ significantly among the phenogroups; the difference in the primary
endpoint was mainly driven by a significant difference in the occurrence of
HF requiring hospitalization, occurring most often in Phenogroup 1 (25.5%
of patients) and least frequently in Phenogroup 5 (6.2% of patients, group
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Figure 5.5: Kaplan-Meier estimates of the probability of survival free of heart failure
according to treatment arm in each of the phenogroups. The table shows the incidence
rates for the primary outcome by phenogroup.

Figure 5.6: Kaplan-Meier curves showing the ICD arms for all phenogroups.

P value < 0.001).
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5.3.4 Effect of treatment on primary outcome and LV
reverse remodeling

The effect of CRT-D treatment, compared to ICD-only, on the primary
outcome of death or HF event assessed among the five phenogroups by
Cox proportional hazard analysis is depicted on Figure 5.7 (left panel):
patients categorized to Phenogroup 2 exhibited an 80% reduction in the
risk of HF or death (HR, 0.20; 95% CI, 0.10 to 0.43; P< 0.0001), which was
a substantially higher treatment benefit than observed in the other groups
(interaction P=0.0007). Phenogroups 4 and 5 also benefited to a greater
extent compared to the overall cohort; however, the treatment benefit did
not reach statistical significance, which was also observed for Phenogroup
1. The clustering configuration also suggested a group of possible non-
responders to treatment: patients in Phenogroup 3 appear to benefit more
from ICD-only therapy than CRT-D, although the confidence limits are
wide and cross unity (HR 1.23; 95% confidence interval (CI), 0.77 to 1.98;
P=0.38).

A significant treatment effect on LV reverse remodeling, defined as LVEDVi
percent change, was noted in all phenogroups (Figure 5.7, right panel).
However, Phenogroup 5, characterized by the lowest severity of ventricu-
lar remodeling at baseline, was identified to be associated with a substan-
tially better volume response: in this phenogroup CRT-D treatment was
associated with an average 20.9% decrease in LVEDVi, when corrected for
ICD-only treatment (95% CI, -23.7 to -18.1; P< 0.001). A marked vol-
ume response was also detected in Phenogroup 2 with an average 19.3%
decrease in LVEDVi (95% CI, -21.9 to -16.7; P< 0.0001), while patients in
Phenogroups 3 (-12.6; 95% CI, -15.0 to -10.1; P< 0.001) and 1 (-12.4; 95%
CI, -16.2 to -8.6; P< 0.001) showed the lowest amount of LVEDVi percent
change within 12 months; the latter phenogroup was characterized by the
highest grade of LV, RV and LA remodeling at baseline.

5.3.5 Stability of the unsupervised machine learning

5.3.5.1 Stability: dimensionality reduction

To measure the stability of the solutions provided by our dimensionality
reduction algorithm, we systematically compared output distributions ob-
tained when launching the algorithm with databases of increasing size (N
= 100, 200, 300, 400, etc., up to 1106, the size of the analyzed popula-
tion). The orientation of the obtained distributions is not constrained, and
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Figure 5.7: The effect of CRT-D treatment, compared to ICD-only, on the primary out-
come of death or heart failure event for each of the clusters (Forest plot, left panel). The
combined effect of CRT-D treatment on the primary outcome of death or heart failure
event (x-axis) and ICD-only corrected percent change in LV end-diastolic volume index
(y-axis) assessed among the five phenogroups (right panel). P=0.0007 and P< 0.001 for
interaction of primary outcome and volume response, respectively.

thus the sign of the different components might be inverted when compar-
ing different launches. Also, the ordering of the main components might
not always be the same for different sizes of the database, especially when
working with small sample sizes (N< 600). Re-ordering and inverting the
sign of the dimensions as required, are thus fundamental adjustments prior
to derive correlation indexes between distributions.

The correlation values for individual dimensions get better when the size
of the database increases. For example, for large databases (N> 800), the
Pearson correlation coefficients were over 0.88 when comparing up to the
7th dimension.

The correlation values for the joint evaluation of the first 6 output space
dimensions were calculated when consecutively comparing pairwise distri-
butions of increasing size (i.e., 100 vs. 200; 200 vs. 300; 400 vs. 500, etc.,
up to 1000 vs. 1106), always considering the number of subjects common to
both distributions (Figure 5.8). For large databases (N> 500) the Pearson
correlation coefficients were above 0.95.
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Figure 5.9: Correlation between the coordinates of 200 subjects in common to output
distributions of increasing size, for the subspace dimensionality varying from 2 to 10.

In a similar experiment, we compared the first 2, 4, 6, 8 and 10 dimensions of
the 200 subjects in common to different distributions of increasing size (from
N=200 to N=1106, in steps of 100 subjects). The results are illustrated in
Figure 5.9.

The general findings after these experiments are: 1) the stability of the
calculated distributions increases with the number of subjects analyzed. In
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other words, the correlation values increase with the number of subjects
common to both distributions; 2) the results from 6 dimensions on barely
change because of the small coordinates variance at further dimensions rel-
ative to the main ones, which is the major reason why we only focus on the
first 6 dimensions for clustering analysis (Figure 5.3). The correlation val-
ues shown in the previous experiments highlight the stability, reproducibility
and generalizability of the low-dimensional solutions obtained by unsuper-
vised MKL.

5.3.5.2 Stability: clustering

Due to the lack of an evident partition of the output space, the K-means
is not guaranteed to converge. Indeed, this algorithm initializes choosing
random centroids, which may lead to different results at different launches.
To avoid this, we specified several replicates, which typically results in a
solution that is a global minimum. Setting the number of replicates to
15000 ensured total reproducibility of the clustering results.

We evaluated the consistency between clustering configurations across dif-
ferent splits (from 2 to 8 clusters), calculated from the same output space
(Figure 5.10). The reported values express the percentage of consistency
between a “NCluster+1” (i.e., child clusters) and a “NCluster” (i.e., parent
clusters) configurations. This value was computed following three steps: 1)
compute the matching percentage of each cluster in “NCluster +1” to each
cluster in “NCluster”; 2) for each “NClusters+1” cluster, preserve the high-
est matching percentage among all “NCluster” clusters; 3) average across
all “NClusters+1” clusters. To facilitate interpretation, if we go from two
to three clusters and only one of the “parent” clusters is divided to create
the third new cluster, the degree of consistency between both clustering
configurations would be 100%.

The results in Figure 5.10, showing that all consistency percentages are
over 70%, confirm the consistency across clustering configurations, which
becomes apparent when analyzing cluster characteristics among different
partitions (Figure 5.12).

It is worth noting that all the clustering configurations from 4 to 6 clusters
reached multiplicity adjusted statistical significance (all P values for trend
< 0.008, see Figure 5.11). Furthermore, the spider plots in Figure 5.12, de-
picting the clinical characteristics among the clusters, also confirm the con-
sistency of the patient subgroups across different clustering configurations:
one or more subgroups of patients are recognizable by a higher proportion
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Figure 5.10: Consistency among different clustering configurations. The plots show the
first 2 dimensions of the 6 considered for this work.

of female patients with less ischemic origin of disease and a higher preva-
lence of LBBB morphology and left atrial/left ventricular remodeling, while
another common signature consists of ischemic patients that are predom-
inantly male and have a lower prevalence of LBBB morphology on ECG.
Finally, the demonstrated effect of CRT-D treatment on the primary out-
come remained similar across various clustering configurations: Phenogroup
2 consistently proved to be the “superresponder” cluster, one phenogroup
of non-responders was also revealed in the majority of configurations, while
the remaining phenogroups lay between these extremes (see Figure 5.11).

5.3.6 Internal validation

We did not test the generalizability of our results in an external database.
However, we assessed their stability through internal validation. This pro-
cess consists in training the algorithm using a portion of the database to
adjust the parameters of the learning model, and then use the hold-out
database to evaluate how well the model performs on the new data. In our
case, internal validation involved running MKL using a randomly-selected
training set (75% of the database) to reduce the dimensionality of the input
data and create phenogroups, and projecting the subjects in the validation
set (25% of the database) to the low-dimensional space to find to which of
the learnt phenogroups they belong. Then, we compared the phenogroups’
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Figure 5.11: Forest plots for clustering configurations from 3 to 7 clusters. They show
the effect of CRT-D treatment, compared to ICD-only, on the primary outcome of death
or heart failure event for each of the clusters.

content independently for the training and validation sets, specifically the
clinical parameters and the treatment effect on the primary outcome (see
Tables 5.2 and 5.3, and Figure 5.13).

Note the similar trends in the values for each of the clinical parameters used
within the ML model (Tables 5.2 and 5.3) and for the hazard ratios that
indicate the treatment effect on the primary outcome of death or HF hos-
pitalization (Figure 5.13). This result emphasizes the generalization ability
of our model, i.e., its capacity to predict outcome values for new, unseen
data.
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Figure 5.12: Description of the clinical characteristics among the clusters for different
clustering configurations (from 3 to 8), using a single spider plot superimposing the sig-
nature of each cluster. The values depicted are normalized to the entire population. HF
hosp — prior hospitalization for heart failure, LVEDVi — Left ventricular end-diastolic
volume index, LAVi — left atrial volume index.
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Table 5.2: Clinical characteristics by phenogroup in the training set.

Phenogroup 1 (N=148) Phenogroup 2 (N=203) Phenogroup 3 (N=157) Phenogroup 4 (N=108) Phenogroup 5 (N=214) Group P value

Age, years 61 ± 11 67 ± 11 66 ± 11 67 ± 9 63 ± 11 < 0.001

Female, n (%) 47 (32%) 33 (16%) 6 (4%) 29 (27%) 107 (50%) < 0.001

Ischemic CMP, n (%) 62 (42%) 106 (52%) 126 (80%) 79 (73%) 80 (37%) < 0.001

LBBB, n (%) 132 (88%) 129 (64%) 71 (45%) 55 (51%) 200 (93%) < 0.001

QRS duration, ms 168 ± 22 152 ± 17 152 ± 18 149 ± 15 159 ± 17 < 0.001

Prior HF hospitalization n (%) 64 (43%) 56 (28%) 61 (39%) 30 (28%) 67 (31%) 0.008

LVEDVi, ml/m2 146 ± 37 111 ± 16 126 ± 22 117 ± 17 116 ± 20 < 0.001

LAVi, ml/m2 50 ± 12 43 ± 9 49 ± 10 45 ± 9 43 ± 8 < 0.001

Table 5.3: Clinical characteristics by phenogroup in the validation set.

Phenogroup 1 (N=76) Phenogroup 2 (N=30) Phenogroup 3 (N=72) Phenogroup 4 (N=49) Phenogroup 5 (N=49) Group P value

Age, years 59 ± 11 63 ± 10 65 ± 11 65 ± 10 64 ± 10 0.017

Female, n (%) 14 (19%) 6 (20%) 3 (4%) 9 (18%) 120 (41%) < 0.001

Ischemic CMP, n (%) 38 (50%) 16 (53%) 61 (85%) 37 (76%) 17 (35%) < 0.001

LBBB, n (%) 64 (84%) 24 (80%) 36 (50%) 26 (53%) 44 (90%) < 0.001

QRS duration, ms 169 ± 20 153 ± 17 154 ± 21 155 ± 18 161 ± 18 < 0.001

Prior HF hospitalization n (%) 40 (53%) 9 (30%) 33 (46%) 23 (47%) 23 (47%) 0.348

LVEDVi, ml/m2 154 ± 35 109 ± 16 127 ± 23 119 ± 19 124 ± 24 < 0.001

LAVi, ml/m2 52 ± 11 42 ± 9 49 ± 12 46 ± 7 44 ± 9 < 0.001
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Training (75% database) Validation (25% database) 

Figure 5.13: Hazard ratios for primary outcome among the phenogroups in the training
and validation sets.

5.3.7 Added value of the joint analysis of
echocardiographic descriptors and clinical parameters

To evaluate the added value of looking at echocardiographic data and clin-
ical parameters in a joint manner, we used the same unsupervised learning
strategy to analyze both sets of data independently. The added value of
the joint analysis was evident, since none of the clustering solutions (from
2 to 8 clusters) derived from the individual assessment reached statistical
significance when looking at the treatment effect on the primary outcome
(all P values for trend > 0.1).

5.4 Discussion

In this analysis we have shown that unsupervised ML allows for the inte-
gration of complex echocardiographic data, rather than single data points,
which can be combined with clinical parameters to phenotype patients with
complex diseases such as HF. We have proved the added value of combining
both sets of descriptors to find subjects that are more likely to respond to
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CRT (see Sec. 5.3.7, compared with a previous analysis of the MADIT-CRT
trial [65]). Our results serve as a proof-of-concept that unsupervised ML
based approaches can 1) provide a clinically meaningful classification of a
phenotypically heterogeneous HF cohort; and 2) might aid in identifying
patients most likely to respond to specific therapies.

HF is a multifaceted syndrome, and response to therapies is based on mul-
tiple clinical and imaging parameters as well as biomarkers. Traditional
methods to define phenotypes and predict outcomes within groups of indi-
viduals with HF rely on the elucidation of individual phenotypic subgroups
that focus on isolated characteristics (i.e., etiology of HF, QRS morphol-
ogy, presence or absence of specific comorbidities, cardiac structure and
function, etc.). Furthermore, while assessment of cardiac structure and
function using current echocardiographic analysis tools can identify sub-
groups of HF patients at higher risk for adverse outcomes [29], standard
approaches ascribe risk to a limited amount of individual measurements in
a unidimensional fashion. Namely, data on cardiac structure and function
provided by echocardiography contain a plethora of information represent-
ing multiple time points in a cardiac cycle (the number of data points are
equal to the frame rate of the acquired images), but are typically under-
exploited in standard data analyses and replaced by single measurements,
thus failing to summarize the complexity of events over the cardiac cy-
cle. More recently, the complex mechanics of the LV in LBBB has been
described by echocardiography as the occurrence of the septal flash — a
mechanical abnormality seen in some patients with LBBB which is easily
amenable to correction by CRT and most related to CRT response and
favorable prognosis [188, 189]. This rapid inward and outward motion of
the interventricular septum during isovolumic contraction period, however,
cannot be captured by analyzing single data points of e.g. myocardial de-
formation curves. Unlike previous studies that aimed, but failed, at finding
a single echocardiographic measure of dyssynchrony to improve patient se-
lection for CRT beyond current guidelines [62], we analyzed LV volume and
deformation data throughout the cardiac cycle by harnessing the power of
ML, ideally suited for more complex datasets, to integrate a thorough anal-
ysis of cardiac dynamics with clinical parameters predictive of LV reverse
remodeling. We believe that these complex data on LV geometry and func-
tion contributed to the marked differences in both primary outcome and
volume response, beyond the baseline clinical characteristics.

Our study is timely, since our echo-based analyses could be relatively easily
programmed into echocardiographic post-processing equipment that already
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does extract the kind of deformation descriptors that we have used. The im-
plementation of unsupervised machine learning algorithms for data analysis
is foreseeable in the near future.

Unsupervised ML techniques, such as the MKL version that we have utilized
in this study, offer the advantage of enabling the use of the full acquired
datasets without assumptions on which single measurements are most rel-
evant for the studied patient population. Additionally, the richness of
the analyzed data provides enough information to enable identification of
phenogroups (which have been “agnostically” defined by the K-means algo-
rithm) of patients with similar (but not identical) properties without prior
assumptions on outcomes. The performed dimensionality reduction aids
in extracting the relevant clinical characteristics of the phenogroups, pro-
viding physiologically relevant and interpretable results. Such approaches
enable highlighting the previously unexplored properties of the studied im-
ages/data, thus acting as novel hypothesis-generating assessments [20]. ML
has previously been employed in the classification of patients with HFPEF,
which was also the first report of phenomapping for a novel classification in
cardiovascular medicine [50].

The current data analysis trend is towards powerful approaches such as
deep learning, which uses neural networks to solve complex pattern recog-
nition problems [190] such as object [191] and speech [192] recognition, but
requires immense collections of data (often lacking in clinical medicine) to
make reliable predictions [190]. Furthermore, the “black-box” nature of this
methodology often provides results difficult to interpret [190]. Thus, we opt
for a “simpler” and less data-demanding analysis approach, for which we
reinforce aspects of interpretability. It is specifically designed to combine
heterogeneous data in an unsupervised way, which ultimately allows finding
groups of patients with similar characteristics and therapy response. Our
unsupervised analysis approach, rather than classifying based on a priori
knowledge as done in a recent study targeting the same clinical problem
[193], allows for natural clustering of patients, and results in the identifica-
tion of patient subgroups with defined treatment effects. Unlike the work by
Kalscheur et al. [193], where the authors used a Random Forest regression
model to predict outcome, we emphasized the interpretability of our model,
which allows exploring the computed data “universe”, and highlights the
data features that are relevant to the clinical hypothesis under study. This
provides for a more meaningful description and distinction of specific patient
groups within the cohort. Specifically, the clinical characteristics known to
be predictive of CRT response were the most represented in Phenogroups 1,
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2 and 5 (Figure 5.12). Despite having the highest proportion of these char-
acteristics, Phenogroup 1 demonstrated a generally poor treatment response
to CRT for both clinical outcomes and volumes, possibly due to the higher
overall event rate in this group, suggesting more advanced disease, which
is also supported by the highest BNP values despite the highest proportion
of patients on diuretic therapy, the highest incidence of prior ventricular
arrhythmias and prior hospitalizations despite the youngest age, and the
highest grade of LV and RV remodeling at baseline along with the lowest
grade of reverse remodeling with treatment. Groups 2 and 5 shared similar
clinical attributes known to be predictive of volume response and benefit
in CRT such as female sex, LBBB morphology, longer QRS duration and
non-ischemic etiology. Phenogroup 2 was most responsive to treatment,
and likely represented the most ideal combination of characteristics that
benefit from CRT and disease severity. In contrast, Phenogroup 3 repre-
sented a non-responder group, likely due to the highest proportion of male
patients, those with ischemic heart disease, and lowest incidence of LBBB
— all characteristics known to be associated with poor response to CRT.
Regarding the imaging data, patients from Phenogroup 1, with the most
non-deforming traces (Figure 5.4), showed the least grade of volume re-
sponse. On the contrary, patients from Phenogroup 5 — one of the two
phenogroups with the most normal strain trace shape, but also that with
smaller LV volumes of the two — were the best volume responders. In
summary, a combination of beneficial clinical parameters (female sex, non-
ischemic etiology of HF and LBBB morphology on ECG along with a wide
QRS), only smaller non-deforming regions and a strain pattern resembling
that of the septal flash (describing LV mechanics in CRT responders) ap-
pear to predict a beneficial treatment effect of CRT. Contrasting clinical
features and a strain pattern revealing more non-deforming regions suggest
the phenogroup less amenable to successful treatment by CRT.

Human interpretability is increasingly recognized as a highly relevant fea-
ture of ML methodologies, crucial in efforts towards data-driven precision
medicine, based on informed and auditable decisions. The obtained re-
sults are fully clinically interpretable — meaningful common features within
phenogroups and distinctions among them can be observed, which are, ac-
cording to the results obtained in this cohort, predictive of heart-failure
event free survival with CRT-D treatment.

In this Chapter, we did not aim to set out a specific “model” or scoring sys-
tem for the prediction of response to CRT, which we believe requires further
tool development as well as external validation. Rather, we aimed to ascer-
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tain the potential of unsupervised learning approaches in novel phenogroup-
ing of a HF cohort, extended by its application in the prediction of response
to a specific therapy, and to demonstrate the benefit of integrating complex
imaging data and clinical parameters to accomplish robust phenogrouping.
While this agnostic approach identified features that were previously shown
to predict response to CRT [65, 188] we were able to accomplish this in a
multivariable manner using both clinical and imaging based data, rather
than by comparison of unidimensional subgroups.

Several limitations of this study should be acknowledged. The results are
confined to a selected population of patients with mild HF enrolled in a
clinical trial with robust inclusion and exclusion criteria, which have thus
determined the input data to the algorithm. A longer follow up time than
the average of 2.3 years available in our cohort may have been beneficial.
Furthermore, an inherent limitation of echocardiographic studies applies to
our study as well: the quality of data relies on acquired images and their
quality, which was however maximized by excluding echo studies with unac-
ceptable 2D image quality. Although our analysis approach is unsupervised,
some human intervention in the form of feature selection and specification
of the most meaningful clustering configuration was required. We selected
and amalgamated descriptors that are useful for identifying response to
therapy based on current evidence in the literature. We demonstrated the
overall stability of our results with different database sizes and different
sets of descriptors. However, as with all statistical modeling, the results are
dependent on the input data, and careful interpretation is needed to guar-
antee the generalizability of the results. Due to the overlapping between
phenogroups, our findings lose power in areas close to the frontier between
clusters (“grey zone”). However, if more subjects and clinical descriptors
were available, our implementation would allow a more detailed phenotyp-
ing, enabling a more patient-specific approach. In such scenario, for every
new case the algorithm could suggest similar subjects from its records and
provide statistics on the likeliness that a certain subject may develop a dis-
ease (diagnosis) or may evolve in a determined way with time or therapy
(prognosis). Finally, while external validation would be optimal, a com-
parable dataset is difficult to obtain, particularly in view of the detailed
baseline characteristics and outcomes of the cohort, as well as in respect to
the completeness of the dataset. However, we have assessed the stability of
our data through internal validation, as detailed in Sec. 5.3.6.

In conclusion, this analysis confirms the utility of unsupervised ML for the
integration of complex echocardiographic data with clinical parameters to
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phenotype patients with HF with reduced ejection fraction. Our results
serve as a proof-of-concept that fully unsupervised ML approaches can pro-
vide an interpretable and clinically meaningful classification of a heteroge-
neous cohort of HF patients, creating a basis of a data-driven platform that
might aid in identifying patient subgroups most likely to respond to specific
therapies.
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6.1. overview

6.1 Overview

In this thesis, we investigated ways to jointly analyze multiple heteroge-
neous descriptors using unsupervised machine learning approaches to better
characterize cardiac function of heart failure patients. This is the leitmotif
of this thesis, which appears throughout the different chapters adapted to
different clinical applications:

• Chapter 3 deals with the technical aspects of unsupervised multiple
kernel learning—a non-linear dimensionality reduction strategy——
which was a fundamental piece of all analyses throughout this the-
sis. In this chapter, we investigated the benefits of jointly analyzing
multiple features over single feature analyses to differentiate between
HFPEF patients and healthy controls. We also assessed the added
value of considering timing information within the analysis, conclud-
ing that pathological information is not only present in the amplitude
of the patterns, but also in the timing of the cardiac phases. Last,
we confirmed the benefits of non-linear versus linear approaches to
analyze cardiac motion patterns.

• Chapter 4 extends the previous analysis to a multicentric study, em-
phasizing on the interpretability of the obtained characterization us-
ing clustering, computing the pattern trends associated to each cluster
and identifying features that may contribute to an improved diagnosis.
This analysis also exploits the potential of the computed representa-
tion to position intermediate groups, which are difficult to classify
using the categorical diagnostic approaches proposed by the guide-
lines.

• Chapter 5 expands the potential of the analysis technique developed
in Chapters 3 and 4 for an improved phenotyping of HFREF patients
aiming at optimizing the selection of CRT responders. The main
technical contribution of this work was the inclusion of relevant clinical
parameters to the multi-feature analysis. The clinical contribution was
the implementation of a survival analysis to determine the treatment
effect among phenogroups.
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6.2 Interpretable machine learning

Throughout this thesis, we paid special attention to create ML analysis
pipelines that were interpretable. Human interpretability is highly relevant
for ML analyses of clinical data [23–25]. It allows clinicians to know how
the input variables contribute to the desired output. For example, if a ML
model was used for outcome prediction, the clinician would like to interpret
the model in order to know which features are more relevant to the problem
and in which way they are arranged to maximize the prediction accuracy.

In this sense, we enhanced the interpretability of the results obtained with
our MKL formulation using multi-scale kernel regression [158]. We specifi-
cally used this regression modality to analyze the variability in echocardio-
graphic patterns as arranged by the unsupervised MKL algorithm, both
along specific dimensions of the low-dimensional space (Sec. 3.3.5), or
aligned with the main modes of variation of retrieved clusters (Sec. 4.3.2
and Sec. 5.3.2). We further interpreted this variability in light of the physio-
logical characteristics of the analyzed population. For example, in Sec. 4.3.2
we computed the variability corresponding to different subgroups (Figure
4.4), briefly commented on the main characteristics of the pattern data, to
then delve on this information by summarizing the main variability using
clinically interpretable features up to the tenth cluster mode (Figure 4.5).
This exercise confirmed prior knowledge about differences between HFPEF
patients and healthy controls and also revealed new features that might
be attributable to the HFPEF syndrome and thus merit further investiga-
tion. Another exercise of interpretability of our ML results can be found
throughout Sec. 5.3. We first described both echocardiographic features
(Figure 5.4) and clinical parameters (Table 5.1 and Figure 5.12) among the
phenogroups learned from a HFREF cohort. After assessing survival (Sec.
5.3.3) and treatment effect (Sec. 5.3.4) among phenogroups, we concluded
that our agnostic approach to data analysis, which was interpreted in de-
tail, confirmed the previous clinical knowledge about the parameters that
best predict response to treatment and supported the intuition regarding
the strain features that seem to model CRT response. Put together, our
joint analysis of echocardiographic features and clinical parameters found
a phenogroup where treated patients experienced an 80% reduction in the
risk of HF or death as compared to non-treated patients. This compares
favorably to previous findings in this HFREF cohort, and suggests that the
assessment of complex cardiac function descriptors together with routinely
used parameters could be beneficial to predict CRT response.
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6.3 Outlook and future work

We next summarize the important contributions accomplished in this the-
sis, highlight their respective strengths and weaknesses, and elaborate on
possible improvements for future work.

Unsupervised multiple kernel learning. We reformulated a previous
multiple kernel learning for dimensionality reduction approach [26] to be
unsupervised. This allows our algorithm to position subjects based on sim-
ilarities expressed by multiple heterogeneous descriptors, without being bi-
ased by possibly suboptimal diagnostic labels. Similarities were computed
using a Gaussian kernel, which has been previously recommended to ana-
lyze patterns of cardiac function. However, we did not perform a thorough
comparison on the impact that other kernel formulations could have in the
obtained results [105]. Furthermore, our MKL approach learns an optimal
kernel through a linear combination of the different base kernels, but further
work at this level could consist in exploring different approaches to combine
them, which would require substantial efforts in the optimization.

Longitudinal analysis. We have considered data from a echocardio-
graphic exercise protocol to characterize the functional response to stress of
different HFPEF subjects as compared to healthy controls. In our analyses,
the resting and exercising descriptors are considered as independent entities,
however, we recognize that their analysis using methods that capture the
temporal longitudinal aspects of these data may have been more informative
[194]. For example, the change from rest to exercise could be expressed as
a trajectory, and different trajectories could be compared among subjects,
which may better capture the specificities of impaired exercise response in
the context of HFPEF, as was done in [195].

Inclusion of additional descriptors. The analyses of HFPEF subjects
in this thesis are limited to the use of velocity patterns derived from tissue
Doppler imaging. These patterns were obtained from the basal regions of the
LV at different stages of exercise. We believe that these descriptors should
be sufficient to capture the global mechanical abnormalities usually present
in HFPEF subjects [69]. However, we hypothesize that the inclusion of mi-
tral and aortic blood flow patterns derived from Doppler echocardiography
could enrich the characterization, especially of those subjects with impaired
(systolic and diastolic) hemodynamics. Future work could also extend our
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analyses of patterns to incorporate relevant parameters for the diagnosis of
HFPEF, such as BNP or troponin levels, worsening renal function, etc [58].
In this case, MKL may not be the best analysis option, and methods such
as deep neural networks, which demonstrated to be efficient for automatic
feature extraction [196], may be more convenient. Deep learning may prove
useful learning directly on the Doppler images, which would eliminate the
need of pre-processing and feature engineering before learning.

Smart atlas. In Chapter 5, the clustering configuration was chosen as
that maximizing the statistical significance of the treatment effect among
clusters. However, this partition is still artificial, as the low-dimensional dis-
tribution of the population is rather homogeneous. Indeed, our findings lose
power in areas close to the frontier between clusters (“grey zone”). If more
subjects and clinical descriptors were available, our implementation would
allow a deeper phenotyping, enabling a more patient-specific approach. In
such a scenario, for every new case the algorithm could suggest similar sub-
jects from its records and provide statistics on the likeliness that a certain
subject may develop a disease (diagnosis) or may evolve in a determined
way with time or therapy (prognosis), an approach coined as “smart atlas”
[197].

Validation. In Chapters 3 and 4, our findings, although endorsed by clin-
ical experts after blind re-analysis of echocardiographic studies, have not
been validated using an independent, external reference. Further work on
this topic should entail a comparison with invasive hemodynamic testing,
which provides objective measurements of filling pressures, helpful to assess
diastolic dysfunction. Larger studies involving exercise echocardiography
would, of course, be helpful to externally validate our findings regarding
the characterization of HFPEF patients.

Population vs. cohort-based analysis. We did not exploit the use of
our analysis technique to compare different cohorts and explore the impact
on event prediction. A possible approach could be to start off by analyz-
ing the data of a general population study (such as ARIC [198]), which
comprises a wide enough spectrum of cardiac abnormalities (note that this
study also integrates HF patients [199]), to then map different clinical trials
to this space. This may further enrich the learned spectrum of abnormalities
and positively impact diagnosis and/or disease prognosis.
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[144] C.F. Mädler, N. Payne, U. Wilkenshoff, A. Cohen, G. Derumeaux, L.A.
Piérard, J. Engvall, L. Brodin, G.R. Sutherland, and A.G. Fraser. Non-
invasive diagnosis of coronary artery disease by quantitative stress echocar-
diography: optimal diagnostic models using off-line tissue Doppler in the
MYDISE study. European Heart Journal, 24:1584–1594, 2003. 34, 64

[145] H. Lombaert and J.M. Peyrat. Joint statistics on cardiac shape and fiber ar-
chitecture. In Medical Image Computing and Computer-Assisted Intervention
– MICCAI, LNCS, volume 8150, pages 492–500, 2013. 35

[146] A. Cloninger, W. Czaja, and T. Doster. Operator analysis and diffusion
based embeddings for heterogeneous data fusion. In IEEE Geoscience and
Remote Sensing Symposium, pages 1249–1252, 2013. 35

[147] D. Eynard, A. Kovnatsky, M.M. Bronstein, K. Glashoff, and A.M. Bronstein.
Multimodal manifold analysis by simultaneous diagonalization of Laplacians.
IEEE Transactions on Pattern Analysis and Machine Intelligence, 37(12):1–
14, 2015. 35

[148] L. Dodero, V. Murino, and D. Sona. Joint Laplacian diagonalization for
multi-modal brain community detection. International Workshop on Pattern

135



bibliography

Recognition in Neuroimaging, pages 1–4, 2014. 35

[149] R.R. Coifman and M.J. Hirn. Diffusion maps for changing data. Applied and
Computational Harmonic Analysis, 36:79–107, 2014. 35

[150] R.M. Neal. Bayesian Learning for Neural Networks. Lecture notes in statis-
tics, 1996. 36

[151] N. Shental, T. Hertz, D. Weinshall, and M. Pavel. Adjustment learning and
relevant component analysis. In Springer Berlin Heidelberg, editor, European
Conference on Computer vision - ECCV, pages 776–790, 2002. 36

[152] C.L. Lekavich, D.J. Barksdale, and V. Neelon. Heart failure preserved ejec-
tion fraction (HFpEF): an integrated and strategic review. Heart Failure
Reviews, 20(6):643–653, 2015. 36, 64

[153] Y.Ti. Tan, F. Wenzelburger, E. Lee, G. Heatlie, F. Leyva, K. Patel, M. Fren-
neaux, and J.E. Sanderson. The pathophysiology of heart failure with normal
ejection fraction. Exercise echocardiography reveals complex abnormalities
of both systolic and diastolic ventricular function involving torsion, untwist,
and longitudinal motion. Journal of the American College of Cardiology:
Cardiovascular Imaging, 54:36–46, 2009. 36

[154] E. Donal, L.H. Lund, E. Oger, A. Reynaud, F. Schnell, H. Persson, E. Drouet,
C. Linde, and C. Daubert. Value of exercise echocardiography in heart failure
with preserved ejection fraction: a substudy from the KaRen study. European
Heart Journal, pages 1–8, 2015. 36

[155] X. Shuai, Y. Chen, Y. Lu, G. Su, Y. Wang, H. Zhao, and J. Han. Diagnosis
of heart failure with preserved ejection fraction: which parameters and di-
agnostic strategies are more valuable? European Journal of Heart Failure,
13(7):737–745, 2011. 37

[156] B.N. Zordoky, M.M. Sung, J. Ezekowitz, R. Mandal, B. Han, T.C. Bjorn-
dahl, S. Bouatra, T. Anderson, G.Y. Oudit, D.S. Wishart, and J.R.B. Dyck.
Metabolomic fingerprint of heart failure with preserved ejection fraction. Plos
One, 10(5):e0124844, 2015. 37

[157] S. Sanchez-Martinez, N. Duchateau, B.H. Bijnens, T. Erdei, A.G Fraser,
and G. Piella. Characterization of myocardial velocities by multiple kernel
learning: application to heart failure with preserved ejection fraction. In
Functional Imaging and Modelling of the Heart, LNCS, volume 9126, pages
65–73, 2015. 37

[158] A. Bermanis, A. Averbuch, and R.R. Coifman. Multiscale data sampling and
function extension. Applied and Computational Harmonic Analysis, 1:1–15,
2012. 37, 38, 42, 120

[159] T. Biering-Sørensen, R. Mogelvandg, and J.S. Jensen. Prognostic value of
cardiac time intervals measured by tissue Doppler imaging M-mode in the
general population. Heart, 101(12):954–960, 2015. 38

[160] M. Grant and S. Boyd. CVX: Matlab software for disciplined convex pro-
gramming, version 2.0 beta. http://cvxr.com/cvx, 2013. 41

136



bibliography

[161] A.M. Weissler, W.S. Harris, and C.D. Schoenfeld. Systolic time intervals in
heart failure in man. Circulation, 37:149–159, 1968. 46, 58

[162] P. Sogaard, H. Egeblad, A.K. Pedersen, W.Y. Kim, B. Kristensen, P.S.
Hansen, and P.T. Mortensen. Sequential versus simultaneous biventricu-
lar resynchronization for severe heart failure: Evaluation by tissue Doppler
imaging. Circulation, 106:2078–2084, 2002. 46

[163] R.H. Davies, C.J. Twining, T.F. Cootes, and C.J. Taylor. Building 3-D
Statistical Shape Models by Direct Optimization. IEEE Transactions on
Medical Imaging, 29:961–981, 2010. 47

[164] B. Nadler, S. Lafon, R. Coifman, and I.G. Kevrekidis. Diffusion maps-a
probabilistic interpretation for spectral embedding and clustering algorithms.
Principal manifolds for data visualization and dimension reduction, pages
238–260, 2008. 50

[165] A. Abbate, R. Arena, N. Abouzaki, B.W. Van Tassell, J. Canada, K. Shah,
G. Biondi-Zoccai, and N.F. Voelkel. Heart failure with preserved ejec-
tion fraction: refocusing on diastole. International Journal of Cardiology,
179:430–440, 2015. 64

[166] B.A. Borlaug, R.A. Nishimura, P. Sorajja, C.S.P. Lam, and M.M. Redfield.
Exercise hemodynamics enhance diagnosis of early heart failure with pre-
served ejection fraction. Circulation: Heart Failure, 3(5):588–595, 2010. 64

[167] I. Nedeljkovic, M. Banovic, J. Stepanovic, V. Giga, A. Djordjevic-Dikic,
D. Trifunovic, M. Nedeljkovic, M. Petrovic, M. Dobric, N. Dikic, M. Zlatar,
and B. Beleslin. The combined exercise stress echocardiography and car-
diopulmonary exercise test for identification of masked heart failure with
preserved ejection fraction in patients with hypertension. European journal
of preventive cardiology, 23:71–77, 2016. 64

[168] W. Kosmala, A. Rojek, M. Przewlocka-Kosmala, A. Mysiak, B. Karolko, and
T.H. Marwick. Contributions of nondiastolic factors to exercise intolerance
in heart failure with preserved ejection fraction. Journal of the American
College of Cardiology, 67(6):659–670, 2016. 64

[169] J. Wang, F. Fang, G.Y. Wai-Kwok, J.E. Sanderson, W. Feng, J.M. Xie, X.X.
Luo, A.P.W. Lee, and Y.Y. Lam. Left ventricular long-axis performance
during exercise is an important prognosticator in patients with heart failure
and preserved ejection fraction. International Journal of Cardiology, 178:131–
135, 2015. 64

[170] T. Hastie, R. Tibshirani, and J. Friedman. The elements of statistical learning
(Vol.1). Springer, Berlin: Springer series in statistics, 2001. 67

[171] A. Baltabaeva, M. Marciniak, B.H. Bijnens, J. Moggridge, F.J. He, T.F. An-
tonios, G.A. MacGregor, and G.R. Sutherland. Regional left ventricular de-
formation and geometry analysis provides insights in myocardial remodelling
in mild to moderate hypertension. European Journal of Echocardiography,
9(4):501–508, 2008. 80

[172] P.D. Gaudron, D. Liu, F. Scholz, K. Hu, C. Florescu, S. Herrmann, B.H.

137



bibliography

Bijnens, G. Ertl, S. Störk, and F. Weidemann. The septal bulge - an early
echocardiographic sign in hypertensive heart disease. Journal of the Ameri-
can Society of Hypertension, 10(1):70–80, 2016. 80

[173] J.A. Chirinos, J.G. Kips, D.R. Jacobs, L. Brumback, D.A. Duprez, R. Kron-
mal, D.A. Bluemke, R.R. Townsend, S. Vermeersch, and P. Segers. Arterial
wave reflections and incident cardiovascular events and heart failure: MESA
(Multiethnic Study of Atherosclerosis). Journal of the American College of
Cardiology, 60(21):2170–2177, 2012. 81

[174] G. Davidavicius, M. Kowalski, R.I. Williams, J. D’Hooge, G. Di Salvo,
G. Pierre-Justin, P. Claus, F. Rademakers, M.C. Herregods, A.G. Fraser,
L.A. Pierard, B.H. Bijnens, and G.R. Sutherland. Can regional strain and
strain rate measurement be performed during both dobutamine and exercise
echocardiography, and do regional deformation responses differ with different
forms of stress testing? Journal of the American Society of Echocardiography,
16(4):299–308, 2003. 81

[175] H.I. Suk, S.W. Lee, and D. Shen. Hierarchical feature representation and
multimodal fusion with deep learning for AD/MCI diagnosis. NeuroImage,
101:569–582, 2014. 82

[176] L. Sanchis, L. Vannini, L. Gabrielli, N. Duchateau, C. Falces, R. Andrea, B.H.
Bijnens, and M. Sitges. Interatrial dyssynchrony may contribute to heart fail-
ure symptoms in patients with preserved ejection fraction. Echocardiography,
32(11):1655–1661, 2015. 83

[177] I.R. Mordi, S. Singh, A. Rudd, J. Srinivasan, M. Frenneaux, N. Tzemos,
and D.K. Dawson. Comprehensive Echocardiographic and Cardiac Magnetic
Resonance Evaluation Differentiates Among Heart Failure With Preserved
Ejection Fraction Patients, Hypertensive Patients, and Healthy Control Sub-
jects. Journal of the American College of Cardiology: Cardiovascular Imag-
ing, 2017. 83

[178] M. Motwani, D. Dey, D.S. Berman, G. Germano, S. Achenbach, M.H. Al-
Mallah, D. Andreini, M.J. Budoff, F. Cademartiri, T.Q. Callister, H. Chang,
K. Chinnaiyan, B.J.W. Chow, R.C. Cury, A. Delago, M. Gomez, H. Gransar,
M. Hadamitzky, J. Hausleiter, N. Hindoyan, G. Feuchtner, P.A. Kaufmann,
Y. Kim, J. Leipsic, F.Y. Lin, E. Maffei, H. Marques, G. Pontone, G. Raff,
R. Rubinshtein, L.J. Shaw, J. Stehli, T.C. Villines, A. Dunning, J.K. Min,
and P.J. Slomka. Machine learning for prediction of all-cause mortality in pa-
tients with suspected coronary artery disease: a 5-year multicentre prospec-
tive registry analysis. European Heart Journal, 38(7):500–507, February 2017.
88

[179] A.J. Moss, W.J. Hall, D.S. Cannom, H. Klein, M.W. Brown, J.P. Daubert,
N.A.M. Estes, E. Foster, H. Greenberg, S.L. Higgins, M.A. Pfeffer, S.D.
Solomon, D. Wilber, and W. Zareba. Cardiac-resynchronization therapy for
the prevention of heart-failure events. New England Journal of Medicine,
361(14):1329–1338, oct 2009. 88, 89, 90

138



bibliography

[180] A.J. Moss, M.W. Brown, D.S. Cannom, J.P. Daubert, M. Estes, E. Foster,
H.M. Greenberg, W.J. Hall, S.L. Higgins, H. Klein, M. Pfeffer, D. Wilber,
and W. Zareba. Multicenter Automatic Defibrillator Implantation Trial-
Cardiac Resynchronization Therapy (MADIT-CRT): Design and clinical pro-
tocol. Annals of Noninvasive Electrocardiology, 10(SUPPL. 4):34–43, 2005.
89

[181] A.E. Epstein, J.P. Dimarco, K.A. Ellenbogen, et al. ACC/AHA/HRS 2008
Guidelines of cardiac rhythm abnormalities. A report of the American College
of Cardiology/American Heart Association task force on practice guidelines
(writing committee to revise the ACC/AHA/NASPE 2002 Guideline update
for implantation. Circulation, 117:350–408, 2008. 89

[182] S.D. Solomon, E. Foster, M. Bourgoun, A. Shah, E. Viloria, M.W. Brown,
W.J. Hall, M.A. Pfeffer, and A.J. Moss. Effect of cardiac resynchronization
therapy on reverse remodeling and relation to outcome: Multicenter Auto-
matic Defibrillator Implantation Trial: Cardiac Resynchronization Therapy.
Circulation, 122(10):985–992, 2010. 89

[183] D. Knappe, A. Pouleur, A.M. Shah, S. Cheng, H. Uno, W.J. Hall, M. Bour-
goun, E. Foster, W. Zareba, I. Goldenberg, S. McNitt, M.A. Pfeffer, A.J.
Moss, and S.D. Solomon. Dyssynchrony, contractile function, and response
to cardiac resynchronization therapy. Circulation Heart failure, 4(4):433–440,
2011. 89, 96

[184] N. Duchateau, G. Giraldeau, L. Gabrielli, J. Fernández-Armenta, D. Penela,
R. Evertz, L. Mont, J. Brugada, A. Berruezo, M. Sitges, and B.H. Bijnens.
Quantification of local changes in myocardial motion by diffeomorphic reg-
istration via currents: Application to paced hypertrophic obstructive car-
diomyopathy in 2D echocardiographic sequences. Medical Image Analysis,
19(1):203–219, 2015. 90, 91

[185] J. Dougherty, R. Kohavi, and M. Sahami. Supervised and unsupervised
discretization of continuous features. Machine learning: proceedings of the
twelfth international conference, 12:194–202, 1995. 92

[186] C. Fraley and A.E. Raftery. Model-based clustering, discriminant analysis,
and density estimation. Journal of the American Statistical Association,
97(458):611–631, 2002. 93

[187] P.J. Rousseeuw. Silhouettes: A graphical aid to the interpretation and valida-
tion of cluster analysis. Journal of Computational and Applied Mathematics,
20:53–65, 1987. 94

[188] A. Doltra, B.H. Bijnens, J.M. Tolosana, R. Borràs, M. Khatib, D. Penela,
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[197] B. André, T. Vercauteren, and N. Ayache. Content-based retrieval in endomi-
croscopy: toward an efficient smart atlas for clinical diagnosis. In MICCAI
International Workshop on Medical Content-Based Retrieval for Clinical De-
cision Support, volume 7075, pages 12–23, 2012. 122

[198] The ARIC investigators. The Atherosclerosis Risk in Communities
(ARIC) Study: design and objectives. American Journal of Epidemiology,
129(4):687–702, April 1989. 122

[199] A.M. Shah, B. Claggett, L.R. Loehr, P.P. Chang, K. Matsushita, D. Kitzman,
S. Konety, A. Kucharska-Newton, C.A. Sueta, T.H. Mosley, J.D. Wright,
J. Coresh, G. Heiss, A.R. Folsom, and S.D. Solomon. Heart Failure Stages

140



bibliography

Among Older Adults in the Community: The Atherosclerosis Risk in Com-
munities Study. Circulation, 135(3):224–240, January 2017. 122

141





7

Publications

Journal papers

1. S. Sanchez-Martinez, N. Duchateau, T. Erdei, A.G. Fraser, B.H. Bijnens,
G. Piella. Characterization of Myocardial Motion Patterns by Unsupervised
Multiple Kernel Learning. Medical Image Analysis, vol. 35, pp. 70—82,
2016.

2. S. Sanchez-Martinez, N. Duchateau, T. Erdei, G. Kunszt, S. Aakhus,
A. Degiovanni, P. Marino, E. Carluccio, G. Piella, A.G. Fraser, B.H. Bij-
nens. Machine Learning Analysis of Left Ventricular Function to Character-
ize Heart Failure with Preserved Ejection Fraction. Circulation: Cardiovas-
cular Imaging. vol. 11(4), 2018;11:e007138.

3. M. Cikes*, S. Sanchez-Martinez*, B. Claggett, N. Duchateau, G. Piella,
C. Butakoff, A.C. Pouleur, D. Knappe, T. Biering-Sørensen, V. Kutyifa, A.
Moss, K. Stein, S.D. Solomon, B.H. Bijnens. Under review. * These authors
contributed to the manuscript equally.

4. M. Tabassian, I. Sunderji, T. Erdei, S. Sanchez-Martinez, A. Degiovanni,
P. Marino, A.G. Fraser, J. D’hooge. Diagnosis of Heart Failure with Pre-
served Ejection Fraction: Machine Learning of Spatio-Temporal Variations
in Left Ventricular Deformation. Submitted.
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cia and Universidad de Valencia in 2013.
He finished his M.Sc. with a stay in
ARTORG Center for Biomedical Engi-
neering Research of the University of
Bern (Switzerland), where he collabo-
rated with the Cardiovascular Engineer-
ing research group focusing mainly on
signal processing. In December 2013, he
started to work as a researcher in train-
ing at the Department of Information
and Communication Technologies (Uni-
versitat Pompeu Fabra, Barcelona), col-
laborating with SIMBIOsys and Phy-
Sense research groups. In September 2014 he obtained a fellowship from La Caixa
Banking Foundation (4% acceptance rate) to pursue his Ph.D. under the super-
vision of Dr. Nicolas Duchateau, Prof. Gemma Piella and Prof. Bart Bijnens,
focusing in the implementation of machine learning algorithms for the analysis of
patients with heart failure. During his Ph.D. he has completed two research stays,
one with the Asclepios Research Project under the supervision of Prof. Maxime
Sermesant (Inria Sophia Antipolis, France), and the other at the Cardiovascular Di-
vision of the Brigham and Women’s Hospital (Boston, US), under the supervision
of Prof. Scott Solomon, from Harvard Medical School.

147




	Abstract / Resumen 
	Preface
	Introduction
	Preamble
	Clinical context
	Technical challenges

	Objectives
	Contributions
	Outline of the thesis

	Methodological background
	Heart failure with preserved vs. reduced ejection fraction
	Imaging: the role of echocardiography
	Data preprocessing
	Dimensionality reduction
	Manifold learning

	Multiple feature analysis using multiple kernel learning
	Supervised MKL
	Unsupervised MKL

	Data collections
	Mixed data: echocardiographic descriptors + clinical parameters


	Characterization of myocardial motion by unsupervised MKL
	Introduction
	Multiple features analysis
	Heart failure with preserved ejection fraction
	Proposed approach

	Methodology
	Dimensionality reduction by MKL
	Performance analysis
	In the output space - discriminative analysis
	In the input space - variability analysis


	Experiments and results
	Echocardiographic data
	Temporal normalization

	Parameters setting
	Features weighting
	Output space
	Quantitative assessment
	Benefits of multi-feature analysis
	Posterior re-examination

	Joint variability in the input space

	Discussion
	Conclusion

	Machine learning of LV function to characterize HFPEF
	Introduction
	Methods
	Study population
	Echocardiography
	Temporal normalization
	Machine learning
	Dimensionality reduction
	Clustering

	Clinical validation
	Variability analysis
	Clusters versus clinical labels—uncertainty in the diagnosis
	Re-analysis of discrepant cases

	Independent testing on separate patient groups
	Statistical analysis

	Results
	Machine learning
	Clinical validation
	Variability of the clusters
	Diagnostic relevance of the clusters
	Blinded re-analysis of the discordant diagnosis cases

	Independent evaluation in breathless and hypertensive subjects
	Influence of age

	Discussion
	Advantages of machine learning
	Pathophysiologic interpretation
	Strengths and limitations

	Clinical perspective

	Machine learning phenogrouping to identify CRT responders
	Introduction
	Methods
	Study population
	Echocardiography
	Clinical characteristics and outcome measures
	Data preprocessing
	Temporal alignment via non-rigid registration
	Input data

	Unsupervised machine learning
	Kernel assignment
	Dimensionality reduction
	Clustering

	Comparison of clinical and echocardiographic characteristics; survival and treatment effect on primary outcome and LV reverse remodeling
	Stability and internal validation of the unsupervised machine learning model

	Results
	Results of machine learning
	Baseline characteristics of patients by phenogroups
	Comparison of survival among phenogroups
	Effect of treatment on primary outcome and LV reverse remodeling
	Stability of the unsupervised machine learning
	Stability: dimensionality reduction
	Stability: clustering

	Internal validation
	Added value of the joint analysis of echocardiographic descriptors and clinical parameters

	Discussion

	Conclusions
	Overview
	Interpretable machine learning
	Outlook and future work

	Bibliography
	Publications

