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Abstract / Resumen

Abstract. Methods for biomedical image analysis have become increasingly impor-
tant in clinical practice. In many applications, imaging data have to be compared
across patients, modalities and time. For these comparisons, measuring the simi-
larity between images is essential. The aim of this thesis is to explore and develop
methods for the comparison of images in two main areas of image analysis: image
registration and manifold learning for population analysis.

We apply the methods developed throughout this thesis to brain analysis, both
during early childhood and in aging adults. In particular, we consider two conditions
affecting the fetal and neonatal development: intrauterine growth restriction and
mild isolated ventriculomegaly, which are both related to structural changes in the
brain. Regarding the adult brain, we study Alzheimer’s disease, a neurodegenerative
disease that amplifies the cerebral atrophy compared to normal aging.

The main contributions of this thesis are threefold and each resulted in a scientific
article published or submitted to a peer-reviewed journal. First, we proposed a mul-
timodal similarity measure for image registration using the commutativity of image
graph Laplacians as a criterion for image structure preservation. Results show that
including structural information through this measure can help in alleviating chal-
lenges of multimodal image registration, such as magnetic resonance to ultrasound
registration.

Second, we show the importance of defining a suitable similarity measure between
data samples for kernel-based manifold learning. We propose a criterion to assess
the quality of low-dimensional embeddings and select automatically the similarity
definition which best preserves the local neighborhood structure in an image dataset.
We show the efficacy of the framework on multiple datasets, including a population
of magnetic resonance brain images.

Third, we learn the underlying structure in a dataset (represented by image neigh-
borhoods) and show how to combine heterogeneous structure information optimally.
We demonstrate that combined heterogeneous information can help in studying con-
ditions in the brain which are characterized by changes in multiple biomarkers.
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Resumen. Métodos para el análisis de imagen biomédica son herramientas esen-
ciales en la práctica cĺınica actual. En muchas aplicaciones, datos obtenidos a partir
de imágenes deben ser contrastados entre grupos de pacientes, entre modalidades y a
lo largo del tiempo. Para realizar dichas comparaciones, es esencial medir la similitud
entre las imágenes. El objetivo de esta tesis es explorar y desarrollar métodos para
la comparación de imágenes en dos áreas principales del análisis de imagen: registro
de imagen y análisis de población.

En la presente tesis, los métodos desarrollados se han aplicado al análisis de
imágenes cerebrales de fetos, neonatos y adultos. Asimismo, se han considerado dos
condiciones que afectan el desarrollo del cerebro fetal y neonatal: la restricción del
crecimiento intrauterino y la ventriculomegalia leve aislada, ambos relacionados con
cambios en las estructuras cerebrales. Con respecto a imágenes cerebrales de adultos,
los métodos se han aplicado al estudio del Alzheimer, una enfermedad neurodegen-
erativa que provoca una mayor atrofia cerebral en comparación con la generada en
el curso normal de envejecimiento.

Las contribuciones de esta tesis pueden resumirse principalmente en tres, cada
una de ellas ha dado como resultado un art́ıculo cient́ıfico enviado o publicado en
una revista con un proceso de revisión por parte de expertos. En primer lugar, se
propone una medida de similitud multimodal para el registro de imágenes usando la
commutatividad del grafo Laplaciano como criterio para preservar la estructura de
la imagen. Los resultados demuestran que incluir información estructural mediante
la medida propuesta puede ayudar a lidiar con los retos que supone el registro de
imágenes multimodal, como puede ser el caso del registro de resonancias magnética
a ultrasonido.

En segundo lugar, se muestra la importancia de definir adecuadamente una me-
dida de similitud entre un conjunto de datos para el kernel-based manifold learning.
Se presenta un criterio que evalúe la calidad de las incrustraciones de baja dimension-
alidad y seleccione automáticamente la definición de similitud que mejor preserva la
estructura local en el conjunto de imágenes. Se muestra el potencial de la estrategia
desarrollado en múltiples conjuntos de datos, incluyendo una población de imágenes
cerebrales de resonancia magnética.

En tercer lugar, se propone aprender la estructura subyacente en un determinado
conjunto de datos mediante la aproximación de vecindarios de la imagen. La presente
tesis demuestra que dicha combinación de información heterogénea puede ayudar en
el estudio de patoloǵıas cerebrales, que se caracterizan por cambios en múltiples
biomarcadores.
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introduction

The aim of this thesis is to explore and develop methods for the comparison of
images. Two main areas of medical image analysis are considered: image registration
and manifold learning for population analysis. For these areas, new approaches to
measure similarities between images were developed and applied in the context of
brain analysis.

1.1 Context

Methods for biomedical image analysis have become increasingly important in clinical
practice. In many applications, imaging data of patients have to be compared longi-
tudinally (e.g., for monitoring the evolution of a disease [1, 2]), across modalities [3]
and/or across patients (for comparing to “normality” or estimating the progression
and outcome of a disease over a whole population [4, 5]). For these comparisons,
measuring the similarity between images is essential. However, due to the high
complexity of medical image data, the large variability of anatomical structures and
their representation across modalities and the redundancy of information in the data,
measuring image similarity is a challenging task and a field of on-going research. De-
pending on the application and the data, one has to carefully choose which image
similarity measure to use, taking into account its strengths and limitations. Issues
that can affect the choice of a similarity measure include its computational efficiency
and whether it has useful mathematical properties such as convexity or invariance
under given transformations.

In this thesis, we considered two applications where image similarity is an im-
portant issue: (i) image registration and (ii) manifold learning for image population
analysis. Both rely (among other things) on a notion of image similarity. However,
their objectives are different and with them the requirements placed on the simi-
larity measure. For image registration, the purpose is to quantify how much one
image is aligned with another. Because this is done in an iterative process, it may be
advantageous that the similarity measure is differentiable and fast to compute. For
manifold learning, the purpose of the similarity measure is to encode neighborhood
relationships between a set of images. Thus, it aims to reflect the most discriminating
properties of the image set.

1.1.1 Image registration

Image registration is the process of aligning two or more images through a spatial
transformation. The images can be taken at different times, from different view-
points and/or by different imaging systems or modalities [6]. The main challenges
of the registration problem are the definition of a suitable and meaningful notion of
similarity between images, the modeling of image deformation and the optimization
process used to solve the registration problem. Image registration is an important
preprocessing step for applications which require spatial normalization, including
population analysis [7]. In addition, the transformation between two images esti-
mated by a registration process can be studied, for example, to assess the evolution
of a disease or growth of anatomical structures.

Several definitions of image similarity have been proposed. Typical measures are
based on features such as landmarks or surfaces, or directly based on the image itself
(voxel intensities) [6, 8]. In the latter case, a main challenge is to define the similar-
ity between images acquired with different imaging modalities (multimodal images).
Multimodal images are especially challenging because they can show similar anatom-
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ical objects but visualized with different intensity distributions. Commonly used
image registration techniques and similarity measures are reviewed in Section 2.2.

1.1.2 Manifold learning for image population analysis

Many applications in medical image analysis require the use of large image datasets
to determine stuctural differences or other statistical properties. Popular techniques
for this are manifold learning methods [9, 10]. Manifold learning is a field in machine
learning which aims to reduce the complexity (dimensionality) of high-dimensional
data while accounting for the intrinsic geometry of the data. With those techniques,
a large set of images, which live in a high-dimensional space, can be represented
in a new subspace of lower dimensionality. The structure of the subspace is often
inferred from the local neighborhood information and therefore pairwise image sim-
ilarities are required. Methods for manifold learning are reviewed in Section 2.3.
Large cohorts of images are commonly monomodal and simple pairwise Euclidean
distances between voxels (on the whole image or in regions of interest) have been
used. A more successful approach is to extract a priori information, such as shape or
deformation, and use it for the similarity computation. It has been shown [5, 11, 12]
that such feature selection step, using a priori knowledge of the characteristics of the
image population and application-specific similarity definitions, improves the overall
performance of the methods.

1.2 Contributions

The contributions of this thesis are as follows:
• We developed a multimodal similarity measure for image registration, which

compares the geometry and structure of multimodal images implicitly and
showed good performance for aligning very challenging multimodal image pairs,
both synthetic and real (Chapter 4). The measure (CCOD: closest commuting
operator distance) is based on the commutativity of the image graph Laplacians
as a criterion for image structure preservation. Combined with information-
theoretic measures we applied CCOD to the problem of fetal brain magnetic
resonance (MR) to 2D ultrasound (US) registration. Using a volume-to-slice
registration approach, we presented results demonstrating that including struc-
tural information through CCOD can help in alleviating the challenges of MR
to US registration.
• We developed a framework, which allows optimal kernel-based manifold em-

bedding for medical image data (Chapter 5). We showed the importance of
defining a suitable similarity definition between data samples to find the best
possible application- and patient-specific embedding and proposed a new qual-
ity assessment criterion to measure the quality of the resulting embeddings.
Using the quality assessment criterion in the kernel selection step, we auto-
matically selected the kernel function together with its optimal parameter set,
which best preserves local neighborhoods in the low-dimensional representa-
tion. We demonstrated the performance of the framework on a population of
MR images and on multispectral and multichannel images.
• We developed a method to learn and combine heterogeneous pairwise im-

age similarities induced by application-specific distance functions for manifold
learning (Chapter 6). We demonstrated that combining heterogeneous simi-
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larity definitions can help in studying conditions in the brain (both adult and
neonatal), which are characterized by the change in multiple biomarkers.

1.3 Clinical applications

We apply the methods developed in the context of this thesis to brain analysis, both
during early childhood and for aging adults.

During early childhood, the brain undergoes complex structural changes, which
makes it challenging to characterize and classify normal and abnormal brain develop-
ment. Depending on the condition, brain structure could have overt lesions or more
subtle and general changes that could make it difficult to quantify these changes.
Diagnosis and subsequent therapy, however, often rely only on one dimensional mea-
surements, such as the width of the ventricles in a specific plane. Therefore, there is
a growing need for identifying biomarkers to improve the characterization of diseases,
their diagnosis and treatment. We consider two conditions affecting the fetal and
neonatal brain: intrauterine growth restriction (IUGR) and mild isolated ventricu-
lomegaly (VM). IUGR, due to placental insufficiency, is related to changes in brain
size and more subtle changes in several brain structures, in particular in the cortical
gray matter [13–17], which makes the definition of regions of interest and feature ex-
traction difficult. VM, on the other hand, is mainly associated with the enlargement
of the lateral ventricles, which, consequentially, affects also the development of other
brain regions [18, 19].

The main diagnostic tool to detect brain abnormalities in-utero is fetal US. When
an abnormality is suspected, fetal MRI can be performed to support the findings.
With the volume-to-slice registration approach using the proposed similarity measure
CCOD (Chapter 4), we provide a method to relate 2D US to 3D MR information,
which can be helpful for monitoring fetal brain development.

Aging is associated with cerebral atrophy and pathologies such as Alzheimer’s
disease (AD) amplify atrophy. Gray and white matter of the brain degenerate [20, 21].
Those neuropathological changes begin years before cognitive symptoms show and
the diagnosis of clinical dementia becomes possible. There is not yet a cure available
for AD and many studies aim to detect the pathological changes of AD, which are a
percursor of symptoms of the disease, in cognitively normal persons [5, 20, 22].

For both neonatal brain development and pathological aging, there is a need
of identifying structural differences for a better diagnosis and treatment. In this
context, we applied the methods developed in Chapters 5 and 6 to help alleviate
these challenges.

1.4 Outline of the thesis

The thesis focuses on the development of image similarity measures for multimodal
image registration (Chapter 4) and manifold learning for population analysis (Chap-
ters 5 and 6). The core contents are presented in five chapters.

Chapter 2 reviews the basic concepts and methods used in this thesis, focusing
on the definition of image similarity for image registration and manifold learning.

Chapter 3 describes the clinical aims and clinical applications of this thesis. We
discuss the conditions IUGR and VM, affecting the fetal and neonatal brain, and
AD, affecting aging adults, together with the most important imaging modalities to
study these diseases.
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Chapter 4 proposes an image similarity measure for multimodal image registra-
tion based on the commutativity of image graph Laplacians. The chapter describes
the concept behind the closest commuting operators and its adaptation to image
registration, resulting in CCOD, a multimodal image similarity measure capturing
the geometric structure of images. We show on synthetic and real datasets that this
approach is applicable for dense rigid and non-rigid image registration and that it
can handle very different image modalities. Then, by considering the problem of
fetal 3D MRI and 2D US registration, we show that the combination of CCOD with
similarity measures based on normalized mutual information yields good registration
results.

Chapter 5 describes a framework for optimal kernel-based manifold embeddings
for medical image data. It starts with a review on existing advanced kernels for non-
linear pairwise image similarities, including kernel-based formulations of well-known
non-linear dimensionality reduction techniques. A method (NPM: neighborhood ap-
proximation measure) is presented to automatically choose a kernel function and its
associated parameters from a pool of kernel candidates, with the aim to generate
optimal manifold embeddings. Experiments are then carried out on various syn-
thetic and phantom datasets for numerical assessment of the methods. Furthermore,
the workflow is applied to real data that include brain manifolds and multispec-
tral images to demonstrate the importance of the kernel selection in the analysis of
high-dimensional medical images.

Chapter 6 presents a method to learn and combine pairwise image similarities
induced by application-specific distance functions for manifold learning. We describe
how to learn image neighborhoods through random forests and combine them using
the previously proposed NPM for a better representation of the data. We consider the
problem of disease classification on MR images and apply the method to a neonatal
population and a population of aging adults (controls and AD patients).

Each chapter is self-contained and corresponds to a peer-reviewed journal article,
published or under review.
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This chapter reviews the main concepts and methods used in the thesis. First,
typical representations of images are described, followed by the introduction of image
registration and manifold learning methods for image analysis. A special focus is put
on commonly used image similarity definitions.

2.1 Image representations

From the signal processing point of view, a digital image is a signal obtained from
an imaging system, representing a real scene as a finite set of digital values [23].
Typically, the digital image is a rectangular array of discrete values. Assuming an
ideal imaging device with infinite precision, an analog image is an image with infinite
precision in space and amplitude [24] and the discrete values of an image are samples
of the analog image on regular grid positions.

Image functions

Using this concept, images can be interpreted as continuous, differentiable functions
of a set Ω ⊂ Rd to the real numbers. The parameter d denotes the dimension of
the image and usually d ∈ {2, 3, 4} for 2D images, 3D volumes or time sequences
of 3D volumes (4D), respectively. An image I : Ω → R assigns to each x ∈ Ω a
gray level, and x is called a pixel for x ∈ R2, or voxel otherwise. We assume that
the image has a compact support, i.e., I(x) = 0 for x /∈ Ω. The continuity and
differentiability of image functions from digital images can be obtained by suitable
interpolation techniques [25–27].

Other image representations and interpretations of images can also be found in
the literature [9, 28–31]. Depending on the application and algorithms to use, they
can be modeled in different ways, as described in the next paragraphs.

Images as stochastic models

To apply information-theoretic methods, images can be considered as observations
from a random variable X, defined on some space X . For X ⊆ R, the observations
are the gray level intensities of the images [28, 30]. Then, one can define or estimate
probability density functions p(x) from the intensities of the image to characterize it
with respect to its statistical properties.

Images as high-dimensional points

When working with large sets of images (populations of images), images can be
interpreted as points in a high-dimensional space. Each image Ii is represented by a
point xi ∈ RD, where D is the number of voxels in the image. This high-dimensional
space can be utilized to extract differences between groups of images or statistical
properties of the population [9].

Images as manifolds

Another approach is to interpret an image as the embedding map of a higher di-
mensional manifold [29]. The pixels/voxels together with their intensity values are
points on this manifold (see Section 2.3 for a short introduction to manifolds). A
common way to discretize a manifold is by an undirected weighted graph structure,
which allows the use of graph methods for image processing and analysis [31–33].
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Throughout this thesis, the different image representations presented in this sec-
tion are used, depending on the given application and chosen approach. This reflects
the large variety of approaches and methods which are available for image processing
and analysis.

2.2 Image registration

The objective of image registration is to find a spatial transformation which aligns
corresponding (anatomical) structures in two or more images. The registration prob-
lem is commonly formulated as an optimization of a cost function (which consists
of a similarity measure and regularization term) over a space of transformations. In
general, registration algorithms can be classified according to the similarity measure,
the search space of transformation, the optimization method and the assumptions
and constraints they use.

The following section gives an introduction to image registration techniques with a
special focus on measuring image similarity. Commonly used registration techniques
and similarity measures are discussed. A more detailed review of image registration
methods can be found in, e.g., [6–8, 26, 34–36].

2.2.1 Basics of image registration

For the image registration problem, it is convenient to interpret an image as a con-
tinuous function. We consider a fixed image IF and at least one moving image IM ,
with IF , IM : Ω→ R. In image registration, the goal is to transform the moving
image by a spatial transformation φ : Rd → Rd, such that it is most similar to the
fixed image. The registration problem can be formulated as an optimization problem,
where a chosen measure of similarity between the images is optimized with respect
to a transformation. Therefore, we have to choose a measure of image similarity, the
type of transformation we allow between the images and the optimization strategy
for solving the problem.

Two images are similar if corresponding pixels/voxels describe the same location
or the same anatomical position in space. The similarity between two images is
measured with so-called similarity measures, which assign a single number to the
image pair IF , IM . The higher this number is, the more similar the images are.
A related term in this context is a distance measure. These concepts are reversely
related, i.e., the higher the similarity, the smaller the distance and vice versa. In this
work, we will use both terms. Different approaches of measuring image similarity
are detailed in Section 2.2.2.

There exist several solutions to the general registration problem, which lead to
the same transformed moving images. Therefore, the registration problem is ill-
posed [26, 27], i.e., the solution is not unique. In parametric registration, the unique-
ness of the transformation can be achieved by reducing the search space through a
parameterization of the transformation. Possible parametric tranformations are rigid
or affine transformations with φp(x) = Ax + b, where x ∈ Ω, b ∈ Rd represents a
translation and A ∈ Rd×d is a rotation matrix (rigid) or an affine matrix, combining
scaling, shearing and rotation [27]. The parameters p of the transformations are
the translations and the rotation angles and/or shearing and scaling factors. When
the underlying transformation between the images is not of rigid or affine nature,
higher order transformations have to be considered. One example are transformations
modeled with B-splines, which have shown to be very successful for non-rigid medical
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image registration [37–41]. A set of uniformly spaced control points is placed over
the image and this set is deformed iteratively according to the optimization process.
The whole transformation is characterized by the control points (the parameters of
the transformation) and is obtained by interpolating over the image domain on a
B-spline basis [38], here shown for d = 3:

φ(x) =
3∑
l=0

3∑
m=0

3∑
n=0

Bl(u)Bm(v)Bn(w)ci+l,j+m,k+n,

where the control points ci,j,k form a nx1 × nx2 × nx3 mesh with uniform spac-
ing, x = (x1, x2, x3) ∈ Ω and i = bx1/nx1c − 1, j = bx2/nx2c − 1, k = bx3/nx3c − 1,
u = x1/nx1 − bx1/nx1c, v = x2/nx2 − bx2/nx2c and w = x3/nx3 − bx3/nx3c. The
Bl(u) are cubic B-spline basis functions [42]. Other spline-based transformations
have been used as well [43–45]. Alternatively, one can model non-parametric trans-
formations as vector fields or displacement fields, which are updated in the opti-
mization process [46–50]. To enforce uniqueness for spline-based and non-parametric
transformations and to have a certain control over the transformation during the
optimization process, regularization is used. A regularizer measures the quality of
transformations with respect to certain posed conditions which are dependent on the
application at hand. Those additional constraints can, for example, ensure that the
topology of anatomical structures is preserved. This is important especially for large
deformations to prevent the so-called folding artifacts, which may appear when the
transformation is not invertible and may yield unreasonable deformations [51]. In
the case of non-rigid transformations, it is therefore often desirable to obtain invert-
ible or even diffeomorphic transformations [48, 50–52]. A commonly used regularizer

R =
∑

i,j

(
∂2φ(x)
∂xi∂xj

)2
penalizes, for example, second order derivatives [38].

Subsequently, we can formulate the cost function to be optimized during the
registration of IM to IF as

J (φ) = S(IF , IM ◦ φ) + αR(φ), (2.1)

where J is a functional, S a similarity measure (or optionally D = −S a distance
measure), R a regularizer and α ∈ R+ a penalty weight which determines the influ-
ence of the regularizer on the solution. The expression IM ◦ φ denotes the resulting
image when applying the transformation φ to the image IM .

The optimization of Eq. (2.1) can be obtained using derivative-based optimization
methods [53], assuming that the derivatives of J (φ) are known. Otherwise non-
gradient-based methods have to be applied (see, e.g., [54–56]). In this thesis, we
apply gradient-descent-based methods, where an iterative approach is applied and
the minimizer is updated according to the steepest descent of the cost function.

2.2.2 Image similarity measures

The choice of a similarity measure for image registration is highly application depen-
dent. Similarity measures can be classified according to different criteria. Generally,
they can be divided into feature- and intensity-based measures [6, 8, 57], depend-
ing on the kind of information which is used to compare images. For the former,
features are extracted a priori, such as landmarks [43, 58–61] or surfaces [62], and
compared during the registration process. While being often more efficient, such
methods suffer from the difficulty to define stable features across different images
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(e.g., in multimodal images). In intensity-based techniques, the distance measure is
defined directly on the intensity values of the images.

For intensity-based techniques, two categories should be distinguished:
monomodal and multimodal measures [8]. Monomodal measures are used to mea-
sure similarity between images which are of the same imaging modality, i.e., acquired
with the same or similar imaging system. They assume that the same anatomical
structures correspond to similar intensity values in the image. The most intuitive
monomodal similarity measure is the sum-of-squared-differences (also mean-squares
or L2-norm) similarity measure [6]. Other common monomodal measures use cross
correlation or correlation coefficients [49, 63]. On the other hand, multimodal mea-
sures can be used when the images are from different modalities. They are acquired
with different imaging systems and show the same scene or object, but visualized
with a different gray level distribution. Local intensities and intensity gradients can
vary largely between the modalities and even local structures of a scene or object
might be seen in one modality while invisible in the other. This makes measuring
multimodal image similarity very challenging.

In the following, we review some important similarity measures for medical image
registration with a focus on multimodal measures.

(Normalized) mutual information

Popular intensity-based measures for multimodal image registration use information-
theoretic approaches. Probably the best-known are mutual information (MI) [28, 64]
and its normalized version, normalized mutual information (NMI) [65]. Both esti-
mate the statistical dependence (the mutual, shared information) between the images
to be registered by constructing intensity histograms over the images as:

SMI(I
F , IM ◦ φ) = H(IF ) + H(IM ◦ φ)−H(IF , IM ◦ φ),

SNMI(I
F , IM ◦ φ) =

H(IF ) + H(IM ◦ φ)

H(IF , IM ◦ φ)
,

where H(IF ), H(IM ◦ φ) are Shannon’s marginal entropies of the fixed and moving
images, and H(IF , IM ◦ φ) their joint entropy. NMI, unlike MI, is robust to changes
in the region of overlap between the images, and its range is bounded between 1
and 2. The implementation of NMI can be based on a Parzen-window method to
estimate the probability density functions such that the entropy of an image IF is
computed with

H(IF ) = −
∑
x

pF (x)logpF (x),

where pF is the histogram of IF [30, 66, 67]. Using this estimation, NMI is differ-
entiable and if we assume parametric transformations, the gradient with respect to
the parameters p of φp, which is needed by the optimization algorithm, is given by

∇pSNMI =
[∂SNMI

∂p1
, . . . ,

∂SNMI

∂pn

]
with

∂SNMI

∂pi
=

1

A2(p)

∑
x,y

(
A(p)logpM (y; p)−B(p)logpF,M (x, y; p)

)∂pF,M (x, y;µ)

∂pi
,
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where pM (y; p) is the histogram of image IM ◦φp, pF,M (x, y; p) is the joint histogram
of IF and IM ◦ φp, and A(p) = H(IF , IM ◦ φp), B(p) = H(IF ) + H(IM ◦ φp) using
the Parzen-window estimation for the entropies [67].

Extensions of MI-based measures

MI and NMI have been successfully used in various applications [68]. However, spa-
tial information is ignored since they rely on a single pixel joint probability model [8]
and they can fail in the presence of high intensity variations and intensity gradi-
ents [69]. Furthermore, they are non-convex measures and may have local max-
ima [70]. Thus, several extensions of MI and NMI were proposed, taking into ac-
count the non-stationary relation between two images by computing image statistics
locally [71–73] or including additional information [74, 75].

In [71], a linear weighted sum of local evaluations of MI was computed, whereas
in [72, 73] a second-order MI was proposed, considering co-occurrences of intensities
between neighboring voxels. The combination of both local and global information
was proposed in [76, 77].

An alternative way to introduce spatial information is to incorporate additional
features of the image. In [75], the intensity gradient information was optimized
simultaneously with MI, and in [74] region labels were taken into account.

Structural representations for image similarity

Alternatively, the problem can be reduced to be monomodal by either simulating one
modality from the other or by transforming both modalities into a common space,
where they can be compared.

In particular when the modalities of the images to be registered are very different,
as it is the case for US and MR or computer tomography (CT), the simulation of one
modality from the other has been used. By taking the physical properties of US and
MR, and their intensity relationships into account, works such as [3, 78] predicted
US intensities from MR images. The resulting pseudo-US images were registered
successfully to the original US image. In [79], US was simulated from CT for a fully
automatic rigid/affine registration.

In recent years, structural image representations have gained interest for multi-
modal registration, since they allow transforming images into a common space where
modalities can be directly compared. They rely on the assumption that internal self-
similarities are preserved across modalities. The images are transformed to new
representations that capture such self-similarities and where efficient monomodal
measures, such as the L2 distance, can be used for registration. In [70], it was
assumed that intensity changes occur at similar positions in all modalities and a
normalized intensity gradient field was computed, accounting for the fact that the
gradient magnitude might change among modalities. The angles between the nor-
malized gradients were compared to measure image similarity. In [80, 81], the phase
information of the Fourier transform of the images was used to guide the regis-
tration. Other approaches have applied local gradient orientation [82, 83], local
entropy [84], spectral properties [84, 85] and local patch distance [86–88] to find cor-
respondences between images. In particular, it is worth mentioning how the methods
in [84, 85, 87] create an intermediate structural image representation. In [84], this
was done through local patch entropy and a patch-based embedding through a man-
ifold learning method which preserves local distances. In [85], a new representation
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describing geometric and spectral properties of the images was proposed, using the
diffusion distance between images. A new descriptor for multimodal registration was
proposed in [87], using similarities between neighboring patches as features. More
information on multimodal image similarity measures can be found in [8].

2.3 Manifold learning for image analysis

Manifold learning methods play an increasingly important role in (medical) image
analysis [10, 89]. They have been utilized in various applications, including image
registration, image reconstruction, organ detection and diagnosis. They can be ap-
plied to single images, where each image is interpreted as a manifold and its voxels
as points on this manifold, or to populations of images, where each image is a high-
dimensional point lying on or close to a low-dimensional manifold (see Section 2.1).
The former case is used for example for computing structural representations of im-
ages for multimodal registration (see Section 2.2.2) and is used in Chapter 4. The
latter is used to obtain a new representation of the population for image segmentation
and classification and is used in Chapters 5 and 6.

The aim of manifold learning techniques is to reduce the dimensionality of the
data while preserving relevant information. The assumption is that the high-dimen-
sional image data has a lower intrinsic dimension, where the intrinsic dimension
stands for the minimal number of parameters which are necessary to represent im-
portant properties of the data [90]. In other words, the data lies on or close to
a (hopefully low-dimensional) manifold embedded in a high-dimensional space and
manifold learning techniques seek to find the representation of the manifold in a
lower-dimensional Euclidean space. As a result, the new embedding space may sim-
plify further analysis, for example in case of similarity calculation, classification,
visualization and compression.

Many applications in medical imaging require the analysis of large image datasets
regarding structural differences or other statistical properties. Such analysis is often
performed by studying a summary or a representation of a population of images. One
approach to study the appearance of images over whole populations is to build an
atlas template that represents a population [91–93]. The difference between subjects
to this population average can then be studied. Another approach is to learn a new
representation of a population through manifold learning methods.

2.3.1 Manifold learning techniques

For the deeper understanding of manifold learning techniques, we introduce the
concept of manifold, including its discretization using undirected, weighted graphs.
Then, we present important manifold learning techniques, such as Principal Compo-
nent Analysis (PCA), kernel PCA, Isomap, Local Linear Embedding and Laplacian
Eigenmaps, which are used throughout this thesis.

Introduction to manifolds

A manifold is a topological space, which corresponds locally to an Euclidean space.
An illustrative example is the sphere in R3 or the surface of the Earth. For each
region on the Earth, there exists a map or chart such that this region is mapped to
a plane in R2 (see Fig. 2.1). A collection of local maps, which maps each region of
the Earth, is an atlas.
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Figure 2.1: The sphere in R3 (or as a more illustrative example the surface of the Earth)
is a manifold. A subset U ⊂ M is mapped through a chart ψ locally to a subset Ũ in R2.
The distance between two points pi, pj on the manifold is given by the Euclidean distance in

the embedding space Ũ .

Mathematically speaking, a d-dimensional manifold is a topological space
(in particular, a Hausdorff space) which is equipped with an d-dimensional at-
las {(Ui, ψi), i ∈ I ⊂ R} of charts (Ui, ψi) with ψi : Ui ⊂M→ ψi(Ui) ⊂ Rd and
Ui ⊂ M open on M with

⋃
I Ui = M. The charts have to be com-

patible, i.e., for charts (Ui, ψi) and (Uj , ψj), Ui ∩ Uj = ∅ or the function
ψi ◦ ψ−1

j : ψj(Ui ∩ Uj) ⊂ Rd → ψi(Ui ∩ Uj) ⊂ Rd (the change of chart ψi to ψj) is
a diffeomorphism (a bijective, continuously differentiable function with a continu-
ously differentiable inverse), see Fig. 2.2. For p ∈ Ui, the ψi(p) ∈ Rd represent the
coordinates of p on chart ψi [94, 95].

In other words, a manifold corresponds locally to a d-dimensional Euclidean space.
An open neighborhood U ⊂M can be represented in Rd by a chart ψ (see Fig. 2.2).
The charts are called local charts, because they are only defined on a subset of M.
For any chart (U , ψ), ψ : U ⊂ M → Ũ ⊂ Rd, the subset U on the manifold can be
identified by Ũ and a point p ∈ U ⊂ M on the manifold can be represented by its
coordinates (u1, . . . , ud) = ψ(p) in Ũ .

The aim of manifold learning techniques is to estimate or approximate this co-
ordinate representation {ψ(pj)}j=1,...,N from a set of points pj , j = 1, . . . , N , on
the manifold. The dimension of the image domain of the charts ψi (the Euclidean
space Rd) is the intrinsic dimension of the manifold.

If the charts ψi of the manifold M are diffeomorphisms, M is a differentiable
manifold. If its tangent spaces are equipped with an inner product, it is a Riemannian
manifold. For a Riemannian manifoldM, differential operators, such as the Laplace-
Beltrami operator, can be formulated. The structure of the manifold can be studied
through the eigenfunctions of the Laplace-Beltrami operator ∆M onM [97–99] (see
Chapter 4 for more details).

Discretization of manifolds

We denote points on a manifold as high-dimensional points xi ∈ RD, i = 1, . . . , N
and represent them in a matrix X ∈ RN×D. The low-dimensional representation,
which we name manifold representation and manifold embedding interchangeably, is
denoted as yi ∈ Rd, i = 1, . . . , N , represented in a matrix Y ∈ RN×d, d� D.

To estimate the structure of the manifold, the pairwise point distances are an
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Figure 2.2: A manifoldM with charts (U1, ψ1), (U2, ψ2) and changes of coordinates ψ2◦ψ−11 ,
ψ1 ◦ ψ−12 (illustration adapted from [96]).

important factor. Since one assumes often that the manifold is non-linear, Euclidean
distances between the high-dimensional points can be misleading and other notions
of distances have to be taken into account, as for example the geodesic distance
(Fig. 2.3). Pairwise point distances are used to approximate the distance between
points on the manifold. In the low-dimensional manifold embedding, the Euclidean
distance provides an appropriate estimation of the distance on the manifold and can
therefore be used for further analysis [10].

A common way to discretize a manifold is by a graph structure [100–103]. An
undirected weighted graph is an ordered pair G = (V,E) with a set of nodes
V = {xi}ni=1, edges E ⊆ {1, . . . , n}2 and edge weights wij ∈ R+

0 . Such a graph
is constructed from a data set by assigning each data point sampled on an under-
lying manifold (possibly together with additional features) to a node. For instance,
for analysis of large populations of images, the nodes consist of the images and a
single graph for the image population is constructed [104]. For shape matching, the
nodes are the points of the mesh, while for image registration, they consist of the
voxels or patches of the images and one graph is constructed per shape/image. The
edge weights represent a notion of similarity between data points. Two nodes xi, xj
are connected with an edge if wij ≥ θ, θ ∈ R+

0 . Alternatively, a kNN-graph can be
constructed such that each vertex is connected to its k nearest neighbors.

A popular choice is to use a Gaussian kernel, wij = w(xi, xj),
w(xi, xj) = exp(− ‖ xi − xj ‖2 /2σ2), where σ > 0 is the kernel bandwidth [101].
However, other options are possible [105]. Thus, the problem of manifold learning
can be reduced to the problem of graph construction and analysis.

The quality of the discretization of differential operators (in the sense of con-
vergence properties) depends highly on the graph structure used to approximate
the manifold. Several discretizations of the Laplace-Beltrami operator are compared
in [105] in terms of the correctness of their eigenfunctions with respect to the con-
tinuous case. Throughout this thesis, we follow the definitions given in [101] for
the discretization of the Laplace-Beltrami operator (see Chapter 4), for which the
convergence was shown in [106].

Various techniques to estimate the low-dimensional manifold representation have
been proposed in the literature. In the following, some of the most common tech-
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Figure 2.3: A manifold M can be discretized through a neighborhood graph structure.
Pairwise similarity between the data points is used to estimate the distance between points
xi, xj on the manifold. Top row: the approximation of the geodesic distance, which is used in
Isomap, is illustrated. In the manifold embedding space, the Euclidean distance between the
embedding coordinates yi and yj provides a good approximation for it (top right). Bottom
row: the local neighborhoods are highlighted, which are preserved in the embedding space
by Local Linear Embedding and Laplacian Eigenmaps (bottom right).

niques are presented, following the reviews in [10, 89, 90].

Principal Component Analysis

Principal Component Analysis (PCA) [107] is a linear orthogonal transformation
which learns the principal components from the data. It is the most popular linear
technique and the goal is to find a low-dimensional representation of a data matrix X
by projecting it to a subspace spanned by a set of orthogonal basis vectors, such that
the variance of the data along the first basis vectors is maximal [10, 90]. This can
be achieved by solving

max
P

PTP=I

trace(PT cov(X)P), (2.2)

where cov(X) = 1
N

∑N
i=1 xix

T
i is the (zero-mean) covariance matrix of the data,

which describes the relationship between data points, and P is a linear mapping.
It can be shown that the solution of Eq. (2.2) are the first d eigenvectors of the
eigenvalue problem cov(X)P = λP and the low-dimensional representation is defined
as Y = XP.

Multidimensional Scaling

Multidimensional Scaling (MDS) [108] is a linear dimensionality reduction technique
closely related to PCA. Instead of maximizing the variance along the first dimen-
sions, it seeks to preserve pairwise Euclidean point distances in the low-dimensional
representation. Let M = (mi,j)

N
i,j=1 ∈ RN×N , mi,j =‖ xi − xj ‖2, be the pairwise

Euclidean distance matrix between the data points in X. The low-dimensional rep-
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resentation is obtained by solving

min
Y

N∑
i,j=1

(
mi,j− ‖ yi − yj ‖2

)2
. (2.3)

It can be shown that the solution of Eq. (2.3), the coordinates yi ∈ Rd, i = 1, . . . , N

in the lower dimensional space, are given by Y = V(d)Λ
1/2
(d). The matrices V(d) and

Λ(d) are the matrices of the first d eigenvectors and eigenvalues, respectively, of

M̃ = −1
2HMH with the centering matrix H = IN − 1

N eeT , the identity matrix
IN ∈ RN×N and e = (1, . . . , 1)T ∈ RN .

Despite of the widely use of PCA and MDS, the linearity assumption made by
both techniques is not valid for many applications and non-linear techniques have to
be considered.

Kernel Principal Component Analysis

Kernel Principal Component Analysis (kernel PCA) [109] is a non-linear extension of
PCA. It applies a kernel mapping onto a feature space where the original non-linear
data becomes linear or near-linear. As a result, more complex high-dimensional
data can be identified and unfolded. The data matrix X with data points {xi}Ni=1,
xi ∈ RD, is transformed non-linearly onto a feature space F by a mapping Ψ : RD →
F . This mapping is described by a kernel function, which represents the inner product
between the points in the feature space. In an ideal scenario, this step allows the
removal of the underlying non-linearity, which means the standard linear PCA can
be applied directly in the feature space. The covariance matrix of the transformed
data in the feature space is

cov(X) =
1

N

N∑
i=1

Ψ(xi)Ψ(xi)
T (2.4)

and the new embedding coordinates are the eigenvectors of cov(X) obtained by
solving cov(X)v = λv.

The eigenvectors of cov(X) are computed by using the so-called kernel trick. The
advantage of this approach is that the mapping Ψ is never computed explicitly. Only
transformations that enable the dot product to be calculated in the original space by
a kernel function κ : RD×RD → R are considered. The associated kernel matrix K
is given by

Kij = κ(xi, xj) = 〈Ψ(xi),Ψ(xj)〉 = Ψ(xi) ·Ψ(xj)
T .

To compute the eigenvectors of Eq. (2.4), the covariance matrix has to be diagonalized
by solving cov(X)v = λv. Since

cov(X)v =
1

N

N∑
i=1

Ψ(xi)Ψ(xi)
Tv = λv,

the eigenvector v is

v =
1

Nλ

N∑
i=1

Ψ(xi)Ψ(xi)
Tv =

1

Nλ

N∑
i=1

(Ψ(xi) · v) Ψ(xi)
T .
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Because Ψ(xi) · v is a scalar, all solutions v with λ 6= 0 lie in the span of
Ψ(x1), . . . ,Ψ(xN ), i.e.,

v =

N∑
i=1

αiΨ(xi),

thereby reducing the problem to finding the coefficients αi. This is done by solving
the eigenvalue equation

Nλα = Kα,

where α = (α1, . . . , αN )T and Kij = κ(xi, xj). Finally, to obtain the low-dimensional
data representation, the data is projected onto the eigenvector v.

Note that we assumed in Eq. (2.4) that the data in the feature space has zero
mean. If this was not the case, the kernel matrix would be K̃ = HKH with the
centering matrix H = IN − 1

N eeT , where IN is the N × N identity matrix and
e = (1, . . . , 1)T ∈ RN .

Isomap

Isomap [110] is a non-linear technique which is based on the MDS approach. As
commented before, if the data lies on or close to a non-linear manifold, Euclidean
distances can be misleading and the pairwise point distances on the manifold have to
be estimated (see Fig. 2.3). In Isomap, the Euclidean distance matrix of MDS
is replaced by a matrix approximating the geodesic distances, which is the dis-
tance between two points measured over the manifold. A neighborhood graph G,
as approximation to the manifold structure, is constructed by taking the points xi,
i = 1, . . . , N , as the nodes and connecting each node xi to its k nearest neighbors
xji , j = 1, . . . , k, with the edge weight being the Euclidean distance ‖ xi − xji ‖2.
The geodesic distance mG

i,j between two points xi and xj is approximated by the
shortest path between the nodes in the graph G, forming a geodesic distance matrix
MG = (mG

i,j)
N
i,j=1. MDS is applied to MG to obtain the low-dimensional manifold

representation preserving geodesic distances.

Local Linear Embedding

Local Linear Embedding (LLE) [111] is based on the assumption that the data man-
ifold is locally linear and LLE aims at preserving local structures of the data. A
high-dimensional data point xi is written as a linear combination of its nearest neigh-
bors with weights wij corresponding to nearest neighbor xij . If the low-dimensional
manifold representation preserves local geometry, the weights wij also reconstruct yi
in the low-dimensional embedding space. Therefore, finding the new representation
can be posed as minimization problem

min
Y

YTY=IN

N∑
i=1

‖ yi −
k∑
j=1

wijyij ‖2 (2.5)

where Y = [y1, . . . , yn] ∈ Rd×N are the embedding coordinates, yij , j = 1, . . . , k are
the embedding coordinates of the k nearest neighbors of xi, and k is the number
of nearest neighbors of each data point. The authors have shown [111] that solving
Eq. (2.5) is equivalent to computing the eigenvectors corresponding to the d non-
zero eigenvalues of (IN −W)T (IN −W), where IN is the N × N identity matrix
and W ∈ RN×N is a sparse matrix of the reconstruction weights wij with wij = 0 if
the data points xi and xj are not connected in the data graph.
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2.3. manifold learning for image analysis

Laplacian Eigenmaps

The Laplacian Eigenmaps algorithm (LE) [101] captures the intrinsic low-
dimensional structure of a manifold by finding a new representation which, as in
the case of LLE, preserves local neighborhoods. In LE, the new representation is
posed as the minimization problem

min
Y

YTDY=IN

N∑
i,j=1

‖ yi − yj ‖2 wij , (2.6)

where Y = [y1, . . . , yn] ∈ Rd×N are the embedding coordinates and wij the similar-
ity between input data points, thus the edge weight between nodes xi and xj of a
graph G. By using the above objective function, neighboring points in the original
space (wij large) receive a penalty if they are mapped far apart in the embedding
space (yi − yj large). Thus, by minimization of the objective function local neigh-
borhoods are preserved. Only the k nearest neighbors of each node contribute to the
cost function and that is in a weighted manner. The closer the neighbor is to the
current data point, the more its distance contributes to the cost function. The edge
weights correspond to distances between the high-dimensional data points and are
typically computed using a Gaussian kernel as

wij = κ(xi, xj) = exp
(
−mi,j

2σ2

)
,

where σ ∈ R+ is a scale parameter, defining the width of the kernel.
It holds that

Φ(Y) =

N∑
i,j=1

‖ yi − yj ‖2 wij

=
N∑

i,j=1

(‖ yi ‖2 − ‖ yj ‖2 −2yiy
T
j )wij

=

N∑
i=1

‖ yi ‖2 dii +

N∑
j=1

‖ yj ‖2 dii − 2

N∑
i,j=1

yiy
T
j wij

= 2YTDY − 2YTWY

= 2YTLY

with the weight matrix W = (wij)
N
i,j=1 ∈ RN×N of the graph G, its diagonal degree

matrix D = (dij)
N
i,j=1 ∈ RN×N with dij =

∑N
j=1wij often called node strength or

node degree, and its graph Laplacian L = D−W. Therefore, solving Eq. (2.6) is
equivalent to the generalized eigenvalue problem of the graph Laplacian, LV = λDV,
whose eigenvectors vi give the optimal manifold representation.

All these methods have their limitations. In kernel PCA, for example, the kernel
matrix is proportional to the square number of samples in the dataset, Isomap may
be topological unstable and suffers from holes in the manifold, and LE tends to
map large portions of data close together in the embedding space [90]. Another
challenge, despite selecting the suitable manifold learning method, is the parameter
tuning for each technique. Mutual parameters are the intrinsic dimension d of the
new representation space, the parameters of the kernel function to calculate the edge
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weights, and the theshold θ or number of neighbors used for the construction of the
graph as an approximation to the manifold. A simple way, especially for applications
such as classification, is to estimate the intrinsic dimension d by cross-validation,
i.e., take the value of d giving the lowest classification error. Other works estimate
d based on the goodness of fit [5], fractal dimensions [112] or maximum likelihoods
of distances [113]. The kernel parameters are generally estimated using the data
samples themselves [114] and the selection of k is often based on finding the smallest
value such that the graph is connected [115].

2.3.2 Application of manifold learning to image analysis

Manifold learning techniques have been applied successfully in various fields of medi-
cal image analysis, such as registration [84, 85, 116–118], motion modeling [119–121],
segmentation [122, 123] and classification [5]. In this section, we will review some of
the most relevant works related to this thesis. A detailed description and discussion
of methods using manifold learning for medical image analysis can be found in [10].

Manifold learning in image registration

For multimodal image registration, manifold learning techniques have been used as
an image feature extraction step to learn a structural representation of the images
(see Section 2.2.2). In [84], an image graph was constructed by taking image patches
as graph nodes and the Euclidean distance between patches as edge weights. LE
was applied to construct new representations of multimodal images, which were then
registered using the L2-norm. In [85], diffusion maps [124] were applied to the image
graphs to get a new representation describing geometric and spectral properties of
multimodal images. Other works [116–118] use manifold learning techniques to learn
the similarity or deformation between images from a given training data base of
aligned image pairs.

Another approach is to model the anatomical variation in the data by a learned
manifold structure. In [115], this was used to decompose a large deformation between
two images into a series of small deformations along the shortest path on an empirical
manifold that represents the anatomical variation.

Manifold learning in image segmentation and classification

In the aforementioned works, individual images are interpreted as a manifold and
its voxels or patches of voxels are points on this manifold. Plenty of works applied
manifold learning methods to large populations of images. In [9], it was shown
that the space of brain images can be represented by a low-dimensional manifold
embedding. For that, each 3D image volume is considered as a point in a high-
dimensional space, where the number of voxels in the image, often millions, is its
dimensionality. Compared to all possible types of images, brain images are very
similar in their appearance and the assumption is made that they lie on a low-
dimensional manifold which is embedded in the high-dimensional space of all possible
3D images. Thus, the objective is to learn the low-dimensional representation of the
brain manifold with a dimension d� D. In the embedding space, each brain image
should be represented by a small set of coordinates, clustered according to the same
patterns of morphology [10]. Figure 2.4 shows an example of a low-dimensional
manifold representation of a population of neonatal brain MR images. In [122], this
was used for image segmentation by propagating an initial set of atlases through
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2.3. manifold learning for image analysis

Figure 2.4: Example of a low-dimensional manifold representation of a population of neona-
tal brain MR images. Each brain is represented by a 2D point in the embedding space. Visu-
ally, it is observed that the new embedding separates well subjects of different age groups and
different ventricle volumes. Color coding is according to the normalized ventricle volume.

a dataset of images using multiatlas segmentation [125–128]. For each image, only
neighboring images in the embedding space were taken as atlases for segmentation.
In [5, 9, 12, 129, 130], those methods have been applied to the study of AD and
in [11] to the study of neonatal brain development.

Pairwise image similarity

The neighborhood definition, i.e. the pairwise image similarity used for the graph
construction, is crucial for the quality of the resulting new representation. The
most common distance for manifold learning is the Euclidean distance between data
points (in the context of brain imaging the Euclidean distance between the voxels and
corresponding intensities of the image or a region of interest). However, the Euclidean
distance between image voxels may not capture all the differences in a population and
may not be representative for anatomical characteristics. The new representation
should capture important properties of the population, which have to be encoded
in the image neighborhood definition. Thus, this neighborhood definition is highly
application dependent and a field of on-going research. In [122], the NMI of a region
of interest between pairs of images is used. However, works such as [5, 11, 12, 131]
show that more sophisticated and application-dependent distance definitions, which
capture specific morphological properties of the image dataset, improve the overall
performance of the methods.

There has been much interest in identifying and combining different kinds of het-
erogeneous information in the definition of image neighborhoods to improve the new
representation resulting from a manifold learning step. The manifold structure of
brain images has been estimated in [9] based on non-rigid transformations, whereas
in [129], similarities were derived from overlaps of their structural segmentations.
In [5], random forests were used for deriving the pairwise distance from different
imaging modalities. In [11], shape and appearance information were combined in
a joint representation for an improved characterization of brain development and
in [12] clinical information was incorporated into the manifold learning step. Re-
gional approaches were presented in [119, 132] that learned a manifold for image
regions rather than for the whole image. To define such pairwise similarities, ad-
ditional information, e.g. structural segmentations, shape information or non-rigid
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deformations between images, have to be extracted or estimated.
Besides the similarity definition, these methods differ in the way they combine and

weight heterogeneous neighborhood information from multiple sources. In multiple
kernel learning, different kernels, representing different notions of similarity between
information coming from possibly different sources, are combined by learning an op-
timal linear or non-linear weighting of the kernels [114, 133]. In [12], non-imaging
information is combined with appearance-based image features by including addi-
tional edges in the neighborhood graph used for LE and in [11], the combination of
different information is performed after manifold learning in the new representation
space. In [5], a joint distance matrix was defined for MDS as a linear combination
of random-forest-based neighborhood definitions from multiple modalities.

The above mentioned works applied different manifold learning methods, and it
is not clear which method is best for which dataset and how to select or estimate the
parameters associated with each method. An important parameter is, e.g., the di-
mension of the embedding space. Other issues to take into account are the manifold
sampling and the projection of new data points into an embedding. The new man-
ifold representation is estimated directly from the data and therefore its quality is
dependent on how well the available image dataset represents the whole population.
When an unseen data point is examined, it has to be projected into the new em-
bedding space to estimate its low-dimensional coordinate representation. This is not
straight-forward for non-linear manifold learning methods. Extensions to common
manifold learning techniques for out-of-sample data were presented in [134].
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This chapter describes the clinical aims and application areas of this thesis. The
methods developed within the context of this thesis were mainly applied to brain
analysis using adult, neonatal and fetal data. First, we describe the overall clinical
aims. Then, we introduce the imaging modalities used in this thesis to study the
human brain. Last, we detail the clinical applications, for which image analysis
is required, including a brief review of some existing works on brain analysis for
quantification and classification.

3.1 Clinical objectives

To study diseases affecting the brain and in general to study normal and abnor-
mal brain development, images of patients have to be compared to “normality” and
biomarkers, characteristic for the respective disease, have to be identified. This
comparison can be done in three levels: (i) intra-patient; (ii) inter-patient; (iii)
intra/inter-patient. For intra-patient comparisons, the brain of one subject is an-
alyzed across modalities and/or across time to identify patient-specific anatomical
structures, abnormalities, or patient-specific growth patterns. For inter-patient com-
parisons, different subjects (often healthy controls and patients affected by disease)
are compared at one time point to detect differences in structure, shape, size and
function of the entire brain or individual brain regions. Last, for intra/inter-patient
comparisons, information from different modalities and/or growth patterns are com-
pared for different subjects. These comparisons are expected to help in finding factors
which contribute to abnormal brain development.

When comparing images from different subjects, we have to differentiate between
methods comparing only two (or very few) subjects and those comparing different
groups of subjects (analyzing whole populations). For the former, image registra-
tion can be used to estimate deformations between images. These deformations can
then be investigated to uncover differences. For the latter, image registration is typ-
ically used to account for size differences. However, to find or to learn characteristic
differences in populations, techniques such as manifold learning can be utilized.

In this thesis, we focus on two clinical objectives:
• intra-patient comparison across modalities. We developed in Chapter 4 an

image similarity measure for multimodal image registration, and compared
multimodal image structures by means of the commutativity of their graph
Laplacians. Moreover, we show that the proposed measure can handle very
challenging multimodal datasets, including MR-US image pairs from the same
patient.
• inter-patient comparison of whole populations. In Chapters 5 and 6 we ex-

plore and propose different methods to optimally approximate the neighbor-
hood structure in a population of brain images. In Chapter 6, we use these
methods for disease classification.

3.2 Imaging modalities

The methods developed in this thesis were mainly applied to the study of brain devel-
opment using neonatal and fetal data, as well as adults affected by neurodegenerative
diseases. We considered two modalities, which are mostly used to study the brain:
magnetic resonance imaging (MRI) and US.
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Figure 3.1: Examples of neonatal T1 and T2 weighted axial MR images scanned on a 3T
system (TrioTrim, Siemens Healthcare). Left: healthy control, scanned at 44.3 weeks GA;
middle: patient affected by bilateral isolated mild ventriculomegaly, scanned at 46.3 weeks
GA; right: patient affected by intrauterine growth restriction, scanned at 42.8 weeks GA.

Magnetic resonance imaging

MRI [135, 136] is a non-invasive medical imaging technique to visualize the structure
and function of organs and tissues of the human body [14, 137–140]. It provides
excellent soft-tissue contrast and since it does not use ionizing radiation, such as
techniques as CT or X-Ray imaging, it is well suited for repeatable scans (both in the
early childhood and in adult life) [141, 142]. MRI is based on the magnetic properties
of the tissues and generates a detectable signal by using the magnetic moments
of protons (mostly of water molecules). The spins of the protons are randomly
distributed. By using an external large magnetic field of the MRI scanner, the spins
are aligned in the direction of this field. A radio frequency pulse from a second
magnetic field excites and flips the spins of the protons, rotating them away from
their equilibrium state (which preferentially is in direction of the magnetic field).
The rotation of the spins decays until they reach their equilibrium. During this
relaxation, a signal is measured which is characteristic for individual tissue types,
as their density of water molecules is different. By measuring the signal at different
relaxation times, images are constructed. The most important are T2 weighted (T2w;
T2- or spin-spin relaxation time: the time after 63% of the signal is decayed) and
T1 weighted images (T1w; T1- or spin-lattice relaxation time: the time in which the
longitudinal component of the magnetization is recovered). See for example [143] for
details. T1 and T2 weighted images of the brain of a healthy neonate, one affected
by VM and one affected by IUGR are shown in Fig. 3.1. Both T1 and T2 images
provide good contrast between the gray and white matter and the cerebrospinal fluid.

The acquisition of a brain MRI usually takes about 15-20 min depending on
which sequences are being acquired, which poses additional challenges for fetal and
neonatal images. Motion is the main problem in obtaining high quality MR images
of the brain in early childhood. Acquisitions of neonatal brains often have to be
repeated because the baby wakes up during the procedure and motion is corrupting
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Figure 3.2: Examples of stacks of slices acquired during fetal MR in axial, coronal and
sagittal orientation, performed at at 26.4 weeks GA. The reconstruction using [145] is shown
in Fig. 3.3.

the image. This is even more challenging for fetal MRI. Up to now, it is not possible
to get a full 3D volume of the brain in unsedated fetuses in utero. Currently, multi-
slice imaging is performed in clinical practice to scan fetal anatomy. Multiple stacks
of slices are acquired, each with different orthogonal orientations (axial, sagittal
and coronal) to provide complementary views of the anatomy. Because of between-
slice motion during a multi-slice protocol, however, the acquisition often has to be
repeated [140, 144]. An example of three stacks of slices along different axes is
shown in Fig. 3.2. The challenges are that the anatomical relationship between
successive slices is unknown and that such slices are too thick to provide adequate
resolution [140].

To overcome this problem, for each slice a rigid transformation has to be found
which accurately aligns the slice to the 3D anatomical space. With this, a final 3D
volume image can be reconstructed. Several techniques derived from computer vision
methods, such as image mosaicing, were proposed to merge the multiple stacks to get
a full 3D volume of the fetal brain [140]. The first approach [146] was to use multi-
resolution slice-to-volume registration. A 3D volume is estimated and refined through
slice alignment in each iteration. To do this, the low resolution images are globally
registered and the current estimation of the 3D volume is refined iteratively through
2D-3D slice alignment. Finally, an intensity correction step and a super-resolution
reconstruction step are applied. In [147], a similar method was presented using
different approaches for the registration and the reconstruction of the 3D volume.
In [148], the slice-to-volume registration step is replaced by a multi-slice registration.
This slice intersection motion correction method is based on the intersections of slice
pairs from stacks acquired in different (approximately orthogonal) orientation. The
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intersection of two orthogonal slices must match, if they are aligned properly. All
possible intersecting slice pairs are considered and using a least-squares framework a
transformation is computed which collectively aligns the multiple slice stacks. This
method is improved with a bias field inconsistency correction process in [149]. To
avoid blurring artifacts in the reconstructed 3D volume, super-resolution methods
combined with slice-to-volume registration were proposed [150, 151]. In [145], a
similar approach was applied, where robustness was improved by outlier removal
and bias correction, and extended in [152] to a fully automated, fast multi-GPU
framework.

The 3D fetal images used in Chapter 4 were reconstructed using [145]. Up to
now, fetal MRI is only used for research purposes due to the stress the acquisition
causes the mother and unborn child.

Ultrasound

US or sonography [153] is an imaging technique using high-frequency sound waves to
visualize soft tissues and organs inside the body. It is a relatively cheap, non-invasive
and save imaging technique and is performed in real-time. However, sound waves do
not travel easily through bones and US scans of the brain are mostly performed to
monitor the fetus. For an US scan, a transducer together with gel as a conductive
medium is placed directly on the skin. Sound waves are emitted with a frequency
range of 2 − 15 MHz (not audible to the human ear). They propagate through the
body and are reflected at the boundary between materials with different acoustic
impedance (a tissue property based on the density and the propagation speed of
sound) producing an echo. The higher the difference in acoustic impedance, the
stronger the echo. This echo is detected by the transducer and an image is formed.
The echo’s direction and travel time determine the position of the reflecting material
in the image (the position of the pixel), and its strength the pixels’s intensity.

Since sound waves do not travel easily through bones, cranial US (scanning the
brain using US) is most commonly performed on fetuses or infants, when the cranial
bones have not yet grown together and the waves can “freely” pass through gaps
between the bones. Fetal US is a standard procedure to monitor the pregnancy
and to evaluate the baby’s growth and development in that time period [154]. It
is the main diagnostic tool to detect congenital diseases [155] because it is widely
available, inexpensive, can be performed in real-time and there are no known risks
linked with fetal US, either to the mother or the fetus. It is usually performed in the
first trimester (between the 1–12 weeks of gestation) to evaluate the presence, size,
number and location of the pregnancy [156] and in the second trimester (between the
13–28 weeks of gestation) to evaluate the fetal anatomy [154]. When an abnormality
is suspected, other tests such as fetal MRI can be performed to support the findings.
Figure 3.3 shows an example of 3D fetal brain MR (reconstructed using [145]) and
2D cranial US of the same patient.

For adults, cranial US is mostly used in an intraoperative setting [157]. For
surgical applications, the usability of pre-operative images as MR and CT used to
plan the procedure is limited due to the so-called brain shift (intraoperative changes
in the brain caused by, e.g., gravity, brain swelling, surgical procedures). Therefore,
intraoperative US is performed to guide the intervention and relate the pre-operative
planning with the intraoperative anatomy.
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Figure 3.3: Examples of fetal T2 weighted MR and US images of the same patient. The
MR scan is performed at 26.4 weeks GA and the 3D volume was reconstructed using [145],
shown here in three different orientations. The 2D US scans were acquired at 26.3 weeks GA
in axial orientation with an abdominal probe and in coronal and sagittal orientation with a
transvaginal probe.

3.3 Clinical applications

We considered conditions affecting the brain structure both in early childhood and
in adults affected by neurodegenerative diseases.

3.3.1 Fetal and neonatal brain development

During pregnancy and early childhood, the fetal and neonatal brain undergoes com-
plex structural changes on both micro- and macroscopic levels. Most neurons are
formed during the period of 13-28 weeks gestational age (GA) and migrate during
development from the germinal matrix into the neocortex [158, 159]. These migra-
tions form multiple layers (preplate, marginal zone, subplate, cortical plate) that
disappear as the brain matures and the sulci form [160]. The sulcation and gyrifi-
cation starts around 15-20 weeks GA with the formation of primari sulci (sylvian
fissure and central sulcus), followed by secondary and tertiary sulci with increasing
GA [160, 161]. The sulci are formed by 38 weeks GA and become deeper over the
following weeks [162].

Depending on the condition, brain structure could have overt lesions or more sub-
tle and general structural changes that could make quantification difficult. How these
changes affect the neurodevelopmental outcome of affected children is an important
clinical question [163–165].

Due to the challenges of image acquisition for infants, studies using automatic
image analysis for neonatal or even fetal brain images are rare. However, this in
an emerging field thanks to the increasing amount of research and publicly available
tools, e.g., for fetal brain reconstruction.

The analysis of the developing brain is in particular challenging because of the
complex and rapid changes in structure, which makes it difficult to compare struc-
tures across age groups. Therefore, constructing spatio-temporal atlases of the devel-
oping brain [91, 166, 167] has become of particular interest in order to relate subjects
of different age groups. Another approach has used manifold learning techniques [11]
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to study normal brain development.
Here, we consider two conditions affecting the structure and development of the

brain both in-utero and after birth: (i) intrauterine growth restriction (IUGR) and
(ii) mild isolated ventriculomegaly (VM).

Intrauterine growth restriction

IUGR refers to a condition in which the fetus is not growing normally and is relatively
small compared to healthy fetuses. A newborns birth weight percentiles lies between
0 and 100. A percentile of 50, e.g., means that out of 100 newborns, 50 are bigger
and 50 are smaller. A newborn is diagnosed with IUGR if its birth weight percentile
is less than 10. IUGR is due to placental insufficiency, which includes lack of oxygen
and nutrition, and affects 5-10% of all pregnancies [168].

Fetuses affected by IUGR are born preterm in most of the cases and show neu-
rostructural and neurodevelopmental anomalies, such as changes in the brain size,
structure and function, which can have short- or long-term consequences for the
infant [13, 164, 169, 170]. Several studies have used MR to find differences in
brain structures to demonstrate disease-related differences. Structural volumes, cor-
tical folding and cortical development were studied and compared across diagnos-
tic groups. Compared to healthy infants, preterm infants have reduced intracra-
nial [13, 163] and gray matter [13, 14] volumes. The affected neonates and infants
show differences in cortical development [15–17]: the cortical expansion is reduced
and the cortical surface complexity is decreased. This might be related to neurode-
velopmental difficulties. Associated with IUGR are reduced cognitive skills (lower
scores in attention-interaction availability [13], lower neurobehavioral scores in ha-
bituation, motor system, social-interacitivity and attention [164], as well as learning
disabilities [169]), microstructural and metabolic brain changes [170]. Furthermore,
IUGR increases the risk for neurological morbidities like cerebral palsy.

The prediction of the neurodevelopmental outcome of fetuses affected by IUGR
is an important clinical challenge. A complex pattern of reorganization (the infants
brain adapts and adjusts itself to the environment) has already been shown in IUGR
for newborns and at one year of age [168, 171] (the latter used a rabbit model).
This offers opportunities for early interventions since the brain undergoes significant
developmental changes in the first years of life. If it would be possible to predict
the neurodevelopmental outcome, early targeted support for those children would
become possible, e.g, through special treatments/therapy, i.e., in order to reduce the
long-term consequences. However, the use of structural differences for generating
predictive biomarkers for IUGR is limited [168]. The authors of [168] showed that
MR connectomics (extracted from diffusion weighted MR) may be more suitable for
IUGR biomarker extraction. The limitation of existing biomarkers as predictors of
IUGR is confirmed by [172]. They suggested that a combination with biophysical
parameters and maternal characteristics may proof to be more useful.

Mild isolated ventriculomegaly

Isolated mild ventriculomegaly (VM) occurs in 0.15-0.7% of all pregnancies and is
one of the fetal abnormalities which is frequently diagnosed using routine fetal US.
Mild VM is defined as an atrial diameter between 10 mm and 12 mm of the lateral
ventricles at 18 − 22 weeks gestation [173–175]. The atrial diameter normally lies
between 6− 9 mm. VM can affect both lateral ventricles (bilateral) or only one ven-
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tricle (unilateral). When no other abnormalities (e.g., chromosomal abnormalities,
such as Trisomie 21 or other malformations) are present, it is called isolated VM.
In general, VM is associated with neurodevelopmental disorders [174, 175]. Studies
(and reviews) [4, 165, 176–178] suggested a good prognosis for isolated mild VM,
however, it is known to be associated with developmental delays and other abnormal
neurodevelopmental outcomes [19, 179].

The cause and effect of isolated mild VM on the brain development and on the
neurodevelopmental outcome are a field of ongoing research. VM was mainly studied
using manual measurements on fetal (sometimes including neonatal) images to assess
long-term consequences in the infants. Studies analyzing MR images are limited.
Few have compared fetal MR images with respect to structural volumes [4, 18], with
contradictory results. In [4], a volumetric and surface-based analysis of fetal MRI
did not reveal significant differences in tissue or cortical volume compared to a group
of controls. However, in [18] larger gray matter volumes were found for a cohort
of isolated mild VM compared to controls. This was also established in [19], which
additionally found an abnormal maturation of the white matter. The authors of the
latter work concluded that prenatal ventricle volume is an early structural marker of
altered brain development. In [180], it was demonstrated that 3D MR measurements
(ventricle volumes) are more distinctive than 2D US measurements (atrial diameter)
for diagnosing VM, emphasizing the importance of 3D imaging techniques. In [19],
structural changes in the neonatal brain were assessed and they found altered cortical
white matter development in isolated VM patients compared to controls.

In general, the number of studies for automatic image analysis in fetuses and
neonates is limited. One explanation is the challenging data acquisition, the complex
structural changes during brain development and, especially for studies on neonates,
the incomplete follow-up when an abnormality is detected prenatally.

3.3.2 Alzheimer’s disease

The structure of the young adult brain does not change significantly over time. How-
ever, aging is associated with cerebral atrophy and pathologies, such as Alzheimer’s
disease (AD), amplify the atrophy compared to normal aging.

AD is a chronic progressive neurodegenerative disorder and the most common
cause of dementia in the elderly. It affects about 6-8% of the population aged over
65 and 30% over the age of 85 in developed countries [21, 181]. AD is characterized by
the presence of amyloid deposition and neurofibrillary tangles in the brain together
with the loss of cortical neurons and synapses [20]. Symptoms include cognitive
(memory loss, language difficulties) and non-cognitive dysfunctions (psychiatric and
behavioral problems as depression and hallucinations), as well as instrumental and
basic difficulties with activities of daily living (instrumental: driving, shopping; basic:
dressing, eating) [21]. For the diagnosis, cognition and behavior of the patient are as-
sessed. However, the incorporation of biomarkers (from biological and neuroimaging
tests) is expected to enhance the diagnosis and early detection [20, 182].

The cause of AD is still poorly understood. However, several risk factors of
developing AD have been identified, including age, family and medical history, and
other environmental factors, such as drinking, smoking habits and diet [21]. The only
known genetic risk factor is the ApoE gene, located in chromosome 19. Three main
alleles of the gene exist (ApoE ε2, ApoE ε3, and ApoE ε4) and only ε4 is associated
with an increased risk of developing AD [21, 183].

Years before a definitive diagnosis of AD can be made, impairment in multiple
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cognitive domains is observable. This stage is referred to as mild cognitive impair-
ment (MCI) and the affected patients are at risk of developing AD. Even before this
stage, neuropathological changes begin. According to the amyloid cascade hypoth-
esis [184, 185], intracellular β-amyloid (Aβ) is the initiating factor for the develop-
ment of AD. It induces the hyperphosphorylation of tau protein and ultimately cell
death [139, 186]. The levels of tau and Aβ in the cerebrospinal fluid have been shown
to provide useful biomarkers for the early detection of AD [20, 187].

Imaging techniques such as MRI can identify structural damage caused by AD,
such as cerebral atrophy or ventricular expansion. It has been demonstrated that
the atrophy of brain structures in the medial temporal lobe, including the hippocam-
pus and entorhinal cortex, as measured using structural MRI, is closely related to
AD [20, 183, 188]. However, identifying MCI subjects who are likely to develop AD
in the near future, based only on neuroimaging methods is still a field of ongoing
research [5, 20, 22].

There is great research interest in finding and using neuroimaging biomarkers for
predicting AD at an early stage. This is reflected by the large amount of studies
on this topic [5, 22, 139, 189–196]. The intensive research on AD is, among other
things, due to publicly available databases, such as the Alzheimer’s Disease Neu-
roimaging Initiative1 (ADNI) [197] and the Open Access Series of Imaging Studies2

(OASIS) [198], which give access to large, preprocessed image sets together with
clinical information.

Here, we will highlight a selection of studies aiming at predicting AD (see [22, 189]
for more extensive reviews). Many methods are based on structural MRI for clas-
sification between AD (or MCI) subjects and healthy controls. They use features
extracted from the images based on, e.g., voxel-wise tissue probability [190], cortical
thickness [199] and hippocampal volume [200], and perform classification based on
those features, often using support vector machines or kernel-based methods [139].
To increase classification performance, information from multiple modalities and clin-
ical information were included in these techniques. Positron emission tomography
(PET) is often utilized as an imaging method for assessing the Aβ level and included
for AD or MCI diagnosis [191, 192]. ApoE and/or CSF biomarkers were included
in [193, 194] and combined with PET-based information in [5, 189]. Longitudinal
data was included in [195, 196] to capture the converting process of MCI to AD.

1http://adni.loni.usc.edu/
2http://www.oasis-brains.org/
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Abstract — We propose a multimodal image distance measure based on the
commutativity of graph Laplacians. The eigenvectors of the image graph Laplacian,
and thus the graph Laplacian itself, capture the intrinsic structure of the image’s
modality. Using Laplacian commutativity as a criterion of image structure preserva-
tion, we adapt the problem of finding the closest commuting operators to multimodal
image registration. Hence, by using the relation between simultaneous diagonaliza-
tion and commutativity of matrices, we compare multimodal image structures by
means of the commutativity of their graph Laplacians. In this way, we avoid spec-
trum reordering schemes or additional manifold alignment steps which are necessary
to ensure the comparability of eigenspaces across modalities. We show on synthetic
and real datasets that this approach is applicable to dense rigid and non-rigid image
registration. Results demonstrated that the proposed measure is able to deal with
very challenging multimodal datasets and compares favorably to normalized mutual
information, a state-of-the-art similarity measure for multimodal image registration.

Additionally, we propose a combination of similarity measures to take into ac-
count both the global geometry of images through Laplacian commutativity and
local intensity variations through mutual-information-based measures. We describe
a pipeline for the problem of rigid volume-to-slice registration of 3D fetal MRI to 2D
fetal US and show promising results when considering the commutativity of image
graph Laplacians for image similarity.

Sections 4.1 – 4.7 of this chapter are adapted from:

V. A. Zimmer, M. A. González Ballester, G. Piella. Multimodal image registration using Laplacian
commutators. [Under review].
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4.1 Introduction

Image registration is an essential processing technique in applications that require
spatial normalization, such as medical image analysis or remote sensing. The objec-
tive of image registration is to find a plausible spatial transformation which aligns
corresponding structures in two or more images. Typically, this is done by minimiz-
ing the distance between the images with respect to a transformation. Defining and
measuring image distance or similarity is a difficult and highly application-dependent
task, especially for multimodal images. Existing measures compare local intensities
and features to find corresponding points in the images. When images are acquired
with different acquisition parameters or systems, local intensities and intensity gra-
dients can vary largely between the modalities. However, the global structure of such
multimodal images is similar.

In this work, we propose to compare the structure of multimodal images by ana-
lyzing the commutativity of graph Laplacians. The eigenvectors of the image graph
Laplacian, and thus the graph Laplacian itself, capture the intrinsic structure of
the image, which is to some degree shared across modalities. Our work is based on
the problem of finding the closest commuting operator [201] for manifold alignment.
Relying on graph Laplacians as image structure descriptors and using Laplacian
commutativity as a criterion for image structure preservation, we adapt the problem
of finding the closest commuting operators to multimodal image registration. By
indirectly comparing the eigenspaces of graph Laplacians from multimodal images
through Laplacian commutativity, we avoid spectrum reordering schemes or addi-
tional steps of manifold alignment to ensure the comparability of eigenspaces across
modalities.

When using spectral techniques in image registration, i.e., methods which use
spectral decompositions to study the structure of data sets, the underlying assump-
tion is that two images are similar if their corresponding graph Laplacians, as struc-
tural descriptors of the underlying manifold, have similar eigenvectors. However,
the graph Laplacians from different images may not share the same eigenspace. For
monomodal data, and under the assumption that the underlying manifolds are iso-
metric, the works in [31, 202] proposed spectrum reordering schemes. For multi-
modal data, where the isometry assumption is not valid anymore, the eigenspaces
may greatly differ. To deal with this, an additional step of manifold alignment is per-
formed in [84] to ensure that the spaces are comparable across manifolds. Similarly,
in [85] an eigenfunction change of basis was done to transform the new coordinates
of the structural representation of one image into the same coordinate space of the
other [203].

An alternative way is to use simultaneous diagonalization. A set of matrices is
simultaneously diagonalizable, if there exists a single unitary matrix V such that
VTAV is a diagonal matrix for each matrix A in the set. This approach has been
applied by [33, 204] to find a common eigenspace of multiple Laplacians. With that,
they extended methods based on spectral geometry, like Laplacian eigenmaps and
diffusion maps, to the multimodal setting.

In [201], the authors proposed a new paradigm for multimodal spectral geometry.
Their approach is based on the fact that matrices are simultaneously diagonalizable
if and only if they commute. Thus, instead of finding a common eigenspace via
simultaneous diagonalization, they looked for new graph Laplacians that commute
and are as close as possible to the original graph Laplacians. The eigendecomposition
of those closest commuting operators were then used for multimodal spectral analysis.
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In this work, we propose to quantify structure resemblance between two mul-
timodal images through Laplacian commutators. If two multimodal images of the
same object or scene are aligned, their structure should be similar and hence also
the Laplacian eigenspaces of their corresponding image graphs. Therefore, we look
for a (rigid or non-rigid) transformation that transforms one of the images such that
the graph Laplacians approximately commute. This implies that they are approxi-
mately diagonalizable and hence their structure is similar. This is in line with the
works [32, 205], where a similar approach was used for image color transformations.
To the best of our knowledge, this is the first work using simultaneous diagonalization
in the context of dense image registration.

4.2 Related work

Classical registration methods can be divided into feature- and intensity-based meth-
ods [8, 57]. In feature-based registration techniques, image features, such as points
and contours, are extracted and aligned, and the distance measure is defined on the
extracted features. While being often more efficient, such methods suffer from sig-
nificant intensity variations in multimodal images, which makes it difficult to find
enough corresponding features for accurate matching. In intensity-based techniques,
the distance measure is defined directly on the intensity values of the image. A
popular intensity-based measure for multimodal image registration is mutual infor-
mation (MI) and its normalized version, normalized mutual information (NMI) [65].
Both estimate the shared information between the images to be registered by con-
structing intensity histograms over the images. MI and NMI have been successfully
applied in various applications. However, MI-based measures still may fail in the
presence of high intensity variations and intensity gradients [69]. Furthermore, they
are non-convex measures and may have local maxima [70].

In recent years, structural image representations have gained interest for multi-
modal registration, since they allow transforming images into a common space where
modalities can be directly compared, see Section 2.2.2. They rely on the assumption
that internal self-similarities are preserved across modalities. The images are trans-
formed to new representations that capture such self-similarities and where efficient
monomodal measures, such as the L1 or L2 distance, can be used for registration.
Existing approaches have applied local gradient orientation [82, 83], local entropy [84]
and local patch distance [86–88] to find correspondences between images. However,
in these approaches only the information of local neighborhoods is compared and,
moreover, the local self-similarity pattern can vary significantly between correspond-
ing points in images [69].

Manifold learning techniques, which are commonly used for population analy-
sis [10], have also begun to be employed for image registration. Applied to indi-
vidual images, such techniques allow obtaining a new image representation that can
help in finding image features and correspondences. For example, PCA [107] and
Isomap [110] were employed in [116] and [117], respectively, to extract features of
monomodal images to be used for affine registration.

Spectral methods are specific manifold learning techniques, which use spectral
decomposition to study the structure of data sets. Standard spectral methods find
the eigenvectors of the Laplacian matrix of a graph, which is constructed on the
original high-dimensional data space. A (suitable weighted) graph Laplacian can
be viewed as a discretized version of the Laplace-Beltrami operator on Riemannian
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manifolds [105, 206], whose eigenfunctions are known to characterize the structure
of the manifold and can be therefore interpreted as a structural descriptor of the
underlying manifold. Among other applications, spectral methods have been used
for dimensionality reduction, clustering [207], and shape alignment [202].

For image registration, spectral methods have received limited attention.
In [84, 85], multimodal images were represented by the first embedding coordinate
obtained with Laplacian eigenmaps [101] and diffusion maps [124], respectively, which
allowed the use of monomodal distance measures in the context of rigid [84] and non-
rigid [85] image registration. In [31], the Log-Demons [208] was extended to deal with
large deformations by incorporating geometric information through the comparison
of the eigenvectors of the graph Laplacians constructed from images. However, this
method was limited to monomodal images. The spectral decomposition of a joint
graph of two images or shapes was used in [69] for image matching and in [209] for
surface matching.

4.3 Theoretical background

LetM be a compact, k-dimensional Riemannian manifold (i.e., a differentiable man-
ifold whose tangent spaces are equipped with an inner product), which is embedded
into a d-dimensional Euclidean space (typically, k � d).

The structure of the manifold can be studied through the eigenfunctions of the
Laplace-Beltrami operator ∆M onM [97–99], which reduces to the common Laplace

operator ∆f =
∑d

i=1
∂2f
∂r2i

, f : M → R, f twice differentiable and ri being the Eu-

clidean coordinates, if the manifold is a subset of the Euclidean space. The eigenfunc-
tions {vi}∞i=1 of ∆M, satisfying the Laplacian eigenvalue problem ∆Mvi = λivi, form
a complete and orthonormal basis of the Hilbert space L2(M) with respective eigen-
values {λi}∞i=1, 0 = λ1 ≤ λ2 ≤ · · · ≤ ∞. Any f ∈ L2(M) has a Fourier expansion
in the basis {vi}∞i=1, thus allowing Fourier analysis on manifolds. The eigenvalues
{λi}∞i=1 are analogous to frequencies in the Euclidean case and the eigenfunctions to
the basis functions sine and cosine [99]. Low-frequency eigenfunctions, correspond-
ing to the smallest eigenvalues, describe the global structure of the manifold, while
high-frequency eigenfunctions capture the details [97, 98].

A manifold is commonly discretized by a graph structure G = (V,E) with a set
of nodes V = {xi}ni=1, edges E ⊆ {1, . . . , n}2 and edge weights wij ∈ R+

0 . (cf. Sec-
tion 2.3.1). We choose the graph weight as a Gaussian kernel between the nodes,
wij = w(xi, xj) = exp(− ‖ xi − xj ‖2 /2σ2), where σ > 0 is the kernel band-
width [101].

As a discretization of the Laplace-Beltrami operator, the eigenvectors of a suit-
able graph Laplacian discretize the eigenfunctions of the Laplace-Beltrami opera-
tor [101, 105, 210]. We define the unnormalized graph Laplacian as Lu := D −W,
and the random-walk graph Laplacian as Lrw := D−1Lu [206]. The matrix
W = (wij) is called the adjacency matrix, and D = diag(

∑n
l=1wil) the diagonal

degree matrix, containing the degree of each node, i.e., the sum of weights connected
to the node. For the case of data drawn from a non-uniform distribution, only the
random-walk graph Laplacian converges to the Laplace-Beltrami operator.

Both Laplacians are positive definite matrices. They can be decomposed as
L = VΛVT , VTV = I, where V is the matrix of column eigenvectors of L
and Λ = diag(λ1, . . . , λn) is the diagonal matrix of corresponding eigenvalues
0 = λ1 ≤ λ2 ≤ · · · ≤ λn for both L = Lu and L = Lrw.
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A popular spectral embedding technique is the Laplacian eigenmap algo-
rithm [101] (see Section 2.3.1).

4.4 Simultaneous diagonalization of graph Laplacians

In various applications, such as shape matching or multimodal data analysis, the
structure of two or more manifolds have to be compared. Using spectral methods,
this reduces to embedding the geometrical objects into the eigenspace of the Laplace-
Beltrami operator and comparing those new representations. If isometric objects
are considered, the objects share the same spectral coordinates, since the Laplace-
Beltrami eigenspace is invariant to isometric transformations. Isometric objects are,
e.g., two shapes representing the same object, but in different poses. However, even
if the graph Laplacians from isometric shapes share the same eigenbasis, they may
not be directly comparable. This is due to three reasons. First, the eigenvectors are
only defined up to a sign: if v is a eigenvector of L, Lv = λv, then L(−v) = λ(−v),
i.e., −v is an eigenvector with the same eigenvalue. Second, if the multiplicity of an
eigenvalue is greater than one, than the eigenvectors corresponding to this eigenvalue
may be in a different order. Spectrum reordering schemes have been proposed to
deal with this type of eigenspace incompatibility [31, 202, 211]. Third, since many
Laplacian discretizations are highly mesh sensitive, if the sampling sizes are different
in the isometric manifolds, the eigenspaces may not comparable anymore. On the
other hand, in the case of non-isometric manifolds, the eigenvectors of the individual
graph Laplacians differ strongly and are therefore inconsistent with each other. In
particular, data sets from different modalities lie on non-isometric manifolds, which
makes it challenging to use spectral methods in the multimodal case.

As discussed in Section 4.1, one possible approach to overcome this problem is a
change of eigenbasis [31, 85]. Another approach is to perform simultaneous diago-
nalization of the graph Laplacians, so that they share the same set of eigenvectors.
Two real n× n matrices A1,A2 are said to be simultaneously diagonalizable if there
exists a unitary matrix V (i.e., VTV = I) such that both VTA1V and VTA2V are
diagonal matrices. Thus, V is the joint eigenbasis of A1 and A2. If the matrices
A1,A2 are not simultaneously diagonalizable, which is the case in many applications
due to noise, discretization and other circumstances, one seeks to find approximately
joint eigenspaces.

Several numerical methods for the approximate simultaneous diagonalization of a
series of square symmetric matrices have been proposed [212–217]. They search for a
matrix V ∈ Rn×n such that VTA1V and VTA2V are as close to diagonal matrices
as possible. This can be done by solving the optimization problem

J(A1,A2) = min
V∈Rn×n
VTV=I

2∑
i=1

‖ VTAiV − diag(VTAiV) ‖2F , (4.1)

which means that the off-diagonal elements of VTAiV are minimized. The matrix

norm ‖ A ‖F=
(∑

ij |aij |2
)1/2

is the Frobenius-norm. The existing numerical meth-

ods differ in the way they solve the optimization problem and in the restrictions
which are set to matrix V.

These joint eigenspaces can be used to analyze simultaneously the structure of
multimodal datasets. This was done in [33, 204, 218], where the eigenvectors and
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eigenvalues of a single graph Laplacian were replaced by the joint eigenvectors and
eigenvalues of multiple graph Laplacians.

This can be extended to the approximate case. In [219], the authors showed
that for symmetric matrices Ai ∈ Rn×n with ‖ Ai ‖F= 1, i = 1, 2, there exist two
functions δ1(x), δ2(x) with limx→0 δi(x) = 0, i = 1, 2, such that

δ1(‖ [A1,A2] ‖F ) ≤ J(A1,A2) ≤ nδ2(‖ [A1,A2] ‖F ).

In other words, almost commuting matrices are almost simultaneously diagonalizable.
Together with Lin’s theorem [220], stating that almost commuting matrices are

close to commuting matrices, this implies that approximate simultaneous diagonal-
izable matrices are close to simultaneous diagonalizable matrices.

Thus, instead of finding a matrix V, which approximately diagonalizes both ma-
trices A1 and A2 as in Eq. (4.1), one can look for commuting matrices Ã1, Ã2 that
are as close as possible to A1,A2, respectively [201]. This problem can be formulated
as

C(A1,A2) = min
Ã1,Ã2

2∑
i=1

‖ Ãi −Ai ‖2F s.t. ‖ Ã1Ã2 − Ã2Ã1 ‖2F= 0. (4.2)

The solutions to problem (4.2), the matrices Ã1, Ã2, are commuting matrices and
therefore simultaneously diagonalizable.

It has been shown [201] that the problems of Eqs. (4.1) and (4.2) are equivalent in
the sense that both problems have the same minimal value (J(A1,A2) = C(A1,A2)),
the minimizers of J(A1,A2) are the joint eigenvectors of the minimizers of
C(A1,A2), and Ãi, i = 1, 2, are the closest commuting matrices of the approxi-
mate joint eigenvectors V̂ of Ai with Ãi = V̂diag(V̂TAiV̂)V̂T .

A key difference between Eqs. (4.1) and (4.2) is that the former optimizes with
respect to the joint eigenbasis, while the latter does it with respect to the com-
muting matrices, thus having an explicit control over the structure of the matrices.
This is an advantage when dealing with graph Laplacians since it allows restrict-
ing the closest commuting matrices to plausible graph Laplacians. In contrast, in
simultaneous diagonalization, if V̂ is the joint eigenbasis that approximately di-
agonalizes two graph Laplacians L1,L2, then the approximate graph Laplacians
L̂i = V̂diag(V̂TLiV̂)V̂T ≈ Li, i = 1, 2, do not necessarily fulfill the properties of
graph Laplacians (e.g., being symmetric and positive semi-definite). This was pointed
out in [201], where they obtained the closest commuting matrices among the subset
of graph Laplacians by reformulating (4.2) as:

min
{uk≥0}2k=1

(
2∑

k=1

‖ L̃k(uk)− Lk ‖2F +γ ‖ L̃1(u1)L̃2(u2)− L̃2(u2)L̃1(u1) ‖2F

)
, (4.3)

where γ ∈ R+ is a weighting parameter to determine the influence of the structure
preserving term (first term) over the commuting term (second term). Here, L1,L2

are the graph Laplacians and L̃1(u1), L̃2(u2) are the approximate commuting graph
Laplacians, parametrized by the weights uk = (uk1, . . . , u

k
M̃k

), k = 1, 2, of the corre-

sponding adjacency matrices W̃k, with M̃k = 1
2 |Ẽk| (due to symmetry) and

w̃kij(uk) =

{
ukl if (il, jl) or (jl, il) ∈ Ẽk
0 otherwise.
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The new Laplacians L̃1, L̃2 are called the closest commuting operators.
This approach to multimodal spectral geometry has been successfully applied to

shape matching and clustering [201].

4.5 Laplacian commutativity for multimodal image
registration

Let IF , IM : Ω ⊂ Rd → R be the fixed and moving image, respectively, and φp :
R
d → R

d a transformation with parameters p which maps points from the moving
image space to the fixed image space. Image registration finds a φp such that IF ≈
IM ◦ φp. The registration problem can be formulated as an optimization problem,
where the chosen distance measure is optimized with respect to a transformation. In
general, the problem is ill-posed and a regularizer is added to the cost function of
the optimization to provide some control over the the transformation, e.g., regarding
differentiability properties. The cost function to be optimized during registration is
therefore

J (φp) = D(IF , IM ◦ φp) + µR(φp), (4.4)

with a distance measure D, a regularizer R and a regularization penality weight
µ ∈ R.

We propose to use a distance measure based on the image structure similarity,
conveyed by the similarity of the eigenspaces of the image graph Laplacians. In this
work, we follow the interpretation of [29] that an image is the embedding map of
a higher dimensional manifold (see Chapter 2.1). As presented in Section 4.3, the
structure of a Riemannian manifold can be characterized by the eigenfunctions of the
Laplace-Beltrami operator, which can be discretized through the graph Laplacian.
Therefore, one can interpret the graph Laplacian of an image as a structure descriptor
of the image and the similarity of graph Laplacian eigenspaces as a criterion of
structural similarity between two images. By enforcing the graph Laplacians of a
fixed and moving image during registration to have a joint eigenspace, the structure
of the images can be aligned. Note that the joint eigenspace stands here for a basis
which simultaneously diagonalizes the graph Laplacians of both the fixed and moving
image, in contrast with an eigenspace of the Laplacian of a joint graph constructed
using both images (see, e.g., [69]).

A possible approach to register one image to another would be to look for a
transformation such that the graph Laplacians of both images are simultaneously
diagonalizable, similar to the ideas in [33, 204]. However, the simultaneous diagonal-
ization of large matrices is computationally expensive. Typically, a registration algo-
rithm is an iterative process, hence it is not practical to compute the joint eigenspaces
at each iteration. In [33], a faster method for sparse Laplacians was presented. Since
our image graph Laplacians are full matrices, we overcome the high computational
complexity by using the relation between simultaneous diagonalization and commut-
ing matrices described in Section 4.4.

Let I : Ω ⊂ Rd → R be an image. We construct the corresponding image graph
G = (V,E) with a set of nodes V = {xi}ni=1 and edges E. Each node xi consists
of a voxel ui ∈ Ω and a vector I(ui) = (I(u1

i ), . . . , I(uNi )), I(ui) ∈ RN , of image

intensities within a patch centered at ui, where uji ∈ Ω are the voxels in the patch.
If N = 1, the node consists only of voxel ui and intensity I(ui), and the resulting
graph is called voxel-based graph. For N > 1, the graph is patch-based.
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We compute the weights by using bilateral filtering [221]:

wij = w(xi, xj) = exp

(
−
[
‖ I(ui)− I(uj) ‖2

2σ2
1

+ β
‖ ui − uj ‖2

2σ2
2

])
(4.5)

so that voxels with similar intensities have a large weight only if they lie close in space.
The parameters σ1 and σ2 play the role of scale parameters. While σ1 depends on
the noise of the image, σ2 is determined through the desired neighborhood size. The
parameter β ∈ R+

0 corrects for scale differences between the intensities and spatial
coordinates by balancing the influence of the spatial component.

For image registration, we look for a transformation φp that deforms the moving
image IM so that it is most similar to a fixed image IF . We assume that the images
have the same size and origin, such that they share the same voxel coordinates.
From IF and IM ◦ φp, we obtain their corresponding graph Laplacians LF and LM ,
respectively. Since the moving image changes with the transformation parameters
p, we have that wMij = wMij (p) and LM = LM (wMij (p)). For simplicity of notation,

we suppress the dependence of the weights and write LM (p).
Our approach is to find the transformation parameters p, such that the two image

graph Laplacians LF and LM (p) approximately commute, which has been shown
to be equivalent to approximately simultaneous diagonalization [219]. Additional
regularization is used to constrain the matrix to preserve the structure of the fixed
graph Laplacian. Thus, we define the closest commuting operator distance (CCOD)
as

DF,MCCOD(p) = DCCOD(IF , IM ◦ φp) (4.6)

: =‖ LFLM (p)− LM (p)LF ‖2F +α ‖ LF − LM (p) ‖2F .

The first term DF,M1 (p) :=‖ LFLM (p)−LM (p)LF ‖2F measures how well the Lapla-

cians commute. The second term DF,M2 (p) :=‖ LF − LM (p) ‖2F ensures that the
moving image has a Laplacian similar to the fixed image, thus enforcing that the re-
sulting LM (p) preserves the fixed image structure. The weighting parameter α ∈ R+

controls the influence of both terms to the overall distance. This problem differs from
the closest commuting operator problem in Eq. (4.3) in two aspects. First, only the
moving graph Laplacian is modified through the transformation parameters. Second,
the transformed moving Laplacian is constrained to be similar to the graph Laplacian
of the fixed image rather than to the moving’s one because the transformation be-
tween the images may be large. Note that CCOD is asymptotically a (pseudo-)metric
(see Appendix A.1).

We solve min
p
DF,MCCOD(p) using gradient-descent optimization methods. The com-

putation of the derivatives of DF,MCCOD with respect to the transformation param-
eters p for both unnormalized and random-walk graph Laplacians is detailed in
Appendix A.2.

4.6 Experiments and results

We evaluated CCOD on both synthetic and real multimodal datasets and carried out
experiments comparing the eigenspaces of images as well as distance curves and reg-
istration accuracy for global and local transformations (rigid and B-spline). CCOD
is compared to NMI, which is a state-of-the-art distance measure for multimodal
image registration.
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For the registration experiments using transformations modeled with B-splines,
we used a regularizer penalizing second order derivatives:

R(φ) =‖ ∇xφ ‖=
∑
i,j

(
∂2φ(x)

∂xi∂xj

)2

,

with φ : Rd → Rd being a spatial transformation (see Section 4.5).

4.6.1 Parameters

The registration experiments were performed using a multiresolution strategy with
three levels i = 1, 2, 3, and corresponding image sizes of 24+i in all dimensions. For
all experiments, we constructed patch-based image graphs using a cubic patch with
edge length 2i for image level i. We estimated σ1 and σ2 in the Gaussian kernel of
Eq. (4.5) by:

σ1 = median
i=1,...,n

j=NI(ui)
(k)

‖ I(ui)− I(uj) ‖2,

σ2 = median
i=1,...,n
j=Nui (k)

‖ ui − uj ‖2,
(4.7)

where NI(ui)(k), Nui(k) are the indices of the kth nearest neighbors of vector I(ui)
and voxel ui, respectively. We tested different values of k by taking ν% of the number
of nodes in the graph with ν ∈ {5, 10, 50, 70, 100}. The choice of β in Eq. (4.5), unless
otherwise stated, was computed using

β =

max
i,j=1,...,n

‖ I(ui)− I(uj) ‖2

max
i,j=1,...,n

‖ ui − uj ‖2
. (4.8)

We chose α in Eq. (4.6) as α = D2/(0.3·D1+D2), where D1 is the first term (the com-
mutativity term) and D2 the second term (the structure preservation term). In this
way, a larger weight is given to the commutativity term.

The algorithms were implemented in C++ using the Insight Segmentation and
Registration Toolkit (ITK3) and ran on a quad-core Intel machine (2 GHz CPU, 8
GB RAM). The average computation time when using the proposed distance measure
for 2D and 3D rigid registration was about 40 seconds and 21 minutes, respectively,
and for non-rigid registration 10 minutes and 280 minutes, respectively.

4.6.2 Datasets

For the evaluation of CCOD, we used two different synthetic datasets, a dataset of
infrared and visible images of pedestrians and two clinical datasets. The selected
datasets show a variety of multimodal images, ranging from simple binary images
(first synthetic dataset) to multimodal images with highly different intensity distri-
butions and missing structures (in particular the infrared-visual and second clinical
dataset), to best explore the properties and limitations of the proposed distance
measure.

3www.itk.com

42

www.itk.com


4.6. experiments and results

1 2 3 4 5 6 7 8 9 10 11 12 13

F
ix

.
M

o
v
.

R
ig

.
B

-s
p

l.

Figure 4.1: Synthetic datasets used for registration. From top to bottom: fixed images
(Fix.), moving images (Mov; aligned) and (an example of) moving images transformed with
rigid (Rig.; third row from the top) and B-spline (B-spl.; bottom row) transformation with
the contour of the fixed image in green. First synthetic dataset: column one to seven; second
synthetic dataset: column eight to thirteen.

Synthetic data

Data. The first synthetic dataset consists of multimodal binary images showing
various shapes (original databases from [222] and [223]). Each shape has two modal-
ities: one with a black background and a white object, the other with a light grey
background and a dark grey object (see Fig. 4.1, columns 1 − 7). For the second
dataset, we used synthetic phantoms similar to those employed in [224]. Both the
fixed and moving image contain a geometrical object (a circle and a square, respec-
tively), which is black with a white background or with an intensity gradient (see
Fig. 4.1, columns 8− 13).

Parameters. For the first synthetic dataset, we used ν = 100, meaning that k in
Eq. (4.7) is equal to the number of patches or voxels in the graph, respectively. Since
the images are binary, using the pairwise intensity differences was enough to build
the image graph, thus we set β = 0 in Eq. (4.5). For the second synthetic dataset,
best results were obtained with ν = 5 to compute k for cases where both images have
texture (columns 9, 10, 12, 13 in Fig. 4.1) and ν = 50 where the moving image is
binary (columns 8, 11 in Fig. 4.1). The parameter β was computed using Eq. (4.8).
For all the synthetic experiments, results are shown for the unnormalized graph
Laplacian (similar results were obtained for the random-walk graph Laplacian).

Infrared-visual data

Data. We used a dataset obtained from [225] consisting of eight pairs of infrared-
visual images of pedestrians. The images are single frames of stereo videos acquired
with a FLIR Thermovision A40M (infrared videos) and a Sony XCD-710CR Sensor
(visual images). We extracted a region of interest around the pedestrians that in-
cludes background features in the visual images, that are not visible in the infrared
images (see Fig. 4.2 for some examples). Apart from the different intensity distribu-
tions, these missing structures are challenging for intensity-based image registration.

Parameters. For the infrared-visual dataset, parameters for the random-walk
graph Laplacian were computed as indicated in Section 4.6.1, with ν = 100 to com-
pute k.
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Figure 4.2: Top row: two image pairs of the infrared-visual dataset. Bottom row: examples
of initial rigid displacements of the first rigid set and the second rigid set with the contours
of the aligned image in green.
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Figure 4.3: Examples of T2 to T1 registration for patient HG0008 and patient HG0014.
Random rigid (top row, column two and five, respectively) and random B-spline transfor-
mation (top row, column three and six, respectively); estimated transform for rigid (bottom
row, column two and five) and B-spline registration (bottom row, column three and six) us-
ing CCOD as distance measure. Blue arrows highlight regions where an initial misalignment
was corrected by the registration.

Clinical data

Data. As a first clinical dataset (T1-T2 MR Brain Dataset), we used data ob-
tained from the Brain Tumor segmentation challenge (MICCAI 2012 BRATS Chal-
lenge [226]). The dataset consists of T1 and T2 weighted MR images of ten patients
with ground truth alignment (see Fig. 4.3 for some examples).

As a second clinical dataset (MR-US Brain Dataset), we used a public database
of pre-operative T1-weighted MR and intra-operative (pre-resection) freehand US
images of tumor patients (BITE: Brain Images of Tumors for Evaluation [227]).
Initial transformations and corresponding landmarks for each MR/US image pair are
provided. The landmarks were selected independently by three experts. Additionally
to this 3D dataset, we created a 2D dataset by aligning the corresponding landmark
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Figure 4.4: Examples of US to MR registration of patient 06 (left) and 13 (right). Random
rigid transformation (top row); estimated transform for rigid (middle row) and B-spline
registration (bottom row) using CCOD as distance measure. Blue arrows highlight regions
where an initial misalignment was corrected by the registration.

sets (our ground truth). We extracted corresponding 2D slices in axial, coronal and
sagittal direction of the MR and US volumes and transformed the US slices with
randomly created transformations. Example images are shown in Fig. 4.4 with the
MR overlayed with the US image before and after registration.

Parameters. For both clinical datasets, parameters for the random-walk graph
Laplacian were computed as indicated in Section 4.6.1, with ν = 10 to compute k.

4.6.3 Distance curves and eigenspaces

We performed experiments showing distance curves using NMI and CCOD for mea-
suring the similarity of the images and the individual and joint eigenspaces of the
image’s graph Laplacians before and after alignment on the synthetic and the first
clinical dataset.

Figure 4.5 displays the distance curves obtained by horizontally translating an
image over another, using an image pair of the first and second synthetic dataset. The
distance values measured by both NMI and CCOD are plotted for each translation.
For the first image pair (Fig. 4.5, left), the curves based on both NMI and CCOD
have a global minimum for zero translation. However, while the distance curve of
NMI has multiple local extrema, the curve obtained by CCOD is smooth with a
single extremum at zero translation. For the second image pair (Fig. 4.5, right),
the distance curve obtained with NMI presents several local extrema and is not
symmetric. In contrast, the curve obtained with CCOD is symmetric with a global
minimum around zero translation.

Figures 4.6 and 4.7 show individual and joint eigenvectors for one image pair of the
first synthetic and the first clinical dataset, respectively. In Fig. 4.6, the eigenspace
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Figure 4.5: The moving images are translated horizontally over the fixed images for each
image pair, respectively, to obtain distance curves using NMI and CCOD.
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Figure 4.6: Individual and joint eigenvectors of graph Laplacians (with image contours)
of an image pair of the first synthetic dataset. Joint eigenspaces (two last columns): two
joint eigenvectors of fixed and (unaligned) moving image (Vu, middle row), fixed and aligned
moving image (Va, bottom row), and corresponding matrices VT

a LFVa and VT
uLFVu (top

row).

of the (unaligned) moving image is a translated, rotated and negated version of the
eigenspaces of the fixed and aligned moving image. The individual eigenvectors are
not directly comparable. On the other hand, after alignment, both modalities have
the same individual Laplacian eigenspace and their joint eigenvectors (computed
using the algorithm described in [212]) are similar to the individual eigenvectors. In
Fig. 4.7, the individual eigenspaces of both modalities differ even after alignment,
because of the different intensity representations in the T1 and T2 image. For both
image pairs, the joint eigenspaces of the fixed and (unaligned) moving images contain
information of both fixed and moving image. In addition, we show the corresponding
matrices VT

a LFVa and VT
uLFVu, where Va denotes the joint eigenvectors of the

aligned and Vu of the unaligned multimodal images. For both datasets, the matrix
VT
a LFVa is closer to a diagonal matrix than VT

uLFVu.
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Figure 4.7: Individual and joint eigenvectors of graph Laplacians (with image contours) of
an image pair of the first clinical dataset. Joint eigenspaces (two last columns): two joint
eigenvectors of fixed and (unaligned) moving image (Vu, middle row), fixed and aligned
moving image (Va, bottom row), and corresponding matrices VT

a LFVa and VT
uLFVu (top

row).

4.6.4 Image registration

We evaluated the registration accuracy of CCOD and NMI on the selected datasets
using global (rigid) and local (B-spline) transformations. For the rigid case, the trans-
formations were randomly created with a maximal translation and rotation specified
individually for each dataset (see below). We deformed the moving image with these
transformations and used their inverse as ground truth. For the local transforma-
tions, deformations were generated with a maximal pixel displacement using random
displacements of the control points of a dense B-spline grid. We created the cor-
responding deformation fields and, to ensure physically plausible transformations,
smoothed them by a Gaussian kernel with standard deviation σ = 8. We used the
smoothed deformation fields to deform the moving images and the smoothed inverse
deformation fields as ground truth.

The registration accuracy was measured by the Root Mean Square Error (RMSE)
between the estimated and ground truth transformation parameters. For rigid reg-
istration, we considered a 1 pixel or 1 mm error, respectively, equal to a 1◦ error to
quantify the translational and rotational displacement from the ground truth in a sin-
gle RMSE value. For both synthetic datasets, the accuracy is additionally measured
by the Dice coefficient between the objects in the aligned and transformed moving
image. The Dice coefficient between two sets A and B is given by D = 2|A∩B|

|A|+|B| and
measures the similarity of the two sets.

To test for significance of the results, we performed for all cases a Wilcoxon
signed-rank test and reported the corresponding p-values. Significant differences in
the accuracy of NMI and CCOD at p < 0.05 are highlighted in bold.
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Table 4.1: Dice coefficients, mean registration errors (RMSE± standard deviation in pixels)
and p-values for the synthetic datasets.

First dataset Second dataset
RMSE Dice RMSE Dice

Rigid
NMI 0.14± 0.09 0.99± 0.01 3.94± 3.15 0.90± 0.06

CCOD 0.04± 0.04 0.99± 0.01 0.28± 0.16 0.99± 0.01
p <0.001 <0.001

B-spline
NMI 1.25± 0.09 0.97± 0.01 1.78± 0.13 0.96± 0.01

CCOD 1.17± 0.09 0.98± 0.01 1.63± 0.12 0.97± 0.01
p <0.001 <0.001

Synthetic data

For the rigid case, 20 transformations were randomly generated with a maximal
translation of ±30 pixels and a maximal rotation of ±86◦. For the local transforma-
tions, a total of 10 deformations were generated with a maximal pixel displacement
of ±23. Figure 4.1 shows the image pairs of the synthetic datasets together with
examples of initial rigid and non-rigid misalignments.

Table 4.1 shows the combined results. For the first synthetic dataset, both NMI
and CCOD were able to measure the distance between the images accurately. That
was confirmed by the high Dice coefficients of the registration results. However, the
registration using CCOD yielded higher Dice coefficients and significantly (p < 0.001)
smaller RMSE with less standard deviation. For the second synthetic dataset, the
registration results using CCOD were significantly more accurate (p < 0.001).

Infrared-visual data

On the infrared-visual dataset, we performed pairwise rigid registration using the
visual image as fixed image. The particular challenge of this dataset is that the
background structures of the visual image are not seen in the infrared image, which
shows only the pedestrian and the light source. In [225], it was reported that MI-
based similarity measure yielded good results on this dataset. Here, we explored
the accuracy of CCOD compared to NMI and, additionally, the robustness of both
measures to the amount of initial displacement. We generated randomly two sets
of rigid transformations. For both sets, the maximal rotation was ±45◦ and the
maximal translation ±10 pixels for the first set and ±30 pixels for the second set.

Figure 4.2 shows some examples of initial transformation of the two sets for two
image pairs. Table 4.2 shows the results of pairwise registration using CCOD and
NMI on both rigid transformation sets. Despite the missing background structures
in the infrared images, CCOD yields low registration errors. As already reported
in [225], MI-based distance measures perform well on this dataset and the accuracy
of NMI and CCOD are comparable for the first rigid set of transformation. However,
with increasing initial translation, the error using NMI increases from 1.7 to 3.8 mm,
while the error using CCOD only increases to 2.2 mm, yielding a significantly higher
accuracy for CCOD over all image pairs (p <0.001).

Clinical data

First clinical dataset. Intensity non-uniformity (INU) is a common artifact in
MR imaging due to the inhomogeneity in the magnetic field and has an adverse
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Table 4.2: Mean registration errors (RMSE ± standard deviation in pixels) and p-values
for the infrared-visual dataset on two sets of rigid transformation.

1 2 3 4 5 6 7 8 Average

Rig. 1

NMI
2.68 2.48 1.39 1.98 1.12 2.21 0.78 1.05 1.71
±2.66 ±1.54 ±1.14 ±0.67 ±0.27 ±1.29 ±0.20 ±0.86 ±1.47

CCOD
1.02 2.12 2.27 1.05 0.73 1.87 1.11 2.17 1.54
±0.22 ±0.99 ±0.52 ±0.56 ±0.18 ±0.16 ±0.19 ±0.75 ±0.79

p 0.011 0.430 0.003 <0.001 <0.001 0.261 <0.001 0.002 0.478

Rig. 2

NMI
5.41 7.17 2.59 2.78 2.37 4.16 2.172 3.88 3.82
±3.45 ±2.44 ±2.26 ±0.96 ±2.69 ±2.33 ±2.11 ±3.45 ±3.04

CCOD
1.34 2.73 3.82 1.62 1.29 2.30 1.47 3.22 2.22
±0.39 ±1.26 ±1.92 ±0.77 ±0.92 ±0.81 ±0.50 ±1.16 ±1.39

p <0.001 <0.001 0.004 <0.001 0.090 0.007 0.784 0.546 <0.001

Figure 4.8: Example of intensity non-uniformity fields added to the T1-T2 dataset.

effect on the performance of registration algorithms. Despite of available methods to
correct for such INU fields (see, e.g., [228]), registration techniques robust to those
fields are advantageous. To test for this robustness, we added INU-fields (see Fig. 4.8)
of various strength to the images prior to registration. The field was different for the
fixed and moving image.

We generated randomly a total of 30 rigid transformation with a ±20 mm range
for translation and ±20◦ range for rotation. Next, we created 10 non-rigid transfor-
mations with a maximum displacement of ±23 mm. We performed pairwise registra-
tions, taking the T1 image as fixed image and the T2 as moving image in all cases.
The results for rigid and B-spline registration are shown in Table 4.3 and Fig. 4.3.
For rigid registration, the differences in accuracy between NMI and CCOD were
non-significantly when adding no INU field and INU fields of strengths 16%, 24%
and 31%. The errors for both measures grew with increasing strength of the INU
field. However, the errors using CCOD increased slower and were, for strong INU
fields, lower than the errors using NMI. In total, the error of NMI grew by 26% and
the error of CCOD by 10%. For B-spline registration, CCOD yielded significantly
lower average RMSE for all cases (all p ≤0.002). With increasing INU field, its error
increased in total by 4.2% while the error of NMI increased by 5.8%. Figure 4.3
shows registration examples of two patients using CCOD as distance measure. The
initial rigid and non-rigid displacements were successfully recovered.

Second clinical dataset. The registration of US to MR images is a challenging
task due to structural differences in the MR and US images. In the selected MR-US
brain dataset, the structures common to MR and US are the ventricular system and
the tumor. Here, we explored the ability of CCOD to recognize those structures in
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Table 4.3: Mean rigid and B-spline registration errors (RMSE ± standard deviation in mm)
and p-values for the first clinical dataset with various strengths of intensity non-uniformity
(INU) fields.

– 16% 24% 31% 40%

Rig.
NMI 0.124± 0.006 0.129± 0.008 0.132± 0.006 0.148± 0.057 0.157± 0.007

CCOD 0.128± 0.005 0.129± 0.007 0.141± 0.008 0.141± 0.007 0.141± 0.007
p 0.533 0.933 0.292 0.276 0.006

B-Sp.
NMI 1.070± 0.016 1.078± 0.015 1.087± 0.014 1.106± 0.014 1.132± 0.014

CCOD 1.051± 0.016 1.062± 0.015 1.073± 0.015 1.083± 0.015 1.095± 0.016
p < 0.001 < 0.001 0.004 < 0.001 < 0.001

Table 4.4: Mean 2D rigid registration error (RMSE± standard deviation in mm) and p-
values in the second clinical dataset.

01 02 03 05 06 10 11 12 13 14 Average

NMI
2.65 2.58 2.29 2.70 2.64 2.36 3.12 2.13 2.25 2.98 2.59
±1.12 ±1.33 ±1.09 ±1.00 ±1.30 ±1.00 ±1.34 ±1.43 ±1.31 ±1.38 ±1.26

CCOD
2.11 1.30 0.90 1.10 0.99 0.83 0.80 0.61 0.91 0.98 1.05
±1.04 ±0.81 ±0.53 ±0.65 ±0.52 ±0.58 ±0.36 ±0.34 ±0.52 ±0.40 ±0.72

p 0.01 <10−3 <10−3 <10−3 <10−3 <10−3 <10−3 <10−3 <10−3 <10−3 <10−3

both images for the displacement estimation and we compared it to NMI.
We generated a total of 10 rigid transformation with a ±10 mm range for trans-

lation and ±10◦ range for rotation to transform the US slices for the 2D dataset.
We performed rigid registration to recover the random rigid displacements and local
registration using B-spline transformations to correct for the non-rigid deformations
between pre-operative MR and intra-operative US. Table 4.4 shows the mean RMSE
of the transformation parameters for 2D rigid registration. We obtained a signifi-
cantly lower RMSE (all p < 0.001) with less standard deviation using the proposed
distance measure in comparison to NMI. The errors are around 1 mm, whereas the
errors for NMI are around 2.6 mm in average. Figure 4.4 shows some examples of
registration results for two patients using CCOD as distance measure. The rigid
registration corrects for the randomly introduced translation and rotation of the US
image towards the MR (Fig. 4.4, top and middle row). Further local registration
using B-splines improves the alignment (visually confirmed in Fig. 4.4, bottom row).

On the original 3D dataset, we performed rigid registration using CCOD and
NMI as distance measures and we measured the registration accuracy by the aver-
age Euclidean distance between the corresponding landmarks (Fiducial Registration
Error, FRE, in mm). Table 4.5 shows the FRE before registration (using the initial
transformation provided with the database), and the FRE after rigid registration
using CCOD and NMI as distance measures. CCOD performs significanly better
(p = 0.014) than NMI and improves the initial alignment.

4.7 Discussion and conclusions

We proposed a new multimodal distance measure for image registration based on the
commutativity of image graph Laplacians. The measure is based on the assumption
that if two multimodal images of the same scene are aligned, their structure is simi-
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Table 4.5: Euclidean distance (in mm) between Landmarks for 3D rigid registration in the
second clinical dataset.

01 02 03 05 06 10 11 12 13 14 Average p

Initial 4.93 6.30 9.38 2.62 2.30 2.99 1.52 3.70 5.15 3.77 4.27± 2.31
NMI 4.88 5.10 8.08 2.30 2.58 2.70 1.71 3.77 4.24 4.02 3.94± 1.84

0.014
CCOD 4.81 4.81 4.58 2.52 1.76 2.27 1.53 2.63 4.20 2.82 3.19± 1.28

lar and hence also the Laplacian eigenspace of their corresponding image graphs. To
compare these eigenspaces, we use the fact that matrices are simultaneously diagonal-
izable if and only if they commute. Therefore, we employ Laplacian commutativity
as a criterion for image structure preservation.

Spectral methods have become popular techniques in several applications but
have received limited attention in dense image registration. In [31, 84, 85], the simi-
larity of the spectral coordinates of two image graph Laplacians was used to include
the geometric structure into the registration problem. However, the method in [31] is
only applicable to monomodal images, because of the incompatibility of eigenspaces
of non-isometric manifolds, as explained in Section 4.1. In [84, 85] the first em-
bedding coordinate of Laplacian eigenmaps and diffusion maps, respectively, were
used, with suitable methods to make the eigenspaces comparable, for multimodal
image registration. Since it is computationally very expensive to compute the spec-
tral embeddings in each iteration, the embedding coordinates were used as a new
representation of the images and those representations were registered. However, in
general one cannot assume that the transformation of a spectral representation of an
image is the same as the spectral representation of a transformed image.

We addressed several of the aforementioned limitations. First, CCOD is appli-
cable to multimodal images while transforming the image directly instead of their
spectral representations without realignment of the eigenspaces. Second, the explicit
computation of the spectral coordinates is avoided by using the relation between
simultaneous diagonalization and commutativity of matrices as a criterion for image
structure preservation.

The formulation of CCOD is in the spirit of the Laplacian colormaps presented
in [32, 205]. However, our framework and application show substantial differences.
Eynard et al. [32] transform the color space of an image by interpreting the struc-
tural similarity in terms of color and contrast. Our work, on the other hand, focuses
on the geometry of two multimodal images. Using CCOD as distance measure, the
registration is guided such that the geometrical structure of a transformed image is
most similar to a given image. By doing so, we have to consider not only linear
transformations (as linear color mapping and spatial rigid transformations) but also
higher-order spatial transformation, such as B-splines, which requires the optimiza-
tion of a higher number of parameters (in the order of � 100). In addition, we
introduced patch-based graph Laplacians to be able to deal with high resolution 2D
and 3D images. Additionally, to account for the different range of graph Laplacians
of different imaging modalities, we considered a normalized version of the graph
Laplacian, the random-walk Laplacian, and provided the corresponding derivatives
of CCOD in Appendix A.2.

We tested the performance of the proposed image distance measure on very chal-
lenging both synthetic and real multimodal datasets. Results confirm that enforcing
the commutativity of the graph Laplacians favorably compares to NMI, a state-of-
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the-art measure for multimodal image registration. We tested the proposed dis-
tance measure on datasets where NMI was expected to have a good performance
(first synthetic dataset, infrared-visual dataset and T1-T2 dataset) and on datasets
where NMI was expected to have a poor performance (second synthetic dataset and
MR-US dataset) due to the presence of intensity gradients or very different inten-
sity distributions. NMI assumes a global statistical relationship between intensities
and is therefore not suited for the registration of these datasets. On the first type
of dataset (first synthetic, infrared-visual and T1-T2) CCOD performed compara-
ble to NMI, with slightly lower errors. However, CCOD showed higher robustness
to intensity non-uniformity than NMI (T1-T2) and to larger initial displacements
(infrared-visual). Despite the missing background structures in the infrared images,
CCOD yields low registration errors on the infrared-visual images. On the other
datasets (second synthetic and MR-US), CCOD demonstrated a substantial increase
in accuracy over NMI which, as expected, performed poorly even for simple rigid
transformations (see, e.g., the high RMSE and high variance for rigid registration in
Table 4.1 and Tables 4.4, and 4.5 for MR-US registration).

We used NMI as state-of-the-art multimodal distance measure for comparison.
Despite its several extensions to deal with its limitations (e.g., [77]), NMI has become
a standard for multimodal registration, being one of the most successful multimodal
distance measures and widely used in practice (see, e.g., the studies in [229, 230]).
When NMI fails, e.g., for MR-US registration, the distance measures that have been
proposed are rather specific for the application at hand. In the case of the very chal-
lenging MR-US registration problem, one approach is to simulate an US image from
the segmented MR image and align the original US with the simulation [3]. Other
extensions of NMI, as local NMI [77] and phase NMI [224], or measures using image
gradients [70], have shown to address successfully some shortcomings of the original
NMI. However, our objective was not to extensively compare different distance mea-
sures for image registration, but to show that by using the commutativity of image
graph Laplacians, multimodal image structures can be successfully aligned. With
the proposed CCOD, we presented a distance measure based only on the images’
intensities, which is applicable to a wide range of different multimodal images.

Even though the eigenspaces are not computed explicitly, the proposed similarity
measure is relatively computationally expensive, since many transformation param-
eters have to be optimized, e.g., for B-spline transformations. A possible solution
would be to parallelize the code for faster computation times. We addressed this
problem by working with patch-based image graphs instead of voxel-based. How-
ever, this may imply some information loss for detailed structures, resulting in less
accurate registrations, in particular for local transformations. Comparing the results
of the two synthetic datasets, we can see that the RMSE values are higher for the sec-
ond synthetic dataset. The main difference between the two datasets is that the first
one has only two different intensity values whereas intensity gradients, interpretable
as texture patterns, are present in the second one.

To improve the registration of images with texture, the proposed distance could be
combined with a suitable intensity-based measure that captures detailed structures.
A similar strategy was followed in [31], where the Log-Demons framework was used in
combination with the comparison of the individual eigenvectors of the images graph
Laplacians. Moreover, the Laplacian weights in Eq. (4.5) could be computed using
other type of information that could potentially improve the matching accuracy.

For the experiments on the clinical datasets, we did not use a combination of
distance measures, as we suggested above. In this work, it was not the objective to
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find the best distance measure for T1-T2 or MR-US registration. Instead, we showed
that the comparison of image graph Laplacians is a suitable criterion for multimodal
registration of medical images. In the following Section 4.8, we show results for
combining CCOD with NMI-based measures, suggesting an improved registration
for 3D MR to 2D US registration.

A limitation of CCOD is that many parameters have to be selected (σ, β, k
and the size of the patches for the patch-based image graph). The performance of
the measure is particularly sensitive to the choice of σi, i = 1, 2, in Eq. (4.5). The
sensitivity of the parameter σ for the representativity of the image graph was already
mentioned in [101]. To overcome this problem, we provided automatic estimations
for σ and β using Eqs. (4.7) and (4.8), respectively.

To conclude, we have presented a new approach to measure image similarity for
image registration and we have shown that the proposed distance measure based on
Laplacian commutativity successfully aligns images. It can handle different modali-
ties and is robust to intensity non-uniformity and large initial deformations. Thus,
we believe that it has a high potential for multimodal image registration.

4.8 Further application: fetal 3D MR to 2D US
registration

4.8.1 Introduction

As described in Section 3.2, fetal US is a standard diagnostic tool to detect abnor-
malities in the fetal anatomy during the second trimester of the pregnancy (between
the 13-28 weeks GA). When an abnormality is suspected, other tests such as fetal
MRI can be performed to support the findings.

MRI is used as correlative imaging modality because it does not use ionizing radi-
ation, provides excellent soft-tissue contrast and a large field of view [231]. Especially
with the increasingly availability of 3D reconstruction techniques, MRI allows for a
better depiction of fetal anatomy with large or complex abnormalities. However,
fetal MRI is very time-consuming and poses additional stress to mother and child.
Early MRI is considered safe [142]: reproducible harmful effects could not be demon-
strated. Two potential safety issues are teratogenic effects and acoustic damage [232].
Therefore, fetal MRI is only performed when malformation is suspected and further
evaluation is necessary. To estimate, for example, the neurodevelopmental outcome
in the presence of brain abnormalities such as VM, the fetus and the growth of the
ventricles have to be monitored over time. To relate the information of (possibly lon-
gitudinal) US images with the fetal MRI may be helpful for prenatal diagnosis [233].
To do so automatically, both imaging modalities have to be registered.

The registration of MRI and US is a very challenging task and is required for ap-
plications such as image guided (neuro)surgery [234–239] as well as rigid and affine
alignment of adult, neonatal or fetal brains [3, 78, 240, 241]. One of the main difficul-
ties for the alignment of MRI and US images is the definition of a suitable similarity
measure. The information represented by both modalities originates from different
physical properties of the anatomical structures and there does not exist a single
intensity mapping between them [3, 239]. MR, for example, shows good contrast
between white and gray matter and the cerebrospinal fluid, while in US images the
white and gray matter boundary is not visible. In addition to the different intensity
distributions, incompleteness of the US image can occur because of the small field of
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view, the manual selection of the viewing plane and acoustic shadows, in the case of
fetal cranial US resulting from the fetal skull.

Existing approaches for the registration of MR and US images use MI-based mea-
sures [240, 242, 243], gradient information [78, 237, 238], self-similarities [88, 242],
biomechanical models obtained from segmentations [236] or pseudo-US images simu-
lated from MRI [3, 234, 241]. In [238, 239], for example, a linear relationship between
US intensities and MR intensities and gradient magnitudes was assumed to guide the
registration. In [3] automatic segmentations of the MR image were used to simu-
late a pseudo-US image which is aligned to the real US image using a monomodal
registration procedure.

Although 3D US is increasingly used, 2D US is still the main modality in clinical
practice. Therefore, we employ a volume-to-slice (or slice-to-volume) registration
approach, to find correspondences between a 2D image slice and a 3D image volume.
Note that this is a different approach than 2D/3D registration methods, where a pro-
jective 2D image is aligned to a 3D volume and each 2D pixel represents a projection
of a voxel.

Different approaches have been described for rigid [244–247] and non-
rigid [248, 249] slice-to-volume registration using simultaneously multiple slices [248]
or extracted features [244–246] to guide the registration. They have been used
for image-guided therapy and interventions [244, 250–252] and motion correc-
tion [146, 253]. To this end, we use a simple rigid volume-to-slice approach, where
the distance between a single 2D US slice and 3D MR volume is evaluated using
intensity-based measures.

In this section, we explore the performance of the CCOD measure for rigid
volume-to-slice registration of 3D MR to 2D US images. We propose an exten-
sion of CCOD by combining it with local intensity-based measures to be able to deal
better with textures in images. We describe the rigid volume-to-slice registration
approach and apply the method to six image pairs of reconstructed 3D fetal MRI
and 2D fetal cranial US slices of healthy fetuses and affected by VM. We compare
the performance of CCOD to various similarity measures based on NMI and show
preliminary results.

4.8.2 Methods

Volume-to-slice registration method

The pipeline for the volume-to-slice registration approach is illustrated in Fig. 4.9.
The images are initialized such that they have the same orientation and by using
a coarse-to-fine multilevel strategy, the MR volume is rigidly registered to the US
slice. We use the 2D US slice as fixed image and the 3D MR volume as moving
image. By doing so, we restrict the computation of image similarity to the 2D region
corresponding to the US image.

The first step is an initialization of the position and orientation of the images. It
is equivalent to a rotation plus translation and it is performed automatically if the
orientation (axial, sagittal or coronal) of the US slices is known and if the MR image
is well aligned according to neuroimaging standards.

Second, we employ a multilevel registration approach [27], where we build a
multiresolution pyramid of the images and start the registration at the coarsest
level. Its solution is taken as the initial position of the next highest level. In this
way, we avoid getting trapped in local minima. Typically, most of the registration
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Figure 4.9: Volume-to-slice rigid registration approach for registering 3D fetal MRI to 2D
fetal US. The MR image volumes are initialized to have the same orientation than the US
slice. Then, a multilevel strategy is employed, starting from a coarse to fine image resolution
and the solution on a coarse level is taken as initial guess for the next level. At each level, a
rigid registration of the MR volume to the US slice is performed.

steps are performed in the coarser levels such that only fine adjustments are done in
the finest level. This procedure speeds up the registration process.

Third, at each level, a rigid registration of the MR volume to the US slice is
performed by optimizing the cost function in Eq. (4.4) (without regularization).
Here, the transformation φp with parameter vector p ∈ R6 is a rigid transformation
with φp(x) = R(p1, p2, p3)x + (p4, p5, p6)T , using a 3D rotation matrix R(p1, p2, p3)
with angles p1, p2, p3 and a translation vector (p4, p5, p6)T . We optimize the cost
function using gradient-based optimization methods.

Image similarity measures

By restricting the search space to rigid transformations, we do not need regularization
and the cost function consists only of the similarity term. As discussed in Section 4.7,
CCOD yields good results for global registrations and for binary images. To improve
its performance for images with texture, we propose to combine it with another
intensity-based measure that captures local structures. A combined version of CCOD
and a distance measure DD can be written as

DCCOD-D(IF , IM ◦ φp) = µ1DD(IF , IM ◦ φp)

+ µ2DCCOD(IF , IM ◦ φp),
(4.9)

where µ1, µ2 ∈ R are weights that determine the influence of both distance terms to
the solution.

Here, we test the performance of six similarity measures based on NMI and CCOD
for MR-US registration:
(i) DNMI: normalized mututal information
(ii) DLNMI: a simple local extension of NMI (similar to [71]), where spatial infor-

mation is incorporated by calculating NMI on local regions rather than on the
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Table 4.6: Diagnosis (affected by VM or normal control) and gestational age (GA) in weeks
at scan time (MR and US) for the four patients.

patient 1 patient 2 patient 3 patient 4

GA (MR) 26.9 26.6 26.4 26.4
GA(US) 26.6 26.4 26.3 26.5
Diagn. VM VM NC VM

whole image. It can be formulated as

DLNMI(I
F , IM ◦ φp) =

R∑
r=1

p(Rr)DNMI(I
F , IM ◦ φp;Rr),

where R is the number of regions, p(Rr) the realtive size of region Rr and
DNMI(I

F , IM ◦ φp;Rr) is the standard DNMI evaluated only on region Rr.
(iii) DAMNMI: an adaptive multiscale extension of NMI that we presented in a previ-

ous work [254]. It is detailed in Appendix B and combines the mutual informa-
tion of regions of different size to account for global and local image structures
on different scales.

(iv) DCCOD, as described in Section 4.5.
(v) DCCOD-LNMI: a combination of the distance measures DCCOD and DLNMI, follow-

ing Eq. (4.9), to take into account both global image geometry and local image
structure.

(vi) DCCOD-AMNMI: a combination of the distance measures DCCOD and DAMNMI,
following Eq. (4.9), to take into account both global image geometry and local
and global image structure.

4.8.3 Experiments and results

Data

We applied the proposed volume-to-slice registration approach to six datasets of 2D
cranial fetal US slices and 3D fetal MR volumes of the brain from four different
patients acquired at the Hospital Cĺınic de Barcelona. Three of them are affected by
VM and the fourth is a normal control (NC). The US images were acquired with a
GE Voluson E8 machine, using an abdomial probe for axial and a transvaginal probe
for sagittal and coronal scans. For the MR images, a 3T system (TrioTrim, Siemens
Healthcare) was used. Both scans were acquired within three days (see Table 4.6
for details). For the fetal MRI, multiple motion-corrupted stacks of 2D slices were
acquired in orthogonal directions and a 3D volume is reconstructed using [145]. The
US images were acquired in standard viewing planes (axial, coronal and sagittal) to
assess the brain development of the fetus. The study protocol and the recruitment
and scanning procedures were approved by the Institutional Ethics Committee, and
written informed consent was obtained from the parents of each child to participate
in the research studies4.

As a ground truth for the registration, five to seven landmarks were manually
identified by a clinical expert in each US and MR pair. The landmarks were chosen in
certain anatomical structures to best describe the correct positioning of the 2D slice
in the 3D volume regarding left, right, top and bottom (see Table 4.7). Figure 4.10
shows the six image pairs for the four patients, including the ground truth landmarks.

4code HCB/2014/0484
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Patient 1 (coronal) Patient 2 (coronal)

Patient 3 (sagittal) Patient 3 (axial)

Patient 4 (axial) Patient 4 (coronal)

US MR US MR

Figure 4.10: 2D fetal cranial US and 3D fetal brain MR (reconstructed volume) image
pairs of four patients in different orientations (axial, coronal, sagittal). Landmarks in red
were selected manually by an expert. Their anatomical positions are described in Table 4.7.

Table 4.7: Description of the anatomical position of the landmarks in 2D fetal ultrasound
images shown in Fig. 4.10.

Landmark Anatomical position

A Interhemisferic fissure
B Left/right cranial angle of insula (coronal view)
C Lateral wall of left/right anterior horn (coronal view)
D Left/right caudal angle of insula
E Left/right inferior border of temporal lobe (coronal view)
F Most superior point of cerebral hemisphere (sagittal view)
G Genus of corpus callosum (sagittal view)
H Plexus choroideus of third ventricle (sagittal view)
I Splenium of corpus callosum (sagittal view)
J Cranial border of vermix (sagittal view)
K Causal border of vermix (sagittal view)
L Lateral wall of left anterior horn
M Posterior border of cavum septi pellucidi
N Posterior wall of right lateral ventricle (axial view)
O Posterior angle of right sylvian fissure (axial view)
P Lateral wall of right anterior horn
Q Posterior angle of left sylvian fissure (axial view)
R Posterior view of left lateral ventricle (axial view)
S Cranial wall of right lateral ventricle (coronal view)
T Cranial wall of left lateral ventricle (coronal view)
U Caudal border of right lateral ventricle (coronal view)
V Caudal border of left lateral ventricle (coronal view)
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Table 4.8: Euclidean distance (in mm) between landmarks for volume-to-slice rigid regis-
tration of fetal US-MR images of patients 1-4 with different orientations: axial (ax.), coronal
(cor.) and sagittal (sag.); best registration result (smallest Euclidean distance) in bold.

1 2 3 3 4 Average

cor. cor. sag. ax. ax.

GT 1.42 4.01 2.71 1.83 2.22 2.44± 0.89
DNMI 6.82 4.97 10.42 3.05 3.51 5.75± 3.00
DLNMI 8.98 5.00 7.34 2.88 2.26 5.29± 2.87
DAMNMI 8.79 4.76 8.96 2.63 2.28 5.49± 3.24
DCCOD 3.90 5.47 7.87 2.26 4.01 4.70± 2.10

DCCOD-LNMI 2.67 5.55 5.55 2.98 2.36 3.82± 1.59
DCCOD-AMNMI 3.70 5.17 5.75 3.29 2.43 4.07± 1.37

It can be clearly seen that both modalities visualize structures of the fetal brain
differently. With US, more details within the white matter can be depicted, while it
is hard to distinguish between white and gray matter and cerebrospinal fluid. MR
separates well those three structures. Because of the limited field of view in the
US images, some structures are missing or obscured in the dark (due to acoustic
shadowing and the limited field of view), while the MR image provides a full view of
the brain.

Parameters

For all registrations, we used three resolution levels. At the beginning of each level `,
the weighting parameters µ1, µ2 of the combined measure in Eq. (4.9) were selected
and kept constant during the registration for the current image resolution. We fixed
µ1 = 1 and calculated µ2 = µ2(p, `) for each level as

µ2(p, `) =
DD(F `,M ` ◦ φ`p)

DCCOD(F `,M ` ◦ φ`p)
,

where F `, M ` are the fixed and moving images, and φ`p the initial transformation at
resolution level `.

For DCCOD, parameters were computed as indicated in Section 4.6.1. The unnor-
malized graph Laplacian was used with k, computed using ν = 10. The local patch
size for DLNMI was 16× 16 for all resolution levels. For DAMNMI, two scales (L = 2)
were chosen in the coarsest resolution level, and otherwise L = 3.

Results

Table 4.8 shows the Euclidean distance (in mm) between the landmarks for five of
the six US-MR image pairs before and after registration. On average, the best results
are obtained when using DCCOD-LNMI as distance measures. Global image geometry
(through the use of DCCOD) and local image structures (through the use of DLNMI)
are taken into account. In addition, it can be seen that the average registration
error increases when only NMI-based measures are used (DNMI, DAMNMI, DLNMI

in Table. 4.8). The registration of the sixth image pair, patient 4 with coronal US
slice orientation (bottom row, left in Fig. 4.10) failed for all similarity measures. The
Euclidean distance between the landmarks where larger than 7 mm and therefore not
included here. However, we observed that the lowest error of 7.80 mm was obtained
by optimizing DCCOD as similarity measure.
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Figure 4.11: Examples of results for MR-US volume-to-slice registration of patient 1 (top
row), patient 3 (middle row) and patient 4 (bottom row). The different 3D views show the
location of the 2D US slice with respect to the 3D MR volume.

Qualitative results for three image pairs are shown in Figs. 4.11 and 4.12. The
position and orientation of the 2D US slices with respect to the 3D volume (Fig. 4.11)
were found to be accurate by visual inspection. In Fig. 4.12, the contours of the US
slices are overlayed on the corresponding MR slice of the volume (middle column).
Landmarks are shown in red (right column).

By overlaying the MR with the US and US contours, respectively, it can be
seen that after registration the global brain shape (blue arrows) and the ventricular
structures (red arrows) are relatively well aligned. The skull, resulting in bright
signals in the US images, was removed during the 3D MR reconstruction process
and especially for patient 3 the skull contours are well aligned with the MR image.
However, some misalignment is still observed, which is particularly visible when
comparing the landmark positions (Fig. 4.12, right column).

4.8.4 Discussion

We have shown first results applying the proposed CCOD distance measure to the
problem of fetal 3D MR to 2D US registration. CCOD was combined with an
intensity-based measure that captures local structures (here local extensions of NMI)
to improve the performance for texture-rich images. A rigid volume-to-slice registra-
tion approach was employed and the performance for six different distance measures
based on both NMI and CCOD was compared. The first results indicate that mea-
suring the image geometry using CCOD is a suitable way to compare US and MR
images for image registration.

There are limitations which affect the performance and evaluation of the presented
method. Although we could see improvements of the registration results when incor-
porating the geometry information by CCOD, misalignments are still visible. In the
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Figure 4.12: Examples of results for MR-US volume-to-slice registration of patient 1 (top
row), patient 3 (middle row) and patient 4 (bottom row). The results were obtained with
DCCOD-LNMI for all patients. The contours in green correspond to the edges of the US slice
(first and second column from left), the landmarks in red to the ground truth US landmarks
and in yellow to the transformed MR landmarks (right column).

following, we will outline and discuss possible approaches to improve our method.
We compared and combined CCOD with distance measures based on NMI. How-

ever, other works for MR-US registration showed that methods based on gradi-
ent information or pseudo-US images simulated from MR highly improve the re-
sults [78, 237, 238]. As future work, we aim to incorporate gradient information
using two approaches. As a first and simple approach, CCOD can be combined
with gradient-based distance measures such as the normalized gradient fields [70] or
gradient orientations [78, 83] to combine global geometry with the local gradient.
Alternatively, the gradient information can be used directly in the CCOD for the
computation of the Laplacian weights in Eq. (4.5).

Simulating pseudo-US images from MR has also been shown to be a powerful
approach for MR-US registration [3, 234, 241]. However, those methods require a
segmentation of the MR images, which is a challenging task in itself.

Another possible source of error is the evaluation of the proposed method. The
landmarks considered as ground truth were selected manually and individually for
the two modalities by a single expert. As can be seen in Table 4.8, even when the
landmarks are registered, we still get an average Euclidean distance of 2.44± 0.89 mm
between landmark points. Therefore, the landmark selection process has to be im-
proved to provide a more reliable evaluation of the registration performance.

Our focus in this application was the definition of a suitable similarity measure
between US and MR image. We used a simple rigid registration approach, where the
MR volume is registered to a single US slice. To make the algorithm more robust,
we could use the information of several US slices from the same scanning session to
guide the registration of the MR volume, as it was done in [248]. However, for this
approach, the relative position of the US slices to each other has to be known. So far,
our volume-to-slice registration approach is general, in the sense that it does not take
into account the nature of the modalities to be registered. By using, e.g., a robust
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block-matching approach, as in [3], which takes into account missing structures or
features from the US image, we could further improve the overall performance of the
method.

We chose to restrict the registration to rigid transformations, since we registered
images of the same patients. The US and MR image acquisitions were performed
within maximum three days of each other (see Table 4.6). Thus, although fetal
brain anatomy is developing very fast, we assumed a rigid displacement. To monitor
longitudinal changes, non-rigid deformations between consecutive US images have to
be estimated and related to the 3D MR volume.

To conclude, we have shown first results for applying the proposed CCOD measure
to the problem of fetal 3D MR to 2D US registration. This is a very challenging task
and we believe that using geometrical information of the images through CCOD is
a promising approach, which can help alleviate those challenges.
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Abstract — Kernel-based dimensionality reduction is a widely used technique
in medical image analysis. To fully unravel the underlying non-linear manifold the
selection of an adequate kernel function and of its parameters is critical. In prac-
tice, however, the kernel function is generally chosen as Gaussian or polynomial
and such standard kernels might not always be optimal for a given image dataset
or application. In this paper, we present a study on the effect of the kernel func-
tions in non-linear manifold embedding of medical image data. To this end, we first
carry out a literature review on existing advanced kernels developed in the statis-
tics, machine learning, and signal processing communities. In addition, we implement
kernel-based formulations of well-known non-linear dimensional reduction techniques
such as Isomap and Locally Linear Embedding, thus obtaining a unified framework
for manifold embedding using kernels. Subsequently, we present a method to au-
tomatically choose a kernel function and its associated parameters from a pool of
kernel candidates, with the aim to generate the most optimal manifold embeddings.
Furthermore, we show how the calculated selection measures can be extended to
take into account the spatial relationships in images, or used to combine several ker-
nels to further improve the embedding results. Experiments are then carried out on
various synthetic and phantom datasets for numerical assessment of the methods.
Furthermore, the workflow is applied to real data that include brain manifolds and
multispectral images to demonstrate the importance of the kernel selection in the
analysis of high-dimensional medical images.

This chapter is adapted from:

V. A. Zimmer, K. Lekadir, C. Hoogendoorn, A. F. Frangi, G. Piella. A framework for optimal
kernel-based manifold embedding of medical image data. Journal of Computerized Medical Imaging
and Graphics 41:93-107, 2015.
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5.1 Introduction

Manifold embedding is a widely used technique for the analysis of high-dimensional
medical image data. In particular, kernel-based methods have received significant
attention for the problem of non-linear dimensionality reduction. More specifically,
kernel methods apply a kernel mapping onto a higher dimensional feature space
where the original non-linear data becomes linear or near-linear [109]. As a result,
more complex high-dimensional data can be identified and unfolded. More recently,
it has been shown that another major advantage of kernel-based manifold embed-
ding is that it provides a unified framework, i.e., many well-known techniques such
as Isomap [110], Locally Linear Embedding (LLE) [111] and Multidimensional Scal-
ing (MDS) [108], can also be formulated as a kernel problem [255, 256]. These
techniques are described in detail in Section 2.3.1.

A key challenge in working with kernel-based manifold embedding, however, is
using a kernel transformation that is appropriate to the application and the asso-
ciated type of non-linearity. For example, radial basis functions enable to pick out
circles (or hyperspheres) in the high-dimensional space, while a linear kernel can
better detect lines (or hyperplanes). Despite the importance of this problem [120],
the choice of the kernel transformation has received limited attention in the medical
image analysis community so far. In practice, the application of kernel-based embed-
ding is generally achieved using Gaussian or polynomial kernels (e.g., [9, 257–261]).
However, there is no guarantee that these standard kernels are the best choices for
a given dataset or application. The first goal of this chapter is therefore to revisit
existing kernels in order to promote their use in the medical imaging community for
more optimal results.

While the introduction of new functions into the pool of kernel candidates can
potentially improve the manifold embedding, given their number and the associated
free parameters, the subsequent empirical definition of the optimal kernel transfor-
mation for each image data type and application becomes infeasible in practice. The
second objective of this chapter is therefore to present a new method to measure
the quality of the manifold embedding, and subsequently to automatically select the
optimal kernel and associated parameters.

Some of the existing works on the subject are application-specific, such as in [90]
where the labels of the data are used to evaluate the preservation of the intra-
and inter-class relationships. However, the technique is only relevant for supervised
applications. Other existing quality measures are either local [262–264] or global [265]
in nature, which could respectively leave global and local inconsistencies undetected.
A solution would be to combine local and global measures as proposed by [266], but
the optimal weighting of each term in the analysis also depends on the shape of the
manifold and associated non-linearity. Alternatively, the rank coefficient proposed
in [267] has both a local and global nature but it is based on the Euclidean inter-
point distances of the embedding space, which does not model the non-linear nature
of manifolds well.

The third goal of this chapter is to study the effect of different kernels in mani-
fold embedding on two typical high-dimensional problems in medical imaging, namely
brain manifold embedding and multispectral image dimensionality reduction. Brain
manifold embedding considers a population of brain volumes and generates a lower
dimensional representation where the relationships between subjects is easier to vi-
sualize and interpret [9, 11, 12, 268]. In this case, each image is considered as a point
in the high-dimensional space, where the dimensionality in the space is defined by
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the number of voxels.
Multispectral imaging is the other typical high-dimensional problem considered

in this paper. Multispectral images can be very useful for tissue characterization,
since the different tissue constituents often require different acquisition parameters
and protocol settings in order to be adequately highlighted. This generates a high-
dimensional image stack. With the recent advances in multispectral imaging hard-
ware and sequence design, multispectral imaging has gained significant popularity
in both research and clinical studies for various modalities [269–271] and applica-
tions [272–275]. However, the large number of image spectra that can be obtained
(dozens) means that non-linear dimensionality reduction is necessary to summarize
all the available information in a lower dimensional space with minimal loss of infor-
mation.

5.2 Method

5.2.1 Kernel PCA

Kernel PCA [109] is a non-linear dimensionality reduction technique, which maps
an input manifold XD into a lower dimensional representation Y d, d < D. With
this method, the data {xi}Ni=1 is transformed non-linearly onto a feature space F by
the mapping Φ : XD → F . This mapping is described by a kernel function, which
represents the inner product between the points in the feature space. In an ideal
scenario, this step allows the removal of the underlying non-linearity, which means
the standard linear PCA can be applied directly in the feature space. The mapping
Φ is never computed explicitly. Only transformations that enable the dot product
to be calculated in the original space by a kernel function κ : RD × RD → R are
considered. The associated kernel matrix K is given by

Kij = κ (xi,xj) = 〈Φ(xi),Φ(xj)〉 = Φ(xi) · Φ(xj)
T .

The low-dimensional manifold embedding is obtained by solving the eigenvalue
problem Nλα = Kα with α = (α1, . . . , αN )T , and projecting the data onto
v =

∑N
i=1 αiΦ(xi). A detailed description of kernel PCA is given in Section 2.3.1.

5.2.2 Kernel functions

An important step in kernel PCA is the choice of the kernel function and its free
parameters (e.g., bandwidth for the Gaussian kernel). In this section, we review
some alternatives to the kernels more commonly used in the medical imaging com-
munity (e.g., Gaussian). By using a more comprehensive list of kernels, the manifold
embedding results may be improved by adapting the kernel function to the data
manifold and to the application. However, in choosing the kernel functions, it is im-
portant that they conform to certain conditions so that they can be applied within
the kernel PCA framework. In particular, they must be symmetric, continuous and
positive semidefinite. The latter condition is an important consequence of Mercer’s
theorem [276, 277], which allows any positive semidefinite kernel to be written as

κ(xi,xj) = Φ(xi) · Φ(xj)
T .

In this chapter, based on the research carried out in machine learning, signal
processing, and statistics, we have selected a list of 12 kernel functions as detailed in
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Table 5.1: Examples of kernel transformations. Here, x,y are data points in the original
input space XD.

Kernel name Kernel function Parameter Reference

Translation inva-
∏p
i=1 h

(
xi−yi
α

)
,

α [278]
riant wavelet h(x) = cos(1.75x) exp(−x

2

2 )

ANOVA
∑p
i=1 exp

(
−α (xi − yi)2

)γ
α, γ [279]

Circular 2
π arccos

(
−‖x−y‖σ

)
− σ [280]

2
π
‖x−y‖
σ

√
1−

(
‖x−y‖
σ

)2
if ‖ x− y ‖< σ, 0 otherwise

Gaussian exp
(
−‖x−y‖

2

2σ2

)
σ e.g. [277]

Laplacian exp
(
−‖x−y‖σ

)
σ [281]

Log − log (‖ x− y ‖γ +1) γ [276]

Multiquadratic
√
‖ x− y ‖2 +β2 β [282]

Wave σ
‖x−y‖ sin

(
‖x−y‖
σ

)
σ [280]

Generalized histo- ∑p
i=1 min

(
|xi|α, |yi|β

)
α, β [283]

gram intersection

Linear xTy – [107]

Polynomial
(
αxTy + β

)γ
α, β, γ e.g. [277]

Sigmoid tanh
(
αxTy + β

)
α, β e.g. [277]

Table 5.1. As it can be seen, these kernel mappings differ from another significantly
in their definitions. This is important in order to allow more complex data manifolds
to be adequately unfolded, independently of the underlying non-linearity and the
sparsity of the data points. For example, [278] developed the translation invariant
kernel and showed that it performs better for certain types of manifolds and applica-
tions (radar signals) than the Gaussian kernel. The list of such advanced kernels in
the literature is extensive. The aim is of this paper is not to list them all but rather
to demonstrate the relevance of using various kernels of different nature in medical
image analysis and to present a workflow to automatically select the optimal kernel.

One key aspect in which the kernel functions listed in Table 5.1 can differ is in
the type of transformation they introduce [280]. For instance, they can be stationary
(κ(xi,xj) = r(xi − xj), i.e., the kernel function κ depends only on the difference
vector between two sample points), isotropic stationary (κ(xi,xj) = r(||xi − xj ||),
i.e., the kernel function κ depends only on the norm of the difference vector between
two sample points) or nonstationary (i.e., the kernel function κ depends explicitly
on the sample points). For example, the Gaussian kernel is isotropic stationary,
the tranlation invariant wavelet kernel is stationary, and the generalized histogram
intersection kernel is nonstationary. One can expect such kernels to behave differently
within kernel PCA and to have different performances depending on the manifold
at hand. The next section presents a method to determine the performance of a

67



a framework for optimal kernel-based manifold embedding

Table 5.2: Kernel-based formulations of well-known non-linear dimensionality reduction
techniques (cf. [255, 256]). Here, N is the number of data points.

Technique Kernel function

MDS − 1
2

(
IN − 1

N ee
T
)
Sp
(
IN − 1

N ee
T
)

Sp: pairwise distance matrix

IN : N ×N identity matrix

e = (1, . . . , 1)T ∈ RN

Isomap − 1
2

(
IN − 1

N ee
T
)
Sg
(
IN − 1

N ee
T
)

Sg: geodesic distance matrix

IN : N ×N identity matrix

e = (1, . . . , 1)T ∈ RN

LLE λmaxIN −M M = (IN −W)(IN −WT )

IN : N ×N identity matrix

W: weight matrix

λmax: maximum eigenvalue of M

given kernel in the unfolding of the manifolds without the need to know the type of
underlying non-linearity a priori.

In addition to the kernel functions listed in Table 5.1, this chapter aims to illus-
trate how kernel PCA can be used as a unified framework for manifold embedding.
Other non-linear dimensionality reduction techniques can be easily formulated as a
kernel problem by implementing specific kernel transformations. In [255, 256], the
authors demonstrated that the well-known Isomap, LLE and MDS techniques can be
interpreted as kernel PCA by using the kernel matrices listed in Table 5.2. This shows
the importance of kernel methods in non-linear dimensionality reduction and their
potential in medical image analysis, where the image datasets can induce significant
and complex variation in terms of the non-linearity and sparsity of the manifolds.

5.2.3 Optimal kernel selection

While the availability of additional kernels can increase the quality of the dimen-
sionality reduction, this also introduces additional complexity in kernel selection and
parametrization, as it is difficult to know in advance which particular kernel is more
appropriate for a given manifold. Furthermore, as shown in Table 5.1, all these ker-
nels have free parameters that must be tuned for the mapping to be optimized. This
means that for a given image analysis task, a large number of embeddings needs
to be visualized and analyzed to be able to select empirically the most appropriate
result. This is a tedious, if not impossible, task in practice, given the increasingly
large amount of image data and the need for optimal results on a per-subject and
per-image basis. Being able to automatically assess the quality of an embedding is
thus crucial for kernel selection. Therefore, we propose a new embedding quality
measure for manifold learning, named Neighborhood Preservation Measure (NPM).
The key idea behind this measure is that feature similarities and dissimilarities are
well preserved after the manifold embedding if the neighborhoods in the original
feature space are consistently mapped onto the low-dimensional space. Additionally,
we describe a multilevel scale extension such that both the spatial properties of the
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Figure 5.1: Schematic illustration of the proposed neighborhood preservation measure and
its goal to measure neighborhood intrusions due to local or global embedding inconsistencies.

image and the global discriminative structure of the manifold are taken into account.

Neighborhood preservation measure. Let xi be the coordinates of a data point
pi in the original space XD, yi its coordinates in the new space Y d and IXk (i) the sets
of indices of its k-nearest neighbors (kNN) in the original space. One request for an
ideal manifold embedding would be to ensure that the points corresponding to IXk (i)
remain the kNN of pi in the new space. Less accurate embeddings, on the other
hand, would produce local and global inconsistencies such that several points would
be mapped onto neighborhoods to which they do not belong in the original manifold.
To measure those intrusions, we search for the hypersphere in the new space Y q that
contains all the neighboring points in IXk (i). We calculate the radius rX,Yk (i) of this
hypersphere as the distance of the point yi to the farthest point among the k points
that are in IXk (i) in the original manifold space, i.e., rX,Yk (i) = max

j∈IXk (i)
‖ yi − yj ‖.

Subsequently, we derive the set of indices IX,Yk (i) of all points that are located in-

side this hypersphere, i.e., IX,Yk (i) = {pj | ‖ yi − yj ‖≤ rX,Yk (i), i 6= j}. This set will
evidently contain all original kNN, but depending on the quality of the embedding,
points that were initially outside this neighborhood could erroneously be mapped
inside it (see Fig. 5.1). We define the NPM by summing all point intrusions into the
embedding as follows:

NPM(X,Y, k) = 1−
∑N

i=1 |I
X,Y
k (i)| − k

N(N − 1− k)
, (5.1)

where matrix X is the N × D matrix of data samples in the original space and Y
the N × d matrix of data samples in the embedding space. An ideal embedding
preserving all neighborhoods without any local or global distortions would result in
a NPM value of 1. The worst possible mapping, i.e., to a single point in the new
space, would result in a value of 0.

NPM depends on the neighborhood size k. Although we found in our experiments
that the number of point intrusions increased with the neighborhood size, the NPM
ranking order was preserved among different dimensionality reduction techniques
when varying k (see Section 5.3.6).

Multilevel image-based neighborhood preservation measure. Similarly to
other quality embedding measures, NPM does not exploit the fact that the original
data is an image. This is consistent with the fact that typical dimensionality reduc-
tion methods consider images as a whole, each image being represented as a single
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Gaussian image level 1 Gaussian image level 2 Gaussian image level 3

Figure 5.2: Schematic illustration of the multilevel NPM score, calculated as an average
over non-overlapping windows on different scales.

data point in a high-dimensional space. Alternatively, images can be considered as
a single multichannel image, each vector pixel being a data point. In the latter case,
one can fully exploit the spatial relationships between pixels and account for re-
gional variations. With that purpose, we propose a multilevel image-based extension
of NPM that captures information of both the manifold and the image space, while
taking into account local and global aspects of the discriminative structure of the
data.

The key idea behind the proposed image-based quality measure is that the kNN
of the data sample xi are not determined in the manifold space but in the image
space. Therefore, we build a multilevel scale representation of the data using a
Gaussian pyramid [284]. For every resolution level, we compute the kNN of a sample
point xi within a window with a pre-defined size in the image space. The same
window size is used for the different resolution levels to capture both local and
global inconsistencies. For a fast computation, only non-overlapping windows are
considered (see Fig. 5.2). Subsequently, the NPM quality measure is computed on
the set of kNN in each window with center (i, j), summed up for all non-overlapping
windows and all resolution levels, and normalized between 0 and 1. The ML-NPM
is therefore compute as

ML-NPM(X,Y, k) = 1− 1

|L|
∑
l∈L

 1

|Il||Jl|
∑
i∈Il

∑
j∈Jl

NPMl
i,j(X,Y, k)

 ,

where L is the index set of levels, Il and Jl are the index sets of x- and y-coordinates of
the window centers of level l ∈ L, respectively, and NPMl

i,j the NPM value obtained
from the window with center (i, j) in level l.

The algorithm for the multilevel image-based quality assessment is summarized
in Fig. 5.3.

5.2.4 Multiple kernel combination

For heterogeneous datasets such as those found in biomedical applications, one can
expect that a single kernel might not always be sufficient to unravel the underlying
structure of the data. In this paper, we adapt the weighted kernel combination
approach proposed in [285] by using the NPM as the weighting function to combine
the different kernels into one global kernel. That is, each kernel is assigned a weight
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1: Require: w,minL,maxL, k . window size, min, max Level and kNN size

2: QA = 0
3: for minL→ maxL do
4: QL = 0
5: p = [p1, . . . , pn] . pi center of the non-overlapping windows

6: for i = p1 → pn do
7: Xi = window(X l, pi, w) . l level of resolution

8: . Xi set of pixels in window around pi in space X l

9: Xk
i = kNN(Xi, pi, k) . Xk

i set of kNN of pi in Xi

10: Yi = window(Y l, pi, w)
11: . Yi set of pixels in window around pi in space Y

12: Y k
i = kNN(Yi, pi, k) . Y ki set of kNN of pi in Yi

13: Q = quality(Xi, X
k
i , Yi, Y

k
i , pi, k)

14: . compute quality with any measure based on kNN

15: QL = QL +Q
16: end for
17: QML = QML +QL
18: end for

Figure 5.3: Pseudocode for a general multilevel quality assessment for manifold embedding.

that is proportional to its quality score after kernel PCA projection, as measured by
the NPM. The kernel function obtained by the multiple kernel combination is

K =
m∑
i=1

µiKi,

where µi = NPMKi/
∑m

j=1 NPMKj is the weight assigned to each kernel function
and NPMKi is the a priori quality (NPM value) of kernel matrix Ki. The µi’s
fulfill the conditions for kernel weights, because NPMKi ≥ 0,

∑m
j=1 NPMKj ≥ 0 and

obviously
∑m

i=1 µi = 1. To ensure that only the kernels that improve the manifold
embedding are used in the combination, we employ an incremental scheme. Kernels
are combined in the descending order of their NPM values, while updating a global
NPM score after each combination. The procedure is stopped when there is no
further improvement in the global kernel score, suggesting that an optimal manifold
embedding is obtained. This eliminates potentially detrimental kernel combinations.
In summary, the workflow for dimensionality reduction using NPM-based kernel PCA
is shown in Fig. 5.4, including all the steps and methods proposed in this work.

5.3 Experiments and results

In order to demonstrate the performance and applicability of the proposed frame-
work, multi-dimensional datasets of various characteristics were used for numerical
and visual evaluation, including synthetic manifolds (Swissroll and Toroidal Helix),
brain image populations (brain OASIS and BRATS), as well as multispectral images
(phantom and pancreas). For all experiments, we fixed k as 5% of the input data
points for all datasets except the Swissroll, where we chose k as 2% of the points. A
more detailed discussion on how to choose k is given in Section 5.3.6. When consid-
ering each pixel as a high-dimensional point (e.g. in multispectral images), we can
exploit the spatial consistency and thus use the ML-NPM to assess the quality of
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Figure 5.4: Schematic diagram of the proposed framework for optimal kernel-based man-
ifold embedding. The high-dimensional embedding (a) is transformed into several low-
dimensional embeddings (b) by using kernel PCA with a set of candidate kernel functions
and free parameters. The obtained embeddings (b) are then assessed and ranked with the
proposed quality measures NPM or ML-NPM in (c). The final embedding in (d) is either
the single kernel embedding with the highest NPM or ML-NPM value, or the embedding
obtained by a combination of the best kernel functions.

the embedding. Conversely, when each image is represented as a single point, only
the NPM measure can be used.

5.3.1 Synthetic manifolds

In a first experiment, the proposed NPM measure was evaluated on two well-known
synthetic datasets, the Swissroll and the Toroidal Helix. With such synthetic mani-
folds, the output embedding is known, allowing us to assess the performance of the
measure in selecting the optimal kernel transformation. The original datasets and
the embedding results are shown at the top left of Figs. 5.5 and 5.6, respectively.
For comparison purposes, in addition to NPM we also computed the Euclidean rank
correlation (RC) measure proposed in [267]. RC estimates (using Spearman’s corre-
lation) how well the ranks of the pairwise Euclidean distances are preserved in the
low-dimensional representation.

From Figs. 5.5 and 5.6, one can see that the NPM value is lower for embeddings
which do not preserve local neighborhoods. This is the case for the circular, wavelet
and Laplacian kernel for the Swissroll dataset (Fig. 5.5 (a)-(c)) and for the wave,
ANOVA and polynomial kernel for the Helix dataset (Fig. 5.6 (a)-(c)). The highest
NPM value is given to the correct embedding for both manifolds, a plane for the
Swissroll (Fig. 5.5 (f)) and a perfect circle for the Helix (Fig. 5.6 (f)). It is important
to note that on embeddings where the local neighborhoods are preserved but with
a suboptimal global unfolding of the manifold (e.g., Figs. 5.5 and 5.6 (d)(e)), the
calculated NPM values are lower than those with a perfect global embedding. This
is due to the fact that the NPM value is capable of detecting both local and global
inconsistencies, a property that is particularly important for medical image data. In
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Orig. Swissroll manifold RC NPM

(a) Circular, NPM=0.25 (b) Wavelet, NPM=0.50 (c) Laplacian, NPM=0.74
RC=−0.17 RC=−0.26 RC=−0.25

(d) Linear, NPM=0.96 (e) LLE, NPM=0.97 (f) Isomap, NPM=0.99
RC=0.83 RC=0.33 RC=0.37

Figure 5.5: Embedding results for the Swissroll dataset for different kernel functions. The
neighborhood preservation measure (NPM) can effectively evaluate the quality of the different
embeddings while the rank correlation (RC) introduces errors.

contrast, the RC, while it takes into account both local and global dissimilarities,
introduces errors and inconsistencies in the ranking of the kernels, in particular for
the Swissroll manifold.

5.3.2 Brain population manifold

Under the hypothesis that the space of brain images can be represented by a low-
dimensional non-linear manifold, many dimensionality reduction techniques have
been proposed to discriminate features over the whole brain or within a given region
of interest. In particular, imaging biomarkers such as volume or shape have been
used to classify subjects into different clinical categories (e.g., for diagnosis or to as-
sess disease severity or progression) [9, 11, 12, 268]. We evaluated the NPM measure
for kernel-based manifold embedding of a brain dataset population which consists
of a subset of T1-weighted MRI scans of the human brain from the online OASIS
database [198]. Each subject was scanned three to four times in one imaging session
on a 1.5 T Vision Scanner (Siemens, Erlangen, Germany) to obtain T1-individual
magnetization prepared rapid gradient-echo (MP-RAGE) images (MP-RAGE pa-
rameters: repetition time, 9.7 ms; echo time, 4.0 ms; inversion time, 20 ms; delay
time, 200 ms; flip angle, 10◦; orientation, sagittal; resolution, 256× 256 (1× 1 mm);
slices, 128; thickness, 1.25 mm).

For computational reasons, we used only a random subset of 171 subjects (age
range 18-96) with 133 healthy subjects and 38 subjects clinically diagnosed with
very mild to moderate AD. In the subset, the distribution of healthy and subjects
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Orig. Helix manifold RC NPM

(a) Wave, NPM=0.53 (b) ANOVA, NPM=0.78 (c) Polynomial, NPM=0.85
RC=−0.19 RC=0.11 RC=0.45

(d) LLE, NPM=0.98 (e) Gaussian, NPM=0.99 (f) Isomap, NPM=0.99
RC=0.44 RC=0.56 RC=0.80

Figure 5.6: Embedding results for the Toroidal Helix datasets for different kernel functions.
The neighborhood preservation measure (NPM) and the rank correlation (RC) can effectively
evaluate the quality of the different embeddings.

with dementia, age and gender were preserved with respect to the whole dataset.
The images were preregistered to an atlas to correct for position and size [198].
For the dimensionality reduction, masked brain images were used such that only
information of the gray and white matter and cerebrospinal fluid (CSF) were taken
into account. Every brain was taken as a point in a high-dimensional space and using
the aforementioned dimensionality reduction techniques, the dimensionality of each
brain was reduced to two.

The 2D embeddings using different kernel transformations are shown in Fig. 5.7.
Every cross represents a brain and its color is related to the normalized volume of
the CSF. Significant ventricular enlargement (which leads to an increase CSF) has
been associated with AD [286–288]. It can be seen that embeddings that cannot
separate between brains with high and low CSF volume have very low NPM values
(Fig. 5.7 (a)-(c)). On the other hand, embeddings which display a better separation
have higher NPM values. The enlargement of the ventricles is also one of the most
obvious changes of the brain with age. Figure 5.8 illustrates the correlation between
the CSF, the age and the severeness of the AD. The best embedding (obtained
with the multiquadratic kernel with β = 1) is shown according to normalized CSF
volume, age and clinical dementia rating (CDR). The severity of the dementia is given
by the CDR (CDR = 0: no dementia, CDR = 0.5: very mild dementia, CDR = 1:
mild dementia, CDR = 2: moderate dementia). We compared the best embedding
obtained with kernel PCA (here with the multiquadratic kernel and β = 1) with other
common dimensionality reduction techniques in Fig. 5.9. As it can be seen, other
embeddings obtained with PCA, LLE and ICA have lower NPM values, emphasizing

74



5.3. experiments and results

(a) Laplacian, NPM=0.08 (b) Gaussian, NPM=0.11 (c) Sigmoid, NPM=0.12

(d) Wavelet, NPM=0.13 (e) ANOVA, NPM=0.57 (f) Poly., NPM=0.69

(g) Log, NPM=0.69 (h) Multiq., NPM=0.76 (i) NPM

Figure 5.7: Embedding results for the OASIS brain dataset. Each point represents a
brain in the low-dimensional space, obtained by kernel PCA with different kernel functions.
The point color is related to the normalized CSF volume. The neighborhood preservation
measure (NPM) gives low values to poor embeddings ((a)-(d)) and higher values to those
with improved separating ability ((e)-(h)).

(a) CSF (b) Age (c) CDR

Figure 5.8: Embedding results for the OASIS brain dataset using kernel PCA with the
multiquadratic kernel. Color coding indicates normalized CSF volume (a), age (b) and
CDR (c). Mild cognitive impairment and Alzheimer’s disease are correlated with ventricular
expansion which leads to an augmented CSF volume. This correlation can be seen in the
color coding of the embedded points of the brain manifold; CDR: clinical dementia ratio.

the importance of tuning the kernel functions and parameters for kernel PCA.
Topology preservation and regularity are two important aspects of dimensionality

reduction. The NPM measures both properties. Highly irregular embeddings have
a very low NPM score (e.g., the embedding obtained by the Laplacian kernel in
Fig. 5.7 (a)), as do embeddings which do not preserve topology (the embedding
obtained by the sigmoid kernel in Fig. 5.7 (c)). The latter shows a high regularity
but no discriminative structure according to CSF volume and is thus adequately
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(a) Multiq. (b) LLE (c) PCA (d) ICA
kernel PCA NPM=0.74 NPM=0.67 NPM=0.19
NPM=0.76

Figure 5.9: Embedding results for the OASIS brain dataset using (a) kernel PCA with
the multiquadratic kernel and β = 1 (selected as the best kernel function by the NPM),
(b) LLE, (c) PCA and (d) independent component analysis (ICA) [289]. The quality of the
embeddings is assessed with the neighborhood preservation measure (NPM). The embedding
obtained with the multiquadratic kernel scores the highest.

(a) α = 0.5, β = 1 (b) α = β = 0.1 (c) α = β = 1
NPM=0.29 NPM=0.68 NPM=0.68

(d) α = β = 2.5 (e) α = β = 3 (f) ML-NPM
NPM=0.60 NPM=0.58

Figure 5.10: Embedding results for the OASIS dataset using kernel PCA with the gener-
alized histogram intersection kernel. (a)-(e): Embeddings obtained with different values for
the free parameters α and β. The quality is assessed with the neighborhood preservation
measure (NPM). Both embeddings with α = β = 1 and α = β = 0.1 score the highest (black
arrows in (f)). The point color is related to the normalized CSF volume.

evaluated by the NPM measure with a low NPM score. Less regular embeddings that
do show discriminative structure according to CSF volume are scored with a higher
NPM value (e.g., the embedding obtained by the ANOVA kernel in Fig. 5.7 (e)).

Finally, we illustrate the strength of the NPM score to facilitate the definition of
the optimal parameters of the kernel transformations. In Fig. 5.10, the embeddings
from the application of kernel PCA with different parameters of the generalized
histogram intersection kernel are shown. NPM gives low scores for poor embeddings
(Fig. 5.10 (a)), allowing to select the optimal parameters automatically as shown in
Fig. 5.10 (f).
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Histog., NPM=0.47 Wavelet, NPM=0.60 Laplac., NPM=0.59 Wave, NPM=0.62
ML-NPM=0.57 ML-NPM=0.59 ML-NPM=0.63 ML-NPM=0.71

CS=0.18, RC=0.81 CS=0.12, RC=−0.09 CS=0.11, RC=−0.07 CS=0.43, RC=0.10

Sigmoid, NPM=0.69 Circular, NPM=0.69 Poly., NPM=0.70 Linear, NPM=0.70
ML-NPM=0.73 ML-NPM=0.72 ML-NPM=0.75 ML-NPM=0.75

CS=0.48, RC=0.64 CS=0.59, RC=0.65 CS=0.52, RC=0.72 CS=0.52, RC=0.72

Gaussian, NPM=0.71 ANOVA, NPM=0.82 Log, NPM=0.88 Multiq., NPM=0.91
ML-NPM=0.76 ML-NPM=0.79 ML-NPM=0.78 ML-NPM=0.81

CS=0.53, RC=0.72 CS=0.60, RC=0.65 CS=0.66, RC=0.58 CS=0.61, RC=0.90

NPM ML-NPM CS RC

Figure 5.11: Embedding results for the phantom dataset obtained from kernel PCA with
different kernels; NPM: neighborhood preservation measure; ML-NPM: multilevel NPM; CS:
inter-class separation; RC: rank correlation. Here, Histog. stands for generalized histogram
intersection, Wavelet for translation invariant wavelet, Laplac. for Laplacian, Poly. for
polynomial and Multiq. for multiquadratic.

5.3.3 Multispectral image phantom

Next, the proposed kernel optimization method was evaluated on a phantom mul-
tispectral image dataset, which corresponds to a 24-tile colorboard scanned using
a multispectral optical imaging system [290]. The multispectral dataset consists of
31 image spectra ranging from 400 nm to 700 nm at 10 nm steps. In order to select
the optimal kernel transformation for the characterization of the color tiles, kernel
PCA was applied using the kernels presented in Table 5.1. The three main modes
of variation were used to derive RGB images. Class separation (CS) of the 24 color
tiles is estimated using inter/intra-pixel distances and used as the reference measure
in this experiment. Subsequently, the NPM, the ML-NPM and RC measure [267]
were calculated for further quantitative comparison.

Results are shown in Fig. 5.11. One can observe a strong agreement between the
NPM, the ML-NPM and the estimated CS (see also Table 5.3). In contrast, the RC
measure introduces inconsistencies in the ranking of the different embeddings, with
a lower agreement with reference CS (i.e., Kendall’s coefficient of concordance [291]
is 0.65).

Visually, it can be seen that the extent of tile separation correlates well with
both NPM and ML-NPM, which are well adapted to assess the preservation of the
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Table 5.3: Kendall’s coefficient of concordance between each quality measure and the
inter/intra-class separation (W1: W(NPM,CS); W2: W(ML-NPM,CS)) for kernels in Ta-
ble 5.1 and different parameter values. Here, Circ. stands for circular, Gauss. for Gaussian,
Histog. for generalized histogram intersection, Laplac. for Laplacian, Multiq. for multi-
quadratic, Polyn. for polynomial, Sigm. for sigmoid and Wavel. for translation invariant
wavelet.

ANOVA Circ. Gauss. Histog. Lapl. Log Multiq. Polyn. Sigm. Wavel. Wave

W1 0.68 0.93 1 0.84 1 0.98 0.01 0.82 0.71 0.82 0.98
W2 0.71 0.93 1 0.93 1 1 0.30 0.82 0.39 0.82 1

(a) σ = 0.5 (b) σ = 1 (c) σ = 3 (d)
ML-NPM= 0.67 ML-NPM=0.71 ML-NPM=0.80

CS=0.23 CS=0.44 CS=0.62

(e) α = 0.5, β = 0.5 (f) α = 0.5, β = 10 (g) α = 10, β = 10 (h)
ML-NPM=0.75 ML-NPM=0.58 ML-NPM=0.45

Figure 5.12: Top row: Embedding results for the phantom dataset using kernel PCA with
the wave kernel. (a)-(c): Embeddings obtained with different values for the parameter σ;
(d): Plot of the multilevel neighborhood preservation measure (ML-NPM) and the inter-class
separation (CS) values when varying σ. The embedding with σ = 3 obtained the highest value
for both measures (black arrow). Bottom row: Embedding results in the pancreas dataset 1
using kernel PCA with the generalized histogram intersection kernel. (e)-(g): Embeddings
obtained with different values for the free parameters α and β; (h): Plot of ML-NPM values
when varying α and β. The embedding with α = β = 0.5 scores the highest (black arrow).

discriminative structure of such manifolds. An example of optimal parameter selec-
tion is shown in Fig. 5.12 when using the wave kernel in kernel PCA. Both CS and
ML-NPM correlate well with the visual results and both give the same ranking for
embedding quality.

To further corraborate the agreement between NPM/ML-NPM and CS and RC
scores, we computed Kendall’s coefficient of concordance W between these measures.
This coefficient assesses the agreement among raters (in this case the CS, NPM
and ML-NPM) over a set of objects (here the embeddings obtained with different
kernels). For object i, i = 1, . . . , n and rater j, j = 1, . . . ,m, the total rank is
given by Ri =

∑m
j=1 ri,j and the mean for all objects is R̄ = 1

2m(n + 1). Kendall’s

coefficient of concordance is defined as W = 12·S
m2(n3−n)

, where S =
∑n

i=1(Ri− R̄)2. If

W = 1, all raters have assigned the same ranks to all the objects, whereas if W = 0,
there is no overall agreement between the raters. Results are shown in Table 5.3.
Concordance rates were greater for ML-NPM than for NPM due to its ability to
take into account spatial pixel relationships in the manifold embedding. NPM had
a higher concordance coefficient only in one instance, the sigmoid kernel. For both
quality measures, concordance was high (W > 0.7) for all kernel functions except
for the multiquadratic kernel. This can be explained by the fact that this kernel
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function is assigned very high scores for all parameters by NPM, ML-NPM and
CS, which can generate numerical inconsistencies. However, Fig. 5.11 suggests that
the multiquadratic kernel provides an adequate quality embedding and has a good
agreement with the visual assessment of the image. Since the concordance coefficient
is higher for ML-NPM than for NPM in most of the cases, ML-NPM will be used in
the remainder to assess the low-dimensional embeddings of the multispectral images.

5.3.4 Pancreatic multispectral images

A direct application of dimensionality reduction techniques is visualization [292–294],
which is a key step for further (more goal-directed) data analysis. For example, visu-
alizing multispectral images can help to distinguish between different tissue types and
hence to detect and quantify abnormalities. Because of the varying characteristics
depending on the image, patient and pathology, it is important to be able to choose
an appropriate kernel for each individual dataset. In the following, we illustrate how
the application of our method to multispectral image datasets can help to exploit
the kernel dimensionality reduction techniques to highlight the tissue constituents in
all regions of the image.

ML-NPM was applied to two real datasets of time-resolved multispectral fluores-
cence images of human pancreatic tissues. They were recorded by exciting the sam-
ple using a pulsed excitation source (an amplified and frequency-doubled Ti:Sapphire
laser). The resulting fluorescence was then imaged onto a microchannel plate gated
optical intensifier (GOI, gate width 400 ps) and temporal profiles of the fluorescence
decay were recorded by acquiring gated images of the fluorescence at different delays
after excitation. In total, 14 gated images were recorded over a total delay time of
15 ns. More details on the data acquisition can be found in [295].

Results are shown in Fig. 5.13. Poor quality manifold embeddings due to un-
suitable kernel transformations (e.g., circular) yields low ML-NPM scores. As tissue
discrimination improves, the ML-NPM value increases. With the multiquadratic
kernel, both large (e.g., purple area) and smaller constituents (e.g., yellow patches)
are highlighted in the result.

For parameter optimization, Fig. 5.12 shows an example of optimal parameter
selection using the proposed technique on the phantom dataset and the pancreas
dataset 1. It can be seen that ML-NPM scores correlate well with the visual results
for different parameters.

Finally, we compared the performance of the best embedding obtained with ker-
nel PCA (multiquadratic kernel with β = 0.1) with the embeddings obtained with
PCA, ICA and LLE. These are shown in Fig. 5.14, where it can be seen that kernel
PCA with optimal kernel and parameter selected by ML-NPM outperforms the other
dimensionality reduction techniques in displaying the different tissue constituents.

5.3.5 Brain multispectral images

A final experiment was carried out on the MICCAI 2012 BRATS Challenge data [226]
to show the specificity of kernel transformations for different patients and to evaluate
the proposed kernel combination approach. The dataset consists of T1, T2, FLAIR
(Fluid attenuated inversion recovery) and T1c (post Gadolinium T1) MR images.
The images were acquired at different centers over several years using MR Scanners
from different vendors (1.5 T and 3 T). For each subject,the shared acquisition pa-
rameters are: T1, sagittal or axial 2D acquisitions with 16 mm slice thickness; T2,
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(a) Circular (b) Polynomial (c) Wavelet (d) Histogram
ML-NPM= 0.39 ML-NPM= 0.55 ML-NPM= 0.69 ML-NPM= 0.74

(e) Sigmoid (f) Gaussian (g) ANOVA (h) Wave
ML-NPM= 0.75 ML-NPM= 0.79 ML-NPM= 0.82 ML-NPM= 0.84

(i) Laplacian (j) Log (k) Multiquadratic (l) ML-NPM
ML-NPM= 0.89 ML-NPM= 0.91 ML-NPM= 0.91

Figure 5.13: Embedding results for the pancreas dataset 2 using kernel PCA with different
kernels in Table 5.1 and randomly chosen parameters. The quality of the embedding is
assessed with the multilevel neighborhood preservation measure (ML-NPM).

(a): Multiq. (b): PCA (c): ICA (d): LLE
kernel PCA ML-NPM: 0.30 ML-NPM: 0.32 ML-NPM: 0.63

ML-NPM: 0.91

Figure 5.14: Embedding results for the pancreas dataset 2 using (a) kernel PCA with
the multiquadratic kernel and β = 0.1 (selected as the best kernel function by the ML-
NPM), (b) PCA, (c) ICA and (d) LLE. The quality of the embedding is assessed with the
multilevel neighborhood preservation measure (ML-NPM). The embedding obtained with the
multiquadratic kernel shows different tissues more clearly and gives the highest ML-NPM
value.

axial 2D acquisition with 26 mm slice thickness; T1c, contrast-enhanced image, 3D
acquisition with 1 mm isotropic voxel size for most patients; FLAIR, axial, coronal
or sagittal 2D acquisition with 26 mm slice thickness. The four modalities were used
as mono-channels. For each subject (12 in total), Table 5.4 summarizes the optimal
kernels and parameters as selected by the workflow proposed in Fig. 5.4 (dimension-
ality reduced from 4 to 1). As expected, these vary from subject to subject, which
demonstrates that the common practice to hard-code a single kernel transformation
for an entire application can lead to suboptimal results. The results indicate that
it is necessary to personalize the optimal kernel transformation for each new image
data. Furthermore, it can be observed that even when the same kernel function is
selected, the associated parameters can require specific tuning as illustrated with
cases 2 and 3. Only in two cases the ML-NPM values returned the exact same kernel
and parameters (subjects 7 and 12). It is worth noting that in none of these cases the
Gaussian kernel was selected as the optimal kernel. The polynomial kernel, on the
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Table 5.4: Kernel analysis for each brain dataset, dimensionality reduced from 4 to 1.

Patient Optimal single Optimal ML-NPM ML-NPM
number kernel parameter single kernel combined kernels

1 Laplacian σ = 3 0.906 0.922
2 Wave σ = 2 0.838 0.871
3 Wave σ = 1 0.874 0.886
4 Polynomial α = 1, β = 1, γ = 5 0.748 –
5 Wave σ = 2 0.837 0.866
6 Wavelet α = 1 0.649 –
7 Log γ = 20 0.873 0.894
8 Log γ = 20 0.869 0.886
9 Linear – 0.807 0.817
10 Laplacian σ = 3 0.684 0.737
11 Wavelet α = 5 0.841 –
12 Multiquadratic β = 3 0.886 0.887

Case 1 Case 3 Case 9 Case 12

si
n

g
le

co
m

b
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ed

Figure 5.15: Examples of improvement in manifold embedding for the brain datasets
achieved by using the proposed kernel combination over a single kernel.

other hand, is selected as the best mapping in one instance (case 4). For the brain
multispectral datasets, the wave kernel works particularly good as it is identified as
the optimal transformation in a quarter of the cases.

Finally, the kernel combination presented in Section 5.2.3 was applied to all brain
datasets based on the previously calculated ML-NPM values. It can be seen from
Table 5.4 (rightmost column) that the quality as estimated by ML-NPM of the
resulting manifold embedding improves for most of the datasets. ML-NPM values
increased between 5% and 8%, which can be important to better highlight subtle
tissues differences in multispectral images. For the cases with no ML-NPM value
for the combined kernel in Table 5.4, the combination did not outperform the best
single kernel.

For visual illustration, the first principal component of the obtained kernel pro-
jections are shown in Fig. 5.15, where it is evident that kernel combinations improve
significantly the manifold embedding results over using a single kernel transforma-
tion. In particular, the tumors and the gray matter are better highlighted by using
the combined kernels in cases 1, 3 and 12.
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(a): Swiss Roll (b): Helix

(c): Brains (d): Pancreas

Figure 5.16: Plots of the NPM measure of the embeddings shown in Figs. 5.5, 5.6, 5.7,
5.13 and 5.14 for varying k from 0.1% until 10% of the data samples. Choosing k as 10%
corresponds to k = 200 in (a) and (b), k = 17 in (c), and k = 500 in (d).

5.3.6 The choice of k

For the computation of the quality measures, a neighborhood size k has to be selected.
In practice, it is not obvious which neighborhood size is adequate for comparing the
embeddings obtained with different kernel functions. In [296], the authors proposed
to compute kmax, defined as the value of k which gives the highest value of the quality
measure, and then to consider 1/kmax

∑kmax
k=1 Q(k) and 1/(N − kmax)

∑N−1
k=kmax

Q(k)
to compare the embeddings, where Q(k) is the quality measure when using a neigh-
borhood size k.

In order to choose k for the datasets we used, we examined the evolution of
the NPM measure as a function of k. Fig. 5.16 shows the NPM curves for the
Swissroll, Helix, Brains and Pancreas datasets when varying k from 0.1% to 10% of
the data samples. The corresponding embeddings are shown in Figs. 5.5, 5.6, 5.7,
5.13 and 5.14.

For poor embeddings, the NPM decreases rapidly with increasing k. This is the
case, for example, of the poor embeddings of the Swissroll (see the embeddings in
Fig. 5.5) obtained with the Laplacian, wavelet and circular kernel. In contrast, for
good embeddings, the NPM curves decreases significantly slower. Overall, although
NPM is a function of k, the ranking order of the different embeddings was preserved.
An exception was the Swissroll dataset. Here, we observed that with large k the linear
kernel had the highest NPM, while the NPM value for the embedding obtained with
Isomap decreased. This is an expected behavior [297] when the number of k nearest
neighbours increases, the 2D distribution of points estimated by the algorithm gets
closer to the 2D parameterization used for building the Swissroll, until a short-circuit
appears.

These results suggest that NPM gives a robust ranking with respect to k. To
take into account the very different numbers of samples in each dataset, we fixed k
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as 5% of the samples, which is a reasonable choice according to the curves obtained
for all datasets. The only exception was the Swissroll dataset, where we chose k as
being 2% of the data samples to avoid the short circuit effect between distant parts
of the manifold.

5.4 Discussion and conclusions

We presented a method to automatically assess the goodness of a kernel-based man-
ifold embedding and subsequently to select the optimal kernel and associated pa-
rameters, or the best combination thereof. Unlike existing techniques, the proposed
optimal kernel selection method is unsupervised (no training or labeled data is re-
quired) and takes both local and global relationships into account.

The proposed quality assessment measure NPM quantifies neighborhood intru-
sions, and it can thus be framed within the co-ranking matrix framework [264], which
encompasses all rank errors (i.e., differences between the rankings of distances from
each point to all others, comparing the low-dimensional representation to the original
one). Within this framework, several quality criteria can be formulated. Our NPM
measure evaluates the goodness of an embedding by looking at neighborhood intru-
sions in the low-dimensional representation when considering the resulting embedding
of the original neighborhood. Thus, NPM can be associated with all entries (i, j) of
the co-ranking matrix such that i > k and j ≤ rX,Yk (i).

In particular, the introduction of a multilevel quality assessment measure enables
us to take both spatial relationships in the image and the discriminative structure
of the data during manifold embedding into account. Furthermore, using the pro-
posed quality measures to combine multiple kernels permits suitable integration of
several kernel functions within a single dimensionality reduction stage,without the
need for training or computationally expensive optimization. We have demonstrated
the flexibility and applicability of the proposed techniques based on various synthetic
and clinical data acquired from different imaging modalities. In particular, we have
shown their potential to improve the interpretation of brain manifold embedding and
multispectral imaging dimensionality reduction.

We have studied how several alternative kernel functions can improve the dimen-
sionality reduction that is typically performed in medical image processing by using
the linear, polynomial or Gaussian kernels. In our experiments, other kernels such as
the multiquadratic or wave kernel performed better than the linear, polynomial and
Gaussian kernels. This demonstrates the importance of using more suitable kernels
and assessing their performance as proposed in this study.

It is also important to note that the performance of kernel functions is highly
application dependent. For instance, the Laplacian kernel has a satisfactory embed-
ding performance for the multispectral pancreas dataset (Fig. 5.13), but a low class
separation and low quality measures for the phantom data (Fig. 5.11). In contrast,
the multquadratic kernel scores among the highest for all the datasets in this study.
Evidently, performance is dependent on the choice of the free parameters for each
kernel as well. However, the proposed methods are capable of finding the best ker-
nel function with optimal parameter or the best kernel combination for each case.
More generally, the proposed techniques provide optimal embedding results for each
specific image, subject, or biomedical application, which is an important feature in
order to achieve more personalized assessment in clinical practice.

One limitation of this study is that the set of kernel functions used in this work
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does not comprise all possible kernels suitable for use in kernel PCA. However, our
objective was to demonstrate the benefits of using the proposed quality measures
and kernel combination method, based on a sizeable set of kernels, covering various
transformation types, which included more sophisticated kernels than the commonly
used linear, Gaussian and polynomial kernels. Our framework encompasses other
popular manifold techniques that can be implemented using complex kernel func-
tions. As illustration, we considered Isomap, LLE and ICA, but other algorithms
such as MDS or Laplacian Eigenmaps can be also used.

In this work, we showed the value of the multilevel quality measure for optimal
parameter selection and kernel combination based on the introduced NPM quality
measure. This image-based extension can also be applied to some of the existing
kNN-based local measures such as those in [298, 299]. However, our measure was
developed to detect both local and global inconsistencies during manifold embedding.
As a result, both NPM and ML-NPM permit to separate both small (e.g., tumor)
and larger constituents in biomedical tissues, as demonstrated by the multispectral
visualization results.

Finally, some problems related to multiple kernels were not specifically addressed
in this work, such as dealing with the vast search space. Also, we did not explore the
combination of multiple kernels of the same type but with different parameter values.
Moreover, alternative ways for non-linear kernel combinations as suggested in [300],
were not incorporated to the current workflow. These ideas could potentially further
improve the final manifold embeddings and tissue characterization results.
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Abstract — It is challenging to characterize and classify normal and abnor-
mal brain development during early childhood. Manifold learning techniques can be
applied to analyze the differences in a population and to relate them with clinical
information. The neighborhood definition used for constructing manifold represen-
tations of the population is crucial for preserving the similarity structure and it is
highly application dependent. The recently proposed neighborhood approximation
forests learn a neighborhood structure in a dataset based on a user-defined distance.
We propose a method to learn multiple pairwise distances in a population of brain
images and to combine them in a manifold learning step. Unlike other methods
that only use a univariate distance measure, our method allows for a natural com-
bination of multiple distances from heterogeneous sources. As a result, it yields a
representation of the population that preserves the multiple distances. Furthermore,
our method also selects the most relevant features associated with the distances. We
evaluate our method in neonatal magnetic resonance images of three different groups
(term controls, patients affected by intrauterine growth restriction and mild isolated
ventriculomegaly). We show that combining multiple distances related to the con-
dition improves the overall characterization and classification of the three clinical
groups compared to the use of single distances and classical unsupervised manifold
learning. Additionally, we show results when applying the proposed method to two
other populations of brain MR images: for classifying Alzheimer’s disease and for
the characterization of a population of healthy (preterm and term) neonates.

Sections 6.1 – 6.4 of this chapter are adapted from:

V. Z. Zimmer, B. Glocker, N. Hahner, E. Eixarch, G. Sanroma, E. Gratacós , D. Rueckert,
M. A. González Ballester, G. Piella. Learning and combining of image neighborhoods using ran-
dom forests for neonatal brain disease classification. [Under review].

Section 6.5.2 of this chapter is adapted from:

V. A. Zimmer, B. Glocker, P. Aljabar, S. J. Counsell, M. A. Rutherford, A. D. Edwards, J. V. Hajnal,
M. A. González Ballester, D. Rueckert, G. Piella. Learning and combining image similarities for
neonatal brain population studies MLMI 2015, 110–117, 2015.
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6.1 Introduction

During early childhood, the brain undergoes complex structural changes, which
makes it challenging to characterize and classify normal and abnormal brain develop-
ment. Depending on the condition occurring during the pregnancy, brain structure
could have overt lesions or more subtle and general changes in brain structure that
could make it difficult to quantify these changes (see Chapter 3). The diagnostic and
subsequent therapy, however, often relies only on one dimensional measurements,
such as the width of the ventricles in a specific plane manually determined by the
experts. Therefore, there is a growing need for identifying brain imaging biomarkers
to improve the characterization of diseases, their diagnosis and therapy. Medical
images, such as magnetic resonance (MR) images, provide structural information of
the brain which can be analyzed to find changes and disease-specific differences in a
population. Common techniques to study large sets of images are manifold learning
methods, as described in Section 2.3.1.

Manifold learning is a field in machine learning which aims at reducing the com-
plexity (dimensionality) of high-dimensional data while preserving the intrinsic struc-
ture as much as possible. By learning an underlying (low-dimensional) manifold
structure, these techniques can facilitate further analysis such as classification, vi-
sualization and compression, and have been used successfully in medical imaging
for various applications [10]. Popular dimensionality reduction and manifold learn-
ing methods, both linear (e.g., PCA [107], MDS [108]) and non-linear (e.g., kernel
PCA [109], Isomap [110] and Laplacian Eigenmaps [101]), require some notion of dis-
tance between data samples to capture global and local structures in the population
(see Chapters 2.3.1 and 5). Often, they optimize an objective function based on the
image’s neighborhoods to learn the underlying manifold structure. For an overview
of manifold learning techniques see, e.g., [90] and Chapter 2 of this thesis.

The neighborhood definition is crucial for the quality of the resulting new rep-
resentation (see Section 2.3.2). This is highly application dependent and a field of
on-going research. A typical choice is to use the Euclidean distance between data
samples to approximate distances on the manifold (in the context of brain imag-
ing the Euclidean distance may be calculated between the voxels of the image or a
region of interest). However, the Euclidean distance may not capture all the differ-
ences in a population or be representative of anatomical characteristics. Works such
as [5, 11, 12, 301] show that more sophisticated and application-dependent distance
definitions improve the overall performance of the methods.

There has been much interest in identifying and combining different kinds of het-
erogeneous information in the definition of image neighborhoods to improve the new
representation resulting from a manifold learning step, as detailed in Section 2.3.2.
Non-rigid transformations between images [9], structural segmentations [129], shape,
appearance and clinical information [11, 12], and local image regions [119, 132] were
explored to estimate the manifold structure of the space of brain images.

However, the extraction of additional information, such as structural segmenta-
tions and shape information, is computationally expensive. Moreover, it is in general
not clear how to combine and weight multiple heterogeneous neighborhood defini-
tions. In multiple kernel learning, different kernels, representing different notions of
similarity between information coming from different sources, are combined by learn-
ing an optimal linear or non-linear weighting of the kernels [114, 133, 301]. In [12],
non-imaging information is combined with appearance-based image features by in-
cluding additional edges in the neighborhood graph used for Laplacian Eigenmaps.
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In [11], new embedding coordinates of multiple manifold representations, obtained
using different information, are combined for a joint representation.

Another powerful method that can be used to approximate distance measure-
ments is random forest [302]. A random forest is an ensemble of decision trees,
where at each node of the trees the data samples are partitioned into two sets, ac-
cording to a test, whose parameters are learned a priori from training data. A notion
of similarity between the data samples can be defined based on the co-occurrences in
leaf nodes [303] which has been applied successfully to several clustering and classifi-
cation tasks [5, 304, 305]. In particular in [5], random forests were used for deriving
the pairwise distances from different imaging modalities for manifold learning. Ad-
ditionally, the most important features for the classification problem were extracted.
One of the advantages of using random forests is the feature selection step which
is done simultaneously to the classification, and can give additional insight to the
application at hand.

In this work, we propose to learn the neighborhood structure in brain MR images
based on application-specific properties of the population. We use neighborhood
approximation forests (NAFs) [306] which are a type of random forests specifically
designed to approximate neighborhoods. Instead of using a single notion of simi-
larity per imaging modality (as in [5]), we use several notions, based on multiple
user-defined criteria. We then use NAFs to approximate such similarities based on
the appearance information in MRI and obtain approximated neighborhoods. The
pairwise affinities are based on the co-occurrence counts in the leaf nodes of the
NAFs. This allows seamlessly combining several neighborhoods induced by arbi-
trary criteria since they are all represented in the same units (co-occurrence counts)
and therefore can be readily combined. The combined affinity matrices are used in a
manifold learning step to extract a vector representation of the images that preserves
the combined image neighborhoods and encodes different heterogeneous information
simultaneously.

Unlike other approaches, the proposed method enables the combination of het-
erogeneous sources of supervised information (i.e., user-defined distances relevant to
the condition) and extracts a vector representation useful for analyzing the condition.
Moreover, our method automatically extracts relevant features (without the need to
engineer them a priori). The contributions in this chapter are threefold: First, we
obtain a vector representation of the images that preserves multiple user-defined cri-
teria. Second, we extract relevant features useful for analyzing the condition. Third,
we apply our method to the classification of neonatal conditions. We show the im-
proved classification ability of our method compared to using single affinities and
classical unsupervised manifold learning. This work extends our previous work [104]
with a more detailed description of the method, a more sophisticated combination
method for the approximated neighborhoods and a more extensive evaluation on new
data.

We apply the proposed method to a population of term born neonates. Two con-
ditions are present in this population: intrauterine growth restriction (IUGR) and
mild isolated ventriculomegaly (VM) (see Chapter 3). The new vector representa-
tions obtained by our method are able to separate the three groups (normal controls
(NC), IUGR and VM) with a high accuracy. The features used for the neighborhood
definition are extracted automatically and reflect the disease’s structural changes.

Additionally, the method is applied for AD classification in adult brain MRI
(Section 6.5.1) and for the general characterization in preterm and term neonatal
MRI (Section 6.5.2).
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Fρ1 , . . . , FρK Aρ1 , . . . ,AρK Yρ1,...,ρK

Figure 6.1: Pipeline of the proposed method. For a given population, NAFs are constructed
using various distances to obtain neighborhoods within the population and for feature ex-
traction. The combined information is used for classification.

6.2 Method

The pipeline of the proposed method is shown in Fig. 6.1. For a given population
of images, NAFs are constructed based on multiple distances. These distances are
chosen such that they represent different properties of sub-populations. Affinity
matrices are derived from the NAFs as neighborhood representations and used in
a manifold learning step. In the following, the different parts of the pipeline are
explained in detail, namely, the computation of affinities (Fig. 6.1 (a)-(d)) and the
manifold learning (Fig. 6.1 (e)).

6.2.1 Pairwise image similarities using random forests

In this work, we choose to learn the neighborhood structure of images using NAFs5.
A NAF learns a neighborhood structure of a given dataset in a supervised manner
induced by an arbitrary notion of similarity between images. In the training step,
the algorithm learns to cluster the images based on appearance features according
to the distance function. For testing, the learned features are used to predict the
closest neighbors of a test image in the training database. Given a population I of
images, a subset I = {Ip}Pp=1 ∈ I is used for training and each Ip is represented

by a high-dimensional intensity-based feature vector f(Ip) ∈ RQ. The population I
is equipped with a user-defined distance function ρ : I × I → R which allows the
definition of pairwise distances ρ(Im, In) between the images.

Training phase. In the training phase, T individual trees are constructed. For
each tree t, a random subset of features f (t) ⊂ f is selected with f (t) ∈ Rq, q < Q.
At each node of tree t, the algorithm divides the data samples present in the current

node into two sets. This branching of the set of images I
(t)
s in node s of tree t is based

5Publicly available at http://www.nmr.mgh.harvard.edu/~enderk/software.html
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on a binary test: for In ∈ I
(t)
s , In ∈ I

(t)
sR if f

(t)
m (In) > τ , and In ∈ I

(t)
sL otherwise. Here,

f
(t)
m (In) is the mth feature in image In in tree t, τ ∈ R is a threshold, and I

(t)
sR and

I
(t)
sL are the sets of images splitted to the right and left child node, respectively. For

each node in each tree, the binary test is optimized with respect to the parameters m
and τ such that the data samples are clustered according to a user-defined distance
function ρ by maximizing a compactness criterion [306].

Testing phase. Given a test set Î = {Îr}Rr=1 ∈ I, a test image Îr is passed down
each tree in the forest. At a node, the binary test with the parameters learned in
the training phase is applied. According to this test, the image is sent to the left
or to the right child of the current node. This is repeated until the image arrives

at a leaf node. If the leaf node contains the training image Ip, their affinity a
(pr)
ρ

is increased by one. This procedure is repeated for each tree and yields an affinity

matrix Aρ = {a(pr)
ρ }p=1,...,P

r=1...,R
between the samples of the training and testing set.

Feature selection. During the training phase of NAFs, the parameters m and
τ of each binary test of tree t are optimized to obtain an optimal partitioning of
the training data samples. The parameter m denotes the component of the feature
vector f (t) which is tested at the current node. There exist several ways of determining
the importance of individual features for the growing of the decision trees. In [306], a
feature is considered important if it is selected in the first three levels of the trees. A
more sophisticated approach was used in [5], where the decrease in the Gini impurity
criterion was measured for the individual features in each node. In this work, we
adopt the former and simpler approach. The frequency of the selected features in
the first three levels of the trees is recorded, and the values are normalized by the
number of nodes in the tree level.

Pairwise similarities based on leaf co-occurrences. For each distance func-
tion ρ, a NAF Fρ is trained using the training set I and a pairwise affinity ma-

trix Aρ ∈ RP×P = {a(ij)
ρ }i,j=1,...,P is computed, where a

(ij)
ρ reports how often

images Ij ∈ I and Ii ∈ I finish in the same node across each tree in the for-

est. The corresponding distance matrix Mρ = {m(ij)
ρ }i,j=1,...,P is constructed with

m
(ij)
ρ = 1 − a(ij)

ρ /T , where T is the number of trees in the forest. The matrix Mρ

can now be interpreted as pairwise distances of the image set I and can be used for
constructing a manifold representation of the training set.

6.2.2 Manifold learning using multiple approximated
neighborhoods

Combination of affinity matrices. To consider different features simultane-
ously, the affinity matrices from NAFs based on different user-defined distances ρk,
k = 1, . . . ,K, can be combined, producing a joint embedding of various neighbor-
hood approximations. Assuming that the NAFs Fρk contain the same number of
trees T , the affinity matrices can be additively combined by

Aρ1,...,ρK =

K∑
k=1

µkAρk . (6.1)
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The weights µk ∈ R
+,

∑K
k=1 µk = 1 control the influence of each Aρk in

the combination. The components of the joint distance matrix Mρ1,...,ρK are

m
(ij)
ρ1,...,ρK = 1− a(ij)

ρ1,...,ρK/T .
Since the affinity matrices are expressed in the same units (i.e., leaf counts), they

can be readily combined without the need of additional normalization or scaling, as
opposed to other similarity combination methods.

Manifold learning method. Laplacian Eigenmaps (LE) [101] is used for learn-
ing the manifold. It captures the intrinsic low-dimensional structure of a mani-
fold by finding an optimal embedding which preserves local neighborhoods (see Sec-
tion 2.3.1). The embedding coordinates are obtained by solving the generalized
eigenvalue problem Lv = λDv of the corresponding graph Laplacian L = D −W
(with degree matrix D and weight matrix W = (w(ij))i,j=1,...,P ), whose eigenvectors
vi give the optimal embedding. Typically, only the eigenvectors corresponding to
the lowest (nonzero) n eigenvalues λi, i = 1 . . . , n are kept for the final embedding.
We estimate the best value of n by a goodness-of-fit parameter G, given by [5]

G =

∑n
i=1 λi∑P
i=1 λi

,

describing how well these n eigenvalues represent the full matrix of eigenvalues.
Here, the similarity coefficients w(ij) are functions of the distances based on leaf

co-occurences between images Ii and Ij , i.e., functions of the elements m
(ij)
ρ1,...,ρK . We

choose

w(i,j)
ρ1,...,ρK

(m(ij)
ρ1,...,ρK

) = exp

(
−
(
m

(ij)
ρ1,...,ρK

)2
2σ2

ρ1,...,ρK

)
,

where σ ∈ R+ is estimated as σ = 1
P 2

∑P
i,j=1

√
m

(ij)
ρ1,...,ρK and plays the role of a scale

parameter.
We denote the new embedding coordinates as Yρ1,...,ρK using affinity matrices

obtained from NAFs trained on the user-defined distance functions ρk, k = 1, . . . ,K.

Weight optimization The weights µk for the affinity combination in Eq. (6.1)
can be chosen in different ways. For µk = 1

K , k = 1, . . . ,K, each approximated neigh-
borhood has the same influence (uniform weighting). Alternatively, we can choose
the weights µk such that the resulting joint embedding has certain properties. In
this work, we propose two different criteria: (i) minimizing the intra-class variance
and (ii) preserving the neighborhoods. For the former, the variance of the new co-
ordinates of the training set within each class is minimized (supervised) and for the
latter a measure of quality assessing the new neighborhoods in the embedding is
optimized (unsupervised). In the literature, there exist several measures which as-
sess the quality of embeddings by comparing the k nearest neighbors of samples in
the original space and the embedding space [262, 264]. Here, we adopt the neighbor-
hood preservation measure (NPM, Eq. (5.1)) proposed in Chapter 5. NPM quantifies
neighborhood intrusions in the new embedding space and we define NPM by sum-
ming all point intrusions into the embedding as follows:

NPM(X,Y, k) = 1−
∑P

i=1 |S
X,Y
k (i)| − k

P (P − 1− k)
.
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An ideal embedding preserving all neighborhoods without any local or global distor-
tion would result in a NPM value of 1. The worst possible mapping, i.e., to a single
point in the new space, would result in a value of 0. Therefore, we choose the weights
µk by maximizing the NPM of the resulting embedding. See Chapter 5 for a more
detailed description of NPM, in particular, Section 5.2.3.

Projection of new data points To be able to relate unseen data points with
the new manifold representation, the so-called out-of-sample extensions are applied
to project new data points to the low-dimensional space. For non-linear techniques
such as LE, there is no straightforward extension to out-of-sample data points and
the projection has to be estimated. Here, we use an out-of-sample extension based
on the Nyströms approximation [90, 134]. According to it, the eigenvectors of a large
p × p matrix can be approximated by the eigendecomposition of a q × q submatrix
with q < p. Therefore, we can approximate the coordinates in the new representation
of an unseen data sample Ir as

yr =
1

P

P∑
i=1

yia
(r,i)
ρ ,

where yi are the embedding coordinates of data sample Ii ∈ I and a
(r,i)
ρ is the affinity

based on co-occurrences in leaf nodes of the new sample Ir ∈ Î to the sample Ii (which
was used for training the NAF Fρ), when Ir is passed down each tree of the forest Fρ.

6.3 Experiments and results

6.3.1 Dataset

We applied the proposed pipeline to explore the best combination of user-defined
distances for a population of term neonates that were scanned at the Hospital Cĺınic
de Barcelona. The population consists of T2 weighted MR images, scanned on a
3 T system (TrioTrim, Siemens Healthcare) in axial orientation. Two conditions
are present in this population: intrauterine growth restriction (IUGR) and isolated
mild ventriculomegaly (VM). IUGR due to placental insufficiency affects 5-10% of all
pregnancies and is associated with neurostructural and neurodevelopmental anoma-
lies [14, 15, 168]. A newborn is diagnosed with IUGR if its birth weight percentile
is less than ten. The second condition, isolated mild VM, occurs in 0.15-0.7% of
all pregnancies and is defined as an atrial diameter between 10 mm and 12 mm of
the lateral ventricles at 18 − 22 weeks GA [174, 175]. VM can affect both lateral
ventricles (bilateral) or only one ventricle (unilateral) and is associated with neu-
rodevelopmental disorders [174, 175] (for a detailed description of both conditions
see Section 3.3.1).

The dataset consists of 111 neonates with an age range of 38.63− 48.40 (mean
of 43.70 ± 2.24) weeks GA at scan. The subjects were prenatally diagnosed either
as healthy term controls (NC, 70 subjects), affected by IUGR (27 subjects) or VM
(14 subjects). The study protocol and the recruitment and scanning procedures
were approved by the Institutional Ethics Committee, and written informed consent
was obtained from the parents of each child to participate in the research studies6.
Information for each group regarding GA, birth weight percentile and type of VM

6Code of IUGR cohort: HCB/2012/7715; code of VM cohort: HCB/2014/0484
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Table 6.1: For each group of the neonatal population (NC: normal controls; IUGR: af-
fected by intrauterine growth restriction; VM: affected by isolated mild ventriculomegaly),
information on the total number of subjects (N), weeks gestational age (GA) at birth and
at scan, birth weight percentile and on the type of ventriculomegaly (bilateral or unilateral)
are provided.

N
GA GA birth weight type of VM

at birth at scan percentile bi left right

NC 70 39.6± 1.3 44.0± 2.3 47.4± 29.0 — — —
IUGR 27 37.3± 2.1 42.7± 2.4 3.3± 3.9 — — —
VM 14 40.1± 0.8 43.9± 1.6 77.5± 28.4 5 2 7

Group template NC IUGR VM (bilateral)

Figure 6.2: From left to right: group template, NC subject (normal controls), IUGR
subject (affected by intrauterine growth restriction), VM subject (affected by isolated mild
ventriculomegaly).

is provided in Table 6.1. The subjects of the three groups have a similar mean GA
at scan. The birth weight percentiles differ between the groups. While the IUGR
subjects have a percentile around three, the other two groups have larger percentiles
as expected. From the VM subjects, the majority have a unilateral VM affecting the
right ventricle.

Image noise was removed using [307], skull-stripped using FSL BET [308], cor-
rected for bias using N4 [228] and intensity normalized using histogram match-
ing [309]. A group template was constructed and all subjects were non-rigidly aligned
using a coarse control-point spacing of 20 mm to the group template to account for
size differences. We performed automatic segmentation [310] into 45 regions using
a spatio-temporal atlas of the developing neonatal brain [91] (constructed from 204
premature neonates between 28 and 44 weeks GA). The aligned images in the atlas
space were of size 166 × 245 × 62 with a voxel size of 0.625 × 0.625 × 2 mm. The
images were smoothed using a Gaussian filter with physical size of 4 mm in each
dimension. Figure 6.2 shows subjects for the three subpopulations and the group
template.

6.3.2 Experimental setup

We selected distance functions ρ specific to the properties of the conditions (as de-
scribed below) and applied the pipeline shown in Fig. 6.1 to the affinity matrices
obtained by the NAFs as described in Section 6.2. We considered three diagnos-
tic groups (IUGR/NC-VM, VM/NC-IUGR and NC/IUGR/VM) and used a simple
kNN with k = 5 as classifier. For evaluation, we employed a 100-fold cross-validation
strategy, taking randomly 10% of the data as test data in each fold and used the rest
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AD AP AV

Figure 6.3: Affinity matrices extracted from the NAFs FD (left), FP (middle) and FV
(right) showing the similarity structure in the approximated neighborhoods.

for training the NAFs and construction of the low-dimensional embedding. The fea-
ture vector for each image was composed of the intensities of randomly chosen voxels
inside the brain mask of the group template. We chose a feature vector of length
Q = 100,000. NAFs Fρ were trained for three different definitions of the distance
function ρ, namely, (i) the difference in diagnosis (-1: IUGR; 0: NC; 1: VM), FD,
(ii) the difference in the birth weight percentile, FP and (iii) the difference in volume
of the right lateral ventricle, FV . Combinations of those are denoted as FD,P , FP,V
and FD,P,V . We used 500 trees in each forest. In each tree, q = round(

√
Q) = 316

features were evaluated, the maximum tree depth was 12 and the minimum sample
size at a leaf was 5.

We compared our method (ML-NAF) to classical LE with distance m(ij) between
images Ii and Ij being the Euclidean distance of the images’ voxels, to the random
forest classifier (NAF, using directly the output of the NAFs as classification re-
sults) and to a logistic regression classifier applied to the selected features for each
NAF (LR-F).

6.3.3 Pairwise affinities and feature extraction

The affinity matrices extracted from NAFs FD, FP and FV are shown in Fig. 6.3 and
they illustrate the expected properties of the new approximated neighborhoods. For
FD, three blocks associated with the three classes are visible, showing that subjects
in the approximated neighborhood are more similar to subjects of their own class
than to subjects of other classes. For FP and FV , the block structure is degenerated.
For FP , only the block of IUGR subjects is clearly visible, indicating that the birth
weight percentile is a discriminating factor for IUGR but not for VM or NC. When
trained on the right lateral ventricle volume, the VM subjects show higher similarities
to other VM subjects than to subjects belonging to other classes.

As described in Section 6.2.1, the most discriminative features of the NAFs FD,
FP and FV are automatically selected. The frequencies of the features selected in the
first three levels of the trees are shown in Fig. 6.4 after convolution with a Gaussian
kernel with standard deviation σ = 2.

For FV , the NAF trained on the right ventricle volume, the most discriminative
features are selected around the right ventricle (right column in Fig. 6.4). The
majority of the VM subjects have a dilated right lateral ventricle (12 out of 14
subjects, see Table 6.1) and the left ventricle is only affected in half of the cases. This
explains that mainly features from the right ventricle are selected in the first levels
of the trees, even though the lateral ventricles form normally a symmetric structure.
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FP : birth weight FV : right lateral
FD: diagnosis percentile ventricle volume
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Figure 6.4: The features of the NAFs FD, FP , FV , selected in the first three levels of the
trees. For FP (middle column) and FV (right column), the most discriminative features are
located at the cortex (green arrows) and around the right lateral ventricle (blue arrows),
respectively. For FD (left column), features of both locations are selected.

The feature selection indicates that the selected features are a discriminative factor in
the population. For FP (Fig. 6.4, middle column), the selected features are located
mainly at the cortex, suggesting that changes in the cortex are connected with a
low birth weight percentile. This is in line with other studies [13, 16, 17] that
reported changes in the cortex for subjects affected by IUGR. For FD, features of both
locations (right ventricle and cortex) are selected. Since the dilation of the ventricles
is the most distinguishing structural difference between the pathologies (see Fig. 6.2),
it is not surprising that many features around the ventricles are selected when training
based on the diagnosis (Fig. 6.4, left column). The image-based classification of
IUGR is difficult, because the structural changes in the brain are more subtle than
those in VM subjects. However, as we can see in Fig. 6.4, left column, some features
from the cortex are also selected.

6.3.4 Classification results using single NAFs

Table 6.2 shows the classification results (accuracy, sensitivity and specificity) of
the three diagnostic groups using the different methods without combination. When
applying LE, the sensitivity for classifying IUGR and VM subjects is poor. The clas-
sical Euclidean distance cannot capture the differences between the three diagnostic
groups. When the NAFs are directly used as a non-linear classifier, the classifica-
tion accuracy of the three diagnostic groups improves notably. The forests FD and
FV yield accuracies of 92% and 94%, respectively, to classify VM subjects, which
indicates that the size of the right ventricle volume is a discriminative factor in the
population. For the classification of IUGR subjects, where the structural changes
are more subtle, the accuracy is 85% for FD and 83% for FP . For both diagnostic
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Table 6.2: Classification results of the three diagnostic groups, provided in percentages
(Accuracy [Sensitivity, Specificity]) using different methods without combination. LE: clas-
sical Laplacian Eigenmaps; NAF: neighborhood approximation forest classifier of forests FD,
FP , FV ; LR-F: logistic regression classifier on the most discriminative features fD, fP , fV ,
selected from FD, FP , FV , respectively; ML-NAF: proposed method (Fig. 6.1) applied to
the affinity matrices AD, AP , AV extracted from FD, FP , FV to obtain new representations
YD, YP , YV .

method IUGR VM NC-IUGR-VM

LE I 74 [8,96] 86 [16,99] 60 [40,69]

NAF
FD 85 [65,91] 94 [88,96] 80 [79,87]
FP 83 [65,89] 87 [39,97] 79 [61,80]
FV 74 [13,95] 92 [83,94] 68 [60,77]

LR-F
fD 86 [57,96] 94 [65,99] 81 [73,86]
fP 85 [51,97] 90 [48,99] 75 [64,81]
fV 86 [53,97] 94 [69,99] 78 [71,84]

ML-NAF
YD 86 [76,90] 95 [90,95] 82 [83,90]
YP 79 [78,79] 85 [27,99] 64 [58,78]
YV 75 [0,1.0] 90 [63 95] 64 [57,72]

groups, the forests obtaining the highest classification accuracies were trained on dis-
tance functions which are associated with the respective disease (diagnosis and birth
weight percentile for IUGR and diagnosis and right lateral ventricle volume for VM).
When trained on less suitable distance functions (birth weight percentile for VM and
right lateral ventricle volume for IUGR), the performance in classification decreases.
In particular, this is observed for the sensitivity, which decreases for IUGR classifica-
tion from 65% to 13% and for VM classification from 88% to 39%. This is also seen
in the multi-class classification problem for the third diagnostic group. The highest
accuracy is obtained with FD, where information about both diseases is encoded in
the forest. The accuracy and, in particular, the sensitivity decrease with FP and FD.

The most discriminative features selected in each forest reflect the relation be-
tween the appearance of the images in the population and the distance function used
for training the NAFs. When only those features are used for classification, the per-
formance is comparable or increases in almost all cases compared to the classification
results directly obtained by the NAFs, as shown in Table 6.2. This highlights the
strong relation between the regions from where the features were selected and the
respective diseases.

When applying the proposed method (Fig. 6.1) to the affinity matrices extracted
from FD, FP , FV and performing classification in the new representations YD, YP ,
YV , the overall best results with balanced sensitivity and specificity for single NAFs
are obtained in the new space YD, where already information of both IUGR and
VM was encoded.

6.3.5 Classification results using combined NAFs

The affinity matrices extracted from the NAFs approximate image neighborhoods re-
sulting from the corresponding user-defined distance function. To incorporate several
neighborhood definitions, the matrices can be combined as detailed in Section 6.2.2
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Table 6.3: Classification results of the three diagnostic groups, provided in percentages
(Accuracy [Sensitivity, Specificity]) using different methods with combination. LR-F: logistic
regression classifier on the concatenation of the most discriminative features fD,P , fP,V ,
fD,P,V , selected from FD, FP , FV , respectively; ML-NAF: proposed method (Fig. 6.1) applied
to a combination of affinity matrices AD, AP , AV extracted from FD, FP , FV to obtain
new representations YD,P , YP,V , YD,P,V .

method combination IUGR VM NC-IUGR-VM

NAF uniform
FD,P 87 [76,90] 95 [84,97] 81 [81,89]
FP,V 80 [48,90] 93 [81,95] 74 [70,83]
FD,P,V 82 [58,91] 93 [83,95] 77 [75,85]

LR-F concat.
fD,P 87 [55,97] 93 [61,99] 79 [70,85]
fP,V 85 [52,97] 94 [69,99] 80 [71,85]

fD,P,V 86 [53,96] 94 [69,99] 81 [72,86]

ML-NAF uniform
YD,P 87 [85,88] 95 [87,97] 82 [84,90]
YP,V 78 [54,86] 92 [88,92] 72 [72,84]

YD,P,V 83 [69,88] 94 [93,94] 79 [81,88]

intra-class
variance

YD,P 87 [77,90] 95 [87,97] 82 [84,90]
YP,V 77 [54,85] 91 [82,93] 70 [70,82]

YD,P,V 85 [72,89] 94 [90,95] 80 [81,89]

NPM
YD,P 88 [82,90] 95 [86,97] 83 [83,90]
YP,V 78 [56,85] 93 [89,93] 72 [73,84]

YD,P,V 82 [66,88] 94 [92,94] 78 [79,88]

to form a new manifold representation. The classification results when using several
combination methods are shown in Table 6.3.

It can be observed that the classification performance for all three diagnostic
groups increases when combining image neighborhoods based on different distance
functions. For the proposed method, we used three different weighted combination
methods, as described in Section 6.2.2. The overall best performance for all groups
is obtained when optimizing the weights µk in Eq. (6.1) according to the embedding
assessment measure NPM.

Figure 6.5 shows examples of the new data representations using the first and
second embedding coordinates with different color coding. The first column shows
the embeddings YD, YP , YV , YD,P and YD,P,V , color coded using the diagnosis
(controls in blue, IUGR in green and VM in red). In general, the three groups are well
clustered, apart from YV , where IUGR and NC subjects are not separated. In the
second and third column, the same embeddings are color coded using the birth weight
percentile and the right lateral ventricle volume, respectively. The embeddings com-
bining NAFs trained on multiple distances reflect the different characteristics of the
population better, which is confirmed by the correlation values for the birth weight
percentile and the volume of the right lateral ventricle. This is especially prominent
for YP and YV . When only the affinities learned with a single NAF based on a spe-
cific criterion are used, then the correlation is high for this criterion. For instance,
YV yields a correlation value of 0.81 for the right lateral ventricle volume, but only
0.10 for the birth weight percentile. The combination of FD and FP , resulting in
YP,V , increases the correlation of the birth weight percentile to 0.49. To mention is
also that when using image neighborhoods based on single distance functions, similar
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Figure 6.5: First two coordinates of the new manifold representation when applying the
proposed pipeline to single and combined NAFs (YD: trained on the diagnosis; YP : trained
on the birth weight percentile; YV : trained on the volume of the right lateral ventricle; YD,P ,
YP,V : combination when optimizing NPM of YD and YP , and YP and YV , respectively.
The color coding is with respect to the diagnosis (left column; controls in blue, IUGR in
green and VM in red), to the birth weight percentile (middle column) and the volume of the
right lateral ventricle (right column). The samples with a black circle are the test samples.

data samples are mapped close to each other in the embedding space (see in partic-
ular YD in Fig. 6.5, top row). When multiple image neighborhoods are combined,
the data samples are wider spread in the embedding space.
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6.4 Discussion and conclusions

We have proposed a method to learn and combine pairwise image similarities induced
by application-specific distance functions for manifold learning. We used NAFs to
approximate image neighborhoods, which are learned on user-defined distances and
based on the appearance of images. Thus, the proposed method allows the combina-
tion of heterogeneous sources of supervised information (i.e., user-defined distances
relevant to a pathology) and extracts automatically relevant features without the
need to engineer them a priori (e.g., shape-based features). We applied the method
to a population of neonatal brain MR images and performed classification in the
resulting manifold representation space. Results showed an improved classification
performance compared to using single affinities and classical unsupervised manifold
learning with respect to structural changes related to neonatal diseases.

A key motivation for using random forests, here in particular NAFs, is that they
provide a natural way for combining the similarities learned from multiple distances.
It may not be possible to capture the complex brain changes and characteristics,
which come along with conditions in the developing brain, by single, pre-selected
features. Subsequently, an important part of our framework is the combination of
approximated neighborhoods. We have shown that an optimal combination can im-
prove the performance of the new representation regarding classification of structural
and clinical information.

The proposed framework is flexible in the sense that the different methods, in par-
ticular for learning and combining the neighborhoods and constructing the manifold
representation, are interchangeable. We chose to learn the pairwise affinities using
NAFs but other implementations of random forests can be used as well. As a man-
ifold learning method, we employed LE, but other non-linear methods are possible.
In a previous work [104], see Section 6.5.2, we applied Isomap to the approximated
neighborhoods obtained from the NAFs, because it had the best performance on the
given dataset. In Section 6.2.2, we presented two methods to optimize the weights
in Eq. (6.1). First, a supervised method which optimizes the intra-class variance in
the new manifold representation such that the classes are well separated in the opti-
mal low-dimensional space. Second, as an alternative, we proposed an unsupervised
method measuring the quality of the resulting manifold representation in terms of
intrusions in the k nearest neighborhood of samples in the new space [301]. Other
methods to find the optimal combination, see, e.g., [5, 12] or to combine the different
distances after the manifold learning step [11] are possible.

The classification results obtained directly from the NAFs using the original fea-
ture data and the results after applying the proposed manifold learning pipeline
(Tables 6.2 and 6.3) were similar. This was to be expected [5] since random forests
are already a non-linear classifier. However, the new manifold representation reduces
the complexity of the original data and allows Euclidean metrics to be applicable in
this space which can be useful for further analysis.

We have applied our framework to neonatal MR images of three different groups
(term controls and subjects affected by one out of two conditions: IUGR and VM).
We learned the pairwise image distances using clinical (diagnosis and birth weight
percentile) and structural information (lateral ventricle volume) to construct man-
ifold representations which are able to separate between the three groups. The
manifold representations constructed from individual neighborhoods were specific to
the criterion their neighborhoods were trained on. The combination of pairwise dis-
tances through associated affinity matrices obtained from the NAFs improves the
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overall performance of the joint representation regarding the full characteristics of
the population.

Diseases affecting the brain structure during brain development are highly com-
plex and might affect not only single, well identified brain regions, but influence
overall brain development. By learning image distances through NAFs based on,
e.g., clinical information, we couple the neighborhood approximation with the fea-
ture extraction step and do not have to rely on feature extraction methods which
require prior knowledge. Interesting to highlight are the approximated neighbor-
hoods and most discriminative features trained on the diagnosis or the birth weight
percentile to detect IUGR (see Fig. 6.4). The structural changes which go in hand
with IUGR are very subtle and hard to identify with MR imaging. However, by
learning the distances based on clinical information, we are able to detect the differ-
ences in the cortex. In [11], the shape of the brain was also taken into account to
construct a manifold representation, which might be another approach to success-
fully classify IUGR subjects. Thus, one advantage of our method is that it avoids
the, possibly computationally expensive, extraction of shape descriptors. As future
work, it would be of great interest to relate the new embedding coordinates with the
neurodevelopmental outcome of patients affected by VM and IUGR. This would go
one step further towards its prediction and biomarker identification.

A limitation of this study is the relatively small population size of 111 subjects.
The lack of neonatal data due to challenges during acquisition and data accessibility,
is a well known issue. Nonetheless, the sampling of the manifold by the original data
is an important aspect for the quality and performance of the new representation
obtained by manifold learning [10]. We had only 14 VM subjects, and therefore we
cannot assume that they represent the whole variability of the condition. The same
holds for the 27 IUGR subjects. For further clinical studies on the specific diseases,
including biomarker extraction, a larger amount of data is required.

Under the hypothesis that the space of brain images can be represented by a
low-dimensional non-linear manifold, many manifold learning techniques have been
proposed to discriminate features over the brain. However, it remains an open ques-
tion whether one can consider brains affected by different pathologies to lie on or
close to the same manifold. Typically, only a single pathology is studied, together
with normal controls. We hypothesize that neonatal brain images affected by differ-
ent conditions, as IUGR and VM, have manifold representations approximately in
the same space. Another approach would be to construct new representations for
each disease and compare them.

A related issue is the projection of new data samples to an already constructed
manifold representation. In non-linear manifold learning, determining the manifold
coordinates for new subjects is not straightforward. In this work, we chose a pro-
jection based on Nyströms formula [134] as detailed in Section 6.2.2, however, other
approaches are possible, e.g., [311].

To conclude, we have presented a framework encoding simultaneously heteroge-
neous information (clinical and image-based) in new manifold representations and
have shown on a population of neonatal brain MR images that this approach im-
proves the overall characterization of the population and corresponding diseases. We
believe that incorporating different kind of information in the analysis may help in
studying abnormal brain development, which is characterized by changes in multiple
biomarkers.
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6.5 Further applications

In addition to the neonatal population of subjects affected by IUGR and VM, we
applied the method to two other populations of brain MR images. First, we tested the
performance of the method for classifying AD by studying data from the Alzheimer’s
Disease Neuroimaging Initiative7 (ADNI). The ADNI study monitors and assesses
clinical, imaging and genetic biomarkers of healthy elderly controls, and patients
affected by mild cognitive impairments (MCI) and Alzheimer’s disease (AD). Then,
we report the results using a neonatal (preterm and term subjects) population of
T2 MR images. Those experiments were carried out using a previous version of
the method [104] and were presented in the workshop Machine Learning in Medical
Imaging (MLMI 2015), held in conjunction with the conference on Medical Image
Computing and Computer Assisted Intervention (MICCAI).

6.5.1 Classification of Alzheimer’s disease

Dataset

AD is a chronic progressive neurodegenerative disorder. It is characterized by cere-
bral atrophy and ventricular expansion (see Chapter 3). Imaging techniques such
as MRI can identify structural alterations caused by AD. It has been demonstrated
that the atrophy of brain structures as the medial temporal lobe, including the hip-
pocampus and entorhinal cortex, measured using structural MRI, is closely related
to AD [20, 183, 188].

We applied the proposed methodology to neuroimaging data of 224 patients from
the ADNI study. For all patients, structural 1.5T baseline MRI, cognitives scores
(MMSE: mini mental stage examination) and ApoE genotype information was avail-
able. We used data from 123 normal controls (NC) and 101 subjects diagnosed with
AD. Information of each group regarding age, cognitive score and genetic ApoE sta-
tus can be found in Table 6.4. The subjects of the two groups have a similar age
and the mean MMSE score reflects the diagnosis of the groups. While the NC have
a MMSE score around 29, the score drops for AD subjects about 6 points. The
ApoE genotype distribution is in line with the known relation between ApoE allele
pairs and AD (see Section 3.3.2). The most common allele is ε3 in both groups (see
frequency of allele pairs ε3, ε3 and ε3, ε4 in Table 6.4). The allele ε4 is associated
with an increased risk of developing AD and accordingly more AD subjects have the
ApoE genotype ε4, ε4.

The images were aligned with an affine transformation to the MNI brain tem-
plate [93] (an average of 152 MRI scans, linearly transformed into Talairach space) to
account for size differences, followed by a coarse non-rigid alignment using B-Splines
with a control spacing of 30 mm. The aligned images in the atlas space were of size
193× 229× 193 with an isotropic voxel size of 1 mm. An automatic segmentation of
all subjects into 138 regions [312] was available8. The images were smoothed with a
Gaussian filter with a physical size of 2 mm in each dimension.

7Data used in preparation of this section were obtained from the Alzheimers Disease Neuroimag-
ing Initiative (ADNI) database (adni.loni.usc.edu). As such, the investigators within the ADNI
contributed to the design and implementation of ADNI and/or provided data but did not participate
in analysis or writing of this report. A complete listing of ADNI investigators can be found at: http:
//adni.loni.usc.edu/wp-content/uploads/how_to_apply/ADNI_Acknowledgement_List.pdf

8We would like to thank C. Ledig for providing the segmentations of the ADNI image dataset.
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Table 6.4: For each group of the ADNI population used in this work (NC: normal controls;
AD: patients diagnosed with AD), information on the total number of subjects (N), age,
cognitive score (MMSE: mini mental stage examination) and genotype status of the ApoE
allele pairs are provided.

N Age MMSE ApoE genotype (%)
(mean±std) (mean±std) 0 1 2 3 4

ε2, ε3 ε3, ε3 ε3, ε4 ε2, ε4 ε4, ε4

NC 123 76.0± 5.3 29.1± 1.0 14 53 29 1 3
AD 101 75.4± 7.2 23.2± 2.0 3 26 47 3 21

Experimental setup

We followed the same experimental setup as described in Section 6.3.2. We considered
a diagnostic group NC-AD, consisting of the normal controls and AD patients (in
total 224 subjects), for approximating the image neighborhoods, construction of a
new manifold representation and classification. The feature vector for each image
was composed of the intensities of randomly chosen voxels inside the brain mask
of the group template. A feature vector of length Q = 250,000 was chosen. NAFs
Fρ were trained for four different definitions of the distance function ρ, namely, (i)
the diagnosis (for group NC-AD: 0-NC; 1-AD), FD, (ii) the difference in the MMSE
score, FM , (iii) the difference in the ApoE genotype, where we labeled the different
combinations for the ApoE allele pairs as shown in Table 6.4, FG, and (iv) the
difference in the hippocampal volume, FH . The volumes are normalized with respect
to the intracranial volume. We denote combinations of those NAFs as FD,M , FD,M,G,
FD,M,H . Many combination of approximated neighborhoods are possible for the four
distance functions. We only report the combinations with the best performance.

We used 500 trees in each forest. In each tree q = round(
√
Q) = 500 features are

evaluated, the maximum tree depth was 12 and the minimum sample size at a leaf
was 10.

Experiments and results

Pairwise affinities and feature extraction. The affinity matrices extracted
from FD, FM , FG and FH and are shown in Fig. 6.6. For FD and FM , the affin-
ity matrices (top row in Fig. 6.6) show the typical block structure, associated with
the two clinical classes, showing that subjects in the approximated neighborhoods
are more similar to subjects of their own class than to subjects of the other class.
This indicates that the information used for training the NAFs is associated with
structural changes in MRI. For FG and FH the block structure is highly degenerated,
implying that either the information used for training the NAFs is not a distinguish-
ing factor for AD, or not related to the structural information provided by MRI. To
check for this, the affinity matrices obtained directly from the user-defined distance
functions ρ are shown in the bottom row of Fig. 6.6. The matrices for ρ = {D,M}
show the expected block structure. For ρ = {G,H} the block can be seen also, but
not as strong as in the previous cases. This can be explained by the nature of the
distance functions used to obtain these matrices. Even though the ApoE genotype
is associated with AD, not all AD patient carry the ε4 allele. In our population, only
71% of the AD and 33% of the NC subjects are carriers of the ε4 allele.

The reduction of the hippocampus is associated with AD. However, it may be
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AD AM AG AH

Figure 6.6: Top row: Affinity matrices extracted from the NAFs FD, FM , FG, FH (from left
to right), showing the similarity structure in the approximated neighborhoods. Bottom row:
Affinity matrices directly obtained from the user-defined distance functions ρ = {D,M,G,H},
normalized between 0 and 1.

more informative and discriminating to look at the volume loss over time for indi-
viduals rather than comparing the actual hippocampal volume across subjects.

For all NAFs, the most discriminative features have been selected from the first
three levels of the trees and are shown in Fig. 6.7 after the convolution with a
Gaussian kernel with standard deviation σ = 2. When trained on the diagnosis
(first column to the left), the most discriminative features are located at the lateral
ventricles and the hippocampus. The same applies for FM and FG, second column to
the left and middle column in Fig. 6.7, respectivly. This is in line with the relation
of the MMSE score and the genetic genotype (ApoE allele pairs) to AD.

Classification results using single NAFs. Table 6.5 shows the results (accu-
racy, sensitivity and specificity) when classifying the two groups of NC and AD
subjects using the different methods without combination. When applying classical
LE, the sensitivity for classifying AD subjects is poor, the differences between NC
and AD subjects is not captured. When AD subjects are classified using the NAFs
directly, the accuracy of classification increases. The forests FD and FM yield both
accuracies of 77% to classify AD subjects. On the other hand, FG and FH are trained
on less suitable distance functions which yield only an accuracy of 70%. As already
mentioned before, the block structure of the affinity matrices is degenerated, not only
for the ones obtained by the NAFs, using the image appearance, but as well for the
matrices obtained directly from the user-defined distance functions. Although the
ApoE genotype and the hippocampal volume are associated with AD, the relation is
not strong enough to discriminate between AD and NC.

However, the most discriminative features selected in each forest are similar for
all four NAFs, emphasizing the relation between imaging information, distance func-
tions and AD. When only those features are used for classification, the performance
increases in all cases up to 79% for FD.

When applying the proposed method (Fig. 6.1) to the affinity matrices extracted
from all NAFs, the classification is performed using the new vector representations
YD, YM , YG, YH . For YD and YM , the accuracy is comparable to the result when
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Figure 6.7: The features of the NAFs FD, FM , FG, FH selected in the first three levels
of the trees. For FD (first column from the left), FM (second column from the left) and
FG (second column from the right), the most discriminative features are located around the
lateral ventricles (blue arrows) and the hippocampus (green arrows).

Table 6.5: Classification results of the two diagnostic groups, provided in percentages (Ac-
curacy [Sensitivity, Specificity]) using different methods without combination. LE: classical
Laplacian Eigenmaps; NAF: neighborhood approximation forest classifier of forests FD, FM ,
FG, FH ; LR-F: logistic regression classifier on the most discriminative features fD, fP , fV ,
selected from FD, FM , FG, FH , respectively; ML-NAF: proposed method (Fig. 6.1) applied
to the affinity matrices AD, AM , AG, AH extracted from FD, FM , FG, FH to obtain new
representations YD, YM , YG, YH .

LE NAF LR-F ML-NAF
ρ I Fρ fρ Yρ

D 53 [28,75] 77 [73,81] 79 [74,83] 77 [72,82]
M – 77 [78,77] 78 [74,82] 78 [78,77]
G – 70 [63,76] 78 [73,81] 65 [59,69]
H – 70 [56,81] 78 [75,80] 68 [50,77]

classifying directly using the NAFs (last column in Table 6.5). However, for YG and
YH the accuracy decreases.

Classification results using combined NAFs. For incorporating several neigh-
borhood definitions, the matrices can be combined as detailed in Section 6.2 to form
a new vector representation of the data. The classification results when using several
combination methods are shown in Table 6.6.

We tested three different combinations: (i) the affinity matrices AD and AM
(which are the best performing methods for single NAFs); (ii) AD, AM and AG,
and (iii) AD, AM and AH . It can be observed that the classification accuracy
increases slightly for all the methods. The best performance of 80% was achieved
when combining the affinities AD and AM using uniform weights. The optimization
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Table 6.6: Classification results of the two diagnostic groups, provided in percentages
(Accuracy [Sensitivity, Specificity]) using different methods with combination. LR-F: logistic
regression classifier on the concatenation of the most discriminative features fD,M , fD,M,G,
fD,M,H , selected from FD,M , FD,M,G, FD,M,H , respectively; ML-NAF: proposed method
(Fig. 6.1) applied to the combination of affinity matrices AD,M , AD,M,G, AD,M,H extracted
from FD,M , FD,M,G, FD,M,H to obtain new representations YD,M , YD,M,G, YD,M,H .

NAF LR-F ML-NAF ML-NAF ML-NAF
Fρ fρ Yρ

ρ uniform concat. uniform intra-class NPM

D,M 79 [78,81] 78 [73,83] 80 [78,81] 79 [77,80] 80 [78,81]
D,M,G 78 [75,81] 79 [74,84] 78 [74,81] 78 [75,81] 78 [75,82]
D,M,H 78 [74,82] 79 [74,82] 80 [76,83] 80 [77,82] 80 [76,83]

using NPM yielded the same classification results.

Discussion and conclusions

We have applied the proposed method (Section 6.2) to a dataset obtained from the
ADNI study and tested different user-defined distance functions, which are known
to be associated with AD and combined the induced neighborhoods in a manifold
learning step. This application shows some limitations of the method and points out
new lines of further research.

From the classification results using single NAFs, we see the importance of choos-
ing a suitable user-defined distance function. The diagnosis (NC vs. AD) and the
MMSE score are suitable criteria to train the NAFs, with which accuracies up to
80% can be obtained. Although the genotype of the ApoE allele pairs is a known
risk factor, it is not exclusive. Other factors, such as environmental factors, highly
influence the probability of developing AD [21]. The atrophy of the hippocampus is
a known effect of AD. However, as we already pointed out before, it is the reduction
in the individual hippocampal volume rather than the volume itself, which is a dis-
criminating criterion for AD. Therefore, it would be important to test the reduction
of the hippocampal volume in the context of a longitudinal study, e.g., to classify
MCI subjects who are likely to develop AD.

The best performance is obtained when combining AD and AM using our method
and uniform weighting (see Table 6.6). However, the improvement over single NAFs is
small. One reason is that both criteria, the diagnosis and the MMSE score, find very
similar discriminating features in the images, hence the combination does not provide
new insights about the population. In [5], the information of different modalities,
namely structural MRI and PET (Positron emission tomography), was combined and
a large improvement was obtained compared to single modalities. As future work,
it would be interesting to combine the approximated neighborhoods from different
user-defined criteria and different modalities.

Table 6.5 and 6.6 show that by just using the most discriminative features selected
by each tree, we can obtain similar classification performance than by our method.
Therefore, another interesting approach would be to also include the information of
the features in the manifold learning step.

A fair comparison of the performance of existing works is complicated because
of different population sizes, inclusion of different subjects and information (modal-
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ities, clinical information), and different preprocessing methods which could as well
include prior feature extraction. To overcome this limitation, the study in [313]
provided benchmark results using data from six publicly available datasets (ADNI
data was one of them) for referencing and comparison. They report results for three
different methods, including NAFs. We plan to use these datasets in the future for
a better evaluation of our method. When using additional modalities next to struc-
tural MRI, the classification accuracy increases to around 90% [5, 189]. Our results
are comparable to other works, when using only structural MRI for baseline scans.
For example, in [2, 5, 313], accuracies of 77%, 82.5% and 82 − 87% (depending on
the methods and features used for prediction) were achieved, respectively.

To conclude, we have applied our proposed method to learn and combine pair-
wise image similarities induced by application-specific distance functions for manifold
learning to a population of the ADNI study. We considered the problem of classi-
fying AD subjects from normal controls and achieved an accuracy of 80% using the
proposed framework.

6.5.2 Classification and regression on preterm and term neonates

Previous method

As commented before, the proposed method is based on a previous work [104]. In
this subsection, we report the classification and regression results obtained by this
previous work on a population of brain MR images of healthy preterm and term
neonates. As already pointed out in Section 6.1, the modifications of the method
proposed in Section 6.2 over our previous work [104] were threefold. First, [104] used
exclusively uniform combinations of different image neighborhoods. We introduced
the weight optimization regarding different criteria only in Section 6.2. Second, we
employed Isomap instead of LE. Third, we performed a more extensive evaluation
on the data. The modified method employs a more robust form of cross-validation,
as opposed to a single round of leave-ten-out cross-validation used in [104].

Dataset

We tested the proposed approach on a population of 343 neonatal brain T2 weighted
MR images, both preterm and in term subjects, with an age range of 26.71− 49.86
weeks GA at scan. For all subjects, automatic segmentation into 87 regions were
available [314]. For a subset of 314 subjects, the weight at birth in kg was known and
for a subset of 212 subjects it was known whether oxygen was supplied immediately
after birth. In the experiments, we used this information to construct manifold
representations of the populations.

All images were skull-stripped using BET [308], corrected for bias using N4 [228]
and intensity normalized. To account for the size differences in the population,
all subjects were aligned using affine transformations to an atlas template of 37
weeks GA [91]. A non-rigid alignment was further applied with a large control point
spacing to preserve detailed differences in the images. The aligned images in the
atlas space were of size 117× 159× 126 with an isotropic voxel size of 0.86 mm. The
images were smoothed using a Gaussian filter with physical size of 4.3 mm in each
dimension.

106



6.5. further applications

Experimental setup

The feature vector for each image was composed of the intensities of randomly chosen
voxels inside the brain mask of the atlas template. We chose a feature vector of length
Q = 100,000 and trained NAFs Fρ for five different definitions of the distance function
ρ, namely, (i) the age difference, FGA; (ii) the birth weight difference, FBW ; (iii) the
left lateral ventricle volume different, FLV V ; (iv) the cerebellum volume difference,
FCV . In addition, we trained a NAF on (v) the oxygen supply after birth, FO2 , using
instead of a distance function the labels to train the trees. The parameters of the
NAFs in the training phase were determined empirically. We used 500 trees in each
forest, in each tree q = round(

√
Q) = 316 features are evaluated, the maximum tree

depth was 12 and the minimum sample size at a leaf was 5.
Isomap was applied to the affinity matrices obtained by the NAFs as described in

Section 6.2. We kept the first 20 dimensions as new embedding coordinates. To evalu-
ate the quality of the resulting embeddings, we predicted clinical and structural infor-
mation for the test images and compared it to the real values. For each embedding, we
predicted the following: (a) GA: GA at scan, (b) BW: birth weight in kg, (c) O2: O2

supply after birth, (d) LVV: volume of the left ventricle, (e) CV: volume of the cere-
bellum. The prediction ṽi(Ir) of the real value vi(Ir), i ∈ {GA,BW,O2, LV V,CV },
for a test image Ir is obtained using the weighted mean:

ṽi(Ir) =

∑
In∈Nk

ρ
a

(r,n)
ρ vi(In)∑

In∈Nk
ρ
a

(r,n)
ρ

,

where Nk
ρ is the set of k nearest neighbors of I in the training set and w(I, ·) are the

affinities of I with respect to the training images.
We trained the forests FGA, FLV V , FCV , FBW and FO2 with two different config-

urations. For the first option, we trained the NAFs on the whole populations such
that we get pairwise affinity matrices Ai and corresponding distance matrices Di,
i ∈ {GA,BW,O2, LV V,CV }, for the whole populations. For the evaluation of the
performance in classification, we excluded the ground truth of the current test image
in the regression step. For the second option, we performed leave-ten-out cross val-
idations to estimate the performance of out-of-sample predictions. Multiple forests
were constructed for each Fi, excluding ten samples each time, which were used for
testing.

Experiments and results

Regression results using single NAFs. The regression results are shown in Ta-
ble 6.7, where for each embedding the correlation between predicted and real value
is presented. The columns correspond to the information we want to predict and
the rows to the embeddings used for prediction. It can be seen that the quality of
the predictions differ significantly between the different embeddings. All embeddings
yield high correlation values for the prediction of GA at scan. The reason is that the
appearance of the images differ strongly between the age groups. Even the simple
L2-distance between images is able to capture those differences. This is not the case
for the predictions of the other clinical and structural information. All embeddings
lead to poor correlation values for the prediction of the birth weight or the O2 sup-
ply, except for the embeddings based on FBW and FO2 , respectively. This indicates
that it is challenging to estimate neighborhoods which capture all the structural
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Table 6.7: Correlation between real of clinical and structural information and predicted
values) using different methods without combination. ISO: classical Isomap based on the L2-
distance; ML-NAF: proposed method (Fig. 6.1) applied to the affinity matrices AGA, ABW ,
AO2 , ALVV, ACV extracted from FGA, FBW , FO2 , FLVV, FCV to obtain new representations
YGA, YBW , YO2

, YLVV, YCV .

Whole population Leave-ten-out
method GA BW O2 LVV CV GA BW O2 LVV CV

ISO I 0.93 0.51 -0.03 0.65 0.92 0.87 0.42 0.11 0.43 0.85
ML-NAF YGA 0.99 0.44 0.09 0.43 0.94 0.96 0.42 0.02 0.52 0.92

YBW 0.93 0.96 0.23 0.50 0.89 0.92 0.73 0.23 0.52 0.87
YO2

0.91 0.49 0.81 0.56 0.86 0.87 0.48 0.26 0.61 0.79
YLV V 0.93 0.30 0.12 0.95 0.92 0.92 0.34 -0.01 0.89 0.90
YCV 0.96 0.55 0.16 0.49 0.99 0.95 0.50 -0.03 0.50 0.94

Isomap YBW

Figure 6.8: First two coordinates of new manifold representation. Embeddings obtained
with the L2-distance in classical Isomap (left) and ABW (right; to obtain YBW ) as similarity
measure. The color coding corresponds to the weight at birth in kg.

and functional changes in the brain. By constructing specified neighborhoods us-
ing various similarity definitions, we were able to better classify and categorize the
population according to previously defined criteria. When using leave-ten-out cross
validation, the correlation values decreased in most of the cases. This expected effect
was particularly strong for the embedding based on FO2 .

As an example, two embeddings, obtained with Isomap and with FBW , are visu-
alized through their first two embedding coordinates in Fig. 6.8. The color coding
is according to the weight at birth in kg. It can be clearly seen that the embedding
based on Isomap (using the L2-distance between data samples) is not able to sepa-
rate the data samples according to birth weight, whereas the embedding based on
FBW provides a good separation.

Regression results using combined NAFs. The embeddings based on NAFs
are specialized embeddings, meaning that they are constructed to estimate the neigh-
borhood according to one specific criterion. This is often not enough for prediction.
For example, for predicting the left lateral ventricle volume, the embeddings based
on L2-distance, FGA, FBW and FO2 obtain a rather low correlation values (in the
range of 0.4− 0.65). However, the joint embedding, which combines the affinity ma-
trices of the NAFs trained on the ventricle volume and the birth weight, as explained
in Section 6.2, is able to predict both information more accurately. This is shown
in Table 6.8, where the correlations of the real and predicted values are shown for
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Table 6.8: Regression results (correlation between real value of clinical and structural
information and predicted values) using ML-NAF (proposed method in Fig. 6.1) applied to
a uniform (unif.) combination of affinity matrices ABW ALV V , ACV extracted from FBW ,
FLV V , FCV to obtain new representations YBW,LV V , YBW,CV , YLV V,CV .

Whole population Leave-ten-out
combin. GA BW O2 LVV CV GA BW O2 LVV CV

YBW,LV V 0.95 0.90 0.14 0.95 0.92 0.95 0.67 0.05 0.88 0.91
unif. YBW,CV 0.97 0.89 0.05 0.55 0.98 0.97 0.66 0.13 0.55 0.95

YLV V,CV 0.95 0.42 0.20 0.96 0.93 0.94 0.37 -0.10 0.86 0.93

FBW FLV V FBW,LV V
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Figure 6.9: Scatter plots for left lateral ventricle volume (top row) and birth weight predic-
tion (bottom row) based on FBW (left), FLV V (middle) and joint FBW,LV V (right). RMS:
root mean square error between real and predicted values; r-values: correlation between real
and predicted values.

three joint embeddings based on (i) FBW,LV V : combination of FBW and FLV V , (ii)
FBW,CV : combination of FBW and FCV and (iii) FLV V,CV : combination of FLV V
and FCV .

Figure 6.9 plots the regression results using the joint embedding based on
FBW,LV V and the individual embeddings of FBW and FLV V for predicting the weight
at birth and the left lateral ventricle volume. The differences can be seen clearly.
Neither FLV V is able to predict the birth weight, nor FBW to predict the volume of
the left ventricle. The correlation between predicted and real values are poor and the
root mean square error (RMS) is high. The joint embedding based on both NAFs,
however, yields correlation values of 0.90 for the birth weight and 0.95 for the lateral
ventricle volume and smaller RMS.

To show the distribution of the subjects in the final new representations, Fig. 6.10
shows three examples of embeddings, obtained with FGA, FLV V and FGA,LV V , vi-
sualized through their first two embedding coordinates. It can be observed that the
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Figure 6.10: First two coordinates of new joint manifold representations. Embeddings
obtained with FGA (top left), FLV V (top right), and FGA,LV V (bottom) as neighborhood
approximation. Color coding is according to the week GA at scan (top left) and to the
normalized left lateral ventricle volume (top right and bottom).
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Figure 6.11: Features selected in the first three levels of the trees FLV V (top row) and FGA
(bottom row).

embedding obtained by FGA (top left) clearly separates the subjects of different GA,
but not of different ventricle volume as indicated by the red arrows. Concurrently, it
can be seen that the embedding obtained by FLV V (top right) separates the subjects
of different ventricle volume, but not of different GA. The joint embedding FGA,LV V
(bottom), however, separates subjects with respect to both criteria.

Feature extraction. During training, NAF selects the most discriminative fea-
tures according to the selected distance function. Figure 6.11 shows the features
selected in the first three levels of the trees FLV V and FGA. As expected, the most
discriminative features in forest FLV V are in the left lateral ventricle. The most
discriminative features in forest FGA are found in the deep gray matter and part of
the cortex. In these regions the appearance in MR differ strongly between younger
(26-28 weeks GA) and older neonates (37-42 weeks GA).

Discussion and conclusions

We have applied a simplified version of our method described in Section 6.2 to learn
and combine pairwise image similarities and used the resulting embeddings to per-
form prediction and regression regarding structural and clinical information. The
method was applied to a population of preterm and in term neonatal MR images.
We trained the NAFs on appearance features of the images based on differences in
cerebellum and left lateral ventricle volume, GA at scan, birth weight and oxygen
supply.

The simplification with respect to the method in Section 6.2 include the restriction
to uniform combination of affinity matrices and a less extensive evaluation. However,
we can draw similar conclusions as in Section 6.3. The resulting embeddings were
specific to the criterion their neighborhoods were trained on (structural volumes,
birth weight, etc.) and showed an accurate classification performance regarding each
criterion while embeddings based on classical similarity measures fail. In particular,
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learning and combining image neighborhoods

we showed how the combination of pairwise affinity matrices based on different NAFs
can improve the overall performance of the joint embedding.

These results together with Sections 6.3 and 6.5.1 support the idea that encoding
simultaneously different information in the embeddings (clinical and image-based)
may help in studying abnormal brain development which is characterized by the
change in multiple biomarkers.
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In this thesis, we investigated various ways of measuring image similarity for
different methods and applications. We focused on capturing the structure of a given
dataset by following mainly two different approaches: (i) define image similarity such
that it reflects the similarity of the underlying image structures, and (ii) use image
similarities to obtain the structure of an image dataset.

For the first approach, we
• proposed a multimodal similarity measure for image registration using the com-

mutativity of image graph Laplacians as a criterion of image structure preserva-
tion (Chapter 4). Results show that including structural information through
this measure can help in alleviating challenges of multimodal image registra-
tion, e.g., the case of MR to US registration.

For the second approach, we made two contributions. We
• presented a framework in the context of kernel-based manifold learning to au-

tomatically select the pairwise similarity definition which best preserves the
local neighborhood structure in an image dataset (Chapter 5). Within this
framework, we showed the importance of defining a suitable similarity measure
between data samples for manifold learning and proposed a criterion to assess
the quality of low-dimensional embeddings. Furthermore, we
• proposed a method to learn the structure in a dataset (represented by im-

age neighborhoods), based on multiple user-defined distances and combined
heterogeneous structure information optimally (Chapter 6). We demonstrated
that the combination of heterogeneous similarity definitions can help in study-
ing conditions in the brain which are characterized by changes in multiple
biomarkers.

We applied the methods developed in the context of this thesis to brain analysis,
both during early childhood and for aging adults.

7.1 Summary and future work

We next summarize the most important ideas and advances presented in each chap-
ter, highlight their respective strengths and shortcomings, and discuss promising
topics for future work. We expect that the work done in this thesis will contribute
to further advance brain analysis, however, the proposed methods are not limited to
this field.

Closest commuting operator distance

In Chapter 4, we focused on multimodal image registration, for which the definition of
image similarity or image distance is very important and challenging. We presented
CCOD, a new multimodal distance measure for image registration based on the com-
mutativity of image graph Laplacians. The measure is based on the assumption that
if two multimodal images of the same scene are aligned, their structure is similar and
hence also the Laplacian eigenspace of their corresponding image graphs. To compare
these eigenspaces, we used the fact that matrices are simultaneously diagonalizable
if and only if they commute. Therefore, we employed Laplacian commutativity as
a criterion for image structure preservation. We demonstrated good performance of
CCOD on, both synthetic and real, very challenging multimodal datasets.

We observed that CCOD yields especially good results for global registrations
and for binary images. For images with texture, its performance was reduced. We
addressed this challenge by combining CCOD with an additional local, intensity-
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based measure, such that the combined measure captures both the global geometry
through CCOD and local differences. This concept was applied to the challenging
problem of fetal 3D MR to 2D US volume-to-slice registration. Our results show that
by incorporating structural information through CCOD, the registration accuracy
increases.

As future work, it would be interesting to incorporate gradient information in
the image distance definition, which has been shown to improve results for MR-US
image registration in the literature. Also, regarding the more theoretical aspect of
CCOD, it would be important to assess the influence of different graph structures
and graph Laplacians on the results in more detail.

Optimal kernel-based manifold embedding using local neighborhood
preservation

In Chapter 5, we showed the importance of defining suitable pairwise distance func-
tions for manifold learning using the example of kernel PCA. We explored alternative
kernel functions to measure pairwise similarity of data samples, which is subsequently
used in kernel PCA to obtain a new, low-dimensional representation capturing the
structure of the original data. Furthermore, we proposed a criterion to assess the
quality of the new representation by quantifying neighborhood intrusions. We also
introduced a multilevel image-based extension, which can be used when the image
is interpreted as a manifold and its pixels/voxels as points lying in the manifold. In
particular, this extension takes the spatial relation between pixels on various scales
into account.

We showed the potential of the framework to improve the interpretation of brain
manifold embedding and multispectral imaging dimensionality reduction. Our frame-
work is not limited to kernel-based manifold learning techniques but encompasses
other popular methods, such as Isomap and LLE, as well.

As future work, we plan to extend the method to improve parameter search
optimization (which is done so far in a greedy way). Moreover, alternative ways for
kernel combinations, including non-linear combinations, can be easily incorporated
into the workflow and could potentially improve the final results.

Learning and combining image neighborhoods

In Chapter 6, we considered different functions of pairwise similarity of data samples,
and go one step further by learning the similarity directly from the data. We proposed
a method to learn and combine pairwise image similarities induced by application-
specific distance functions for manifold learning. We used NAFs to approximate
image neighborhoods, which are learned on user-defined distances and based on the
appearance of images. Thus, the proposed methods allows the combination of het-
erogeneous sources of supervised information and extracts automatically relevant
features. For the combination of different neighborhood approximation, we took the
quality of the resulting embedding into account by optimizing the embedding quality
assessment measure proposed in Chapter 5.

We demonstrated the methods efficacy on three populations of brain MR images:
(i) a neonatal population for disease classification; (ii) a population of aging adults
for Alzheimer’s disease classification; (iii) a neonatal population of preterm and term
controls for classification and regression of clinical and image-based properties.
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As future work, we will explore additional combination methods, both for weight
optimization and non-linear affinity combinations. Moreover, we aim to explore
the applicability of alternative kernel functions for constructing the data graph (as
was proposed in Chapter 5). Furthermore, we plan to extend the methodology to
longitudinal data. One approach would be to approximate image neighborhoods for
several time points and compare and/or combine them. An application would be the
analysis of MCI subjects with the objective of predicting and finding biomarkers for
the prediction of patients who convert to AD.

General comments

The three main contributions of this thesis are linked through several aspects. In
the following, we point out the common grounds and differences in the concepts of
image similarities.

First, we focused on measuring, learning and exploring definitions of image simi-
larity for different applications. While in Chapter 4, we proposed a measure to assess
the similarity between two images for image registration, we explored and learned
whole neighborhoods between samples of data in Chapters 5 and 6. Those data
samples can be entire images or single pixels/voxels, depending on the application.

Second, we considered the structure of datasets throughout this work. In Chap-
ter 4, the manifold structure of images, discretized by image graphs, was used for
measuring image structure preservation as a criterion for image similarity. In Chap-
ters 5 and 6, pairwise similarity of data samples (images or pixels/voxels) was used to
approximate the manifold structure of the data as a graph, to find a low-dimensional
embedding space.

In these contexts, images were interpreted in two different ways. For the first one,
images were seen as manifolds. The manifold is approximated by a graph structure
using the image voxels or patches as vertices. We followed this approach for the
definition of CCOD in Chapter 4 and partially in Chapter 5. For CCOD, discrete
operators on the image graph, in particular the image graph Laplacian, were com-
pared to measure the similarity between image geometry. In Chapter 5, the focus
lied on the pairwise similarity used for the image graph construction for dimension-
ality reduction of multispectral images. The second interpretation, however, was to
consider each image as a point in an high-dimensional space. This approach was
used in Chapters 5 and 6 to find neighborhood structures in whole populations of
images. Again, the focus lied on defining pairwise similarities for graph construction
as a discretization of an underlying manifold structure.

Since for all three methods the data (single image or whole population of im-
ages) was represented by graph structures, we could apply the techniques proposed
in Chapter 5 to improve the image graphs in Chapter 4, by defining and exploring
different options for the voxel or patch weights. We already mentioned that it would
be interesting to incorporate gradient information in the graph Laplacian definition,
however, by defining a different function for edge weights in the graph structure, we
would have to examine to what extend the graph Laplacian converges to the contin-
uous Laplace-Beltrami operator, as in [106, 206]. This might be another appropriate
topic for future work.
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7.2 Clinical applications

The underlying clinical objective was to apply the methods developed in this thesis to
brain analysis, in particular to the analysis of IUGR and VM in the fetal and neonatal
brain, and AD in the adult brain. We addressed two aspects of brain analysis: intra-
and inter-patient comparisons (see Chapter 3) using image registration and manifold
learning.

Image registration for spatial normalization is an essential image processing op-
eration for the analysis of medical image data in various applications. With respect
to the intra-patient comparison, we proposed CCOD in Chapter 4. We showed how
we can use this method to find correspondences between 3D MR and 2D US images
of the same patient, which is a very challenging task. However, we showed that our
proposed framework can help alleviate these challenges.

To compare whole populations of images, we chose to apply manifold learning
methods in Chapters 5 and 6. The developed methods approximate the neighborhood
structure in the datasets, which is used for classification and feature extraction.
For conditions affecting the fetal and neonatal brain, such as VM and IUGR, it
would be of great interest to relate the manifold embedding coordinates with the
neurodevelopmental outcome towards a biomarker identification and prediction of
long-term consequences.

Generally, we have not addressed comparisons across time. Longitudinal stud-
ies are important for identifying normal and abnormal growth patterns to help the
characterization of diseases. Related to the applications in this thesis, it would be
interesting to monitor brain growth in-utero using US, relate all time points to a 3D
MR image volume and compare the growth pattern of subjects affected by VM with
normal controls. For this, image registration using CCOD could be applied. Multi-
ple time points can be incorporated into a manifold learning framework to compare
brain development across subjects, either for brain growth in the neonatal brain or
for disease-related brain atrophy in aging adults. This is still a largely unexplored but
emerging area. Studies using this approach include [2, 130, 195, 196]. An extension
of our methods to longitudinal settings could be of great interest.

To conclude, we believe that the methods developed throughout this thesis are
useful tools for providing new insights in brain analysis, both for aligning different
imaging modalities of single patients and the study of whole populations. They can
be employed, for example, for biomarker identification and early diagnosis for many
different conditions and diseases.
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A

Closest Commuting operator
distance

A.1 Asymptotic metric property

Here we look at the metric properties of the proposed distance measure CCOD in Eq. (4.6).
A metric on the set of real matrices Rn×n is a function d : Rn×n ×Rn×n → R, satisfying

the following properties for any A,B,C ∈ Rn×n:

(P1) d(A,B) ≥ 0
(P2) d(A,B) = 0 iff A = B
(P3) d(A,B) = d(B,A)
(P4) d(A,C) ≤ d(A,B) + d(B,C)

(non-negativity)
(identity)
(symmetry)
(triangle-inequality)

If (P2) holds only in one direction (i.e., d(A,B) = 0 for some A 6= B), then function d is
a pseudo-metric. If d satisfies (P1)-(P3) but not (P4), d is called a semi-metric.

One can easily show that the Frobenius distance ‖ A−B ‖F is a metric, while the Frobe-
nius norm of the commutator ‖ AB −BA ‖F is not a metric, since neither (P2) nor (P4)
holds. However, it can be shown [219] that the norm of the commutator is asymptotically
a pseudo-metric in the sense that it satisfies (P4) asymptotically for large matrices drawn
from a “good” distribution (e.g., i.i.d. with uniform, normal or Rademacher distribution).
Therefore, we conclude that the proposed distance measure in Eq. (4.6) is asymptotically a
pseudo-metric.

In the image registration problem, we presume that, if the images are not aligned, their
structure is different. Moreover, in practice, the fixed and the moving image have not, even
after registration, exactly the same image structure. Hence, their graph Laplacians do not
fully commute and (P2) holds. This allows us to conclude that the distance measure defined
in Eq. (4.6) is asymptotically a metric.

A.2 Derivatives

Let IF , IM : Ω ⊂ Rd → R be the fixed and moving image to register. For the optimization
of the proposed distance measure CCOD in Eq. (4.6), the derivatives with respect to the
transformation parameters p have to be computed:

d

dp
D =

d

dp
‖ LFLM (p)− LM (p)LF ‖2F +α

d

dp
‖ LF − LM ‖2F . (A.1)

For simplicity of notation, we suppress the superscript M for the moving image IM , the
moving graph Laplacian LM and corresponding weights wMij . The edge weights of the moving
image graph Laplacian can then be written as:

wij(p) = exp

(
−
[
g(p)

2σ2
1

+ β
‖ ui − uj ‖22

2σ2
2

])
(A.2)

121



closest commuting operator distance

with g : Rp → R,
g(p) =‖ I(φp(ui))− I(φp(uj)) ‖2

and I(φp(ui)) = (I ◦ φp(u1i , . . . , I ◦ φp(uNi )) the vector of transformed voxels of image I (the
moving image) of a patch centered at voxel ui ∈ Ω, where uki ∈ Ω are the voxels in the patch.

Let n be the number of nodes of the graph Laplacians (the number of patches in the

image) and m = n2−n
2 . Since the weights are symmetric and wii(p) = 1, we define w : Rp →

R
m, w(p) = (w12(p), w13(p), . . . , w(n−2)n(p), w(n−1)n(p)) ∈ Rm, and we can interpret the

moving graph Laplacian as a function L : Rm → Rn,n with L(w(p)) = (lij(w(p)))
n
i,j=1 and

l
(u)
ij (w(p)) =

{
−wij(p) if i 6= j,∑n
l=1 wil(p)− wii(p) if i = j,

for the unnormalized Laplacian, and

l
(rw)
ij (w(p)) =

{
− wij(p)∑

m wim(p) if i 6= j,

1− wij(p)∑
m wim(p) if i = j,

for the random-walk Laplacian.

We can then rewrite Eq. (A.1) as

dD
dp

=

(
d

dL
D1 + α

d

dL
D2

)
d

dw
L

d

dp
w

where

D1

(
L
(
w(p)

))
=‖ LFL(w(p))− L(w(p))LF ‖2F ,

D2

(
L
(
w(p)

))
=‖ LF − L(w(p)) ‖2F .

Derivatives of the similarity term w.r.t. the edge weights

First, we determine the derivatives of

d

dL
Dk

d

dw
L(w) =

[
d

dL
Dk

∂

∂wij
L(w)

]
i,j=1,...,n

i<j

for k = 1, 2 and for (i) the unnormalized and (ii) random-walk graph Laplacian.

(i) Unnormalized graph Laplacian

For simplicity, we write L = Lu(w) = D(w)−W(w) and l
(u)
ij (w(p)) = lij(w).

(a) for k = 1:

∂

∂wij
D1(L) =

∂

∂wij
‖ LLF − LFL ‖2F

=
∂

∂wij

∑
k,l

(∆k,l)
2 with ∆k,l =

∑
s

lks(w)lFsl −
∑
s

lFkslsl(w)

= 2
∑
k,l

∆k,l
∂

∂wij

(∑
s

lks(w)lFsl −
∑
s

lFkslsl(w)

)

= 2
∑
l

∆i,l
∂

∂wij
lii(w)lFil + 2

∑
l

∆i,l
∂

∂wij
lij(w)lFjl
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− 2
∑
k

∆k,j
∂

∂wij
lFkj ljj(w)− 2

∑
k

∆k,j
∂

∂wij
lFkilij(w)

= 2
∑
l

∆i,l
∂

∂wij

(∑
m

wim − wii

)
lFil + 2

∑
l

∆i,l
∂

∂wij
(−wij)lFjl

− 2
∑
k

∆k,il
F
ki

∂

∂wij

(∑
m

wim − wii

)
− 2

∑
k

∆k,j l
F
ki

∂

∂wij
(−wij)

=


2
∑
l ∆i,ll

F
il − 2

∑
l ∆i,ll

F
jl if i 6= j

−2
∑
k ∆k,j l

F
kj + 2

∑
k ∆k,j l

F
ki

0 if i = j

=


2
(

(O2 − ((LLF − LFL)(LF )T if i 6= j

−O1 + (LF )T (LLF − LFL))
)
ij

0 if i = j

with superindex ‘T’ denoting transpose,

O1 = (diag((LF )T (LLF − LFL)), . . . ,diag((LF )T (LLF − LFL)) ∈ Rn,n

O2 = (diag((LLF − LFL)(LF )T ), . . . ,diag((LLF − LFL)(LF )T ) ∈ Rn,n.

(b) for k = 2:

∂

∂wij
D2(L) =

∂

∂wij
‖ LF − L ‖2F

=
∂

∂wij

∑
kl

(
lFkl − lkl(w)

)2
= −2

∑
kl

(lFkl − lkl(w))
∂

∂wij
lkl(w)

= −2
∑
k=l
∀k

(lFkk − lkk(w))
∂

∂wij

∑
m 6=k

wkm − wkk


+ 2

∑
∀k,l
l 6=k

(lFkl − lkl(w))
∂

∂wij
wkl

=

{
−2(lFii − lii(w)) + 2(lFij − lij(w)) if i 6= j

0 if i = j

=

{
2 (O3 + LF − L)ij if i 6= j

0 if i = j

with

O3 = (diag(L− LF ), . . . ,diag(L− LF )) ∈ Rn,n.

(ii) Random-walk graph Laplacian

For simplicity, we write

L = Lrw(w) = D−1(w)Lu(w) = D−1(w)(D(w)−W(w))

and l
(rw)
ij (w(p)) = lij(w).
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(a) for k = 1:

∂

∂wij
D1(L) =

∂

∂wij
‖ L(w)LF − LFL(w) ‖2F

=
∂

∂wij

∑
k,l

(∆k,l)
2 with ∆k,l =

∑
s

lks(w)lFsl −
∑
s

lFkslsl(w)

= 2

(∑
k,l

∆k,l
∂

∂wij

(∑
s

lks(w)lFsl

)
−
∑
k,l

∆k,l
∂

∂wij

(∑
s

lFkslsl(w)

))

=
∑
l

∆i,l
∂

∂wij

(
− 1∑n

m=1 wim
wij l

F
jl

)

+
∑
l

∆i,l
∂

∂wij

− 1∑n
m=1 wim

∑
s
s6=j

wisl
F
sl


−
∑
k

∆k,j l
F
ki

∂

∂wij

(
− wij∑n

m=1 wim

)
+
∑
k,l
l 6=j

∆k,ll
F
ki

∂

∂wij

(
− wil∑n

m=1 wim

)

= − 2

d2ii

(
dii
∑
l

∆i,ll
F
jl − wij

∑
l

∆i,ll
F
jl −

∑
l

∆i,l

∑
s
s6=j

wisl
F
sl

)

− 2

d2ii

(
dii
∑
k

∆k,j l
F
ki − wij

∑
k

∆k,j l
F
ki −

∑
k,l
l 6=j

∆k,ll
F
kiwil

)

= −2

(
1

O2
4

◦ (O4 ◦ (L(w)LF − LFL(w))(LF )T

−W(w) ◦ (L(w)LF − LFL(w))(LF )T −O5

−O4 ◦ ((LF )T (L(w)LF − LFL(w)))

+ W(w) ◦ ((LF )T (L(w)LF − LFL(w))) + O6)

)
ij

with ◦ denoting the Hadamard product between two matrices,

O4 = (diag(D), . . . ,diag(D)) ∈ Rn,n,
O5 = (diag((L(w)LF − LFL(w))(LF )TW(w)T ), . . . ,

, . . . ,diag((L(w)LF − LFL(w))(LF )TW(w)T ))) ∈ Rn,n,
O6 = (diag((LF )T (L(w)LF − LFL(w))W(w)T ), . . . ,

, . . . ,diag((LF )T (L(w)LF − LFL(w))W(w)T ))) ∈ Rn,n.

(b) for k = 2:

∂

∂wij
D2(L(w)) =

∂

∂wij
‖ LF − L(w) ‖2F

=
∂

∂wij

∑
kl

(
lFkl − lkl(w)

)2
= −2

∑
kl

(lFkl − lkl(w))
∂

∂wij
lkl(w)

= −2
∑
kl

(lFkl − lkl(w))
∂

∂wij

(
− wkl∑

m wkm

)
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= 2

[
(lFij − lij(w))

∂

∂wij

(
wij∑
m wim

)

+
∑
∀l
l 6=j

(lFil − lil(w))
∂

∂wij

(
wil∑
m wim

)]

= 2
[
(lFij − lij(w))

dii − wij
d2ii

−
∑
∀l
l 6=j

(lFil − lil(w))

(
−wil
d2ii

)]

=
2

d2ii
[(lFij − lij(w))(dii − wij)−

∑
∀l
l 6=j

(lFil − lil(w))wil]

=

(
2

O2
4

◦
(
O4 ◦ (LF − L(w))−W(w) ◦ (LF − L(w))−O7

))
ij

with

O4 = (diag(D), . . . ,diag(D)) ∈ Rn,n

O7 = (diag((LF − L)WT ), . . . ,diag((LF − L)WT ))) ∈ Rn,n.

Derivatives of the edge weights w.r.t. the transform parameters

Next, we determine the derivatives d
dp
w:

d

dp
w =

(
d

dp
wij

)
i,j=1,...,n

i<j

.

From Eq. (A.2):

d

dp
wij(p) =

∂

∂g
wij

d

dp
g(p)

= − 1

2σ2
1

exp

(
−
[
g(p)

2σ2
1

+
‖ ui − uj ‖22

2σ2
2

])
d

dp
g(p)

and

d

dp
g(p) =

d

dp
‖ I(φp(ui))− I(φp(uj)) ‖

= 2(I(φp(ui))− I(φp(uj))) ·
(

d

dp
I(φp(ui))−

d

dp
I(φp(uj))

)T
,

with d
dp

I(φp(ui)) =
(

d
dp
I ◦ φp(u1i ), . . . ,

d
dp
I ◦ φp(uNi )

)
and d

dp
I ◦ φp(ui) the derivative of

the image with respect to the transform parameters.
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B

An adaptive multiscale
similarity measure for
multimodal image registration

Abstract — Popular intensity-based similarity measures such as (normalized) mutual in-
formation estimate statistics over the entire image, neglecting spatial relationships and local
image properties. In this work, we present an adaptive multiscale image similarity measure
for non-rigid registration which combines image statistics at multiple scales for a multiscale
representation of regional image similarities. We validated the proposed similarity mea-
sure on simulated and clinical MR brain datasets. Results show that our approach achieves
higher registration accuracy and robustness than conventional global measures or their local
variations at a single scale.

This chapter is adapted from:

V. A. Zimmer, G. Piella. An Adaptive Multiscale Similarity Measure for Non-rigid Registration.
Proc. International Workshop on Biomedical Image Registration (WBIR), LNCS vol. 8545:203-12,
2014.
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an adaptive multiscale similarity measure

B.1 Introduction

Image registration is an essential image processing technique for the analysis of medical im-
ages in various applications, ranging from computer-aided diagnosis to interventional plan-
ning and guidance, that may require spatial normalization. The objective of image registra-
tion is to find a spatial transformation which aligns corresponding (anatomical) structures
in two or more images.

Similarity measures based on voxel intensities often rely on the assumptions of indepen-
dence and stationarity of the intensities from voxel to voxel. As a consequence, such measures
cannot capture the complex interactions between voxel intensities (e.g. local structures), and
they are not robust against spatially varying intensity distortions.

Popular intensity-based similarity measures are mutual information (MI) [28] and its
normalized version, normalized mutual information (NMI) [65]. They estimate the shared
information between the images to be registered by constructing intensity histograms over
the entire images, assuming a global statistical relationship between them and neglecting
spatial relationships. To take spatial information into account, a common approach is to
consider spatial location as an additional channel [315] or to weight intensities with local
spatial kernels to vary the contributions of voxels to the joint statistics [71, 72, 76, 316, 317].

Such local methods have shown to significantly improve the registration results compared
to the standard (global) ones. However, one problem of such regional approaches is that local
statistics are only effective within a small image region, which may create numerous local
minima of the objective function. Additionally, local measures are less robust to noise and
outliers than global measures. Only using local statistics on small regions of the image may
lead to poor estimates of joint probabilities and therefore to poor registration results. To
overcome this, some approaches have proposed to combine global and local statistics [77,
318], where in the latter the combinations weights are dependent on the local statistics
around individual voxels. One drawback common to all the aforementioned approaches is the
selection of the region size for statistics computations. In medical images, regions of interest
may appear in various sizes and contain features of different granularity. Hence, deformation
to be captured by image registration may occur at a variety of scales. In this paper, we
address this issue by combining similarity measures at different levels of granularity. This
involves computing regional similarities on a hierarchy of image patches and combining them
across the hierarchical levels to obtain a multiscale similarity mesure. Our approach encodes
the notion of scales directly into the hierarchy, thus enabling a multiscale representation of
regional similarities.

The idea of considering multiple scales in the similarity measure is somewhat related
to the classical approach of registering images at several scales using a multiresolution rep-
resentation for the images [30, 319, 320]. Following this coarse to fine strategy, Likar et
al [321] proposed a hierarchical approach for elastic registration. Images were divided into
subimages at different scales, locally affine registered and elastically interpolated. In [322], a
wavelet-based multiresolution strategy was used to combine MI with spatial information ob-
tained from the high-frequency coefficient of the wavelet transform at each resolution. In the
framework of large deformation diffeomorphic metric mapping (LDDMM), Risser et al. [323]
included scale in the regularization metric by adding kernels of different scales. Recently,
Sommer et al. [324] developed a multiscale extension of the LDDMM, the kernel bundle
framework, which allows multiple kernels at multiple scales. These latter approaches, how-
ever, are computationally expensive and are not well adapted to multimodal images. We will
show that our measure using NMI and free-form deformations is particularly well adapted
to multimodal image registration while maintaining manageable computation cost.

B.2 Method

B.2.1 Image registration

Registration of two differentiable images IF , IM : Rd → R with dimension d ∈ {2, 3} can be
formulated as an optimization of a cost function (a distance measure plus a regularization
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term) over a space of transformations:

p̂ = arg min
p

(
− S(IF , IM ◦ φp) + γR(φp)

)
,

where IF , IM are respectively the fixed and moving images, S is a similarity measure,
φp : Rd → R

d is a transformation with parameterization p, R is a regularizer and γ is
a regularization penalty weight.

In this work, we focus on the similarity measure S that quantifies the degree of match
between the images. Information-theoretic similarity measures, such as MI and NMI, are
among the most popular measures used in intensity-based image registration:

SMI(I
F , IM ◦ φp) = H(IF ) + H(IM ◦ φp)−H(IF , IM ◦ φp),

SNMI(I
F , IM ◦ φp) =

H(IF ) + H(IM ◦ φp)

H(IF , IM ◦ φp)
,

where H(IF ), H(IM ) are the Shannon’s marginal entropies of the fixed and moving images,
and H(IF , IM ) is their joint entropy. We choose NMI as similarity measure because, unlike
MI, it is robust to changes in the region of overlap between the images, and its range is
bounded between 1 and 2, which is an interesting property for the definition of our adaptive
multiscale similarity measure in Section B.2.2. In this work, the negative NMI is minimized
using the L-BFGS algorithm [325]. The implementation of NMI is based on a Parzen-window
method to estimate the probability density functions such that the entropy of an image F is
computed with

H(IF ) = −
∑
x

pF (x)logpF (x),

where pF is the histogram of IF estimated using Parzen-windows [30, 67]. With this estima-
tion, NMI is differentiable and the gradient with respect to the parameters p of φp, which is
needed by the optimization algorithm, is given by

∇pSNMI =
[∂SNMI

∂p1
, . . . ,

∂SNMI

∂pn

]
with

∂SNMI

∂pi
=

1

A2(p)

∑
x,y

(
A(p)logpM (y; p)−B(p)logpF,M (x, y; p)

)∂pF,M (x, y; p)

∂pi
,

where pM (y; p) is the histogram of image IM ◦φp, pF,M (x, y; p) is the joint histogram of IF

and IM ◦ φp, and A(p) = H(IF , IM ◦ φp), B(p) = H(IF ) + H(IM ◦ φp) using the Parzen-
window estimation for the entropies. More details on the gradient computation can be found
in [67].

As transformation model, we choose a free-form transformation modeled using B-
splines [38]. By deforming an underlying grid of uniformly spaced control points, the moving
image is transformed iteratively. The parameters of the transformation are the control points
p of the grid. We used a multiresolution approach by varying the control point spacing of
the B-Spline grid in a coarse to fine manner [38]. Our implementations are based on the
Insight Segmentation and Registration Toolkit9 (ITK).

B.2.2 Adaptive multiscale similarity measure

Encoding local spatial information into the NMI and MI measures has been shown to improve
their performance. One drawback of this approach is the lack of a systematic method to select
the region size over which to compute the local statistics. Different regions can contain

9http://www.itk.org/
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information at different scales, and choosing a single scale may miss deformations occuring
at other levels. The idea of measuring image similarity on multiple levels at spatially-varying
locations aims at addressing this issue.

The methodology is inspired from the idea of multiscale patch representa-
tion [119, 326, 327]. In particular, in the context of manifold learning, this was used in [119]
to construct manifold embeddings that take into account local properties of the image. We
construct an image partition similar to a quadtree structure, i.e., the full image is divided
into four (or eight in 3D) regular quadrants or patches, which in turn are recursively di-
vided into four (or eight) subquadrants until the desired number of levels is obtained (see
Fig. B.1). Thus, for each input image, a set of hierarchical patches is obtained. Each level
in the quadtree corresponds to a different spatial resolution level, with the lowest level l = 0
corresponding to the whole image (coarsest level) and the highest level l = L to the finest
one. At each level l there are up to 2d·l patches (4l for 2D and 8l for 3D images).

For each patch p at level l, we can compute a local similarity measure Sl,p and a matching
measureMl,p that combines the current local similarity Sl,p with a more global one (derived
from all or a set of patches from previous levels). On the coarsest level l = 0, there is only one
patch p = 1, and the matching measure is M0,1 = S0, which is the similarity measure over
the entire image. On the subsequent levels, the matching measure of each patch is computed
by

Ml,p = (1− λl)Sl,p + λl

2d(l−1)∑
q=1

αqMl−1,q, (B.1)

where λl ∈ [0, 1], αq ∈ R are weighting parameters that determine the influence of each
term. Note that for each patch at a given level, the matching measure Ml,p takes into
account both local and global statistics, respectively measured by Sl,p and a combination of
matching measures at the previous coarser level l − 1. For a given number of levels L, the
proposed adaptive multiscale similarity measure is then computed as

M(L) =
1

2dL

2dL∑
p=1

ML,p,

which is a function of all patches and levels. This allows capturing the local structure of the
images at different levels of granularity along with the global image structure.

For the computation of the proposed similarity measure, we introduced two weighting
parameters: λl ∈ [0, 1], to determine the influence of the current local patch similarity over
the coarser ones, and αq ∈ R, to weigh the different contributions of the coarser parent
patches.

The choice of the weighting parameters is important to adapt the similarity measure to
both local and global stastistics, and hence to allow for a higher accuracy of the registration
algorithm. Here, we define an adaptive weight for each patch, i.e., λl = λl(p), such that the
lower the local similarity measure Sl,p the higher its weight is. In this way, local dissimilarities
are emphasized during optimization and the registration is guided to correct for such local
mismatches. On the other hand, when local similarity is high, a larger weight is assigned

to the most global similarity term (
∑2d(l−1)

q=1 αqMl−1,q, computed from patches at previous

levels). This behavior can be obtained by defining λl(p) as an increasing function of Sl,p.
Since we use NMI as local similarity, which is bounded between 1 and 2, we set λl(p) =
Sl,p − 1; hence λl(p) ∈ [0, 1]. For example, if images are very similar in patch p of level l,
Sl,p will be close to 2 and the local weight 1−λl = 2−Sl,p in Eq. (B.1) will be close to zero.
Hence, only the more global statistics will be considered for the patch matching measure
Ml,p.

In [77], the authors combine local and global similarities at a single scale using a weighting
strategy opposite to ours: the higher the local statistics, the higher its contribution to
the overall similarity. They argued that if the local similarity term is low, it means that
local statistics do not provide sufficient information for matching and therefore a global
measure should be used. However, with this weighting approach, the registration algorithm
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Figure B.1: Division of a 2D image into hierarchical patches to obtain image information at
different levels. Each subdivision at a given level l is contained within one parent patch at level
l − 1.

could fail in correcting small local dissimilarities when the global similarity is already high.
Experiments in Section B.3.1 demonstrate that this affects the correct alignment.

The weighting parameter αq determines the influence of each of the parents patch simi-
larities to the more global similarity term that is combined with the local similarity Sl,p of
the current patch. Since each patch p is contained in exactly one patch q at the previous level
(Fig. B.1), a simple way to define the weighting parameter would be to set αq = 1 for the
patch q which contains patch p at the next level, and αq = 0 otherwise. However, especially
when patch p lays on the border of patch q (as illustrated in Fig. B.1 for the black-border
patch at level 2), the statistics of q may not capture the whole neighborhood of p. Thus, we
propose to take into account all parent patches q at the previous level, with a weighting

αq =
1

dq

2d(l−1)∑
q=1

1

dq
,

where dq is the Euclidean distance between the center of patch q at level l−1 and the current
patch p at level l. This weighting was also used in [119] to align patches with their parent
patches.

B.3 Experiments and results

We validated the proposed adaptive multiscale image similarity measure on two synthetic
datasets (2D phantoms and simulated 3D brain images from BrainWeb database10) and on
a clinical brain dataset obtained from The Alzheimers Disease NeuroImaging Initiative11

(ADNI) [197].
The similarity measures to evaluate are: (i) NMI: the global NMI (i.e., S0), (ii) L-NMI:

a local NMI that computes the NMI value in local regions at a single scale (here with a local
region size of 32), (iii) LG-NMI: a combination of local and global NMI at a single scale,
using an adaptive weight as in [77], and with a local region size of 32, (iv) LG∗-NMI: LG-NMI
but with the adaptive weight proposed in this work (opposite to [77]), and (v) AM-NMI: the
proposed adaptive multiscale similarity measure on three scales (L = 2, i.e., M(2), which
corresponds to one global and two local scales).

B.3.1 Synthetic data

We start with a simple synthetic example to illustrate the advantages of considering both
local and global statistics at multiple levels in the presence of high intensity differences
and intensity gradients. We used synthetic phantoms (shown in Fig. B.2) similar to those
employed in [224]. Both images contain a circle, which is black with a white background in
one image and with an intensity gradient in the other image. We examined the changes of
the studied different similarity measures with respect to horizontal translations. Similarity
curves are plotted in Fig. B.2. It can be seen that global NMI fails in detecting a minimum
for minimal translation (Fig. B.2 (b)). A minimum is reached using only local information

10http://www.bic.mni.mcgill.ca/brainweb/
11http://www.adni-info.org
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Image pair Distance curves

(a) Fixed image (b) NMI (c) L-NMI (32) (d) LG-NMI (32)

(e) Moving image (f) LG-NMI (64) (g) LG∗-NMI (32) (h) AM-NMI

Figure B.2: Distance curves on synthetic phantoms (left). Similarity curves are obtained from
horizontally translating the moving image over the fixed image using different similarity measures.
The local region sizes, if needed, are given in brackets.

at a fixed scale (Fig. B.2 (c)) but with translation of t = (−1, 0). Combining local and global
information with LG-NMI leads to the correct minimum of t = (0, 0), but the similarity plot
is not symmetric around the minimum. If we use a weighting as proposed in Section B.2.2,
the symmetry is restored and the correct minimum is reached (Fig. B.2 (g)). Computing
the local information only at one scale is sensitive to the selected region size, as seen in
Fig. B.2 (f), where instead of 32 a region size of 64 was set. The similarity plot still shows a
minimum but with a translation of t = (4, 0). This also happens using L-NMI or LG∗-NMI
with a local region size of 64. AM-NMI detects the correct translation corresponding to the
ground truth registration and provides smooth and symmetric similarity plot without being
dependent on the selected region size (Fig. B.2 (h)).

Second, we evaluated the accuracy of registration with our approach on simulated normal
brain images from the BrainWeb database. Triplets of pre-registered T1-, T2- and proton
density-(PD) weighted MR images were generated with a slice thickness of 1 mm, a noise
level of 3% and intensity non-uniformity (INU) fields of 0%, 20% and 40%. We created five
random deformations (maximal voxel displacement of 4 mm) using random displacements of
the control points of a dense B-Spline grid and used them to deform the three modalities. The
inverse deformation field was used as ground truth. Next, we performed pairwise registrations
with the deformed T1, T2 and PD as moving images and the undeformed T1 as fixed image.
Each image pair used for registration had the same INU. The error of the registration was
computed as the root mean square error (RMSE) between the ground truth deformation and
the estimated one. Results are shown in Table B.1. For monomodal registrations (T1-T1),
the error is small for all measures. For registrations with an INU field of 0%, the errors are
very similar for all measures, although L-NMI, LG∗-NMI and AM-NMI have the smallest
errors. For multimodal registrations (T1-T2, T1-PD), errors are larger than those for T1-T1.
However, results show that AM-NMI achieves the best performance.

The distribution of errors is shown in Fig. B.3 for each deformation. The difference in
the performance of the different similarities becomes more evident when INU field increases.
For monomodal registration, INU does not affect too much the results (see Table B.1),
whereas for multimodal registrations (Fig. B.3) results are sensitive to increasing INU. NMI
is adversely affected when the INU fields become stronger (error increases from 0.446 mm for
0% INU level up to 1.269 mm for 40% level). In contrast, using local information alleviates
the effect of INU, being the AM-NMI the more robust. Note that the registration errors with
LG∗-NMI are always smaller than with LG-NMI.
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Table B.1: Root mean square error of the displacement error using different similarity measures.
Five pairwise registrations are conducted between T1 (fixed image) and each deformed T1, T2 and
PD (moving images). For each modality pair class, mean error and standard deviation are shown.
Errors are in mm.

Mod. INU NMI L-NMI LG-NMI LG∗-NMI AM-NMI

T1-T1
0%

0.46 ± 0.01 0.42± 0.01 0.44 ± 0.02 0.42± 0.01 0.42± 0.01
T1-T2 0.97 ± 0.012 0.93± 0.005 0.94 ± 0.03 0.93± 0.01 0.93± 0.01
T1-PD 0.82 ± 0.01 0.80± 0.01 0.80 ± 0.01 0.80± 0.02 0.81 ± 0.01

T1-T1
20%

0.47 ± 0.01 0.41± 0.01 0.50 ± 0.16 0.42 ± 0.01 0.42 ± 0.02
T1-T2 1.16 ± 0.01 0.97 ± 0.01 1.07 ± 0.01 1.00 ± 0.01 0.94± 0.03
T1-PD 1.24 ± 0.03 0.96 ± 0.01 1.05 ± 0.02 0.98 ± 0.02 0.91± 0.03

T1-T1
40%

0.47 ± 0.01 0.42± 0.01 0.45 ± 0.02 0.43 ± 0.01 0.42± 0.01
T1-T2 1.33 ± 0.02 1.09 ± 0.02 1.15 ± 0.03 1.08 ± 0.02 1.01± 0.05
T1-PD 1.49 ± 0.05 1.06 ± 0.02 1.19 ± 0.02 1.08 ± 0.02 0.97± 0.03

Figure B.3: Root mean square errors using different similarity measures with different intensity
non-uniformity fields (black: 0%, blue: 20%, red: 40%). Each symbol corresponds to one random
deformation.

B.3.2 Clinical data

We applied the proposed AM-NMI image similarity measure on a clinical dataset of longi-
tudinal MR brain images from the ADNI database. This database contains subjects with
normal cognition, mild cognitive impairment and with Alzheimer’s disease. We registered
T2-weighted MR images of the same patient at two different time points (with a time dif-
ference of twelve months) using as similarity measures the standard global NMI and the
proposed AM-NMI. In Fig. B.4 the difference images between the fixed and the registered
images for two axial slices are shown. By visually inspecting the registered images, one
can see that global NMI leads to misregistrations in some local regions, while registration
artifacts are diminished when using AM-NMI.

B.4 Discussion

We have proposed an adaptive multiscale image similarity measure based on NMI for non-
rigid image registration. The AM-NMI similarity measure combines image information across
hierarchical levels to capture differences in image features of varying granularity. We vali-
dated our measure on simulated and clinical MR brain images. Results show that, especially
for multimodal registration, the AM-NMI is an accurate and robust similarity measure for
non-rigid image registration. AM-NMI registration results outperform the ones obtained
with the typically global NMI, the local NMI and the combination of local and global statis-
tics at a single scale, in terms of registration accuracy measured by the RMSE of the voxel
displacements. Additionally, the AM-NMI is more robust to intensity non-uniformities than
the aforementioned measures.

For the definition of local regions in our measure, we do not need to select a region size
a priori for statistics computation, which is an advantage over other methods that use local
information. In our approach, the region size is automatically set by the number of levels used
for the AM-NMI computation. However, the selection of the finest level is important, since
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Figure B.4: Registration example for the ADNI dataset. Difference images between fixed and
moving image (left) and fixed and registered image using NMI (middle) and AM-NMI (right) are
displayed in fake colors for an easier visualization of the errors. Each row corresponds to a different
axial slice. Red arrows show misregistered regions using global NMI, while AM-NMI leads to more
accurate results.

too small regions may lead to poor histogram estimations, and therefore to poor registration
results. In [321], the authors found that if the local region size is too small, the probabilities
estimations may not be correct. Additionally, the finest patch level should be also related
to the finest deformation scale. If there is a large non-rigid deformation between the images
to be registered, the region size on the finest level should be smaller than if the deformation
between the images is small. In this work, we used regular patches and a fixed number of
levels L = 2 (corresponding to a minimum patch size of 32× 32× 32 for the BrainWeb and
32 × 32 × 16 for the ADNI data). For a better adaptation to the underlying anatomy and
image properties, one could define non-regular patches, which capture specific features of the
images at different scales, and dynamically adapt the number of levels during the registration
process.
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