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Abstract

This thesis deals with the creation of a new open-source program and API for biomolecular
simulation and its subsequent application to biological problems. The program, Adun, fo-
cuses on the key areas of biological free-energy calculations, rapid development and high-
performance productivity. Methods such as SCAAS, EVB and switched Generalised-Born
have been implemented to realise the first aim. The presence of these techniques, along
with a multitude of others, verifies Adun’s rapid development potential. All these features
are united by an advanced graphical user interface which provides novel capabilities such
as inbuilt data management, and distributed datasharing and computation. Adun’s ability to
tackle biological problems is illustrated with an investigation of Ras dynamics and the de-
velopment, implementation and testing of a novel method for determining transition paths.
In addition to concretely demonstrating Adun’s potential these studies also provide insight
into the use of dynamic information in elucidating protein function. The current state of
the program and the results of the two studies is discussed and indications of future aims
and directions given. In addition the role of computational scientists as developers of tools,
for themselves and the wider scientific community, is examined.

Aquesta tesi tracta de la creació d’un nou programari de codi obert i d’una interfı́cie de pro-
gramació (API) per realitzar simulacions (bio)moleculars, aix com de a la seva aplicació
posterior a problemes biològics. El nou programa, Adun, es focalitza en les àrees clau del
càlcul d’energies lliures, el desenvolupament ràpid de programari i la productivitat d’alt
rendiment. Mètodes com SCAAS, EVB i Born generalitzat han estat implementats per
tal d’assolir el primer objectiu. La presencia d’aquestes tècniques, a més d’altres, mostra
la velocitat de desenvolupament d’Adun. Totes les caracterı́stiques són accessibles mit-
janant una interfı́cie gràfica d’usuari avançada que proveeix de noves capacitats, com el
tractament de dades integrat o la compartició de dades i de càlculs distribuı̈ts. La capacitat
d’Adun de tractar problemes biològics és ilustrada amb la investigació de la dinàmica de la
proteı̈na Ras i el desenvolupament, implementació i demostració d’un nou mètode per a la
determinació de camins de transició. A més, per tal de demostrar el potencial del programa
Adun, aquests estudis també proporcionen una visió avançada sobre l’ús de la informació
dinàmica en determinar la funció de les proteı̈nes. L’estat actual del programa i els resultats
dels dos estudis és, doncs, discutit, i es donen indicacions dels objectius i direccions futurs.
Finalment s’examina el paper dels cientı́fics computacionals com desenvolupadors d’eines,
per a ells mateixos o per a tota la comunitat cientı́fica.
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Chapter 1

Preface

The objectives of my thesis were to create a new program for studying biochemical and
biophysical problems and subsequently to use it to investigate the functional motions of
biomolecules. The application, called Adun, is at its core a molecular simulator. Using the
technique of Molecular Dynamics (MD) it simulates how molecules move and act in reality.
It is analogous to the ultimate microscope enabling examination of biological phenomena
at atomic level detail and providing information not accessible from experiment.

I believe that the next wave of scientific applications, like Adun, must exploit the possi-
bilities offered by today’s software development technology. This requires targeting and
reducing all the barriers to performing computational research, not simply concentrating
on a single issue such as run-time. To not take this “gestalt” approach will miss a golden
opportunity for advancement in this field of research.

Adun targets three classes of users. Algorithm developers are provided with advanced
libraries that enable them to rapidly create and distribute new methods (see Chapter 5).
Computational biologists are catered for with a powerful set of biochemical tools (see
section 4.3, Chapter 7 and Appendix B) and technology which enhances productivity and
eliminates many onerous tasks (see Chapter 6). Finally Adun seeks to expand the use of
computational biochemistry to experimental biologists through a consistent, user-friendly
interface (see Chapter 6).

An investigation of biomolecular dynamics, and their connection to function, forms the
second part of this thesis. The fluctuation properties of proteins have been implicated in a
wide range of their functions e.g. ligand binding, substrate specificity and allostery [1, 2].
In addition the ability of proteins to change conformation, a type of functional motion,
is fundamental to many biological phenomena. Using molecular simulation the collective
motions of a protein, which are linked to its function [3], can be obtained [4]. In this thesis I
compare the dynamics of the substrate bound and free forms of the Ras protein and use new
techniques to relate them to thermodynamic quantities like free-energy (see Chapter 8). I
subsequently use this information to provide insight on the effect of the common Q61G
oncogenic mutation. I also investigate the possibility of using collective motions to acquire
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information on the transition paths associated with conformational changes (see Chapter
9).

The Motivations For Adun

Creating a new simulation package is a mammoth task and the question naturally arises -
why not simply develop an existing simulation program? There are many reasons for this
and I will briefly examine of some of them here (Figure 1-1 summarises them for the main
simulation packages).

The first issue to note is that these packages can be categorized by whether they are bio-
chemical, e.g. CHARMM [5] or biophysical e.g. NAMD [6] in origin. 1 This division,
a result of the differing concerns and approaches of biochemists and biophysicists, is re-
flected in their code bases which are tailored to certain methods and problems. For now it
is sufficient to point out that the biophysical bias of some codes means it is complicated to
extend them with biochemical algorithms (see section 2.3.1 for more detail).

Secondly most of the biochemical programs are quite old. They originated in the 70’s and
are written in Fortran, a combination that makes it hard for programmers to understand
the code and extend it with new methods. Attempting to do so would be an exercise in
frustration. Even the more modern programs usually adopt the same algorithm-centric
programming model leading to similar drawbacks.

Furthermore it often would be beneficial to combine methods in different programs. How-
ever this is frequently not possible since the programs will often be strongly coupled to
different force-fields and modelling techniques (see sections 2.2 and 7.3.3). In this case
using the methods together requires that they are in the same application - which leads
straight to the development issues mentioned above. This problem also means that many
powerful methods are left languishing in less known programs.

Overcoming these obstacles requires a platform which enables computational scientists
to rapidly implement biochemical and biophysical algorithms with minimum effort (see
section. The creation of such a platform is one of the main aims of this thesis.

Another motivation for Adun’s creation concerns the modelling of electrostatic effects.
These are generally accepted as being the most important factor for determining structure-
function correlations in biomolecules. Nevertheless it is contended that several widespread
simulation techniques do not adequately model electrostatics and are hence unsatisfactory
for studying many of the biochemical properties of proteins [13] (see section 2.2.1). I want
to address this problem by providing methods which aim to accurately account for these
effects on both microscopic and semi-microscopic scales [14, 15].

One reason this dispute exists is because a meaningful comparison entails using the same
1Other biochemcial programs include AMBER [7], MOLARIS [8], GROMOS [9] and Q [10]. Other

biophysical programs include GROMACS [11] and TINKER [12].
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force-field for rival methods 2 which is often impossible since they are in different simula-
tion packages. Thus we arrive back again to the problem of ease of development.

Even if we ignored these complications many simulation programs are not free to develop
to begin with, which, regardless of other deficiencies, effectively rules them out. This is not
only due to monetary concerns but also to our desire to adopt an independent open-source
model based on a collaborating community rather than a single group (see section 2.3.3).
Adun’s open-source nature means it is free to both develop and use, important factors when
attempting to attract new users. Taken together these factors remove the option of using
any of these packages.

In my opinion these reasons provide ample motivation for a new code for computational
biochemistry. However an overview of current simulation packages makes plain other
shared shortcomings, which can be addressed by a new program. By generally ignoring
practical factors like workflow, data management and data sharing they fail to optimise the
productivity of scientists who use them (see section 2.3.2). This wastes not only computer
time through replication of calculations but also causes scientists, a valuable resource, to
spend an inordinate amount of effort on tasks like organising data.

Moreover their arcane command-line nature places a steep learning curve before potential
users which actively discourages their use. This restricts these powerful tools to a small
subset of the biochemical/biophysical community. They are effectively unavailable to a
large number of researchers who they would greatly benefit - a situation that is contrary
to my desire to reach new users. Indeed the expanding of simulation techniques to experi-
mentalists has been an aim of founders of the field who have envisioned a situation where
the “interplay between experiments and simulations will be an integral part of molecular
biology, as it is now in chemistry” [16]. It is a mission of Adun to make this vision a reality.

2That is, methods for calculating or modelling the same property
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1.1 Thesis Structure

This thesis is structured as follows -

• Chapter 2 - Introduction

The next chapter details the current state-of-the-art in molecular simulation packages
along with relevant background on the field. Following this, it examines in greater
detail the different motivations - biochemical, developmental and productivity - be-
hind Adun. Finally it overviews the theory of functional dynamics in biomolecules.

• Chapter 3 - Objectives

Based on the information presented in Chapter 2, I outline the concrete objectives of
this thesis.

• Chapter 4 - Methods

This chapter has three distinct parts. The first describes the programmatic “materials”
used to create Adun. Following this is a detailed description of Essential Dynamics
(ED)- the basic technique I use for analysing biomolecular motion. The final part is
concerned with the methods used to perform the simulations reported in this thesis.

• Chapter 5 - The AdunKernel Framework

This is the first results chapter. It describes the AdunKernel framework, a library for
building simulation applications, which is the bedrock on which all further develop-
ments in this thesis are built.

• Chapter 6 - Productivity Technology

This chapter explains the technology created to realise the High Performance Pro-
ductivity aim of Adun.

• Chapter 7 - Algorithms, Controllers and Advanced Features

Here the biochemical algorithms and multitude of analysis tools that have been im-
plemented using Adun’s technology are briefly described. It also details Adun’s ad-
vanced features like distributed computing, scripting and workflow and Force Field
Markup Language (FFML).

• Chapter 8 - Ras Functional Motions

The penultimate results chapter is an in-depth investigation of the functional motions
of Ras. It also contains descriptions of the analysis methods I have implemented to
realise this study.

• Chapter 9 - Transition Path Modes

This chapter describes the novel Transition Path Modes methodology I developed
for discovering possible transition paths and illustrates its initial application to three
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different conformational changes. Along with the previous chapter, it demonstrates
Adun’s use in real studies - from initial conception to final analysis.

• Chapter 10 - Discussion

Here I discuss the successes, problems encountered and future work in each of the
areas I have explored in this thesis. In addition I consider the philosophy, methods,
and aims of computational scientists as developers of tools for themselves and the
wider scientific community.

• Chapter 11 - Conclusion

A final summary of the results of this thesis and the objectives achieved.

• Appendix A - Derivations and Proofs

The first appendix is concerned with proofs of certain identities used in Chapter 9.

• Appendix B - Algorithms and Methods

Appendix B contains detailed descriptions of some of the core algorithms I imple-
mented during this thesis. Although they were not directly used in the results chapters
they represent the initial steps in creating a powerful simulator based in free-energy
calculations and will be used frequently in the coming years.

• Appendix C - Theory

The final appendix provides general background theory on the calculation of free-
energy via simulation techniques and on protein dynamics. It also serves as a brief
overview for those who are not familiar with the field of molecular simulation.

• Glossaries

The glossary contains acronym definitions along with more detailed descriptions of
some computer science/software engineering terms.

Author Contributions

Chapters 5, 6, 8, 9, sections 7.1.3, 7.3.2, 7.3.3 and the derivation described in section A.1
describe original work contributed by the author. All algorithms described in this thesis
(sections 4.3, 7.1 and Appendix B) were implemented by the author except for ASEP/MD
(section 7.1.2 and B.3) and the multiple alignment plugin (in section 7.2.2) which were
implemented in collaboration with I.F. Galvan and S. Phanindra respectively. In section
7.3.1 all Distributed Objects (DO) development was performed by the author while the
QosCosGrid development was done in collaboration with the QosCosGrid consortium and
R. Alcantara.

My work in this thesis has produced two first author publications [17, 18] with one con-
tributing author and two first author papers in preparation.
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Chapter 2

Introduction

The need for a new simulation program reflects shortcomings in current packages. In this
chapter I elaborate on the motivations for Adun outlined in the Preface, focusing on three
areas - biological free-energy calculations, rapid development and high performance pro-
ductivity.

In the previous chapter the purpose of Adun was described as being to simulate on a com-
puter the motions of biomolecular systems. 1 Looking deeper this simulation is only a
means to an end - the investigation of why, when and how biological processes occur. For-
tunately in many cases these questions can be answered by measuring a single property, the
free-energy, and this is the focus of Adun.

Free-energy calculations require information about the configurations a system prefers to
be in, a preference determined by each configuration’s energy. This energy depends on
the hugely complex interactions of all the electrons and protons in the system and the ap-
plication of quantum mechanics is necessary for a precise evaluation - a calculation that
is rendered all but impossible for systems beyond small molecules. Molecular Mechanics
(MM) (see Appendix C) was developed to overcome this problem and provide an approx-
imation to the energy of large molecular structures. The derived technique of MD then
uses this information to generate the preferred configurations of the system and it forms the
basis for most computational investigations of biomolecules. In section 2.2 I look at the
application of MD to free-energy calculations concentrating on the limitations of current
molecular simulation packages in this area.

The implementation and development of new and proven algorithms is necessary for the
advancement of biochemical research. This requires programmers to dedicate time and
energy to extending their capabilities. Furthermore it is the researchers who use such pro-
grams that ultimately generate the results and hypotheses that drive science forward. There-
fore the ease with which they can use these tools directly affects the rate at which they can
conduct investigations. Current simulation applications fail to address either of these issues
which I examine further in section 2.3

1Throughout this thesis the term ‘system’ will be used to describe a collection of atoms.
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This thesis is also concerned with protein dynamics and specifically their relation to func-
tion. Chapter 8 investigates Ras dynamics while Chapter 9 is concerned with protein con-
formational transitions. The possibility that some of the movements of a protein may be
tied to their function has received much attention. The final part of this chapter overviews
the current theory of functional motions of biomolecules. There I detail possible mecha-
nisms by which this could occur and how they are related to thermodynamic concepts such
as free-energy and entropy.

2.1 Molecular Dynamics Programs

Before looking at specific issues regarding MD programs and free-energy calculations I
want to detail the background of MD as applied to biological problems [19, 20, 21]. 2 This
is of interest since it provides an insight into the genesis of the current main MD packages
which is, in many respects, related to their limitations. The first program to use molecular
mechanics on proteins was developed in 1967 in Sheinor Lifson’s group by Michael Levitt
and Arieh Warshel. Called Consistent Force-Field (CFF) [22], it used the force-field of
the same name (which was developed in the same group) and could calculate the energy
and derivatives of any molecular system. Its initial use was in energy refinement [23] and
subsequently in 1969 it was taken by Warshel to Harvard where he did a postdoc with
Martin Karplus. This visit led to the code being rewritten in Karplus’ group by Bruce Gelin
[23]. Subsequently CFF was used by Warshel and Levitt in the first simulations of protein
folding [24] and enzymatic reactions [25] and became the basis for Warshel’s MOLARIS
program [8]. Bruce Gelin’s rewrite was further modified independently in Karplus’s group
and was used in the first simulation of protein dynamics in 1977 by Andrew McCammon
[26]. This code became the basis of CHARMM [5], AMBER [7] and GROMOS [9], all
still in use today [19].

These codes were developed by chemists and reflected their interests. Although this obvi-
ously included free-energy it did not become possible to calculate free-energies in biolog-
ical systems until the 1980’s due to sampling/convergence problems caused by the limited
computational power available. Almost all the original programs were primarily developed
for structure refinement and later expanded to perform limited MD simulations for investi-
gating fluctuations in protein structure and normal mode analysis (see section C.5.3).

It is at this time that divergence in the algorithms used appears, mostly due to the dif-
ferent research interests of the scientists involved and the issue of convergence. Warshel
concentrated on ways of modeling electrostatic effects accurately and on developing meth-
ods to overcome the convergence problems inherent in biological systems through semi-
microscopic methods e.g. Protein-Dipoles/Langevin-Dipoles-Scaled (PDLD-S) [27]. Oth-
ers tackled the problem by choosing to speed up the MD calculation through use of Periodic

2The background on the early evolution of MD programs is taken from papers by Levitt and Karplus
which mostly agree except for certain questions on the degree to which CFF was the basis for the CHARMM
precursor. In this case Levitt’s version is used as it is more concrete.
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Boundary Conditions (PBC) (see section C.3.2) 3 and algorithms like SHAKE (see section
C.3.3), a route that also reflected their desire to investigate protein dynamics. At this early
stage (mid 80’s) the problems and arguments that will be considered in section 2.2.1 be-
gan to appear. The next important development was the arrival of Particle-Mesh Ewald
(PME) [28, 29] in the early 90’s. PME allowed treatment of long-range electrostatics at
only O(n) cost but required the use of PBC. Hence PBC became the main, and usually the
only, solvation method in simulation programs.

2.1.1 Biophysical Simulators

As computer power increased, longer and larger MD simulations became possible, mak-
ing meaningful biomolecular free-energy calculations on large systems feasible. In tandem
with this, the emergence of parallel computing led to the development of two more pro-
grams, NAMD [6] and GROMACS [11], in the early to mid-nineties. These programs
aimed to harness parallel programming to allow bigger and longer MD simulations to be
performed. GROMACS developed partially from the MD part of GROMOS, while NAMD
was built de novo.

The creation of new programs, rather than modification of the previous generation, was
motivated by some of the same reasons as Adun (see section 2.3). GROMACS developers
noted it was too difficult to harness parallelism by modifying the existing code base of
GROMOS [11], while NAMD developers cited the desire to harness new technology to
“enable high-performance classical simulations of biomolecules in realistic environments
of 100,000 atoms or more” as their motivating factor [6]. The increase in accessible time-
scales provided by parallel methods lead to an increasing use of MD. This may have been
a reason for studies investigating possible regulation of biochemical functions by protein
dynamics becoming popular. 4

The developers of both GROMACS and NAMD poured huge effort into the pursuit of
high-performance MD. The former, as well as parallelising their code, optimised the non-
bonded calculation for almost every computer architecture, attaining impressive speeds on
standard desktops. The latter achieved massively scalable parallel calculations for large
systems. Scalability refers to how increasing the number of processors, N , used in a par-
allel calculation affects its speed. With NAMD, for a sufficiently large system, the time
taken for a single MD step will continue to decrease up to 100’s of processors while for
other parallel algorithms no return is gained for N > 30. This has allowed it to be used
to perform simulations of a complete virus in water, totaling roughly 1 million atoms, for
50ns [30].

For both NAMD and GROMACS long-time, maximum fidelity, molecular dynamics sim-
ulations are the main focus. This is partly due to the burgeoning field of computational

3Which usually involves less atoms to fully solvate a molecule then spherical boundary conditions (for
which see section 4.4).

4As I outline in section 2.4 I feel the term ’protein fluctuations’ is more accurate
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biophysics where such large scale simulations are useful for studying the mechanical, dif-
fusion and dynamic properties of biomolecules. As a physicist by training, I can also sug-
gest here that, by their nature, physicists have a more mechanical view of the universe than
chemists and as such are not generally interested in chemical phenomena. Moreover the
simulations NAMD and GROMACS are capable of performing are immediately striking,
which can cause the underlying problems with them to be overlooked.

However it remains that the processes at the heart of biological function are best understood
through the concept of free-energy. As physicists’ interest in biology grew they naturally
applied these new programs to non-reactive biological phenomena such as ligand binding,
conformational changes and ion-channels. Nevertheless because of their focus on high-
performance MD these programs do not include the facilities to tackle, in an optimal way,
the major issues in performing such free-energy calculations - namely convergence and
electrostatics.

2.2 Free-Energy Calculations

In contrast to biophysical simulation programs, Adun’s primary focus is to provide accu-
rate and convergent free-energy calculations for biological processes and properties. The
motivating factor for using MD is that it provides a quick and reasonably accurate way to
sample the potential energy surface of a system as defined by a force-field.

This focus drives the algorithms and methods that are implemented in the program and the
choices can be easily understood by looking at the various sources of error in a free-energy
calculation. 5

etotal = eff +eparams+ereduced+epolarisation+eest+econverge+ethermostat+eensemble (2.1)

The first term is due to the inherent approximations underlying force-fields and cannot be
fully removed. The second term is due to break down of transferability (see section C.2)
for the exact system being studied and can be overcome by specifically parameterising the
key molecules. The third embodies the effect of representing parts of the system being
studied by reduced techniques - for example using dipoles or not considering dynamics.
The fourth term is due to omission of polarisation effects while the fifth term is caused by
problems with treatment of electrostatics. The sixth term represents convergence errors - if
a calculation is stopped before convergence is observed it is difficult to calculate the size
of this error. The seventh term is due to incorrect sampling of the target ensemble due to
the thermostat used (section C.3.1). The last is due to comparing free-energies calculated
using (NV T ) to experimental (NPT ) calculations (section C.1.2).

When considering these sources of error it is important to remember that one of the aims
of computational techniques is to provide predictions. The quality of a calculation, and

5Although the terms in this equation are somewhat arbitrary they provide a framework for assessing the
possible problems with free-energy calculations.
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Figure 2-1: Illustration of a simulation set-up for efficient free-energy calculations e.g. binding or
catalysis. The protein and substrate are represented explicitly, as is a sphere of water centered on

the area of interest. Here the sphere has radius 20Å and is centred on the catalytic site. The
molecules at the boundary of the sphere are governed by the SCAAS algorithm (section 4.4).

These molecules are surrounded by a sphere of Langevin dipoles, which reproduce the electrostatic
effect of distant water on the catalytic site. The atoms in the volume defined by the explicit

solvation sphere are simulated freely while those outside the sphere are restrained.

the effects of approximations, can only be determined by comparison with experiment. If,
without considering certain factors, experimental observations, like binding affinities, can
be reproduced then the level of approximation in the force-field or system representation
is acceptable. If not then the factors that could be preventing the correct answer from
being obtained must be considered. Focusing on reducing errors whose contribution is
substantially less significant than these is pointless.

Electrostatic effects play the dominant role in determining the final accuracy of such calcu-
lations and the techniques used to model them have a considerable impact on this accuracy.
Hence the error due to treatment of electrostatics is discussed in it own section, 2.2.1.
This error is what has motivated us to target implementation of algorithms such as Surface
Constrained All-Atom Solvent (SCAAS) and Local Reaction Field (LRF). The effect of
polarisation is closely tied to electrostatic treatment and it can have a pronounced effect
on free-energy calculations. It is not discussed here since inclusion of polarisability is still
uncommon in MM force-fields, however it is covered more deeply in the Theory chapter
(section C.2.3).
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Convergence

Possibly the most important factor in free-energy calculations is ensuring that the methods
used enable calculations to converge within an accessible time-scale. Before detailing ap-
proaches to this problem the meaning of a ‘converged’ calculation must be addressed. Since
free-energy differences obtained from molecular simulation are approximate (see sections
C.1 and C.4) there are two issues - the variance and bias of the result.

The variance is used to determine when a stable precise value has been reached. The bias, or
accuracy, is the difference between the obtained result and the “correct” value. That is, for
a given force-field and method of representing the system, there should be a unique result
for the calculation. Note this is not necessarily the “real” value - even when the “correct”
value is attained there will be some residual bias due to the other errors outlined in equation
2.1. Nevertheless if a calculation is truly converged it must be accurate in relation to the
“correct” value.

A number of factors affect both the variance and the bias - how the system is modeled; the
extent of the sampling; the free-energy calculation method; and the formula, or “estimator”,
used to combine the data from the method to produce a result. Given enough time, and
full sampling, all methods should eventually reach the “correct value”. Therefore the first
question is how can we ensure the variance and bias decrease as quickly as possible.

The most obvious way to decrease convergence time is to increase the speed of the molecu-
lar dynamics (see section C.3.3) which is the method that programs like NAMD and GRO-
MOS focus on. This enables more states to be sampled for a given calculation time. How-
ever a pivotal factor in obtaining convergence is the size of the system being simulated e.g.
large all-atom systems can show no convergence over even 100ns time-scales [31]. This
calls into question the current tendency to simulate ever larger systems for ever growing
time-scales for biochemical calculations.

A second method is to reduce the degrees of freedom in the simulated system. Since the
effect of molecules far from the critical region of interest, for example a catalytic site,
is mediated almost completely by electrostatic effects we can achieve this reduction by
modeling them using e.g. dipoles, producing a concomitant decrease in convergence time.
Moreover such a model still provides an all-atom description of the events in the region
of interest allowing mechanical insight into the process, for example investigation of steric
effects. Creating such models, which combine multiple levels of representation (see figure
2-1), and which in the future will also include QM regions, is extremely complex. It is
one of the key aims of Adun to tackle this problem and this is discussed in later sections
(see section 2.3.1 and chapter 5). It is important to note that such a representation is not
a complete cure for convergence problems faced by microscopic studies of biomolecules,
but that it does represent a way to reduce them, often considerably.

The “estimator” used can also affect convergence. There may be more than one available
for the same quantity - for example the standard Free Energy Perturbation (FEP) equation
(C.32) and the Bennett equation [32] are different ways of obtaining !G from the same
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data. The variance and bias of an estimator are properties of the function and can sometimes
be determined mathematically e.g. [33] for Bennett’s method. Using specific estimators
can improve the variance of the estimate [34, 17] but the size of the system simulated
has a significant impact. In addition some estimators may have some intrinsic bias due
to their mathematical form - even with full-sampling they may not provide the “correct
result”. However it is important to note that choosing an estimator which has favourable
mathematical properties in no way ensures a converged answer.

The final way in which the convergence rate can be improved is by considering the actual
free-energy calculation technique used. A number of different methods are available, for
example FEP (see section C.4), thermodynamic integration, and Potential of Mean Force
(PMF). The best method is probably highly dependent on the exact quantity being calcu-
lated but choosing the correct one can result in 10 times quicker convergence (see [35] for
example).

The next question is then: what is necessary to achieve a fully converged answer for a given
problem using a given model? The second part of this question is crucial as we would like
the representation used to capture all the effects necessary for understanding a given phe-
nomenon and thus allow us to make predictions about the effect of changes. Unfortunately
the answer is system dependent and hence tackling problems using homogeneous repre-
sentations and parameters is highly suboptimal. Kato and Warshel provide an instructive
illustration of this problem in relation to ion-channels in [35]. Nevertheless by considering
what the important factors will be in a given situation we can construct a model and choose
a set of methods that should minimise the error.

Other Factors

Moving on to the other terms in equation 2.1, factors important for accurate long-time
dynamics e.g. the integrator and thermostat, are of less importance for free-energy calcula-
tions. This is in part because the probabilistic nature of free-energy means the sequence of
configurations is simply not important (sections C.1 and C.3.1). This is not to imply that a
dynamic view of a process is not necessary or helpful. There are processes where dynamic
information is required, for example diffusion, and or where dynamics plays a potentially
important role, for example at the transition state of a reaction (see section C.1). Dynam-
ics also provides additional insight and in many cases it is easier to visualize a process
dynamically e.g. mechanical deformation of lipid bi-layers, then through statistical me-
chanics. However it remains that most processes can be studied by non-dynamic methods
like Monte-Carlo simulation - MD is simply an easier approach.

Comparing Free-Energy Calculations

Having discussed the various problems with free-energy calculations I can now examine
the central problem of comparing results obtained using different force-fields and methods.
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Comparisons are necessary since they enable identification of the best method for a given
task. They provide information on the causes of differing results which allows methods to
be improved, strengthening our understanding of the factors affecting such calculations in
different systems. They also enable identification and analysis of effects which may not
be reproduced, or accounted for, by certain methods, even if they are self-consistent and
provide converged answers. Following on from this last point, if such a method is used
for all calculations of a property, deficiencies with it are harder to identify - being able to
compare it with other methods can avoid this problem.

To compare any two methods all sources of error in equation 2.1 that are not directly related
to the methods must be the same. For example, to compare the accuracy of two force-fields
for a given calculation, firstly an experimental value must be known, then the system must
be modeled in the same way and the same methods, for example electrostatic treatment
and the thermostat, used. Obviously if we are to progress in our application of compu-
tational techniques to biological problems we require a platform which can perform such
comparisons and this is what Adun aims to provide.

2.2.1 The Role of Electrostatics

This section examines the complex issues surrounding eest in 2.1. It is well known that
electrostatic effects play a major role in biological systems and are a pivotal factor in de-
termining structure-function correlations of biomolecules. That is, for deducing how the
structure of a biomolecule affects or enables its function. The role of ion pairs in protein-
protein interactions; how the structure of a catalytic site enables catalysis; and the pKa’s of
protein residues, among many other phenomena, are all primarily a result of electrostatic
interactions [13].

Although other factors have been suggested as being as, if not more, important in certain
systems - for example entropic, dynamic or quantum effects in catalysis [36, 37] - in most
cases these claims have been rebuffed and the primacy of electrostatic effects reasserted
[38, 39]. 6 Therefore accurate calculation of the electrostatic contribution to the various
free-energy quantities in question is vital for understanding many biological processes.

However contention still surrounds how electrostatics are treated in simulations. As a result
of the nonbonded constraint in molecular dynamics (see section C.3.3) it is unfeasible to
directly calculate all the pairwise electrostatic interactions in a given system. Hence a pro-
liferation of methods for treating electrostatics have been developed which try to overcome
this problem. The question is, “What effects do these methods have on the accuracy of
free-energy calculations?”.

The problems with cutoff and reaction field techniques, outlined in section C.3.3, are well
known, and they usually lead to a large eest. The most contentious subject, and the one

6This is not to suggest that electrostatic effects are the most important factor in every system. Merely
that they are dominant in many well studied cases. Conformational transitions, ligand binding and allosteric
effects may be dominated by other factors.
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dealt with here, concerns possible defects with the almost standard PME/PBC approach to
long-range electrostatics. It is argued, and has been shown in certain cases, that PME/PBC
is inadequate for treating electrostatics in biological systems [14, 15, 40, 41, 42, 43, 44,
45]. It is important to note that it is the use of PBC that causes the problems rather than
any problem with PME itself. However since PME requires PBC the two are inextricably
linked.

Validating Electrostatic Models Using Dynamics

Before specifically addressing this issue I want to comment on one of the common methods
used to assess the accuracy of electrostatic treatments, namely by comparison of dynamics.
These comparisons usually take the form of comparing quantities such as the trajectory
Root Mean Squared Deviation (RMSD), fluctuation magnitudes and essential dynamics. 7

For example Norberg and Nilsson [46] used dynamics to compare truncating the electro-
static interactions to using PME. They found that using atom based truncation lead to tra-
jectories whose RMSD is the same as for PME, and thus concluded the truncation method
was acceptable for “accurate simulations”. Souza and Ornstein [47] used similar methods
to examine the effect of periodic box size on molecular dynamics simulations of DNA,
concluding that there was no substantial difference (contrast with the studies below).

Rather than demonstrating the validity of these techniques it is evident that dynamics based
properties are non-discriminative when it comes to changes in force-field - essentially they
are blunt tools for determining such differences. 8 Such studies therefore only indicate that
certain methods may be viable for investigation of dynamics (although they don’t answer
critical questions on stability), but they shed no light on their suitability for free-energy
calculations.

This view is supported by studies showing dynamics are insensitive to MM force-fields [48,
49] while it is known that free-energy calculations are not [50]. Furthermore the success
of Elastic Network Model (ENM)’s in reproducing the major movements of proteins using
coarse grained harmonic potentials lends further weight to this view (see section C.5.3).
Since the major movements of proteins are robust to the form of the potential used [51] it
seems clear that for the same protein under broadly similar conditions 9 approximately the
same deformation space and fluctuations will be observed. Indeed Lu and Ma [52] showed
that even on complete randomisation of the non-zero elements of the ENM Hessian similar
low frequency modes are obtained. This indicates that to determine the major movements
of a protein (which will contribute most to any observed RMSD) only the information on
which atoms are in proximity to others, not the strength of their interaction, is necessary.

Thus it must be concluded that comparing any electrostatic methods by comparing dynam-
7Note that comparing dynamics is not to be confused with comparing conformational stability which

implies calculating thermodynamic quantities.
8The flip-side of this is that major differences in dynamics are an indicator of substantial differences

between two methods.
9That is the same level of representation, e.g. full MM force-field and with all atoms
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Figure 2-2: Illustration of periodic boundary conditions. A cube of water is surrounded by
periodic images of itself. The atoms in the cube interact with the periodic images. Thus water

molecules at one cube surface, for example the bottom, feel forces from the images of the
molecules at the top surface of the cube. To these molecules it appears as if there is an infinite
“bulk solvent” beyond the cube surface. If a molecule should leave the cube boundaries it is

reinserted on the side corresponding to the periodic images it was interacting with - a molecule that
leaves the bottom reenters the cube at the top (red arrow).

ics quantities is of limited utility. Studies such as that by Gargallo et al. [53], which com-
pared the use of a reaction field treatment to PME, are more useful. There they compared
both dynamics and energetic quantities finding that the dynamics were similar while the
main differences were energetic. They concluded that the energy differences were limited
and both methods were “well suited for simulation of highly charged proteins”. However
even in this case the effects on free-energy calculations were not addressed in a thorough
manner. In the end discriminative benchmarks using properties sensitive to electrostatic
treatments must be used [54].

The Effect Of Periodicity

Returning to PME with PBC, the problems are caused by the periodic images of the so-
lute (see figure 2-2 which illustrates periodic boundary conditions). If the solute is highly
charged its images will directly interact with the atoms in the “real” cell. Even when it is
not charged it will indirectly affect them since the solvent atom images will not behave like
bulk solvent due to their interaction with the solute image.
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A number of studies by Hunenberger and McCammon examined the effect of the enforced
periodicity on both conformational stability and transitions [40, 41, 42]. In the first they
observed that the periodicity introduced artefacts which stabilized the most compact forms
of the biomolecules studied [40]. They found that for any solute of non-negligible size and
for any charged solute the magnitude of the artefacts was increased - situations which are
likely when simulating large biomolecules. Furthermore standard practices like neutralis-
ing the cell through addition of charges or by ensuring no charged atom was closer than
half the unit-cell size from its image did not remove the problem.

A more detailed study focusing on a polyalanine octapeptide further demonstrated the prob-
lems faced [41]. Here they showed that for even for this small protein, cubic cells with
edge-lengths of 20 and 30 Angstroms were insufficient to remove the effects of the period-
icity. The periodic copies again artificially stabilised the initial conformation preventing its
unfolding (observed for a 40 Angstrom cell size) and in the 20 Angstrom case also change
its flexibility.

In a final study they demonstrated the effect of PBC on free-energy calculations using the
simple, well studied, cases of single ion solvation and ion-separation [42]. In the first
case the periodicity decreased the solvation energy as the copies of the ion in the other
cells perturbed the solvent (by 4.6 kcal.mol!1). They showed that the artefacts can be
removed by the addition of two analytical correction terms but the correction needed for
more complex systems cannot be derived.

In the second case they found that the periodicity greatly perturbs both the ion-ion inter-
action and the solvation force but that these terms almost cancel to give a small overall
perturbation. However even small perturbations can have large effects on quantities such
as binding constants and an accurate balance between solvation and protein electrostatic
energy is critical.

Despite the above studies some authors have claimed that increasing the size of the periodic
box can alleviate these effects [55, 56]. They suggest that the size of the layer, or buffer,
around the biomolecule being simulated to be at least 7Å. However this distance seems to
be based on a trade off between speed and accurate dynamics - the effect on free-energy
calculations was not addressed. Nevertheless even if increasing the distance beyond this
value removed the artefacts the extra solvent molecules included would lead to greater
convergence problems. The problems are compounded when the site of interest is located
near the surface of the protein, necessitating an even greater buffer size.

Cheatham and Young [55] interpret the finding that for the ion-ion interaction the per-
turbations cancel as supporting the use of PME, rather than observing both how delicate
this balance is and the simplicity of the system where it occurs. They also interpret the
results as indicating that the artefacts only occur when the cell sizes is small i.e. 20-30
Angstroms. However Hunenberger and McCammon make it clear that when the solute is
of “non-negligible size compared to the unit cell-size” the magnitude of periodicity-induced
artefacts is enhanced [42].
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The issues with PBC have been recognised since the 80’s [14] yet it is almost a standard
tool. There are a number of reasons for this. Firstly, overall there are a limited number
of articles on the problems with this technique. This lack is no doubt due to the fact that
alternatives are not readily available in the major simulation packages. As I mentioned
earlier it is difficult to perceive the problems in an apparently consistent method if there is
nothing to compare it to. A related reason stems from the difficulty in comparing results
acquired using different techniques - no program using PME/PBC also implements the
counter techniques claimed to improve the results.

Another possible reason for its widespread adoption may be the focus on extending the
accessible time scales of molecular dynamics simulations - PME/PBC is a powerful way to
allow all electrostatic interactions to be considered at a relatively low cost. The existence
of studies which show issues such as box size to have minimal affect on the dynamics of
simulated molecules also play a part [47]. Finally it is likely that vested interests on both
sides e.g. being able to justify the effort spent in simulating large systems or creating other
methods to handle the electrostatics, plays a role in prolonging these arguments. Especially
in the first case, the amount of work that has gone into optimising these type of calculations
would likely be a source of reluctance to facing up to problems with them.

Even so it remains that these techniques are being used to tackle problems where they are
not suitable simply due to their widespread nature. As Adun is focused on free-energy
calculations these problems must be addressed, hence why implementation of other meth-
ods to handle electrostatics are required. Although not directly related to electrostatics,
another problem with PBC is that it prevents treatment of the system by the reduced tech-
niques outlined in the previous section (since you can’t have a periodic boundary with a
sphere). It is hoped that Adun and its ability to rapidly implement a number of techniques
and force-fields will provide a way to resolve some of these issues.

2.2.2 Summary

It should be clear now that although large-scale long-time simulations represent impres-
sive computational achievements, I view them as being of problematic for performing bio-
chemical calculations due to convergence problems and the electrostatic methods they em-
ploy. Therefore with Adun I have chosen to approach this problem from a different angle.
CHARMM, AMBER and MOLARIS, approaching 30 years old, remain the only biochem-
istry focused programs available but their age hampers their development in the new era.
In a way Adun can be seen as the re-imagining of these programs, much like NAMD and
GROMOS reinvented them for biophysical problems. However by concentrating on the
problems of long-range electrostatics and convergence we may not produce similarly pretty
movies but will attain more accurate and insightful calculations.
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Figure 2-3: Procedural programming methods can make program maintenance (addition of new
code, modifying old, training new developers etc.) very expensive. Taking a higher level view and

concentrating more on the requirements (Req.) and design can dramatically reduce this cost.

2.3 Application Development

The previous section looked at the limitations of current programs focusing on the accurate
calculation of free-energy based properties of biomolecules. Here I address this issue from
the perspective of a developer and a user of simulation software.

In many ways the limitations of current simulation packages originate from fundamental
changes in the use of computers since their invention. Originally computers were created to
“compute”, and since scientists required ways to solve demanding calculations quickly al-
gorithmic development was key. Specialist training was needed to deal with early programs
as interface construction was limited both by computer technology (hardware & software)
and developer focus.

However computers have developed over the years and are capable of much more than
crunching numbers. This evolution has been powered largely by advancements in software
engineering, from programming languages and development models to the software tech-
nology available, progress driven by the demand of users for more productive and intuitive
software. Nevertheless it seems computational scientists have been reluctant to adopt these
advancements, to their detriment, and in many cases cling to a algorithm-centric program-
ming model where the execution time of a program is the main metric of productivity, a
situation that adversely affects both developers and users.

2.3.1 Rapid Development

From a programmers viewpoint an algorithm-centric approach cripples the development of
complex programs like molecular simulators by raising the costs associated with maintain-
ability and implementation time to exorbitant levels (Figure 2-3). It leads to a rigid pro-
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gram structure with variable names, structure types, code groupings etc. heavily tailored
to the initially implemented algorithms. The flow of control is often unclear and hidden
dependencies are common which causes bugs to proliferate. Understanding this structure
presents a huge barrier to a new developer, and even for experts extending such programs
is usually a painstaking task.

Finally, an algorithm-centric approach increases code entropy since the desire to keep the
original algorithms optimal structure intact, and the competing desire to optimise new algo-
rithms, leads to code which uses different structures for the same type of data. 10 Essentially
it fails to take into account the fact that algorithms form only a low level part of a large,
complex programs structure. 11

Current simulators are not conducive to development or extension due to these reasons,
with the effect becoming more pronounced the older the program is. When developing
Adun I wanted to avoid falling into this trap and instead achieve the situation outlined in
figure 2-3.2 - a massive reduction in maintenance costs which includes future development
of the program. This led to identifying the following issues that had to be addressed from a
development standpoint:

1. Rapid Development - How long will this take to implement?

2. Performance - How fast will it be?

3. Transferability - How transferable is my work?

1. Rapid development is paramount as efficient use of the time and abilities of a developer
is key. In Adun’s case this is not only desirable but required if we are to implement the
necessary algorithms, add those from other programs, enable multiple force-fields to be
used all the while keeping up with the creation of new protocols and fostering a distributed
development community. This subject and how it was dealt with is addressed in Chapter 5.

2. A computational program’s performance is obviously important. However it should not
become the main focus as it leads to the inflexible program structures described above and
actively acts against the first aim. During an application’s evolution efficient programming
and consideration of High Performance Computing (HPC) issues is necessary, but tasks
like parallelisation and other optimisation techniques should be left to the last stages of de-
velopment. In this way the final architecture of the program will have maximum flexibility.
Section 5.4 details how performance issues were handled in Adun’s case.

3. The final issue requires a development model that allows programmers to extend the
program and share those extensions. This means that the program’s growth is not com-
pletely dependent on releases from the core development group and that innovations are
not condemned to be only used where they are implemented - this is addressed in Adun
through the use of plugins (section 6.7) and scripts (section 7.3.2).

10To clarify the thermodynamic analogy - you have multiple microstates (the data structures) for the same
macrostate (the actual data) which introduces uncertainty about how things are done.

11In Adun less than 10% of the code base falls into this category.
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Biochemical Issues

As well as the general issues discussed above there are specific design challenges faced
when implementing biochemical algorithms. Biochemical simulations typically require
more complex and flexible representations of systems than biophysical ones and I touched
upon this topic in the last section. In a biophysical simulation the system is usually ho-
mogeneous i.e. everything is represented at the same level of detail. Many biochemical
protocols on the other hand require multiple different representations of the system in the
same simulation e.g. a QM core, surrounded by a explicit layer of atoms, surrounded by
protein and Langevin Dipole regions, surrounded by a continuum - see figure 2-1. This in
turn necessitates special methods to handle the interfaces between the regions, for example
the QM link atom problem [57]. In addition biochemical approaches often involve changes
in parameters (force-field) and topology, for example addition and removal of atoms, which
are not common in biophysical applications.

To effectively handle these issues a developer of biochemical protocols should have access
to an advanced toolkit that supports these situations - which is what Adun provides (see
Chapter 5). It should be noted that such a toolkit does not prohibit biophysical simulations
in any way. Rather biochemical requirements can be seen as a superset of biophysical
ones - if you can implement complex biochemical techniques then you can also perform
biophysical type simulations.

2.3.2 High Performance Productivity

Having discussed the issues motivating Adun’s creation from a developer viewpoint I can
now address the users viewpoint. This leads to identification of other limitations on the
speed at which computational research is conducted, beyond run-time and the delays asso-
ciated with developing discussed above. In order for Adun to be a truly efficient tool we
must consider user interaction with the program, from setting up and running a calcula-
tion to managing and analysing the data produced, which can lead to radical productivity
increases.

In general the requirements for a user centre on information flow and ease of use. This
involves topics such as organisation and management of the program’s input and output,
interoperability (transparently interact with other complementary programs), customisabil-
ity (extend the program for your own needs) and data sharing between groups of users.
Specifically the following principal areas can be identified,

1. The time necessary to learn how to use the program - Ease of use.

2. The time to run various calculations (both real and perceived) - Performance (HPC).

3. The time spent preparing input and handling/manipulating output - Data manage-
ment, organisation and analysis.
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4. The time lost repeating calculations that have been done before - Data sharing.

The impact of performance is quite obvious but by looking deeper at the other areas we can
specify how they affect productivity -

• Ease of use

– Increase the use of simulation techniques across the scientific community -
More users means more data generated.

– Exploration and use of technology on problems computational scientists are not
aware of.

• Data sharing

– Save time by not having to repeat expensive calculations

– Provide larger banks of data for analysis.

– Use data in ways which its creators didn’t foresee.

• Data management and organisation

– Much time is wasted managing the large amounts of data produced by MD
programs like Adun.

• Data analysis

– Allow researchers to analyse data without having to resort to time-wasting
changing of formats etc.

– Provide ways to produce workflows which tie together and automate tasks thus
enabling high-throughput data analysis.

The consideration of the impact of these issues is not unique to this project but is becom-
ing a widespread realisation in computer and computational science. Such an approach is
termed High Performance Productivity (HPP) [58, 59, 60] and HPC simply forms one part
of it. Adun’s tools and features which target HPP are detailed in section 6.

2.3.3 Development Philosophy

Most computational programs are developed completely in one research group. This natu-
rally leads to a situation where one developer implements a certain feature and then leaves
to be replaced by another. Often it is expected that once someone has added a feature their
involvement with the program ends. This process has many weaknesses. It tends to lead to
a lack of knowledge transfer between successive generations of developers. It also prevents
those outside the group from participating in a project.
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When developing Adun I adopted completely transparent, open-source, model [61]. The
open-source aspect is crucial as we want to provide an application that is free to develop
and to foster the development of a community around the program. Instead of a linear
progression of developers this encourages continuous participation by those who leave and
by those who may not be directly involved in the group.

The central characteristic of such a community is that it is distributed. A distributed com-
munity requires a higher level of organisation then in a lab-centric environment. To manage
these types of projects a disciplined set of procedures must be in place for discussing ideas,
tracking bugs and assigning tasks. In addition everything (decision making etc.) must be
transparent as all work done is voluntary and largely at the discretion of the contributor.
Such transparency is also pivotal in identifying bugs and improving aspects of the code al-
lowing anyone to view and review it. Typically in a lab environment, knowledge, bug issues
and feature requests are passed on informally through interaction between persons in the
lab. However such informal and largely oral interaction becomes impossible to maintain
(even for one person) as a program grows. Unfortunately an open-source model requires
significant work to provide adequate written documentation about subjects that would pre-
viously be communicated in person.

The most difficult aspect of the open-source model is to promote a sense of a shared com-
munity between users and developers. Too often, and Adun is no exception, developers
are burdened with the vast majority of the work associated with a project, from actually
developing the code, to building packages, to writing documentation, to testing. Clearly it
is not necessary to be a developer to perform these tasks. Indeed the developers point of
view is often skewed and not ideal e.g. for writing user guides or FAQs. Further it seems,
from my own experience, that writing code is often perceived as the only area where par-
ticipation is possible. Time-consuming tasks like maintenance of web-sites for updates, or
even suggestions for improvements, do not seem to be considered, possibly because their
importance is not appreciated.

Successful open-source projects like Ubuntu show what can be done when users and de-
velopers come together, each bringing their own expertise. However the current system in
science does not seem to be conducive to such collaboration - Users use and developers
develop but there is little feedback between them. This division is possibly caused by the
strong focus on specific individual projects which hampers building a collaborative envi-
ronment - at least “in-group”. I hope that with Adun this trend can be changed, allowing
and encouraging users to actively participate in the growth of the program.

2.4 Functional Motions of Biomolecules

As Adun has developed it has become feasible to use it to study real biological problems.
The issues tackled in this thesis involve investigating the function of the Ras protein through
analysis of its dynamics (chapter 8) and examining ways in which dynamics can be con-
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nected to conformational changes (chapter 9).

This biophysical problem was chosen for number of reasons. It is an area in which I have
always had an interest and was one of the initial motivations for this thesis. As discussed in
section 2.3.1, the necessary algorithms were easier to implement (being based simply on a
standard MD trajectory) and thus were ready for use sooner then the biochemical ones. Fur-
thermore the new ideas and techniques implemented to investigate this area 12 concretely
illustrate how Adun can be used to accelerate research. Finally some of these techniques
tie protein dynamics more concretely into quantitative thermodynamic quantities such as
free-energy. This allows greater understanding and more powerful investigations of the
functional motion phenomena.

In this section I review the theory of functional motions in biomolecules. Before beginning
I wish to define some terminology. In the following I will use “conformational state” to
refer to a defined functional state of a folded protein, and a conformational change as the
change between such states. Conformational sub-states then correspond to different side
chain orientations in these states.

2.4.1 Overview

Crystallographic data presents a view of proteins as rigid, static constructs. 13 In reality
thermal fluctuations cause constant movement of a protein’s atoms and the exact move-
ments allowed are determined by the (solvent-influenced) shape of the energy landscape.
An X-ray or NMR structure represents a certain conformational state of a protein which
corresponds to a low-energy area of the Potential Energy Surface (PES). On short time-
scales 14 the dynamics of the protein will reflect the shape of the energy surface in this
area.

As described previously free-energy provides the main means for understanding the prop-
erties of a protein and it can be calculated through the framework of statistical mechanics.
Specifically it is the free-energy difference between two states that determines why one is
more favourable than the other. The difference in function between conformational states
can be examined in the same way - for example by comparing the free-energy of binding a
certain ligand between two different conformations.

However a free-energy difference does not illuminate the mechanism behind it. Free-energy
is composed of energy and entropy effects, thus there are two possible ways by which it
can change. Going deeper such changes can be caused by numerous mechanisms e.g.
electrostatics or steric hindrance. Sometimes a single effect will be the major factor causing
a free-energy difference or it can be a result of a combination of factors.

12See section 8.2 for example
13Although the following discussion and chapter concentrates on proteins, its contents are equally applica-

ble to any biomolecule.
14The meaning of short depends on the height barriers between the state and others but usually in the region

of microseconds
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Many free-energy differences are due to energetic factors which derive from the specific
structure of the protein. This leads to the “structure ! function” view for elucidating a
protein’s properties. However the fluctuation properties of a protein i.e. how and how
much it moves, are another possible mechanism for influencing the free-energy. When they
do so they are deemed to be “functional motions”. Thus, since the intrinsic dynamics of a
protein is determined by its structure, the relationship “structure! dynamics ! function”
is also possible.

Research into discovering possible functional motions is a highly active field, both compu-
tationally, theoretically and experimentally. Molecular dynamics provides an obvious way
to examine protein motions, while a host of experimental techniques have been developed
which can resolve protein motion both temporally and spatially (for example time resolved
NMR [62], picosecond X-Ray crystallography [63], infrared spectroscopy [64] and fluores-
cence resonance energy transfer (FRET) [65]). This convergence of theory, computation
and experiment, enabling feedback between them, is an obvious inducement to research in
this area. Nevertheless a note of caution is necessary since such a strong focus on iden-
tifying functional motions can lead to misinterpretation or over-interpretation of data in a
desire to discover something or validate a certain theory. There is always the possibility
that an effect that appears to be caused by functional motions may actually be due to other
effects, see [66] for example.

The obvious mechanism by which fluctuations can affect free-energy is through entropy
(see section 2.4.2 for more detail). For example, the binding affinity at a certain site in
a protein may be different depending on whether a substrate is bound or not at another,
possible distant, location. This could be in part due to a change in entropy at the site caused
by differing fluctuations of its residues in the bound/unbound forms. If this is the major
factor the binding can be said to be regulated by the motion.

The previous example illustrates how the amount of movement can affect the free-energy.
The exact form of the movement, that is a number of atoms/residues moving together in a
precise way, is another way fluctuations can influence a protein’s properties. An example
of this is the regulation of substrate specificity in alpha-lytic protease by collective motions,
which has been suggested by experiment and simulation [67, 68]. The size and configu-
ration of the proteases binding cavity is kept constant by a collective motion of the atoms
in the protein’s walls. If there is a fluctuation in one wall causing it to move away from
the other, the far wall moves to follow it. The mutation of Met190 in the binding pocket
to Alanine causes breakdown of this collective motion and the cavity walls no longer move
together. This has been attributed as the reason for the experimental observation that the
mutant binds larger molecules than the wild-type - since the walls no longer move together,
larger molecules can enter. By breaking the collective motion the mutation increases the
binding affinity for larger molecules by both increasing the entropy - more disorder in the
cavity - and decreasing the energy - decreasing steric hindrance. The reverse of substrate
binding, product release, has also been linked to protein dynamics by experiment and sim-
ulation [63, 69, 70].
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The Meaning of “Dynamic Effect”

When the fluctuations of a protein affect its function this is often termed a “dynamic effect”.
However this term can cause confusion. Properly a “dynamic effect” is one which is time-
dependent. Therefore it requires a time-resolved trajectory of the molecule to explain it,
for example diffusion. 15 Under this definition if an effect is “dynamic” in nature it implies
statistical thermodynamics cannot be used to understand it [39, 71]. This can mean that
the probability of a configuration is no longer given by equation C.6 - a situation common
in ultrafast reactions where a molecule does not exist in a state long enough for statistical
mechanics to be applied [72]. 16 Although it is possible to envision certain scenarios
where protein fluctuations could have a such a dynamic effect, e.g. catalysis, these are not
considered here.

Therefore in relation to functional motions the term “equilibrium fluctuation effect” is more
apt to describe the type of phenomena studied. That is, functional behaviour of proteins
arising from equilibrium fluctuations of their atoms that can be understood through statis-
tical thermodynamics.

Following the above it is obvious that, in most cases, functional differences caused by fluc-
tuations do not require molecular dynamics simulations to evaluate - Monte-Carlo methods
would work equally as well. 17 However MD provides an easier and more intuitive way to
investigate functional motions and also provides useful kinetic information.

Conformational Changes

The functional motions I have described so far are linked to the “intra-state” dynamics of
the protein, that is how it moves in a given conformational state. Occasionally a protein
may move to another stable state, initiating a conformational change i.e. an inter-state mo-
tion. The change can be the result of acquiring enough energy to overcome a kinetic barrier,
or be due to ligand-binding, or be diffusively controlled. This ability of biomolecules to
adopt various conformations is at the heart of much of their function and thus the move-
ment associated with it can be considered a functional motion. Protein functions linked to
conformational changes include the phenomenon of allostery, the generation of chemical
energy by molecular machines and protein folding [2, 3, 73].

Identifying the mechanism of a conformational change is crucial for understanding it and its
functional implications. The associated movement can provide mechanical insight into the
process that is useful for qualitative understanding and abstraction for simplified models.
Moreover it reflects the transition path that joins the two states together. In cases where the
movement is collective it can provide a natural Reaction Coordinate (RC) for obtaining the
free-energy profile or landscape of the transition and hence the transition-state and reaction
kinetics [74]. This is useful since it can be difficult to define a RC otherwise and it has been

15Determined by the autocorrelation of the velocity or position.
16That is, for a Boltzmann distribution of states to be achieved.
17Indeed most NMA based methods are non-dynamic.
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exploited in some studies and techniques [75] (section 4.2.2 contains some more detail on
this).

It is also possible to extract information on possible conformational changes of a molecule
by examining the intra-state dynamics. The reasons for this are described in sections C.5
and 4.2, while the exploitation of this fact forms the basis for the results presented in Chap-
ter 9.

2.4.2 Allostery

Figure 2-4: A sample of some possible allosteric mechanisms. In all panels, black represents the
landscape in the absence of ligand and red represents the ligand-bound state. (a) Ligand binding to
a native state with several energetically comparable states may stabilize one of those states at the

expense of others, reducing conformational heterogeneity. (b) This landscape depicts the
paradigmatic T ! R transition of MWC allosteric theory. (c) A native state with a narrow

conformational distribution may be perturbed by ligand binding so a more heterogeneous set of
possible conformations becomes accessible. Taken from [2].

Allostery is the phenomenon where the binding of a ligand (the allosteric effector) at one
site causes a change in binding affinity at a remote site. 18 It entails the ability of a protein
to transmit signals over long distances so that specific function can be regulated. When the
effector is also the substrate of the protein it is termed homotropic allostery, for example
hemoglobin [76], otherwise it is heterotropic allostery, for example, Hsp70 [77]. Note that
the term “allostery” can be extended to describe the effect of distant binding or mutations
on catalytic activity [78, 79] but the following discussion is restricted to the more strict
definition given above.

The change induced by an allosteric effect can have numerous possible outcomes. In the
classical view the increased affinity is for a substrate which allows a previously unfavorable
reaction to take place. Another possibility is that part of the protein becomes capable of
interacting with another protein causing a signal to be transmitted. Many allosterically

18In certain cases it is referred to as cooperativity when it increases activity, for example [76].
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The issue was recognized and formalized by Cooper and
Dryden in 1984 [4] (c.f. Monod et al. [3]). Cooper and
Dryden illustrate the extreme case of no conformational
change (i.e. there would be no enthalpic term to the
allosteric free energy). The authors separate the motions
into a vibrational (normal mode) effect and a conforma-
tional effect. For the vibrational (nanosecond to picose-
cond) aspect, they show that free energies of a few kcal/
mol can easily be derived from only a slight stiffening of a
few of the many global dynamic modes of motion avail-
able to a protein. The (slower) averaging over conforma-
tional substates is described as uncorrelated Gaussian rms
fluctuations of the atom coordinates. Ligand binding at
site P of a heterotropic allosteric protein (see Figure 3a)
causes a fractional decrease, dPi , in the rms coordinate
fluctuation of atom i compared to the fluctuations in the
ligand-free state; ligand binding at site Q causes a frac-
tional decrease dQi . When ligand binding at site P and site
Q both affect the coordinate fluctuations of atom i, the
contribution to the allosteric free energy per atom i,DDGi,
becomes (adapted from [4]):

DDGi ! "RT # dPi # dQi

Accordingly, minute but global rigidification in rms con-
formational flexibility of only 2% upon binding of either
ligand yields an allosteric free coupling energy of 1.5 kcal/
mol at room temperature for a heterotropic monomeric
protein of 400 residues (about 6400 atoms) or for a dimeric
homotropic protein of 200 residues. We note that a
decrease in atomic coordinate fluctuations of 2% will
barely be detectable, even with the best experimental
methods. Consequently, one may encounter cases for
which current experimental methods may not be able
to show any difference in either structure or dynamics
between the ‘T’-state and ‘R’-state, even though a sub-
stantial allosteric interaction free energy may exist.

The existence of such an allosteric dynamic entropy
effect, in combination with a more conventional change
in conformation, was recently detected for the two-
domain protein calbindin D9k, a member of the EF-hand
family of Ca2$-binding proteins [40]. The protein binds
two Ca2$ ions with positive cooperativity. The structural
and dynamic properties of the apo, half-ligated and fully
liganded forms were studied by NMR methods (the half-
ligated state was created by blocking one of the sites
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Illustrations of cooperativity as caused by changes in dynamical processes, first described by Cooper and Dryden [4]. (a) Positive cooperativity. The
unliganded state exists as a dynamic ensemble, as indicated by a wavy outline of the protein at the left. Ligand binding to either site P or site Q (mostly)
immobilizes the protein with concomitant loss of motion and thus entropy at atom i, symbolized by the changing circles (middle). Binding of the second
ligand does not incur (or incurs less) further immobilization, with no (less) loss of entropy at atom i (right). A protein contains many different atoms i,
which can all experience such effects, together contributing a significant entropic component to the free energy of cooperativity. See text for more
details. This case has been observed experimentally and is described in [9%%,40]. (b) Negative cooperativity. The unliganded state (left) also exists as a
dynamic ensemble. However, binding of the first ligand does not quench (all) motions (middle). The major loss of configurational entropy occurs upon
the second binding event (right). This case has been observed experimentally and is described in [47%].
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Figure 2-5: Allosteric control of binding. The figure on the left is the protein in its unbound state
which samples a continuum of conformational states (wavy outline). The circles around atom i

indicate it has a high entropy. Binding of an allosteric effector at either P or Q causes the protein to
adopt one conformation (square outline) reducing the entropy at i. The reduction in entropy at i,
and the atoms around it, can be quite substantial. This allows the binding of the second ligand to

proceed with a reduced entropic penalty (higher Ka). Taken from [1].

regulated proteins, including Ras (see Chapter 8), have been identified. Hence unraveling
allostery is not only fundamental to understanding how proteins function and the effect of
mutations but also presents an opportunity to develop new inhibitors of protein function
and to engineer and exploit allosteric effects e.g. allosteric switches (see [2]).

There are many mechanisms by which an allosteric effect can occur, and they often involve
a conformational change. Monod-Wyman-Changeux (MWC) theory [80] represents the
classical model of how allostery works (see figure 2-4 B). It views the protein as existing
in two possible states - tense (T) and relaxed (R) - with the R state better able to bind
substrates. When the allosteric effector is not bound one state dominates the equilibrium.
Its binding causes the other state to becomes more energetically favourable and thus induces
a conformational change to it. When the change is from T ! R it is termed allosteric
activation, otherwise it is allosteric inhibition.

In reality the allosteric mechanism, like its effect, can be quite varied. For example the
protein may have many energetically comparable states which it inhabits equally when no
effector is bound. Binding then stabilises one state relative to the rest (see figure 2-4 A).
In this case association of a conformational change with the interaction will depend on
the affinity of each state for the ligand and the free-energy differences and kinetic barriers
between them. Thus a wide-range of specific behaviors are possible. Auto-inhibition is
the reverse of this effect - the free protein exists in one non-interacting state and on ligand
binding the inhibition is removed allowing it to explore a more varied number of confor-
mations (see figure 2-4 B). This can be viewed as a more general case of the classic T! R
allosteric activation.

Allostery without conformational change is also possible e.g. changes in the long-range
electrostatic forces at the site affect the binding affinity e.g.[81]. 19 Another possible

19Conformational change here means transition to a noticeably different conformational state. Ligand
binding will usually perturb the positions of some residues in and around the binding site but this is not
considered a conformational change here.

28



cause is that ligand binding only broadens/constricts the conformational space at the reg-
ulated site. The initial binding “pre-pays” some of the entropic cost of the second bind-
ing, thus making it more favourable (figure 2-5). This is often termed dynamic allostery
since only the dynamics of the protein change, and it implies activation or inhibition of
functional motions. The direct connection between dynamics and function, and the im-
plied harnessing of entropy effects, has led this to be an active area of research, both ex-
perimentally, computationally and theoretically, in the investigation of functional motions
[1, 82, 83, 84, 85, 86, 87, 88, 89, 90].

The above mechanisms are high-level and only illustrate different ways in which allostery
can work. They don’t illuminate the apparatus that leads to such behaviour e.g. how the
signal is transmitted through the protein or the specific factors that cause, the often local,
conformational shifts. At this basic level allostery is closely linked to functional motions
- conformational changes and dynamic allostery both involve movements of the protein.
The mechanisms of signal transmission may also involve such motions, for example the
perturbation induced by ligand binding causes particular movements through the protein,
and identification of such communication pathways has received considerable attention
[91, 92, 93, 94, 95, 96]. Such problems are well suited to computational investigation and
some of the techniques developed for this will be used later in Chapter 8 in my study of
Ras.
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Chapter 3

Objectives

Having reviewed the background to this thesis in the last chapter, I can now present its con-
crete objectives. At its heart lie two separate but intertwined topics. The first is concerned
with the design and implementation of a simulation program for investigating biochemical
and biophysical problems - one which takes advantage of modern programming practices
and technology to enable rapid development, distribution and maintenance of code beyond
what is possible in current simulation packages. It addresses the core problems of attaining
converging free-energy calculations and correct treatment of electrostatics through imple-
mentation of a set of powerful methods inherited from MOLARIS [8]. It also aims to
provide the ability to perform comparisons of simulation algorithms that previously were
not feasible. Furthermore by focusing on HPP, rather than HPC, it exploits new ways to
minimise the time taken to perform scientific research.

The second topic concerns the dynamics of biomolecules and it concretely illustrates how
Adun can be applied to study biological phenomenon. It is comprised of two studies. The
first explores the correlation between the structure, dynamics and function of the Ras pro-
tein. Ras is a well-known biomolecular switch and oncogene that exists in two states ON
(GTP-bound) and OFF (GDP-bound). The difference between the dynamics of these states
and the corresponding Q61G oncogenic mutants is probed via essential dynamics and de-
rived techniques. The second study investigates the possibility of determining the transition
paths of protein conformational changes using information derived from the equilibrium
fluctuations of the initial and final states.

Thus the high-level objectives of my thesis can be neatly grouped into two distinct, but
complementary, areas - those concerning Adun, its design, implementation and technology,
and those relating to the investigation of biomolecular motion. Since Adun forms the main
part of this work its objectives have been broken into three further sections - biochemical
simulation, rapid development and high performance productivity.
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Figure 3-1: Gantt chart showing a subset of the tasks completed during this project. Orientation
refers to the preliminary period of learning about molecular simulation. The ’Initial AdunKernel’

stage covers the developments described in [17] and ’Distributed Database’ corresponds to the
work described in [18]. ’Public Adun’ indicates the period Adun has been available publicly and
developed as a fully open-source project. The ’UL-AdunKernel’ integration phase included the

concrete definition and adoption of Aduns data model (section 5.3) . The final two phases
correspond to the work described in Chapters 8 and 9.

3.1 Adun Objectives

Biomolecular Simulation

1. To develop a library that provides a complete Object-Oriented (OO) programming
framework for visualising and constructing biomolecular simulation programs (see
Chapter 5).

2. To produce a simulator that provides powerful techniques for examining biochemi-
cal problems through free-energy calculations, for example Empirical Valence Bond
(EVB) and SCAAS. See sections 4.4, 4.3, 7.1.1, B.3.

3. To couple these with multiple force fields, hence providing a platform capable of un-
ambiguously comparing different biochemical and biophysical methods. See section
7.3.3.

Rapid Development

4. To develop core frameworks that will accelerate the implementation of simulation
and analysis algorithms. See section 2.3.1 and Chapter 5.
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5. To open-up new possibilities by integrating cutting-edge software technology. See
section 7.3.

6. To enable these new methods and techniques to be rapidly distributed to users. See
section 6.7.

7. To provide multiple levels where new functionality can be added, reflecting the vari-
ous needs and abilities of users. See sections, 5, 5.5, 6.7 and 7.3.2.

High Performance Productivity

8. To create an efficient and optimised core simulation process. See section 5.4.

9. To provide inbuilt data analysis, management and sharing features. See Chapter 6
and section 7.2.2.

10. To allow scientists, including experimentalists, to access the power of molecular sim-
ulation without a steep learning curve. See section 2.3.2 and Chapter 6.

3.2 Biomolecular Dynamics

11. To investigate the correlation between dynamics and function in Ras. See Chapter 8.

12. To examine the possibility of extracting information on conformational changes of
proteins, and the transition paths associated with them, from their equilibrium dy-
namics. See Chapter 9.
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Chapter 4

Materials and Methods

This chapter details the tools and methods used during this thesis. The first section deals
with the libraries and language used to create Adun. Next I explain ED, which is used
in Chapters 8 and 9 for both obtaining collective movements and analysing trajectories in
general. In the third section I describe the specific simulation methods used to produce the
trajectories in these studies. The final section of this chapter covers the fundamentals of the
SCAAS algorithm. Later in this thesis I show how it could be modified to allow it to be
extended to ellipsoids (section 7.1.3).

4.1 Application Development

Selection of a set of development tools that complement your aims has a huge impact on
attaining your goals. The most important of these is the language and libraries the program
will be built on as they provide its foundations and heavily influence its design. Other
important tools relate to documentation and project management and it’s a requisite to have
a web-site to disseminate the program. The following sections detail the major tools used
in developing Adun, describing the motivation for choosing each.

4.1.1 C & Objective C

There were two competing requirements when it came to choosing a language. The first
was that the simulator core runs at an optimum speed which required a compiled language
to be used. We had already discounted Fortran as not meeting the development needs of
the program, so a C based language was the only alternative. Early experiments looked
at coupling Python with C, but I found the combination of the two languages led to more
problems then it solved. This was mainly due to data conversion issues and the fact that C
itself is not the most productive of languages.

The second was that we wanted to take advantage of object-oriented programming tech-
niques which, when properly applied, have a profound impact on developing and main-
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taining code. This narrowed the choice to the well known C++ and its less known sibling
Objective-C [97, 98], both of which compile across all platforms using GCC.

In the end I chose Objective-C because it is specifically designed for implementing and
maintaining large code bases and in addition has a much shallower learning curve then
C++. Its dynamic object-oriented nature allows the use of the powerful concept of poly-
morphism (see section 5.1.1) and enables one to easily implement plug-in architectures
and the runtime addition of libraries. In simple terms it naturally leads to the development
of a set of components that can be readily assembled in different ways to give different
behaviors.

Objective-C is a thin layer on top of C. It only adds a few more keywords and syntax
additions to C which makes it quite simple to learn for anyone with a C background, even
more so if you have prior object-oriented experience. It frees you from the burden of having
to learn a complex set of new language rules to allow you to fully concentrate on writing
object-oriented code. This contrasts with the approach of C++ which is strictly a generic
programming language and must include many such syntax additions to enable this.

The few concepts Objective-C adds, such as categories and protocols, are squarely aimed
at enhancing code maintenance and as a code-base grows so does their impact. Further
the fact that C is a subset of Objective-C allowed the use of optimising compilers on the
performance intensive parts of Adun (see section 5.4). It is also possible to include C++
code if necessary through the hybrid language Objective-C++.

Finally it is closely related to a powerful set of development libraries which are detailed in
the next section.

4.1.2 GNUstep/Cocoa

GNUstep and Cocoa [99] are respectively the open-source and Apple names for the same
Objective-C Application Programming Interface (API), which is most prominently used as
the basis for most of Mac OS X. It consists of two libraries, or frameworks, called Foun-
dation and AppKit. The former consists of a set of base classes representing things such as
strings, arrays, hash tables, URLs etc. The latter is a library for constructing sophisticated
Graphical User Interface (GUI).

They are extremely well designed, providing consistent naming conventions, integrated
class design and a host of other features that take full advantage of Objective-C. The design
and implementation of these frameworks has had a huge influence on Adun’s core libraries.
Their learning curve is possibly steeper than other frameworks but the rewards are great
once familiarity is gained and they are one of the prime facilitators of rapid development of
the program.
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4.1.3 Software Libraries

Along with GNUstep the following three libraries played key roles in Adun’s development.

GNU Scientific Library

The GNU Scientific Library (GSL) [100] is a C library for numerical calculations in sci-
ence. As with all GNU software it comes under the General Public License (GPL) which
makes it compatible with the vision of a completely free application. It provides a vast
range of numerical algorithms including matrix diagonalisation, Basic Linear Algebra Sub-
programs (BLAS) support, statistics, random number generation, minimisation etc. and
can be optimised via Intel Compiler Collection (ICC) or the inclusion of a more advanced
BLAS base e.g. LAPACK or ATLAS.

MolTalk

MolTalk [101, 102] is an Objective-C framework for structural biology. It provides facili-
ties to parse, manipulate and write Protein Data Bank (PDB) files. Since the PDB format
is the primary one for describing biomolecular structure, and in addition is notoriously dif-
ficult to parse, the existence of a library which correctly does so was of great benefit to the
program.

MPI

Message Passing Interface (MPI) is a specification for parallel programming on distributed
memory architectures i.e. those where the processors cannot access the same memory.
MPI also forms a core part of the application level software for QosCosGrid. This is a
European FP6 STREP project which Adun is part of which seeks to harness and adapt grid
technologies for the needs of complex system applications (see section 7.3.1).

4.1.4 Scripting

A scripting language is one that is interpreted and therefore can be typed and executed di-
rectly from a keyboard without any compilation or linkage steps. Scripting is using such
a language to rapidly test and prototype ideas and also to glue various programmatic com-
ponents together to accomplish a new task e.g. batch jobs. Through the StepTalk program,
all Objective-C libraries become scriptable i.e. their objects and classclasses can be used
from a script. Moreover StepTalk is not a language in itself but can provide, through exten-
sion, the ability to script the libraries in any language. The default language is SmallTalk:
an object-oriented language whose syntax is very similar to Objective-C and thus an ideal
match. Scripts can be created to run in a stand alone manner or to run within the context
of the application itself. Their ability to glue together a number of individual steps in a
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Figure 4-1: Aduns home-page - http://cbbl.imim.es/Adun.

program allows creation of workflows that can then be provided to other users (for example
see section 7.3.2).

4.1.5 Project Management and Documentation

These tools form the core of the attempt to build a community around Adun.

We use the program Savanne through gna.org to manage Adun. Gna hosts our CVS reposi-
tory, mailing lists and package distribution area along with bug, task, and support trackers.
The trackers play an important role in not only detailing the current activities and problems
with the program but also for building a repository of information on the code development.
Having such a repository, containing multiple levels of detail on how the program has been
modified, is invaluable for tracking and solving bugs and for preserving information on
how and why certain changes were made. The impact of the trackers in organising tasks
and tracking bugs cannot be underestimated.

In addition to the project page, I created an Adun home page (see figure 4-1) which targets
users of the program rather then developers. It contains information on the program’s status,
what plug-ins can be downloaded, release notes and project news. It is built on Plone, a
web-platform that focuses on creating a site based on collaborative content. Although at
the moment the use of its collaborative features is minimal I hope that as the project grows
they will be invaluable in managing documentation on the project.

The final tool is Doxygen which provides the advanced code documentation features Adun
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requires. It gives developers an overview of how the various frameworks are organised
and what they can do, which is key to a successful API. Currently there are over 100
pages of documentation which is being continually improved. Indeed since object-oriented
programming elevates interface above implementation, this documentation is ‘Adun’ as
much as the underlying code.

4.2 Obtaining Collective Motions

The two main methods for determining collective motions of proteins are Normal Mode
Analysis (NMA) [103, 104] and Essential Dynamics (ED) [4, 105]. NMA requires a min-
imum energy configuration as input while ED is performed on an MD trajectory. Both
use eigen-decomposition to attain a set of orthogonal vectors, or modes, each describing a
collective motion.

M = X"XT (4.1)

Here M is a symmetric square matrix (generated in a different way depending on the tech-
nique). 1 X is a matrix where each column is an eigenvector and " is a diagonal matrix
containing the eigenvalues. The eigenvalue at position (i, i) is associated with the eigen-
vector of column i in X . In the rest of this text e refers to an eigenvector and ! to an
eigenvalue.

The modes form a new basis set for the protein. Instead of using the (x, y, z) coordinates
of each atom to describe a configuration, r, a linear combination of the modes can be used.

r = r0 +
N!

i=0

Aiei (4.2)

Ai = (r " ro).ei (4.3)

r0 is a reference configuration (which can be the null vector) and ei is the ith mode.

In both NMA and ED the eigenvalues of each mode are related to its energy allowing them
to be ranked. Thus the low energy modes can be identified. Many studies using these
techniques have shown that some of the low-energy motions obtained are related to the
molecule’s function, including possible conformational changes [106, 3].

However at a certain point the eigenvalues become almost degenerate i.e. the differences
between them are very small. In the case of full degeneracy the eigenvectors associated with
these eigenvalues are arbitrary - any combination of such modes would be an equally valid
mode. Although this is only strictly true for exactly equal eigenvalues it is approximately
true for approximately equal ones. A small difference between two modes is probably
due to the numerical technique used rather than indicating anything fundamental about the
system studied.

1Equation 4.1 arises from two properties. Firstly, the eigenvectors of a symmetric matrix are orthogonal.
Secondly, the inverse of an orthogonal matrix is its transpose.
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ED is one of the main techniques used in this thesis and is described in the next section.
An overview of Normal Mode Analysis (NMA) is provided in section C.5.3.

4.2.1 Essential Dynamics

Essential dynamics (ED) finds collective motions by performing Principal Component
Analysis (PCA) on molecular dynamics trajectories [4] and is the main technique used
in this thesis. Before discussing specific issues relating to its use in investigating protein
motion it is extremely helpful to understand the basis and limitations of PCA.

The aim of PCA is to remove noise and redundancy from data and thus discover possible
hidden structure in it. Noise is anything which hides real patterns in data - in the case of
proteins it is the random thermal movement of the atoms. Redundancy is the use of more
variables than is necessary to describe some data e.g. when movement of one atom can be
deduced to some extent from movement of another. If the relationship between the two or
more variables is linear then the redundancy is expressed by their covariance.

PCA is a non-parametric technique that involves diagonalising the mean-centered covari-
ance matrix of the data.2 In ED the data is a set of molecular configurations taken from
an MD trajectory which have been fitted to a reference to remove translation and rotation
movements. A configuration can be described by a vector r with 3N elements, where N is
the number of atoms in the molecule. 3 Mean-centering entails subtracting the mean struc-
ture #r$ from each configuration. The resulting vectors, r", represent positional deviations
of atoms from the mean-structure and their covariance matrix is given by,

C =
"
r"r"T

#
(4.4)

r" is a column vector so the product of it and its transpose is a symmetric matrix of dimen-
sion 3N % 3N . Each element Cij of this matrix is the covariance of the motion along the ith

and the jth degree of freedom (the variance when i == j). Large variances are assumed to
correspond to interesting dynamics while large covariances indicate high-redundancy be-
tween variables. If all the degrees of freedom were independent than all the non diagonal
elements of this matrix would be 0.

The eigenvectors obtained by diagonalising C are a set of new orthogonal coordinates for
the system and the related eigenvalues give the variance of the data along the new coordi-
nates. In the case of proteins this variance is equivalent to the Mean Squared Fluctuation
(MSF) of the atoms in the direction by the eigenvector. Since by definition variance is
greater than or equal to 0, C must be positive semi-definite, that is all eigenvalues must be
greater than or equal to 0 - negative variances are meaningless. Six of the eigenvalues will
be 0 as the fitting procedure removes the translational and rotational degrees of freedom.

For a complete analysis C must be of full-rank - all its columns must be linearly inde-
pendent. If this is not the case it is said to be rank-deficient, and its deficiency is given

2Also termed the fluctuation matrix or second moment matrix.
3Normally not all the atoms are used - see later in this section.
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by,
d = n"m (4.5)

where n is the number of columns and m is the number that are linearly independent. d is
the number of non-independent columns and eigen-decomposition will result in a number
of zero eigenvalues equal to d. 4 Rank deficiency indicates that not enough data was
provided and only m eigenvectors could be positively identified. For C to be of full-rank
the number of configurations used must be equal to the number of columns of the matrix i.e.
the number of variables in the data. For example if there are 3N atoms in each trajectory
frame then 3N frames must be used to create C.

Figure 4-2: (A) Noisy or uncorrelated data. The principal components given here will be
arbitrary, the eigenvalues will be degenerate and the SNR equal to one (B) A medium strength

correlation. The covariance between the two variables is replaced with one variable that maximizes
the variance. The perpendicular vector then represents noise. (C) Very strong correlation

corresponding to a high SNR.

The main property of the diagonalisation is that it finds the coordinates along which the
variance of the data is highest. The coordinate corresponding to the largest eigenvalue
describes the direction of maximum variance, the next coordinate the next greatest variance
and so on.

Diagonalisation also removes all redundancy between the new coordinates so the covari-
ance is 0 between each pair of eigenvectors. The removal of covariance is a natural conse-
quence of maximising the variance - essentially the covariance between a number of vari-
ables is converted into variance along one. In ED removing covariance means some of the
eigenvectors will represent correlated motion. This is easily seen in the case of two atoms
whose motion is linearly correlated. In figure 4-2 (C) r1 is the displacement of one atom
and r2 the displacement of the other - after diagonalisation the new coordinate represents
their combined movement.

Since large collective motions imply large MSF (i.e. variance) it is assumed that they will
correspond to the top ranked ED modes. However it is possible that not all of the move-
ments in such modes will be part of a collective motion so care is needed when interpreting
them. For example thermal fluctuations can cause random low covariance between the

4Due to numerical precision they may be very slightly negative.
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atoms in the collective motion and unrelated atoms. Another possibility is that separate
groups of atoms which have no covariance but high variance will be placed in the same
mode. The effects of diffusion also serve to cloud matters - these are further discussed in
Convergence Problems.

Correlated motion involving small variances should be represented by lower ranked modes.
In reality these modes will rarely contain just one collective movement as, to a greater
extent than the top modes, unrelated motions and random correlations will also be present.
Finally if the correlation isn’t strong enough it may be obscured by noise (see next section).
These are not serious problems however since we are not interested in such motions.

Assumptions and Limitations

PCA is a powerful technique but there a number of underlying assumptions that must be
considered when using it. The main one is that variance is a sufficient indicator of the
“meaningfulness” of a signal e.g. movements of a protein’s atoms. By using PCA you
implicitly assume signals with high variance have possible meaning while low variance
signals are likely to be noise. A common way to determine the strength of a signal is the
Signal to Noise Ratio (SNR).

SNR =
"2

signal

"2
noise

(4.6)

A high SNR indicates a high-precision signal (figure 4-2 (C)) while a SNR of 1 indicates
the signal can’t be deduced from the noise (figure 4-2 (A)).

Only modes whose eigenvalues are well separated should be considered when examining
the data. The value at which degeneracy appears is an indication of the value of "2

noise and
hence all modes close to this value have low SNR. The onset of degeneracy indicates the
separation between those modes containing signal and those that should be ignored. The
separation of modes into signal and noise allows dimensional reduction to be performed -
the trajectory can be reprocessed by removing the movement along noisy modes from the
original configurations.

The critical weakness of PCA is that it is based on covariance which can only identify lin-
ear correlations between data. For example it can not directly identify rotations - although
if they occur they will be described by a combination of two or more eigenvectors. Para-
doxically this weakness is also its strength. It is the linear nature of covariance that allows
eigenvalue decomposition, itself a linear technique, to be used. In fact PCA is the opti-
mal technique for detecting linear correlations [107]. Other techniques such as kernel PCA
[108], Sammon mapping [109] and full correlation analysis [110] can be used to detect
non-linear correlations. However they are more complicated to implement than PCA and
usually have some intrinsic drawback e.g. requiring parameterisation or minimisation. On
the other hand the fact that PCA is widespread, well understood, and has been extensively
used and tested on MD simulations of proteins makes it an obvious choice for detecting
correlated motion and studying protein dynamics.
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A final assumption of PCA is that variance is a sufficient statistic to characterize a distribu-
tion. However this is only true of a few distributions, for example the Gaussian distribution.
If the probability of a point x, y is given by P (x, y) = P (x)P (y) where P (x) and P (y) are
not one of these distributions PCA may not find the underlying basis. That is, it may not
identify the x, y axes as the principal components even though these axes best describe the
data, completely decorrelating it into two independent probability distributions. In this case
the recently created technique of Independent Component Analysis [111] must be used to
find x and y (although this has its own drawbacks).

Fortunately it can be assumed that the converged distribution of configurations along an
anharmonic mode will usually be only a slight deviation from a Gaussian (see section C.5)
so this assumption shouldn’t be a major factor in ED analysis.

Properties of Essential Modes

Over the years some general properties of the essential dynamics of proteins have been
determined. The character of the modes given by PCA reflect their origin through sampling
of a real PES and therefore, unlike NMA, the low-energy modes are anharmonic. The
distribution of the protein’s motion along the modes on the usual time scales used (ns)
show this. The high variance anharmonic modes will have non-Gaussian distributions,
while the lower you go the more Gaussian the modes become [4]. The non-Gaussian nature
of the first modes is an indicator that sampling in these directions is not complete - their
distribution is expected to become Gaussian-like with sufficient sampling (see section 4.2).
However this may not happen if the PES is flat in the entire region of the conformational
state or if there are two or more deep substates present.

Figure 4-3: Cumulative Percentage of total variance (Means Squared Fluctuation) versus mode
number. The 90% level is reached within the first 10% of modes.

Usually over 90% of the fluctuation of a protein is described by the first 10% of the principal
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components (see figure 4-3). These modes are called the “essential modes” and the low
dimensional space they describe is termed the “essential space”. In the case of proteins,
backbone fluctuations are the dominant contribution to large-scale changes. Therefore if
PCA is performed using only C-#s for example, the high variance modes obtained are
almost identical to the modes obtained from an all-atom calculation [4, 106].

This has led ED to usually be applied using only the C-#’s. This simplifies the problem,
vastly speeds up the diagonalisation and also removes uninteresting motion such as side
chain rotations and hydrogen vibrations. Therefore the dimension of #r$ in equation 4.4
is 3M where M is the number of atoms used in the analysis. Thus ED corresponds to
dimensional reduction via two methods - reducing the number of atoms themselves and
reducing the number of important DOFs of the protein through PCA - a property that has
led ED to be used in the design of coarse-grained models [112].

Convergence Problems

The main limitation of ED is that finding converged modes requires full sampling of the
conformational state in question. At the simplest level if this is not done then the modes
will change as new areas of the PES are explored. Even when fully sampled, thermal fluc-
tuations will cause noise in all the modes causing them to fluctuate if the simulation is
continued. Also the slow nature of large collective motions means it may take a consider-
able amount of time before the protein moves far enough along the related modes for them
to be distinguished from noise.

Another problem is diffusive motion due to a flat potential energy surface, which is common
in low-energy modes (see section C.5.1). If the protein is moving in such a region in two or
more modes for the duration of a trajectory the top modes found will be somewhat arbitrary
as the movement is similar to Brownian Motion (BM) without a potential [113]. PCA of
such BM trajectories produces characteristic shapes for the motion along the top modes,
and similar shapes have also been observed in MD trajectories. 5 The shapes resemble
cosines with periods equal to half the rank of the mode i.e. 0.5 for the first mode, 1 for the
second and so on, meaning such random diffusion can appear as correlated motion.

A protein must move out of the diffusive region of a mode for it to be correctly identi-
fied. 6 However the underlying potential will have an effect on these modes leading the
motion along them to be similar to that expected for the BM case but with substantial dif-
ferences i.e. a mixed signal. This could indicate that movement along part of a mode can
be identified while some, usually flexible, residues are still in a diffusive space. That is, the
correlations between certain residues may have converged while others are still fluctuat-
ing. Nevertheless if the top modes display cosine-like content, and the intent is to compare

5As noted above this is, to a certain extent, to be expected given the diffusive nature of the motion along
a protein lowest energy modes.

6It is possible that some modes are highly diffusive in the area of the potential energy surface correspond-
ing to a conformational state.
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specific motions, the convergence of the space must be thoroughly checked.

Fortunately the “essential space” converges much quicker than the modes themselves. That
is, the directions in which the protein is free to make large concerted movements is identi-
fiable even when the collective motions are not concretely determined. This information is
valuable in itself and can be used for calculating entropy or defining the allosteric qualities
of a state e.g. by comparing the conformational flexibility in wild-type and mutant (see
Chapter 8).

Although there is no way to acquire a precise estimation of the time required to achieve
converged modes from non-converged data [114], many methods have been created to de-
termine if convergence has been reached. Most evaluate the convergence of the essen-
tial space (see section 8.2.1 for an example) and hence only use eigenvector information.
Others combine information on both the essential space and the associated eigenvalues
[115, 116]. However since the fluctuations along a mode are very sensitive to the simula-
tion time or the precise section of the trajectory used this may be of limited utility.

Summary

• The first mode indicates the direction where the protein motion has the greatest vari-
ance (MSF), the second the second greatest and so on.

• The covariance between the modes is 0.

• All covarying residues will be in the same vector as long as the covariance is above
the level of noise. The larger the covariance the higher the rank of the principal
component containing them.

• Only linear correlations will be detected.

• Some of the correlations identified by the essential modes may be arbitrary due to
diffusion effects.

• Atoms which have random low covariance with the motion of a set of atoms that have
high covariance will also be found in the principal components.

• Highly correlated, low covariance motions will be identified but have low rank.

• Correlated motions will not be detected if they are of the same level as the noise
(SNR & 1).

• The space defined by the essential modes converges much quicker than the modes
themselves.

• Around 90% of the fluctuation is defined by 10% of the modes.

• The major fluctuations are due to movement of the protein backbone.
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4.2.2 Comparison of Essential Dynamics and Normal Modes

On the surface ED seems similar to NMA. Both involve solving eigenvalue equations which
lead to modes which describe collective motions. However the underlying nature of the
matrix being diagonalised makes them fundamentally different.

NMA uses the Hessian of a minimum of a PES (which can be real MM PES or a constructed
one). Thus it does not require sampling or include the effect of thermal fluctuations which
are its main advantages over ED. ED modes on the other hand, come from PCA of a pro-
tein trajectory. Its advantage is that it includes anharmonic and solvent 7 effects, it easily
incorporates dimensional reduction and isn’t restricted by the harmonic approximation.
Moreover the results are based on a full MM PES which should give a better idea of the
real dynamics of the protein. 8

A recent comprehensive study compared Coarse Grained Normal Mode Analysis (CG-
NMA) and ED [115]. It found that the correspondence between individual modes was quite
small becoming worse as the size of the protein increases. Individual collective motions
found by CG-NMA do not correspond well to those found by ED which again warns against
interpreting them in isolation (see section C.5.3). The “essential space” 9 obtained by the
two methods is reasonably similar (Root Mean Squared Inner Product (RMSIP) of 0.5"0.6)
supporting the use of CG-NMA to examine the protein’s conformational freedom. However
CG-NMA requires more modes to capture the same amount of fluctuation as ED. Thus the
two methods define a similar space in which large deformations take place but the ED space
is simpler i.e. lower dimension.

The two methods return different MSF’s for the modes and those returned by ED are more
accurate as they include anharmonic and solvent effects. Indeed many of the developers
of CG-NMA methods have warned against direct use of fluctuation information from them
[117, 118, 119]. This has implications for a range of techniques that use fluctuation in-
formation but were originally applied and tested using CG-NMA, for example allosteric
potential [120].

Nevertheless, in the case of B-Factors, scaling has been found to allow the results of ENM
to better reflect the fluctuations found through Essential Dynamics [115] but no indication
on how to a priori calculate the scaling factor was given. In addition such scaling only
corrects the variances of the atoms - the covariances between them, which lead to the mode
data, seem not to be corrected as evidenced by the low mode similarity between ED and
NMA modes even when scaling is used [115]. This low similarity implies that the covari-
ances between the atoms are not properly calculated by CG-NMA.

As described in the ED section it is expected that collective motions will have large variance
and thus be represented by the top modes. However large variance local collective motions

7Based on the solvent model used in the simulation
8Note that in ED the coarse-graining takes place after the sampling so the effect of the missing atoms is

accounted for in the resulting modes.
9Defined by top 50 eigenvectors, in this study
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will also be described by these modes if such motions exist. This is in contrast to ENM’s
which are unable to correctly identify such “low-collectivity” motions, which are important
in many systems. This advantage of ED will be exploited in Chapter 9.

Applications

The applications of NMA and ED also differ. As mentioned previously NMA is most used,
with some success, to elucidate conformational changes. ED on the other hand is rarely
used to do this, certainly because of the long time necessary to generate the necessary tra-
jectories, although some examples exist [121]. However it should provide better indication
of the movements linked to conformational changes.

ED is commonly used in enhanced sampling schemes [122, 123, 124, 125, 126]. It is also
a standard tool for analysing MD trajectories [106, 127] and has been used to extract the
collective motions of a transition observed during a MD trajectory [109, 128, 129, 130]. In
this case it is often found that the transition can be described using a few modes although
for complex transitions, that is multi-step or involving non-linear correlations, PCA may
not be able to produce a collective coordinate [109]. It also can be used to estimate the
entropy of a state [131], for measurement of allosteric effects [132], and for elucidating
allosteric networks [96], methods which will be used in Chapter 8.

Connecting NMA and Essential Dynamics

Despite their differences the ED covariance matrix can be linked to NMA through Quasi-
Harmonic Analysis (QHA) [133]. Using equation C.36 the covariance matrix, C, can be
transformed into a Hessian like matrix,

C = kBTK!1 (4.7)

The eigenvectors of C and K are the same while the eigenvalues are related by equation
C.36. 10 The resulting K can be mass-weighted and used to calculate vibrational frequen-
cies, often with better results than NMA.

Equation C.36 can also be used independently of QHA to assign a harmonic energy to an
ED mode. Furthermore an effective frequency can be assigned to an ED mode if the masses
of the atoms used in the analysis were equal,

$eff
i =

$
kbT

!iM
(4.8)

Where !i is the ED eigenvalue. It must be stressed that these relationships are based on the
harmonic approximation i.e. that the MSF calculated via ED reflects the MSF of moving
in a harmonic potential at T.

10C must be of full-rank to be invertible as otherwise it will be singular i.e. det(C) = 0.
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Figure 4-4: A. Mode amplitudes for the change between two conformations of the Ntrc molecular
switch. The modes were obtained from an ED analysis using all backbone atoms. The majority of
the required movement is in the space defined by the top modes but projections are needed along
them all. B. The RMSD to the target configuration after projection along each mode in Å. Over

three hundred modes (' 30%)are required to reach 1 Å.

A final point - despite the above correspondence, the interpretation of negative eigenvalues
is substantially different between the methods. Unlike the ED covariance matrix, a Hessian
is not constrained to be positive semi-definite, and negative eigenvalues have a well-defined
meaning. At a stationary point 11 on a PES the eigenvalues of the diagonalised Hessian give
information on the nature of the gradient of the surface in each direction. At a minimum,
as used in NMA, all the eigenvalues are positive, at a maximum they are all negative and at
a saddle point they will be mixed. Since the definition of a transition-state is a point with
one negative eigenvalue the Hessian is frequently used in transition-state searching [134].

The use of a Hessian’s negative eigenvalues can cause confusion since transition-states are
often described as having one “imaginary frequency”. This phrase hints at a link to NMA
and hence suggests a similar interpretation of negative values in ED. However since NMA
is applied at a minimum energy configuration negative eigenvalues should not occur, and
in ED they indicate an invalid covariance matrix.

4.2.3 Mode Spectra

A mode spectrum (see figure 4-4) indicates visually which modes of a structure, X , are
important for describing a conformational change to another structure, Y . In some cases
this will be a single mode and in others many will be required (see [135] for example).
Calculating a mode-spectra involves finding the coefficient, Ai in equation 4.2, for each
mode of X where the target structure is Y . Ai is the distance that has to be moved in the
direction given by the mode, i, from X to reach Y , and is termed the mode amplitude. Since
the modes can represent defined motions of the structure, Ai quantifies which of these is

11maximum, minimum, saddle point
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the most important for a given transition.

The concept of mode amplitudes are important for the understanding the Transition Path
Modes (TPM) technique which is the subject of Chapter 9. They also appear in the theory
of allosteric potential presented in section 8.2.4. Other methods for quantifying the amount
a mode contributes to a conformation change, such as involvement coefficients, exist [136,
137]. The advantage of Ai is that it is closely related to the Mean Squared Deviation (MSD)
(and hence the RMSD) between the two structures,

MSD(X, Y ) = |Ȳ " X̄|2 =
1

N

N!

i

A2
i (4.9)

X̄ and Ȳ are the coordinate vectors defining the two conformations. Therefore A2
i /N is

equal to the reduction in the MSD between the two structures achieved by perturbing X the
required amplitude along mode i.

Furthermore given a set {e} containing M modes of X , a new structure, B, can be created
by perturbing X the required amplitude along each of the modes in {e}

B = X +
M!

i=0

Ai.ei, ei ( {e} (4.10)

The MSD between B and the target structure is given by,

MSD(B, Y ) = MSD(X, Y )" 1

N

M!

i

A2
i (4.11)

which is

MSD(B, Y ) =
1

N

N!

i#M

A2
i (4.12)

When M is 0, B is equivalent to the initial state X .

Since A2
i /N is the reduction in the MSD due to perturbation along mode i, each mode

can be ranked according to this value. The modes can then be added one-by-one to {e} in
order of this rank, starting with the largest, and equation 4.12 evaluate after each addition.
The minimum number of modes required to reach a given MSD from Y is then simply the
size of {e} when the result of equation 4.12 drops below that target. Thus the minimum
number of modes necessary to reach a certain target RMSD to the reference structure is
easily calculated.

However when interpreting mode spectra and mode amplitude two facts must be kept in
mind. Firstly high MSF modes identified by ED, and which have a large mode-amplitude
for a given transition, may not actually exist during a transition. Secondly the modes re-
turned by ED are usually not converged and change when calculated with different or more
trajectory frames. When the mode spectra is recalculated using these new modes, which
are linear combination of the previous ones, more or less modes may be required to reach
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the target. This means a transition that appears to require movement along many modes
could require movement along much fewer if converged modes were used (see Chapter 9
for more on this topic).

4.3 Simulation Techniques

Obtaining converged collective motions of a protein conformational state via ED requires
a trajectory which achieves adequate sampling of the corresponding energy surface. It is
the large-scale shape of the state that is of interest, as this corresponds to large collective
displacements. Local minima inside the well, corresponding to conformational sub-states
e.g. side chain orientations, are of lesser importance.

The problem of convergence can tackled in two ways - increasing simulation speed and/or
decreasing convergence time (see section 2.2). Methods which smooth the PES automat-
ically increase convergence time, removing many small barriers that hinder the protein’s
ability to move around the landscape. Convergence time can also be decreased by re-
moving degrees of freedom, which of course has the concomitant effect of decreasing the
simulation time.

Here I describe two methods used to address these problems - Langevin Dynamics (LD)
and Generalised Born (GB)- which combine to provide an Implicit Solvent Model (ISM).
LD mimics the kinetic effects of solvent while GB replicates the effect of its electric field.

Both methods involve simplifications of the problem resulting in an approximation of the
full PES. The main problem with any ISM is it does not allow for specific roles of solvent
molecules in the dynamics e.g. due to H-bonds inside the protein, the structure of water
around the protein (though implicit models can model this effect to some extent), or include
indirect solvent-solvent effects. As with everything in molecular simulation the applicabil-
ity of ISM is defined by the problem studied, specifically the importance of the omitted
effects.

4.3.1 Langevin Dynamics

Langevin Dynamics is based on a stochastic differential equation in which two additional
force terms are added to Newton’s second law to approximate neglected degrees of free-
dom, in this case the solvent molecules.

M%a = F (%r)" &M%v + R(t) (4.13)

& is the friction coefficient, representing the effect of moving through solvent. It should
properly be determined for each individual molecule but it is normal practice to replace
this vector with a mean value. R(t), reflecting thermal induced solvent collisions, is a
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random Gaussian force with zero mean and variance related to &.

# %R(t) %R(t")$ = 6&kBTM'(t" t") (4.14)

T is the equilibrium temperature. As well as defining the variance of the magnitude of the
force acting on each particle, this equation also states that the force at different times is
uncorrelated. The direction of the force is uniformly distributed over the surface of the unit
sphere.

LD is derived from the fluctuation dissipation theorem which relates the response of a
system to a equilibrium thermal fluctuation, to its response to a small external perturbation.
Specifically in this case, the dissipative frictional force experienced by a molecule moving
in solvent to the random forces acting on it due to collisions by solvent molecules.

Thermostat Properties

In addition to modelling the effects of solvent, LD also acts as a thermostat 12 (section
C.3.1) and can be used independently for that task i.e. ignoring its solvent-mimicking
properties. 13 On one hand the frictional force removes kinetic energy from the system at
a constant rate while on the other the random force adds it. As they are related through &

the two compensate each other leading to a stable temperature. This thermostat property
is a natural outcome of LD since it models the kinetic effects of a solvent on a molecule
which is what regulates temperature. Moreover, unlike many other thermostats, LD trajec-
tories sample the canonical ensemble (correct temperature fluctuations) and exhibit realistic
dynamics (smooth trajectories) [138].

General Properties

An aspect of the Langevin equation that can seem strange is the application of equation
4.13 to the atoms not in direct contact with the solvent. There are two ways of looking
at this, from the point of view of LD as a thermostat or as a replicator of solvent effects.
From the former view this is standard procedure - all thermostats act on each degree of
freedom instantaneously. Moreover the correct distribution and temperature fluctuations are
obtained so it does not adversely affect the simulation. From the latter, more mechanistic
view, all molecules will feel the jostling effect of the solvent as it propagates from the
surface atoms. Further the friction effects which “cool” the surface atoms will cause kinetic
energy to flow from the interior of the protein to its surface to maintain equilibrium. Thus
the random force and frictional components of the LD equation replicate the average effect
of these processes in the absence of solvent.

12Most thermostats are actually derived in some way from LD
13The frictional force used is usually much lower than in this case to avoid perturbing the trajectory too

much.

49



Langevin dynamics greatly increases the speed of simulations by allowing you to remove
most of the degrees of freedom. The random force component also expedites barrier cross-
ings between conformational sub-states effectively smoothing the PES on the fine scale.

LD is not a full implicit solvent - its major limitation is the omission of direct and indirect
solvent electrostatic effects e.g. screening or hydrophobicity. These effects would modify
the vacuum PES of the protein, likely in dramatic ways. Proper modelling of water requires
LD in concert with a continuum method e.g Langevin Dipoles [139, 140] or Generalised
Born models [141, 142] (see next section). However LD does approximate the Van der
Waals effect of a solvent and hence LD trajectories represent movement in a PES influenced
by a non-polar environment.

This fact is not obvious since LD does not affect energetic calculations, thus it could be
assumed that a LD simulation samples the vacuum PES. The additional forces added by
LD imply additional energy terms that are omitted when calculating the energy - a force
requires a gradient of some potential. That is equation 4.13 approximates the derivative of
the potential (s-s indicates solvent-solute),

U = Usolute + U lj
s!s (4.15)

where the derivative of the second term is given by,

dU lj
s!s

dr
= R(t)" &M%v (4.16)

Another way of putting it is that the integral of the right hand side of equation 4.13 is not
Usolute. Therefore caution must be taken when using the total energy of a system in an LD
simulation.

4.3.2 Switched Generalised Born

This section describes the Switched Generalised Born (GBSW) method of Im et al. [143]
which I have implemented in Adun. This method was used for all the simulations in Chapter
8 and the final test-case described in chapter 9. GB based methods enable the electrostatic
effect of a solvent on a solute to be calculated without including the solvent molecules in
the simulation [141, 144]. Combined with Langevin dynamics GBSW provides a complete
ISM.

In regards to MD the aim of GB methods is to replace the explicit electrostatic interac-
tion between the solvent and solute with one representing the average force the solvent
molecules would exert on the solute atoms. For a given configuration, rp, of the solute the
mean-force exerted by the solvent on an atom is given by the following thermodynamic
average,

#Fsol(rp)$ =

%

V

Fsol(rp,R)P(rp,R)dR (4.17)

Where R is a vector describing the positions of the water molecules. The mean-force is
the derivative of the electrostatic free-energy of the solute-solvent interaction. This energy
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is termed the electrostatic solvation energy and denoted !Gsol
elec. Thus if we can obtain a

differentiable expression for !Gsol
elec we could obtain the average solvation force acting on

each atom and use it in our MD simulation. For convenience in the following sections I
will drop the sol superscript unless necessary as all the free-energy quantities are usually
due to the solvent.

A number of different GB formulas for !Gelec have been suggested. By far the most pop-
ular and reliable is due to Still and co-workers [145]. This expresses the total electrostatic
solvation energy of a solute as,

!Gelec = "1

2
(

!

i

!

j

qiqj&
r2
ij + Rgb

i Rgb
j exp("r2

ij/4R
gb
i Rgb

j )
(4.18)

The subscripts i and j denote solute atoms and i can be equal to j (see next section). Rgb
i is

termed the effective Born radius and ( is given by,

( =
1

)solute
" 1

)solvent
(4.19)

Since we are using MD )solute is set to 1. The square-root function is often written as fgb for
simplicity. The derivation and interpretation of equation 4.18 is given in the next section.

The main advantage of GB methods is that, unlike conventional Poisson Boltzmann (PB)
formulations for the solvation energy, equation 4.18 is an analytic function of the proteins
coordinates thus allowing forces to be calculated.

Using a GB model in an MD simulation involves two main steps,

• Calculating the effective Born radius, Rgb
i , of each atom.

• Calculating the derivative of equation 4.18 for each atom (the mean-force).

Sections 4.3.2 and 4.3.2 detail how these two calculations are performed in the GBSW
method. The next section gives a derivation of equation 4.18. In all sections the electrostatic
constant (332 kcal.mol!1) is omitted for clarity.

Note the GBSW technique can also be used to calculate the non-polar contribution to the
total solvation free-energy. However in the simulations presented in Chapters 8 and 9 LD is
used to approximate the non-polar force instead. Hence the calculation of this contribution
is not detailed here and the reader is referred to [143] for details on this. 14

Generalised Born Derivation

The total electrostatic solvation energy of protein (or any molecule) can be expressed as,

!Gtotal
elec = !G!

gp()! protein) + !G"(gp ! sol) (4.20)

14Adun can also calculate this non-polar contribution via the GBSW method.
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where gp stands for gas-phase, # for the protein atoms at infinite separation, and * for the
atoms in their protein positions. The first term on the right is the free-energy of transferring
the proteins atom in gas-phase from infinite separation to their location in the protein. The
second term is the electrostatic solvation free-energy of the protein and is what we want to
approximate.

The electrostatic energy of the atoms at infinite separation in the gas-phase is 0, while their
energy in the protein in gas-phase is given by Coulomb’s law. Thus equation 4.20 can be
written as,

!Gtotal
elec =

1

2

!

i

!

j $=i

qiqj

rij
+ !Gsol

elec (4.21)

The half is required since the double sum counts each interaction twice (i.e. as (i, j) and
(j, i)).

The electrostatic free-energy can also be expressed as,

!Gelec = !G!(gp ! sol) + !G!
sol()! protein) (4.22)

Here the atoms, at infinite separation, are moved from the gas-phase to the solvent and then
to their locations in the protein. The first term on the right-hand side of this equation is the
total Born solvation energy [146],

!G!(gp ! sol) = !GBorn = "1

2
(

!

i

q2
i

ai
(4.23)

( is given by equation 4.19 and ai is the Born radius of atom i. If the Born radii of the atoms
were much less than their separation in the protein their solvation energy would be the same
at infinity and in the protein. In this case the only contribution to !G!

sol() ! protein)

would be the shielded coulombic interaction between the atoms when they are in their
protein locations. Using this approximation equation 4.22 can be rewritten as,

!Gelec = "1

2
(

!

i

q2
i

ai
+

1

2

!

i

!

j $=i

qiqj

)solrij
(4.24)

However the assumption that the atoms solvation energy in the protein is equivalent to
their Born energy is unlikely to be true. Nevertheless we could replace ai with an effective
Born radius, Rgb

i , that would give the correct solvation energy. Doing this and combining
equations 4.21 and4.24 gives the following expression for !Gsol

elec,

!Gsol
elec = "1

2
(

'
!

i

q2
i

Rgb
i

+
!

i

!

j $=i

qiqj

rij

(
(4.25)

So the total electrostatic solvation free-energy is the sum of a Born solvation term over
each individual atom (electrostatic self-solvation energy or simply the self-energy) and a
screening term over each pair of charges. This second represents the dampening effect the
solvent has on the gas-phase charge-charge interactions.
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Equation 4.18 also contains these two terms but there they have been combined into one
sum. Separating them would give,

!Gsol
elec = "1

2
(

'
!

i

q2
i

Rgb
i

+
!

i

!

j $=i

qiqj

fgb

(
(4.26)

The only difference between the two is the replacement of r2
ij with fgb. This empirical

function was introduced to smoothly handle the transition between the situations where the
two charges are very close, to when they are well separated.

Calculating the Effective Born Radius

A significant fraction of the literature on GB theory has been focused on finding a quick
and accurate way to evaluate the effective Born radii. This requires calculating the self-
electrostatic solvation energy of each atom and then calculating the radius using equation
4.23.

Most GB models used the Coulomb Field Approximation (CFA) to obtain an expression
for the self solvation energy. This approximation assumes that the induced charge density
in the solvent due to a point charge in the solute is directly related to, and only dependent
on, the Coulomb field of the charge. The CFA leads to the following volume integral for
the electrostatic self-energy of atom i (see [141] for a derivation),

!Gelec(self) = "1

2
(q2

i

)
1

+
" 1

4,

%

r>#

v(r)

|r" ri|4
dr

*
(4.27)

r is the radial distance from the center of the atom and + is an arbitrary constant introduced
to avoid the singularity at r = 0. v(r) is the solute volume function which is one in the
interior of the protein and zero in the solvent region. Combining this with equation 4.23
gives the effective Born radius.

The CFA is only true for a point charge at the center of a sphere. For more complex
geometries of the low-dielectric region (the solute) the induced charge at the dielectric
boundary is usually very different to what this approximation gives. The net-result is that
the CFA overestimates the Born Radii (underestimates the solvation energy). One method
of solving this problem is to add higher order correction terms to the CFA energy. The
GBSW method uses an empirical correction term derived by Lee et al. [142]. This gives
Born radii which have an average 1% error to Born radii calculated using the PB equation.
15

Including the correction term !Gelec(self) is given by,

!Gelec(self) & a0!G0
elec(self) + a1!G1

elec(self) (4.28)

The 0 superscript denotes the CFA energy and the 1 superscript the correction energy. The
parameters a0 and a1 are optimised to minimise the error between the resulting solvation

15Section B.1 contains some details on the PB equation.
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energy and that calculated using PB methods. The correction term is defined as,

!G1
elec(self) = "1

2
(Q2

)
1

+4
" 1

4,

%

r>#

v(r)

|r" ri|7
dr

* 1
4

(4.29)

The Volume Function
The next step is the evaluation of the integrals in equations 4.27 and 4.29. This crucially
depends on the the exact definition of the volume function, v(r). This function defines
the dielectric boundary between the solute and the solvent and the energy of the system is
strongly dependent on it. Typically either the Van der Waals or the molecular surface have
been used to define the boundary in both GB and PB models. However these boundaries
are discontinuous, that is ) changes sharply at the boundary. This leads to numerical in-
stabilities when calculating solvation forces. To avoid this problem a continuous smooth
dielectric boundary must be employed which requires that the volume function must also
be continuous and smooth.

The first step is to define the atomic volume exclusion function, Hi, of atom i with position
ri,

Hi(r) =

+
,

-

0 r * Ri " w
1
2 + 3

4w (r "Ri)" 1
4w3 (r "Ri)3 Ri " w < r < Ri + w

1 r * Ri + w

(4.30)

where r is |r " ri|. This function is 1 if r is outside the volume occupied by atom i and
0 if it is covered by the atom. The parameter w, the smoothing length, defines the region
where Hi changes continuously from 0 to 1, thus avoiding discontinuities. The value of w

determines the exact values for the parameters in 4.28 (see Im et al).

Ri is related to the radius that would be used to define the Van der Waals surface of the
atom in the discontinuous case, denoted R0

i ,

Ri = s(R0
i + w) (4.31)

s is a scaling factor with a value close to 1 and is given in Nina et al [147]. Obtaining Ri

via equation 4.31 causes the solvation energy calculated using the smoothed boundary to
reproduce the energy of the discontinuous case.16 This “calibration” is required since there
is no unique way to define the smoothing function and each definition gives a different
value of the solvation energy.

Next one can define the total volume exclusion function as the product of all the Hi’s of
each atom.

H (r; {rp}) =
.

i

Hi(|r" ri|) (4.32)

The notation H (r; {rp}) denotes that the value of H at r depends on the positions of all
the atoms in the system {rp}. From H (r) one can define the permittivity as,

)(r) = 1 + ()solvent " 1)H (r) (4.33)
16For PB models
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Note that now the permittivity is spatially dependent and smoothly changes between the
two dielectric regions.

The volume function v(r; {ri}) is simply the opposite of the volume exclusion function,

v(r; {rp}) = 1"H (r; {rp}) (4.34)

Numerical Integration
With the definition of the volume function, the final step in calculating the Born radius
is the evaluation of the integrals in 4.27 and 4.29. This is done via numerical quadrature
techniques, as used in density functional theory [148]. These generate an optimal set of
points, given by spherical coordinates (r, -,.), around each atom at which to evaluate
v(r}). The radial points, denoted m, are generated by Gaussian-Legendre quadrature [100]
while the angular points, denoted n, are generated by Lebedev quadrature [149]. Thus
the radial points define a series of concentric spheres centered on each atom, and on each
sphere we have the same set of angular points. In Adun 24 radial and 38 angular points are
used for each atom.

The integrals in equations 4.27 and 4.29 then become sums over these points.
%

r>#

v(r; {rp})
|r" ri|x

&
!

m

!

n

wmwn
v(ri + rmn)

rx
mn

(4.35)

Here x is 2 for the CFA term and 5 for the correction rmn is the distance of the integration
point mn from the atom i, and wm and wn are the integration weights of the radial and
angular point respectively.

Calculating the Derivative of the Solvation Energy

The steps for evaluating equation 4.18 can summarised as,

• For each atom:

– Calculate the CFA and Correction terms (equations 4.27 and 4.29) by approxi-
mating the volume integral using 4.35.

– Use the result to calculate the solvation energy from via equation 4.28.

– From this calculate the effective Born radius via equation 4.23.

• Use the effective Born radii to calculate the shielding energy using equation 4.18.

However the main goal is to calculate the derivative of equation 4.18 so we can obtain the
mean force acting on each atom. The derivative of the solvation energy of atom i can be
broken into two components, the derivative of the self-solvation energy,

'!Gelec(self, i)

'ri
=

'!Gelec(self, i)

'Rgb
i

'Rgb
i

'ri
(4.36)
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and the derivative of the screened energy for each charge-charge interaction the atom is
involved in,

'!Gelec(i, j)

'ri
=

'!Gelec(i, j)

'|rij|
'|rij|
'ri

+
'!Gelec(ij)

'Rgb
j

'Rgb
j

'ri
(4.37)

The complete expressions for these derivatives are quite involved. I refer the reader to Im
et al. [143] for specific details on their form and how they can be quickly evaluated. Here
I will simply point out the main problem, which regards the evaluation of the derivative of
the Born radii of atom j, Rgb

j , with respect to a given atom i. 17 This requires evaluating
the derivative of the volume function (equation 4.34) at each integration point around atom
j with respect to the position of atom i

'Rj

'ri
+
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m

!

n

wmwn
'v(rj + rmn; {rp})

dri
(4.38)

The complexity arises since v(r) is a function of both the integration point, rmn and the
positions of every other atom in the protein, rp.

Summary

Despite the intricacy required to calculate solvation forces via GBSW method it provides
a radical speed up over explicit solvent calculations. In general a GBSW simulation will
take roughly 4 to 5 times longer than the equivalent gas-phase simulation with algorithm
performing better for larger systems. This is compared to around 10 times longer for an
explicit solvent calculation using a 12 Å cutoff containing' 5, 000 water molecules. More-
over the GB solvation forces are much more accurate at this cutoff size. The time required
to produce the working version of this method in Adun was roughly three weeks, most of
which was spent implementing the many computational optimisations that are required to
have the method run at a usable speed. This is a further indication of the rapid development
potential of the program.

4.4 SCAAS

Here I describe the theory behind the SCAAS boundary conditions, which I propose an ex-
tension to in section 7.1.3. Boundary conditions are required in explicit solvent simulations
to keep the solvent from leaving the modeled region (see section C.3.2 for further details).
One such class of methods are stochastic boundary conditions where the modelled region
is a sphere [150, 151]. These models add a radial constraint force to keep the molecules
in the surface region from leaving the sphere. They also add friction and random force
terms (hence stochastic) to the surface molecules to account for the missing Van der Waals

17Which can be the same atom.
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interactions with the bulk solvent. Without these terms the fluctuation properties of these
molecules will be incorrect.

However there is a further problem - the orientational distribution of polar molecules near
the boundary will be incorrect since they do not feel the electrostatic force of the molecules
that have been omitted [152]. They will over-polarise increasing the field inside the cavity.
For polar solvents the electrostatic interaction between the solvent and solute 18 can have a
huge effect on chemical properties, one much greater than that of the solvent fluctuations.
Therefore it is vital this problem is accounted for.

The SCAAS [14] method is an extension of stochastic boundary conditions that addresses
both the fluctuation and polarisation properties of the surface molecules while also contrain-
ing them to remain in the sphere. It adds two constraints to the molecules in the boundary
region, usually 1.5 Å from the surface of the sphere, which cause them to behave, over
time, as if they were surrounded by bulk solvent (see figure 4-5).

The first constraint maintains the correct radial distribution, that is the distance of the sur-
face molecules to the center of the sphere. The second constrains their dipole angle i.e.
the angle between their dipole and their radial vector. It ensures that the orientation of the
boundary molecules approximates the correct distribution in bulk solvent. Extra terms are
added to reproduce the correct fluctuation properties.

The polarisation constraint is the key innovation of SCAAS. It overcomes problems asso-
ciated with PBC (section 2.2), and provides a better representation of the solvent-solute
electrostatics interaction, including the effect of charged solutes on the surface molecules.

General Approach

We require a certain variable, x, associated with the molecules in the surface region to
behave over time as it would if they were embedded in a bulk solvent, for example, their
radial distance. The behaviour of such a variable can be approximated phenomologically
as a Brownian harmonic oscillator,

F = "Kx(xj " #x(t)j$)" &xµxẋj " Ax (4.39)

xj is the value of the variable for the jth surface molecule and #x(t)j$ is its average value
over the short time-period t. The first term is a short-term harmonic motion. The force
constant, Kx, is derived from the mean squared frequency of the motion of the variable in
question. For example, by observing how the radial distance of a molecule behaves with
time you can calculate its power spectrum and hence the mean frequency.

The second and third terms are the friction and random force components of the Brownian
equation, which ensure the variable reproduces the observed fluctuation properties. The
Einstein relation is used to obtain &x, from the diffusion, Dx, which itself is calculated
from the autocorrelation of x. µx is a generalized mass used so (&x)2µx has units of energy.

18That is the solute’s solvation energy

57



Figure 4-5: Schematic example of the SCAAS approach. The molecules in region (a) are
simulated normally while (b) is the unsimulated bulk. (s) is the surface region where the

constraints are applied. Ri, the distance used in the radial constraint, and !i, the angle used in the
polarisation constraint, are shown for one surface molecule. Taken from [14].

Equation 4.39 accounts for the missing molecules in the following way. The first term
reproduces the correct structural properties of the variable, that is its distribution function.
The explicitly modeled interactions will generate a certain distribution for the variable x

in the surface region. The difference between this distribution and the real distribution is
due to the missing molecules, so by correcting it their average effect is included in the
simulation. To do this the correct value for #x(t)j$ is calculated for each molecule at each
step. The effect of the harmonic term is then to “pull” the surface molecules to the true
distribution.

The second and third terms reproduce the variables dynamic properties, that is its auto-
correlation function and power-spectra. These properties are influenced by the effect of
thermal fluctuations on the behaviour of the variable. The magnitude of their effect can
be determined by comparing the power-spectrum of the variables motion obtained from a
simulation without these terms to the experimentally determined spectra. The value of &x

is then adjusted so the simulation reproduces the observed behaviour.

In the next sections I concisely describe how a constraint force, defined by equation 4.39,
is constructed for the dipole angle and radial distance of the surface molecules - see [14]
for more details.

Radial Constraint

The harmonic potential which constrains the radial distance of the surface molecules has
the form

Uj =
Kr

2
(Rj " #Rj$) (4.40)

As described above the force constant, Kr, is related to the mean squared frequency of Ṙ.
j indicates the jth solvent molecule - determining this index for the surface molecules is
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described below. The average distance #Rj$ is equal to the size of a sphere that can enclose
j molecules, 19

#R0
j $3 =

3j

4,*
(4.41)

Where * is the solvent density. This works well for pure solvent but when there are solute
molecules the equation must be modified to account for the difference in solvent/solute
size. This is done by estimating how many solvent molecules had to be removed to add the
solute.

#Rj$3 =
3(j + nremoved)

4,*
(4.42)

A charged solute could compress the sphere but as this compression is less than 0.001Å for
spheres over 6Å radius this effect can be neglected.

To assign the index, j, to each surface molecule, they are first sorted by their radial distance
and given a rank, i, with 1 being the closest and n the furthest. This rank is used to find j

by,
j = i + ninnersphere (4.43)

where ninnersphere is the number of non-surface molecules. Once we have j, #Rj$ is calcu-
lated using equation 4.42. Assigning the indexes this way has the effect of minimising the
total constraint force on the system and allowing free diffusion into and out of the surface
region.

The values of &x used for the second and third terms were derived from experiment and
simulation, while µx is simply the mass of the molecule. These terms are necessary for the
power-spectrum of the motion of the surface molecules to be reproduced correctly - without
them the diffusion constant is extremely large. However the value of &x is much smaller
than that derived from experiment. This is because a significant percentage of the frictional
effect is already included in the simulation through the explicitly represented molecules.

Polarisation Constraint

For the polarisation angle the Langevin terms of equation 4.39 are not necessary for repro-
ducing the correct power-spectra and hence &$ is 0.

The first term constrains the polarisation angles - of the surface molecules,

Uj =
K$

2
(-j " #-j$) (4.44)

-i is given by
%µi. %Ri = |µi||Ri|cos-i (4.45)

Here µi is the molecule’s dipole moment and Ri is its radial distance vector.
19This formula is derived by assuming g(r) is 1. This is incorrect for small distances from the solute.

However for distances > 10Å it gives values of #Rj$ practically identical to the real ones, while making the
calculation much simpler.
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Equation 4.44 must reproduce the angular-distribution function of - over time. Given N

molecules the average value of ith biggest angle in this distribution is given by,

#-i$% = arccos(1 +
1" 2i

N
) (4.46)

However the electric field of a charged solute would change this distribution. This must
be taken into account, but obtaining a solution is difficult. It involves incorporating the
Langevin function - usually used to to describe the average polarisation angle of gas phase
molecules in the presence of an electric field.

#cos(-)$ & L(X) & cotan(X)" 1

X
(4.47)

X =
µ/(R)

kbTd(R)
(4.48)

/(R) represents the effective field of the solute, R is the radial distance to the solvent
molecule and µ is the molecule’s dipole moment. d(R) accounts for the attenuation of
/(R) due to the intervening solvent molecules - it is usually approximated as (1+R) . The
result of incorporating this is -

#-i$ = #-i$% "
3

2
L(X) sin #-i$% (4.49)

The constraint angles are assigned to each surface molecule in a similar way to the radial
distances. They are first sorted according to their value of - and given a rank from 1 to n.
This rank is then used directly in equation 4.46.

Other Details

One advantage of SCAAS is that the center of the sphere can be placed at any point, for
example a protein catalytic cavity. As detailed previously parts of the protein that fall
outside the sphere can be modeled as a static charge distribution (see section 2.2). This
drastically reduces the amount of water molecules necessary in free-energy calculations.
However care must be taken due to the heterogeneous nature of proteins. SCAAS only
properly accounts for charged groups in the center of the sphere and hence only these
charges should be taken into account in equation 4.49. The effect of e.g. charged protein
residues, far from the center of the sphere on the polarisation distribution will not be treated
correctly and this is the main disadvantage of the method.
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Chapter 5

The AdunKernel Framework

5.1 Introduction

Adun is the main achievement of this thesis - a new molecular simulator focused on bio-
chemical problems, rapid development and high performance productivity. This chapter,
the first of the results chapters, describes the heart of the program, the AdunKernel frame-
work. The AdunKernel framework is a software library that provides a way to rapidly
conceive, build and maintain molecular simulation protocols and algorithms. It gives de-
velopers a fully self-consistent way to visualize such complex problems as code which is
one of the keys to rapid development. It is a complete solution to the important problem
of obtaining a fully object-oriented model of molecular simulation. Furthermore it is the
foundation of Adun’s core simulation program, AdunCore (see section 5.5).

It is easier to understand the role and use of a framework by considering an analogy to
the creation of tangible scientific equipment e.g. a laser. All such equipment is assembled
out of an array of parts, for example a laser has a cavity, an oscillator and a pump, which
are themselves constructed of smaller pieces. The goal of the AdunKernel framework is to
provide a similar array of parts for building simulators along with specifications for creating
new components that seamlessly fit with existing ones. 1

Unlike a laser there is no concrete definition of what the main parts of a simulator are and
hence the first question that arises is “What pieces do we need?”. In programming the act
of breaking down the “problem domain” into pieces is called factoring. An instructive way
to view this is as a multi-dimensional minimisation problem on a “design surface” - the
function to be minimised depends on factors like code flexibility, robustness, and speed,
and includes both low-level algorithm implementation issues and the architectural view (as
per section 2.3.1).

How do you solve such a problem? Like many minimisation algorithms you must take an
1In the following sections simulator refers to the simulation algorithms used to perform the simulation

and their parameters. This is sometimes called the simulation protocol in other programs. The term simulator
fits better with an object-oriented view.
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iterative approach - start with an initial guess, see how it goes, find where its wrong, fix it
and repeat - a common motif in software development and known as refactoring [153, 154].
The problem is compounded by the fact that as programs grow requirements change, in
effect altering the “design surface”. One of the central achievements of this thesis is that, in
my opinion, AdunKernel represents something close to the global minimum of this surface.

5.1.1 Some Terminology

The reduction of a programming problem to components is termed Object-Oriented Pro-
gramming (OOP). Unfortunately OOP comes with a large amount of terminology. There-
fore its necessary to briefly introduce a few core terms that will be used later on.

The components that make up a computer program are termed objects and they collaborate
by sending messages to each other. The set of messages an object responds to is called its
interface - an objects interface defines what it can do. You usually can create many copies
of an object. Each one has the same attributes 2 but these can have different values. For
example, there are many car objects and each has an attribute ‘colour’, but the value of
this attribute varies between cars. The blueprint that defines an objects interface and its
attributes is called its class. Often an object is referred to as being an instance of a class.

There are three core techniques behind OOP - encapsulation, inheritance and polymor-
phism. It is proper use of these techniques that give OOP its power - using object-oriented
constructs, such as classes, is not sufficient in itself.

Encapsulation means that the specifics of how an object is coded should be irrelevant,
only its interface and attributes matter. Essentially it is the idea that objects should be like
“black-boxes”. Proper encapsulation allows developers to understand what an object does
and how to use it without having to examine the code involved. In addition, as long as the
interface stays the same the object’s internals can be improved without affecting anything
that uses it. A helpful analogy is of using a television - everyone knows how to use one but
they are usually ignorant of the internal workings. In addition a new television model can
come out which improves how it works internally but this doesn’t affect how it’s used.

Inheritance is creating one class from another by expanding the original class’s abilities.
The new class is called a sub-class and the original class is its super-class. The sub-class
“inherits” the interface of its parent and extends it with extra features. Inheritance allows
developers to use the first class’s code without modifying it. Use of inheritance is ram-
pant in the “real world” with new and improved versions of things always being produced.
However the proper use of inheritance in programming is actually a tricky subject.

Polymorphism is probably the most powerful concept enabled by OOP. This is the idea
that objects that perform similar functions should provide the same interface. Thus the
term polymorphicpolymorphism, and related words, can often be interpreted as meaning
‘identical’ or ‘identical interfaces’. Polymorphism removes explicit relationships between

2The term properties is also used

62



certain objects allowing them to be interchanged without effecting the code. An analogy for
polymorphism is electrical sockets - all appliances in a country will have the same plug type
allowing them to be plugged into any socket. To a socket all appliances appear the same.
Polymorphism then breaks when certain countries have a different socket type, requiring
the use of a compatibility layer to get the device to work.

Summing up, much of OOP’s power comes from decoupling code. That is, separating
code that has different functions into logical groups and minimising the interdependence
between these groups. When there is minimal dependence between various parts of the
source code, maintenance, extension, and debugging become significantly easier thus in-
creasing productivity. OOP allows objects to be easily reused in new situations. Indeed
it is the strong coupling that is present in older simulators that makes extending them so
difficult.

5.1.2 Frameworks Revisited

Now that I have defined the relevant OOP terminology I can give a more concrete definition
of a framework. In a given problem domain, for example biochemical simulation, the same
objects and interactions often occur many times. The goal of a framework [155, 156] is
the classification of these standard objects, their interfaces, their overall structure, how they
communicate and the data types passed between them. It predefines these parameters so
the developer can concentrate on the specifics of what has to be done.

A framework makes creating new classes easier by providing specifications for implement-
ing them - when a developer wants to add a new class they simply identify the required
interface, along with the information they have access to, and encapsulate their code. More-
over the framework identifies the components that vary most from process to process e.g.
thermostats or nonbonded cutoff methods. These parts, sometimes called hot-spots, reflect
areas where development is likely to take place.

Frameworks not only aid development but also maintenance. By their very nature they
maintain code stability and reduce the process of code-entropy by orders of magnitude. The
rigorous guidelines they embody are invaluable for open-source projects, like Adun, where
large numbers of people can contribute to the code base. There is a larger learning curve
with a framework than a standard library as it requires understanding how all the classes
inter-relate and what they model. However as understanding grows so does the ability to
harness the framework in powerful ways - with some other programs deeper insight only
results in frustration as the problems with developing the code become apparent.

The AdunKernel framework defines a collection of classes for use in building simulation
applications and I have designed it with the following goals in mind -

• To enable rapid development and implementation of different simulation algorithms
and protocols by providing a rigorous structure and well defined conventions.
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• To be independent of a particular force-field or system type. 3

• To provide enhanced mechanisms for handling scientific simulation related data, such
as

– Platform independent storage/retrieval

– Data uniqueness

– Metadata

– Recording data usage.

To this end it provides -

• Classes representing various types of simulation data - trajectories, collections of
elements, sets of tabular data etc.

• Classes representing the core parts of a simulator

• Classes representing common simulation structures e.g. dynamic lists, Cartesian
grids etc.

I will explain these fully in section 5.2.

5.1.3 An Example

What follows is an example of how the AdunKernel framework is used. A developer has a
complex simulation protocol they want to implement. They break down the problem into
the components (objects) defined by the framework. Some of these components may have
already been implemented, for example by the author, and can be just taken “off the shelf”.
Those that are not implemented will have detailed specifications on how to create them.
The developer can follow these specifications and create the necessary components without
having to read or modify any of the code already written, and most likely without having
to even recompile the framework. Furthermore the framework defines how the components
interact and are combined. Thus once the developer has identified all the necessary “parts”,
he/she immediately knows how they fit together to form the final protocol.

5.2 Modeling a Simulator

As outlined in section 2.3.1 the problem of biochemical simulation is wider, and hence more
complicated to break down (“factor”), then biophysical simulation. It requires a greater
amount of flexibility in the design with regards to the systems simulated and the protocols

3Note the AdunKernel framework does not assume a system is composed of atoms.
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used. However the positive side to this is that we attain a very powerful and generic struc-
ture in the end. One which can be adapted beyond molecular mechanics, for example to
simulations where proteins are the fundamental particles, and even beyond biochemistry or
biophysics.

Generally, approaches to producing OO solutions to problems in molecular modeling tend
to concentrate on creating classes representing atoms, molecules or residues, which seems
natural. However in doing so they can fall into some of the common traps of OOP, namely
unnecessary fine-graining of the problem and over use of inheritance. These problems are
caused in part by over-stretching of the analogies used to explain OO techniques and lead to
sub-optimal solutions. 4 They result in a profusion of small, essentially useless, data classes
along with overly deep inheritance hierarchies that only serve to obfuscate what really is
happening. When factoring a problem it is necessary to keep Occam’s razor in mind and
concentrate on attaining the simplest and most expressive representation possible.

To begin, I identified three main pieces to a simulation program.

• System - An arbitrary collection of elements e.g. atoms, Langevin dipoles [139].
This includes their configuration, velocities, topology and the various interactions
that they are involved in. 5

• Force-Field - A function that computes the energy and/or forces of a system of ele-
ments. In the case of molecular simulation this corresponds to the functional form of
a molecular mechanics force-field (see figure C-2).

• Configuration Generator - Generates new configurations for systems using infor-
mation provided by the force-fields which operate on them.

This division is central to the AdunKernel model of a simulators, and each of these parts is
associated with a class in the framework.

The next sections examine this breakdown in more detail, addressing why it was chosen.
I give a overview of what each part represents, how they interact, and the key technical
issues involved. During the factoring process design decisions made for one class feedback
and affect others, therefore the parts are highly interdependent. Hence describing each
in a linear progression presents difficulties as reference has to be made to classes as yet
undefined. Full understanding of the breakdown presented below is probably best achieved
by a process of iterative reading.

In the following sections nouns referring to classes in the framework will appear in bold-
face to aid clarity. For example System, Force-Field and Configuration Generator will
refer to the classes outlined above, and instances of them.

4OO programming is often explained in terms of real world objects and hierarchies. When novices break
down problems into objects they often define classes representing the related real-world objects and replicate
the real world hierarchy using inheritance.

5The actual data present will depend on the elements in the system. For example Langevin dipoles would
not have velocities.
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Figure 5-1: In Adun collections of molecules are represented by System objects - for example a
sphere of water molecules or a protein as shown in this figure. Placing the protein in the water

sphere requires an Interaction System which represents the interactions, e.g. electrostatic,
between the protein and water atoms.

5.2.1 Systems

The decision of how to represent the system being simulated is the most critical design
issue. It is what is operated on by all the other classes and algorithms in the framework and
is the fundamental factor in determining their design and operation.

In Adun a system is any arbitrary collection of elements in space and is represented by the
System class. Thus the System class can represent a protein, a substrate, a set of solvent
molecules or a subset or mixture of the elements in each. Since the nature of the elements
is arbitrary they can be atoms or dipoles, and since the division is arbitrary each part, for
example the catalytic site of an enzyme plus the substrate, can be treated as a separate
System. This is exactly what is necessary for assembling the complex models required for
optimising convergence in free-energy calculations (see section 2.2).

Adun does not model the elements and their properties individually, but rather treats them
as collective properties of the system - a set of coordinates, a set of properties and a set of
interactions. This is probably the key point in Adun’s design and was driven by my realisa-
tion that many of a system’s properties are collective e.g. torsions and torsion parameters.
Choosing a single element, e.g. an atom, to be the fundamental class would make treating
these collective properties much more difficult. Treating a collective, interdependent set of
elements as the fundamental class avoids these problems.

Data on the elements, such as their properties and interactions, is accessed through the
System. This collective representation lends itself to storage by matrices, rather than by
arrays of element objects, which has a positive impact on development (see section 5.3).
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There are a number of reasons why the interaction data 6 should be an attribute of the
System class rather than the Force-Field class -

• All information on a system should be kept together for storage and retrieval pur-
poses. If the interactions are treated separately it becomes much more difficult to
associate the two.

• As emphasised above the interactions are properly properties of a specific System.
They can be changed, modified or deleted and the resulting System object stored for
later use.

• Returning to the collectiveness of a set of elements. Individual atoms can have prop-
erties such as electrostatic charge and atomic mass, which are intrinsic to them yet
are also used as parameters for force-field equations. These can be seen as proper-
ties of a set of atoms of size 1. The other interactions are simply seen as properties
intrinsic to sets of atoms of various sizes.

Once a system is defined as an arbitrary collection of elements there can be many System
objects in a simulation. But each System only contains information on the interactions
between the elements it contains - how do you handle, for example, the electrostatic in-
teractions between the atoms in two different Systems? This leads to the definition of an
Interaction System class which, as its name implies, represents interactions between two
Systems. 7 An Interaction System “owns” no elements itself (see figure 5-1) - the ele-
ments are owned by the two underlying System objects. However it observes the element’s
properties e.g. coordinates and velocities, so if they are changed the Interaction System
can immediately update itself. The Interaction System interface is polymorphic to the
System interface when it comes to accessing data (coordinates etc.). This is important for
the Force-Field and Configuration Generator components.

Using these two concepts we can construct simulation systems of any complexity. The
set of System and Interaction System objects that make up a simulation is represented
by a System Collection class. An instance of this class is what is operated on by the
Configuration Generator and by adding and removing Systems or Interaction Systems
from it you can have fine-grained control over exactly what is evolved and how.

5.2.2 Force-Field

In the AdunKernel framework a “force-field” refers to any function for calculating the
energy and/or forces of a system. The term “Energy Function” would possibly be more
appropriate - the use of “force-field” being a result of Adun’s initial molecular simulation

6The parameters for a given interaction. For example, for a bond this would be the bond constant, Kb and
the equilibrium separation, b0 (see section C.2)

7The interactions can be anything e.g electrostatic, Lennard Jones or some custom interaction, and can be
between any set of elements.
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Figure 5-2: A. A Force-Field object on its own represents the functional form of a potential
energy function. B. Once a System object is provided the Force-Field retrieves specific

configuration and parameter information and the energy and forces can be evaluated. C. Other
functions, like harmonic restraints, are represented by Custom Term objects which can be

’plugged-in’ to augment any Force-Field object. D. A Force-Field Collection object represents
the potential energy function created by combining many Force Field objects.

bias. Each function is represented by a Force-Field object which operates on a single
System calculating energies and forces (see figure 5-2 A and B). 8 In terms of Molecular
Mechanics a Force-Field object represents a similar function to that shown in figure C-2.

A Force-Field queries its System as to which interactions are present and then extracts
the information that is compatible with their force field form. For a MM force field this
would be the various interaction terms it contains e.g. the angle term. The querying and
extraction require that the information in a System is stored in a certain form understood
by the Force-Field object. A given Force-Field defines what interactions it can calculate
by name e.g. HarmonicAngle, and the names of the parameters and constraints involved.
When creating a System these same names must be used if the Force-Field is to work.
Thus there is a coupling between the interactions in a system and the force-field that can be
used.

Since there are many different types of force-field Adun defines a single interface that will
be uniform across them all. Each specific Force-Field class then inherits this interface,
for example there are specific classes for the functional forms of MM force-fields like
CHARMM and AMBER.

8Although this section refers to Systems it also is directly applicable to Interaction Systems as the two
are polymorphic.
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In simulation literature MM force-fields are often augmented with specific terms e.g. con-
straint forces. This is a ‘hot-spot’ and developers can add such terms by creating a class to
represent them. It is a perfect example of where polymorphism is used as the framework
defines the interface that these Custom Term classes must implement. Thus a Custom
Term object can immediately be added to a force-field without any modification of it code
(or even recompilation of the program) as long as it uses this interface (see figure 5-2 C).
9 Furthermore flexibility is required in what terms are calculated and when. Therefore the
Force-Field classes allow the core terms 10 and the Custom Terms to be switched on/off
easily.

The nonbonded term of a MM force field is a special case of such “custom terms”. Due
to the nonbonded bottleneck many methods have been developed to handle them (see sec-
tion C.3.3). These range from various cutoff techniques, to how the list of interactions
that are inside the cutoff is updated and calculated. AdunKernel defines a special Custom
Term class which represents all possible nonbonded terms. This class adopts the neces-
sary interface and adds additional methods useful for dealing with nonbonded interactions.
Currently AdunKernel provides three nonbonded term classes which use different methods
for calculating this interaction. Each uses the frameworks built-in list update classes (dis-
cussed further in 5.4) and nonbonded interaction functions. However other nonbonded term
classes could be created that use, for example, methods optimised for a specific computer
architectures like CELL processors [157].

The interface used by Force-Field classes to access the data is identical for both Systems
and Interactions Systems, a result of the polymorphism between the two classes. This is
an example of polymorphism’s power - although these two classes are internally different
it would be a waste of energy to program the Force-Field classes to handle each indepen-
dently.

Finally there is a Force-Field Collection object which is used by the Configuration Gen-
erator (see figure 5-2 D). This allows multiple Force-Fields to operate on a single System,
thus enhancing flexibility. It can be thought of as a meta-function created by adding the
functions of all the Force-Fields it contains. It also allows each individual Force-Field to
be made active or inactive, influencing the force calculated.

5.2.3 Configuration Generator

Once we have a collection of Systems, and a collection of Force-Fields that operate on
them, we can move to the core of a simulation process - to generate new configurations of
the Systems using the provided Force-Fields. There are a number of ways in which the new
configurations can be generated. The most typical is Molecular Dynamics (section C.3) but
other methods such as minimisation, Monte-Carlo and simulated annealing are possible.
The framework defines a single generic interface for a Configuration Generator, each

9Referred to as adopting or implementing the given interface.
10i.e. the terms it defines.
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Figure 5-3: The Timer allows any object to be advised of the progress of the simulation. A. An
object can register messages that it wants to be sent with the Timer, telling it how often the

message should be sent in terms of simulation steps. B. Each time the Configuration Generator,
in this case a MD simulator, completes a step it informs the Timer which checks which messages

are due to be sent.

specific method is a subclass of this. They all share the characteristic of a having a single
loop which runs for a number of steps, with each step generating a new configuration.

A step of the configuration generation loop can be seen as the fundamental measure of the
progress of a simulation. Since many objects will want to know about this progress, for
example to write out energies every x steps, I created a special class, called a Timer, for
this purpose (see figure 5-3). Objects can register a message with the Timer, telling it the
interval at which it should be sent. At the end of each step the Timer checks to see if
any messages should be dispatched and sends those that meet the specified criteria. This
ability is crucial as it means arbitrary messages can be sent to objects the Configuration
Generator or Timer knows nothing about. This removes the need to write new code as
new cases arise.

Currently AdunKernel provides two Configuration Generator subclasses - MD and min-
imisation. The first contains another hot-spot representing the common practice of aug-
menting the integration algorithm e.g. via thermostats (section C.3.1). Objects which mod-
ify the integration algorithm are called Simulator Components and are analogous to the
force-field Custom Terms described previously. Once again there is a defined interface
they must implement allowing them to be treated polymorphicpolymorphically. At each
step of the integration algorithm, and for each System, the Simulator Components are
notified so they can take any action necessary. Again the power of polymorphism is evi-
dent as new thermostats, for example, can be added without having to modify the simulator
code at all.
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5.3 Model Data

Model data refers to the basic data used by a program. Defining what it is and how it is
represented is of prime importance. Having a small and consistent set of data classes is
essential for facilitating the flow of information through the different parts of a program. In
Adun’s case there are four model data classes, three of which are defined in AdunKernel.
They are used both in the core simulation program, AdunCore (see section 5.5, and UL,
Adun’s graphical interface (see Chapter 6). My design of these classes was influenced, not
only by considerations related to modeling molecular simulators, but also by the constraints
and aims introduced by the high performance productivity aspect of the project.

The basic requirements for all model data objects were -

1. They can be archived, for example written to a file or transmitted across a socket, and
unarchived in a single step - there is no need for a programmer to know the structure
or contents of archived data. The archiving process is platform independent.

2. Each object has an unique identification, necessary for uniquely specifying it.11

3. Metadata can be attached to each object e.g. a name, a creation date or keywords.

4. Model objects can store information about which model objects were used to create
them and which model objects were created using them - I call this ability relationship-
tracking. For example, the data output by an analysis process will contain links to
the data that was input to it.

The first requirement is vital since it enables distributed calculations (section 6.6) and eases
reading and writing data. The first two properties are also crucial for the operation of an in-
built database while the second two are required for providing high-level data management
facilities (see section 6.2).

5.3.1 Data Matrices and Data Sets

A defining factor in enabling AdunKernel to realise its power was the adoption of a single
class for storing tabular data. This allows such data to freely move from different parts of
the program and eases the burden on a developer since the same class is used everywhere.
This Data Matrix class has a number of key properties including the ability to store hetero-
geneous data (strings, integers and floating-point numbers), to add names to columns, and
to be rapidly archived and unarchived, among many others. Although not a model object,
it is used as the fundamental data storage representation by all such objects. However due
to the HPC requirements of molecular simulation C structures are used by some classes to

11Relational databases require each entry to have a unique key (the primary key). If you want to integrate
multiple databases then it is highly beneficial if the same key is used across all of them. If not it is extremely
difficult to relate the data across the databases.
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Figure 5-4: There are two types of Data Source from which System objects can retrieve
information on the topology, interactions, and initial configuration of a set of molecules A normal

Data Source represents a single molecule like a protein (top box in this figure). A Container Data
Source represents a collection of molecules in a defined volume of space e.g. a Sphere. The

Container Data Source retrieves information on the molecule which is replicated from a normal
Data Source.

represent numeric matrices (see section 5.4), but in all cases data is finally converted to and
stored as a Data Matrix object.

The first model object is a Data Set which is a collection of Data Matrix objects. Although
this class is defined by AdunKernel it is mostly used as the main data type returned by
controllers (section 5.5) and analysis plugins (section 6.7).

5.3.2 Data Sources

Previously I described a System as representing the coordinates, velocities and interactions
of a set of elements. During a simulation the coordinates and velocities change frequently
while the topology and interactions are semi-static. In reality the semi-static data is rep-
resented by a separate model object called a Data Source, which is used by the System
object (see figure 5-4). The System object handles the dynamic data and obtains the semi-
static data from its Data Source. In practice Data Sources are created through Adun’s
graphical interface (see section 6.4) and are one of the required input data types for Adun’s
core simulation program.

The definition of a Data Source now allows explanation of the concept of a Container (see
figure 5-4). For example, in an explicit solvent simulation there is a System that represents
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all the solvent molecules. This System has the property that you can insert other Systems
into it and that the volume it defines can be various sizes and shapes. The Data Source
used to define such a system is called a Container due to these properties and is a special
case of the normal Data Source.

Containers are not model objects like Data Sources because they are dependent on the
Systems they contain (although they can still be archived). Like Systems, they take in-
formation on the elements they contain from standard Data Sources. However they then
replicate these elements in the defined volume with the correct density and ratio. For ex-
ample, you provide a Container with a single water molecule, define a sphere shape and a
given density, and it acts like a Data Source for a sphere of water. Containers also handle
addition and removal of Systems, inserting and deleting the correct amount of container
elements as necessary.

5.3.3 Simulation Data

At defined intervals during a configuration generation process the configuration and en-
ergy of the Systems involved is noted and stored, a process called checkpointing. 12 The
configurations checkpointed are often referred to as “frames” or “snapshots” and the entire
collection generated is termed a trajectory.

The last model object represents this basic data - a trajectory and the related energies -
which is produced by any configuration generation process . A Simulation Data object
allows recreation of the entire system that was simulated at any point where a checkpoint
was taken. A central ability of this object is that it handles topology changes like bond
removal. When a topology change occurs, defined as a modification of the semi-static data
in a Data Source, it checkpoints the new topology. Then when recreating the system the
correct topology can be obtained as well. Lastly a Simulation Data instance can access its
data remotely and in a streaming fashion. This is important for enabling data-sharing (see
section 6.3) and avoids copying the very large amounts of data generated by a simulation
from computer to computer.

5.4 Optimising Performance

Optimisation is the process of increasing the computational performance of a program.
In many cases this consists of identifying the bottlenecks in the program’s execution and
modifying them so that they run faster. 13 Unfortunately, it is well known in software
engineering that optimisation can lead to more problems than benefits if done in the wrong
way or at the wrong stage of development (see [158] for example). “Premature optimisation

12Other data such as the velocities can also be recorded in each checkpoint.
13This is algorithmic optimisation and is probably what the term “optimisation” would mean to computa-

tional scientists. Other types of optimisation e.g. interface optimisation are possible.
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is the root of all evil in programming” is an often quoted phrase.

However in scientific applications attaining optimal performance, given the design con-
strictions necessary for rapid development discussed previously, is necessary. In general
there are three methods of tackling this problem. The first is identifying what is likely to
significantly impact the program from a design standpoint. These issues should then be
addressed from the start of the design process to ensure the interaction between the objects
and the data structures used is as optimal as possible. The second is to code efficiently, that
is to recognize various potential bottlenecks that can be easily avoided as code is written.
The last is high performance optimisation applied to the algorithmic bottlenecks in the pro-
gram. This type of optimisation should be left until the program is stable for the reasons
discussed in section 2.3.1.

What is discussed here is the first type of optimisations which were determined from the
beginning and constrained the design process.

5.4.1 Matrices and Memory Management

The dynamic nature of Objective-C has the downside that it can be up to 1.5 times slower
to send a message then call a function. Therefore I chose to store crucial simulation data
e.g. coordinates, in a C matrix structure for the time intensive simulation operations, to
avoid this overhead

Using a C structure for certain matrices presented advantages and problems. The advan-
tages were that the memory layout of the matrices could be optimised and rapid access was
possible through pointers. The downside is that it necessitates an adaption layer at the in-
terfaces between the two data structures (Objective-C and C). Furthermore C structures are
not object-oriented which presents ownership problems. There is no way to control who
accesses the matrix or to inform the owning object that the matrix has been modified so it
can update its state. For example a System object would need to know its velocities had
been modified so it could update the kinetic energy. One way around this is for each object
to hold a copy of the matrix which only it can modify - other objects then copy the matrix
as necessary for their own use. This has a significant performance penalty as many such
copies and copy operations are necessary.

I overcame this problem by defining a special protocol for modification of matrices, to be
used in HPC situations. When a object (“the modifier”) wants to modify data in a C matrix
owned by another object (“the owner”) it asks if the matrix can be modified directly. If the
answer is yes the modifier then notifies the owner when modification will start - at this point
the owner locks the matrix to prevent editing from another thread. When the modifier is
finished it again notifies the owner allowing it to perform any post-modification operations
and unlock the matrix.

Layout of data in memory also has a large impact on performance. To avoid going into
too much technical detail on computer hardware it is sufficient to note two points. Firstly
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the memory allocated by the operating system for a program is usually scattered across the
computer’s “memory space”. Secondly programs perform much better if related data is
stored contiguously in memory. Hence I implemented a special memory management class
which ensures all C matrix structures are located in a specially defined memory block and
moreover that the data associated with a given matrix is contiguous. 14

5.4.2 Base Library

A simulator spends most of its time computing forces and energies and, as part of this, cal-
culating vector quantities e.g. norm, dot and cross products. 15 Therefore it was imperative
that there be as low an overhead as possible when calling the related functions. Thus all
these vector and energy/force functions were written in C so they could be inlined. More-
over they were all extracted to an external static library called AdunBase which allowed
them to be optionally compiled using an optimising compiler e.g ICC, which can’t compile
Objective-C code. 16 The speed-up gained by using such compilers is significant, usually
much greater than can be achieved through most hand-tuning techniques.

5.4.3 Linked Lists

Calculating the nonbonded interactions (Van der Waals and electrostatic) is the most time
consuming part of the simulation process (see section C.3.3). Usually the interactions
within a certain distance, termed the cutoff, are calculated explicitly and those outside by
some other technique. In Adun an optimised cell based method (similar to [159]) is used
to find the interactions within the cutoff from each atom as quickly as possible but even
with extensive optimisation this process is expensive. Hence the interactions are stored in
a linked-list which is then only updated every 10-20 simulation steps.

In a linked-list each nonbonded interaction is represented by a single list-element. Each
element also contains information about the location of the previous and next element in
the list. When processing the linked-list the program uses this information to move from
one element to the next. It also makes it easy to add and remove elements from the list
during the update process. Storing the interactions in a C array would be problematic due
to the overhead of extending/reducing the array size, which may involve copying the entire
array.

Unfortunately the elements that a linked-list contains can be scattered over the computer’s
memory leading to a performance penalty when accessing them (see figure 5-5 A.). Briefly
most of a program’s data is stored in the computers Random Access Memory (RAM), but
fetching data from RAM to the processor is quite slow compared to the processor speed.

14For the more technically-minded each matrix is fundamentally stored as a optimally aligned array.
15Typically 40% or more of a MD algorithms time is spent computing vector norms (lengths).
16Note inlining and using ICC are mutually exclusive.
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Figure 5-5: A. In a normal linked list each list-element is scattered around the computers
memory which slows down access. B. One solution is too make sure the elements are contiguous

in memory. When an element is removed, e.g. element B, the previous and next elements are
joined, skipping the empty memory space. C. A new element, Z in this figure, is normally added to
the end of the list. Previously cleared memory can be reused for efficiency keeping the data from

spreading around the memory. However the list is no longer contiguous - the last element in the list
is the second in memory. As time goes on the list becomes disordered and access slows. D. In

Adun element Z is added so the order of elements of the list is the same as their order in memory (
in position 2 instead of position 4) leading to optimal list traversal.

The processor contains a relatively small amount of memory, termed its cache 17, and when
it performs a fetch it retrieves more data then was requested and stores it in the cache. The
hope is that subsequent operations will use data that was stored near the last data requested
18, and hence is now in the cache, thus minimising the number of RAM fetches it must
perform. Since the linked-lists elements may be nowhere near each other in memory this
will rarely work, leading to cache-thrashing - so called since the cache becomes basically
useless. This is a significant bottleneck since the list can contain millions of elements that
must be iterated over every step of the simulation.

A large chunk of memory can be used to allocate the list elements ensuring they are all
located in the same area (figure 5-5 B.). However their dynamic addition and subtraction
can lead to the sequence of elements in the list and the in-memory sequence to be different.

17Technically it will have a number of caches, of different sizes and access speeds
18Called locality of reference
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This leads to a lengthening in the time per step as a simulation proceeds (figure 5-5 C.).
That is, although the fetching now will return many list structures the next one accessed may
not be among them since it was removed and then added to the end of the list. Since this
is a critical area of the program I implemented an optimised linked-list management class
which always maintains the proper sequence relationship between the list and memory,
keeping performance at a maximum (see figure 5-5 D.).

5.5 AdunCore

The AdunKernel framework can be used to build any type of molecular simulation protocol
but it is not a simulation program. AdunCore is a molecular simulation application built
using the framework. It handles reading input, assembling the simulator to be used and
outputting the results of the simulation. The input takes the form of a Template (see section
6.5) created by the user, which describes the simulation to be performed, and one or more
Data Sources representing the systems to be simulated. The Data Source objects are
usually created through the graphical interface of the program (sections 6.4 and 6.5). This
removes the need to include any force-field code in the framework or AdunCore itself,
effectively making it independent of specific force-field types. 19

AdunCore has a number of innovative features that set it apart from other simulation pack-
ages. Firstly the Template is essentially a diagram of how the components of the simulator
should be assembled. This allows any possible combination of the components provided
by AdunKernel to be specified by the user. AdunCore then, in essence, can dynamically
construct simulation programs - an ability made possible by the nature of Objective-C.
Furthermore, external classes not in AdunKernel can also be included in the Template.

Normally after reading the input data and creating the simulator, AdunCore simply starts
the configuration generation loop. I allowed developers to change this behaviour by defin-
ing a class called a Controller. When a Controller subclass is specified in a template the
program hands control to it instead of starting the configuration generation loop. A Con-
troller can implement specific protocols such as EVB or ASEP/MD (see sections 7.1.1 and
7.1.2) by using and manipulating the objects provided by the framework and including its
own classes if necessary. This essentially allows limitless possibilities to the type of com-
plex simulation protocols Adun can run. Controllers replace what in other packages would
be multiple different programs. They remove problems with parsing arguments, setting up
the simulator, creating output files etc. so developers can concentrate on the task in hand.
They also have the added benefit that the same mechanisms are used to run all the protocols
implemented.

Finally simulation-steering and interaction capabilities are built into the program. This
allows a simulation process to be monitored from the graphical interface and remote com-

19That is, it treats all force-field defined interactions, parameters etc. in a completely generic way. No
reference exists to a specific external force-field file or format.
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mands to be sent to it. These commands are not simply one way but can also return data
e.g. generated by a controller. Use of DO (6.6) means that the process does not even have
to be on the local machine. Currently I have implemented a number of remote commands
and it is a relatively trivial task for a developer to add simple steering functions e.g. chang-
ing temperature or the number of steps. Even more complex interactions, for example real
time deletion of bonds or modification of interactions, are also quite easy to define with the
basic infrastructure that I have created.
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Chapter 6

Productivity Technology

6.1 Introduction

Adun’s design is based on the principal of High Performance Productivity - providing in-
tegrated end-to-end support to users for all tasks revolving around biological simulation.
This chapter details the innovative features in Adun that are being developed to realise this
HPP aim and fulfill the objectives laid out in section 3.1. Here I have tried to maintain
a user point of view when describing them, leaving important implementation details to
separate subsections.

The entry point to these features is the Adun GUI, also known as the UserLand, emphasis-
ing its role as the control centre for the entire suite of Adun’s tools. It is an environment
that integrates the multitude of tasks a user wants to perform. It takes advantage of ad-
vanced application design technology to reduce the knowledge barrier facing new users,
for example via integrated help. The GUI includes a core of essential features and uses
a plugin-architecture to expand its abilities (see section 6.7.1). Currently it provides tools
for storing and managing data, creating simulation inputs, creating, running and managing
simulations and analysing the various data produced.

6.1.1 Technical Details

As illustrated in figure 6-1 Adun’s UI is split into four levels. The first two are the graphical
interface itself i.e. the windows, and the code that handles user input and data display. At
the bottom is the model data described in section 5.3. The third layer is another framework,
ULFramework, which provides the tools that enable HPP.

The main objects in ULFramework are a database, analysis manager, process manager,
Data Source builder and Template creator, and each has a corresponding graphical rep-
resentation. 1 It also contains features which enable the UI’s plugin architecture and aid

1as in the previous section references to Adun data types are in bold-type.
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Figure 6-1: Structure of the Adun’s GUI, designed according to the Model-View-Controller
(MVC) pattern. Each layer in the figure corresponds to a set of classes and the MVC design

decouples those with different responsibilities - for example objects in the Model and View layers
have no dependence on each other. This makes it much easier to understand, adapt and extend the

program. Much of Model layer was described in section 5.3, while the Model Controller layer
corresponds to ULFramework. All classes in the View layer are provided by GNUstep/Cocoa (see

section 4.1.2).

plugin development (see section 6.7). The inclusion of these tools in a separate framework
allows them to be accessed by developers through scripts (see section 7.3.2).

Although the interface and framework components of Adun must be developed in tandem
since they are interdependent, initially the User Interface (UI) was simplified in terms of
its design and features. There were two reasons for this - firstly, at the beginning focus
has to be on the program’s foundations and secondly many UI features rely on a substan-
tial amount of underlying technology which must be implemented in a gradual fashion.
However as the core frameworks have become stable more simplifications can be removed.
Hence in each new version of the program more of its underlying capabilities are connected
to the interface and the design and usability of the UI is improved.

6.2 Managing Data

Manipulation of data is central to Adun, with users routinely creating data and moving it to
and from different tools. Therefore it is necessary to remove all barriers to accessing this
data by presenting it simply and pervasively to the user e.g. like songs in iTunes. In Adun
this is done via the database browser (see figure 6-2), which is continuously present in the
main window displaying the contents of Adun’s inbuilt, application specific, database.

The database removes much of the burden of storing, managing and organising data from
the user. Furthermore, it enables high level management features, such as grouping and
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Figure 6-2: Adun’s main window. On the left is the database browser which pervasively displays
data to the user grouped by either database or project. On the right is the status table which allows

interaction with waiting and running simulations.

searching, that would not be possible otherwise. Of course this requires that all manipu-
lation of the data, for example deletion, takes place through the interface as otherwise the
database’s integrity would be compromised.

There are four data-types in Adun - Systems, Data Sets, Simulations and Templates. The
first three correspond directly to the model objects outlined in section 5.3 (In the interface
Data Sources are referred to as Systems at it is a more understandable, intuitive term).
The fourth type, Templates, represent the input files to AdunCore described in section 5.5.
Highlighting a particular data object makes it “active” and the default target for any menu
commands or tools. The menu items are context sensitive - as the type of data selected
changes different menu commands become active/inactive accordingly.

Adun also can manage multiple databases, that is a user can create multiple instances of
Adun’s default database each storing different data. A database groups the data it contains
by type only, which means they are relatively rigid in their organisational capabilities. In
order to provide higher-level organisation I introduced the concept of projects. A project
is a user-created folder that contains references, or “bookmarks”, to Adun data objects
including other projects. They are powerful tools as they directly reflect the project-based
nature of scientific work.

The existence of projects allows a user to view their data in two ways. The first is a database
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view which shows each database separately. In this view a project is located in a specific
database and can be moved and copied just like the other data types. The second view
displays only projects and acts like a “virtual” filesystem, hiding details on the underly-
ing storage structure, for example how many databases there are and what each contains.
Instead of physically moving data from place to place the user instead moves references
between projects. This abstract view is also more flexible and intuitive allowing the user to
organise their data as they want.

6.2.1 Metadata and Searching

Adun maintains science-oriented metadata on each object (see section 5.3) which is ac-
cessed by the user through the property panel. 6-3.

First there is “standard” metadata which includes

• Properties - Immutable and intrinsic to each object e.g. identification and creation
date.

• System metadata - Added and used by the program, for example the force-field used
to create a system.

• User metadata - Can be edited and changed by the user e.g. name and keywords

In addition, Adun supports two other metadata types that reflect the scientific nature of the
program, annotations and relationships.

Annotations facilitate the natural desire of scientists to comment on their data. When
an annotation is added it is stamped with the time and users name which becomes very
useful when data is shared between collaborators or group members. Users with the correct
permissions can add their own comments enabling discussions which others can follow.

Relationship metadata refers to information on the web of relationships (the data-web)
that exists between each data object i.e. who generated what and how. This is perhaps
the most powerful of Adun’s data management features. This relationship tracking allows
scientists to view complex relationships without having to maintain them themselves. An
object’s “reference table” contains an entry for each object it is directly related to (right
panel in figure 6-3). Each entry shows the type of relationship, input or output, along
with other information. These entries can be selected and used just like an entry in the
database browser. Currently the table shows immediate ancestors and descendents but it
will be extended to allow viewing of relationships to arbitrary levels. In a data-sharing
environment this feature becomes vital for validating the usefulness of data e.g. seeing
how it was generated, and determining what analysis has already been performed.

Finally searching via metadata such as keywords is currently being implemented with the
low-level features already in place. The existence of projects and relationship tracking
provide alternate and automatic ways of relating data, which in turn means more powerful
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Figure 6-3: Adun’s property panel. Left: Standard Metadata. Centre: Annotations. Right:
Relationships.

search capabilities. Instead of just searching using text you can search using relationships
e.g. “in the same project as” or “is descended from”.

6.3 Sharing Data

Freedom to share data is one of Adun’s goals as it is a potent way to increase productivity.
As stated in the NIH Data Sharing Policy and Implementation Guidance, sharing data (sic.),
“encourages diversity of analysis and opinion, promotes new research, makes possible the
testing of new or alternative hypotheses and methods of analysis, enables the exploration of
topics not envisioned by the initial investigators, and permits the creation of new datasets
when data from multiple sources are combined” [160].

Data sharing is a particularly important issue for unique data that cannot be readily repli-
cated. Such data is prevalent in molecular simulation since it usually requires massive
computing resources and long times to generate. Thus, although it is possible to run the
same simulation more than once this represents a squandering of resources. It is also a
valuable tool for collaborations where easy access to joint data, including new results and
analysis, enhances productivity.

There have been some efforts in the fields of computational chemistry and biochemistry
to create comprehensive simulation databases [161, 162]. However I believe an inbuilt
mechanism that allows immediate sharing of molecular simulation data between group
members and collaborators would be a huge advantage. In Adun this basically consists
of enabling people to share their databases with other users of the program. This is aided
by Adun’s database architecture. Since storage and retrieval are handled by the program,
interaction with remote databases is through the same mechanisms as local ones - to a user
they are identical.

This sort of data-sharing by direct exchange results in a Peer-to-Peer (P2P) network - a
heavily researched topic in computer science [163, 164]. It is one of four main data shar-
ing technologies which also include data grids, distributed databases and content delivery
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networks (see [165] for a comparison). P2P networks can share many types of resources,
examples include Folding@Home [166] where computing resources are shared, and the file
sharing network gnutella. This section is only a brief description of Adun’s data-sharing
implementation - a more detailed description can be found in [18].

In our case there are certain features the network should have - high-level resource manage-
ment and robust security. The former is already provided by our default data-management
capabilities described in the last section. The second is an important issue when dealing
with scientific data. Usually you want to be able to share at different levels - from com-
pletely public, down to group and private levels. Hand in hand with this comes the need for
different privileges for manipulating the data e.g. read, write, delete, move etc. In our case
security features are dependent on the method used to connect the peers and how the data
is stored, both discussed below.

6.3.1 An Example

The power of data-sharing is easily illustrated through an example. A computational bio-
chemist wishes to calculate the binding free energy of GTP to a guanidine nucleotide bind-
ing protein e.g. Ras. They have previously found a Ras minimisation calculation on the
network and have stored a reference to it in a personal project. Accessing the minimisa-
tion they extract the final structure which they save and add to their project. On saving a
relationship is added to the structure, indicating where it was generated from, and to the
minimisation data, indicating that data has been generated from it.

Next the scientist searches for GTP simulations and structures and finds a charge optimised
configuration derived from a simulation using the ASEP/MD method [167]. Using Adun’s
relationship tracking capacity (see section 6.2) the researcher examines the simulations
initial options and finding them satisfactory adds the GTP system to their project.

Using the extracted systems the scientist runs a binding calculation using the Linear In-
teraction Energy (LIE) [168] protocol, specifying that it be stored in a shared database on
completion. Later another researcher working in collaboration checks the shared database
for new developments. Finding the LIE simulation they access the data and check the
computed result for the binding free energy.

6.3.2 Network Properties

Before looking at the technical details I want to describe some of the networks inbuilt
properties and features. The fundamental property of a P2P network is that each node is
autonomous and equal to all the others. They can choose when to join and leave the net-
work and who to connect to, so the network grows in an ad-hoc fashion. This leads to their
emergent capability to scale and self-organise without the need of any central administra-
tion.
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Scalability refers to how the performance of the network is influenced by the number of
nodes it contains. In a scalable network a dramatic increase in node population will not
appreciably degrade the network performance. P2P networks are inherently scalable since
usually each node is only connected to a small number of other nodes. Their self-organising
property is due to the fact that people will usually share data with, and hence connect to,
people with the same interests.

Both these features are enhanced by the nature of our networks users. Self-organisation is
enhanced since it almost certain peers will be collaborators or people with similar scientific
interests. Moreover such networks have been shown to be “small-world” in nature i.e. not
only do most nodes have few connections but all nodes are separated by only a few steps
(a property that is beneficial when performing searches over the network [169, 18]). These
factors further strengthen the networks scalability.

Furthermore our target audience heavily influences the availability and fairness of the net-
work. Availability refers to the chances of accessing a particular piece of data and since
most computational science labs leave computers continuously running we expect avail-
ability to be high on our network

Many P2P networks have a major problem where users consume resources without sup-
plying anything to it. Complex mechanisms have been developed by various P2P network
researchers that ensure this doesn’t happen or limit its effect [164]. Again, since we target
collaborators and group members, we expect this to be far less of a problem in our case and
hence we do not need to implement such features.

6.3.3 Network Implementation

The main parts of a P2P implementation are the interface, the data-storage mechanism
and the connection mechanism. The first is provided by Adun’s database browser while
the choice of data storage and connection method have a large influence on the network’s
properties and capabilities.

First it is necessary to elaborate slightly on how Adun manages databases. Adun’s inbuilt
database is file based i.e. it stores its data in separate files and directories on the file system.
However Adun can be extended by implementing other database types which store data in
different ways e.g. in an SQL database. Each different database type that Adun can use
is called a “backend” e.g. the file-based backend, SQL backends etc. A given backend
is actually a class whose interface is defined by Adun (polymorphism again, see 5.1.1)
making it easy to add new database types.

Returning to the topic at hand, Adun currently provides two different methods to share a
database, each corresponding to a particular way of storing the data. The first is based
on its default database implementation and Hyper-Text Transfer Protocol (HTTP) or File
Transfer Protocol (FTP). The Cocoa/GNUstep frameworks allow local and remote files
i.e. on a HTTP or FTP server, to be accessed in the same way. All that is required is an
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Figure 6-4: PostgreSQL schema (Entity Relationship Diagram) used to store Aduns data. This is
basically a mapping of Adun’s object-oriented data to a representation suitable for management by

a relational database.

Universal Resource Locator (URL) that specifies the file’s location - the libraries hide all
issues relating to connecting and fetching the data. So when a database is added, and its
location provided via an URL, Adun uses this URL to access the database’s files.

This method is simple to implement and use but unfortunately it is limited by a number of
factors. Firstly Adun’s internal database is designed for a single or small number of users
and has a limited set of the advanced features present in standard database packages. Next
the security is limited to one level - the password needed to access the remote server. Finally
the connection protocols used present their own problems. For example FTP servers have
problems with long and multiple connections and writing via the HTTP protocol (POST)
is not currently supported in GNUstep.

The second method uses a PostgreSQL database as the “backend” and its inbuilt server
for connection. 2 As a enterprise level application, PostgreSQL provides numerous tools
and functions that are beneficial to creating a robust P2P network. These include concur-
rency, transaction roll-back, handling of multiple connections, powerful security-features
and multiple user types. The main challenge in implementing this was creating a Post-
greSQL schema that could accommodate Adun’s object-oriented data types and metadata
features - figure 6-4 illustrates its complexity.

Unfortunately this second method has two disadvantages. First setting up an SQL backend
requires some technical expertise on the part of user which may be offputting. Secondly
there is a size limit of around 4 GBs on the amount of data that can be included in a single

2This is still at an experimental stage
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field. Although this seems substantial, when considering the trajectory of a large all-atom
simulation it can only hold a few nanoseconds at most.

To summarise, Adun provides two P2P data-sharing methods, one based on HTTP/FTP and
the other on PostgreSQL. In general the HTTP/FTP methods are sufficient for inter-group
sharing, and non-editable open-access databases. Any other sharing of data should proceed
through SQL mechanisms to avail of all its advanced features.

6.4 Building Systems

Creating a Data Source, called “building” involves combining the information on the 3-D
structure of a biomolecular system (molecules, atoms, chains etc.) with the topology and
interaction information in a force-field and is a complex procedure. It relies on informa-
tion in multiple external files that often contain errors or omissions. This means the build
process is prone to errors at multiple points which can make it frustrating to novices and
experts alike.

To minimise these problems building in Adun is handled by the “System Builder” which
focuses on making this process as easy as possible (see figure 6-5). This involves incor-
porating fixes for common problems and handling all possible errors gracefully, providing
information to the user about what has happened and how to proceed.

6.4.1 Files Used

First I will describe the files containing the information used in the build procedure as
they have a major influence. The information on the three-dimensional structure of a
biomolecule is stored in a file in the PDB format. This is a flat-file format developed in
the 1970’s by the protein data bank, the world repository for 3-D biomolecular structures.
Although there are newer schemes that handle the data better e.g. mmCIFF, the original
PDB remains important. It is essentially the universal format for programs dealing with
biomolecular structure and significant effort is required to implement new parsers and writ-
ers. Adun uses the MolTalk library [101] to parse PDB files and output them in a rigorous
manner (section 4.1).

Next are the files containing force-field information, which in itself is a complex subject.
Here I concentrate on the traditional method used by the standard molecular mechanics
force-fields (section C.2) which typically consists of two files. The first is the topology file
which contains information on a large set of molecules. This information consists of, at
a minimum, a molecule name, the atoms that are in the molecule, their charges and their
connectivity. The names given to the atoms are defined by the force-field itself (thus they
are termed force-field atom types) - standard nomenclatures are not used e.g. IUPAC. These
names are used to distinguish the same element in different chemical environments. For
example a residue’s C-# atom is called CT4 in the ENZYMIX force-field to denote it has
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Figure 6-5: Adun’s system builder tool, used to combine the information in a force-field with a
PDB file. The result is a Data Source object (section 5.3). Users can select which molecules in the

PDB file are to be used and can apply pre-processing steps to it, for example hydrogen addition.

four bonds. This necessitates that for each atom, the topology file also specifies it’s names
in one or more other nomenclatures. Otherwise it is impossible to relate the force-field
information to the information in a structure file.

The second is the parameter file. It contains the general properties of each force-field atom
type, for example atomic mass, and a section for each interaction (term) defined by the force
field e.g. the bond interaction. Each interaction section lists all the possible combinations
of atom-types that define an instance of the interaction e.g. the “Bond” section lists all the
bonds defined by the force-field. Each entry in the list also gives the parameters for that
interaction e.g. bond constant and equilibrium separation.

Section 7.3.3 contains more detailed information on force-fields and how they are defined
in Adun.

6.4.2 The Build Process

Before starting a build the user chooses the force-field and the molecules in the PDB that
are to be used.

The build procedure consists of four steps which follow each other automatically unless an
error occurs. An error can be fatal, in which case the build is abandoned, or non-fatal, in
which case it stops at the step where the error occurred and the user is asked whether they
want to continue or not. The stages of a build are -

Configuration - Identifies and extracts the requested molecules from the PDB. This step
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results in a set of atoms, each with a name and coordinates, the amino-acid (or nucleic-acid)
sequences of the various chains plus the identifiers of the other molecules. The molecule
identifiers and atom names are defined by the PDB nomenclature.

Build Topology - This step consists of taking the residue/molecule IDs from the first step
and reading the information on their connectivity and expected composition from the topol-
ogy file. All the bonds between connected residues in a chain must also be identified and
added. This step results in a scaffold that determines what the contents of the structure
should be according to the force-field.

Merge - Combines the 3-D configuration information from step one with the topology
scaffold. This requires finding for each atom in the scaffold the corresponding atom from
the PDB file and inserting the correct coordinate information. Many errors can occur here
caused by missing information in the PDB or the force-field files.

Build Interactions - The final stage involves identifying all the interactions defined by the
force-field that exist in the system e.g. bonds, angles and torsions. For each identified
interaction the parameters have to be retrieved by finding the corresponding entry in the
parameter file. Finally we must define the nonbonded interactions - all pairs of atoms that
do not already interact via a bonded interaction.

A perfect build process assumes -

• Each residue in the PDB has a corresponding entry in the topology file.

• Each residue in the PDB is correctly labeled

• Each residue in the PDB contains information on all the atoms it is supposed to have

• The labels given to the atoms in the PDB are correct

• The parameter file contains parameters for each interaction group defined by the PDB
structure

The perfect build conditions are rare which means errors frequently occur and I will detail
a few possible causes here. The topology file is not comprehensive and many ligands or
modified residues will be missing. This is a fatal error and can only be fixed by adding
an entry to a topology file, a problem compounded by the fact that partial charges must be
assigned to the atoms e.g. via ASEP/MD (see Appendix B.3). Adding new entries can lead
to further problems as the interactions present in the new ligands may not have parameters.

The PDB itself is a source of many problems. It is restricted since frequently a single
identifier is used for multiple possible forms of an amino-acid while the force-field can have
separate entries for each type. For example histidine has two possible forms depending on
the location of a hydrogen but both are called HIS in a PDB. CHARMM on the other hand
gives different names to each form - HSD and HSE. In this case when searching for HIS in
CHARMM no entry will be found and the build fails.
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Other problems include the PDB not containing data for all the atoms in a residue. This
is extremely common with X-ray structures which never include hydrogens and at low
resolution are missing heavy atoms. Finally the naming of the elements in both the PDB and
force-field may be incorrect - this is compounded by the fact the PDB naming conventions
have been revised twice, most recently last year [170].

6.4.3 Preprocessing

Due to these problems I added a preprocessing stage to the “System Builder” where they
can be rectified. It is optional and allows the initial PDB file to be modified by plugins.
A plugin takes in the current version of the PDB and returns a modified version that then
becomes the current version. Thus plugins can, for example, add hydrogens to X-ray struc-
tures, prepare the PDB for use by a given force-field by correcting residue names or add
entries for unknown substrates/ligands to a force-field. The preprocessing step can also be
used to perform other, non-problem related modifications e.g. mutation of residues. At the
moment there are two such plugins implemented, (see section 7.2.1), and more will follow
as the program develops.

6.5 Creating Templates

A simulation Template describes a certain simulator configuration, that is the components
that will be used (thermostat, non-bonded calculation method etc.) and their parameters.
However writing one by hand can be time-consuming for a number of reasons,

• It requires using special formatting - syntax errors are possible

• Requires the user to be conversant with the available components and all their op-
tions. If not they must constantly refer to manuals.

• Hand-writing a file is time-consuming.

Adun’s UI presents the process in a more easily understood form that tries to remove as
much of these problems as possible.

Creating a Template involves selecting and connecting various components together to de-
fine the three parts of the simulator - Systems, Force-Fields and Configuration Generator
(see section 5.2).

The Template creator has a section for each of these parts which contains a list of the
available components that can be used to build it. For example in the force-field section
there are components for the different Force-Fields and Custom Terms (see figure 6-6).
In addition there is a fourth section which contains components representing any of the
Controllers that have been installed (see section 5.5). On selecting a component or a
component option a short description is displayed.
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Figure 6-6: The Template creator showing the force-field section. Here users select from a range
of components and link them together, essentially assembling a simulation program.

The Template creator further simplifies the process by hiding more advanced options and
capabilities, however the Template can always be written out and modified by hand if
desired. It also knows the rules governing Template creation allowing it to prevent certain
actions and to check them for errors. This includes invalid values supplied to options
or unconnected components. When a Template is saved it is checked for references to
components which aren’t defined in itself. These “external components”, which are usually
systems, are then supplied when a simulation is created.

6.6 Creating and Managing Simulations

So far I have shown how Adun provides tools for creating the inputs to a simulation and
storing them. Now we come to the crux - creating and running a simulation.

Once the inputs are available launching a simulation is simple and proceeds through the
“Create Simulation” window (see figure 6-7). From here you choose a Template, specify
the input data and the checkpointing parameters (how often configuration and energy infor-
mation is saved during the simulation), the name of the simulation and the computer it will
run on. 3

Once the simulation is created it appears in the “status table” in a waiting state - any num-
ber of processes can be added and launched when desired. Since the UI (the “front-end”)
and AdunCore (the “back-end”) are separate the user can interact with the interface while
simulations are running. Once finished the processes’ state changes and the related simula-

3Section 7.3.1 contains more on Adun’s distributed computation features.
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Figure 6-7: Simulations are created by selecting a Template and defining the input data to it.
Other options such as the checkpointing intervals and the host the simulation will be run on are

also set here. Once created the simulation appears as an entry in the Status table which can selected
and interacted with.

tion data, along with any controller data, is automatically added to the database. The user
can also shut the interface down and on restart the “status-table” will contain the correct
entries, with any process that finished in the meantime updated and their data added to the
database.

Currently simulations are launched and run using a method called DO (see section 7.3.1
for details). DO enables communication between the simulation processes and the UI even
though they are running independently. This in turn allows users to interact in real-time
with these processes (re: section 5.5). For example requests for status updates, or to end
the simulation gracefully (not just “killing” it). Analysis of a running simulation is also
possible - a process can be loaded into the analyser (see 6.7) at which point the interface
requests that the process write out all current data and return any controller information
collected.

Although currently the process manager interacts only via DO, it will be expanded to allow
submission of jobs to supercomputers, grids, Load Sharing Facility (LSF) queues etc. via
the same “backend” architecture used to allow multiple database types. However in these
alternate cases the possibilities for interaction will depend on the method used to run the
job. 4

4DO provides the most flexible and powerful way to interact with a remote process but certain methods
may not allow interaction via this mechanism.
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Figure 6-8: The Adun Analyser. The data loaded for analysis is shown in the upper left-hand
table. Users choose the plugin which will operate on the data from the pop-up list above this table.
The selected plugins input options are shown in the lower left-hand table. Once a plugin is applied
the various data returned can be viewed in right hand table and plotted using the integrated gnuplot

interface.

6.7 Data Analysis

For all its complexity AdunCore (Adun’s core simulation program) just generates data
which needs to be processed for it to be useful. In Adun this is handled by the Analyser (see
figure 6-8) which is based on a plugin architecture i.e. all analysis tools are implemented
as plugins. This means the user can choose which tools they want to install and that the
analyser’s abilities can be constantly expanded.

Users can load data from the database into the analyser and select some or all of the loaded
data for analysis. As data is selected the analyser displays only the plugins that can process
it so the user is never presented with plugins that cannot be used. When a plugin is applied
to the selected data its progress is displayed via a progress panel. Currently only one plugin
can be applied at a time, a restriction necessary in the beginning to keep the analyser simple
and one that I intend to remove in the near future.

A plugin can return Data Sets (5.3) containing its results which the analyser displays to
the user. Only one matrix of a Data Set can be shown at a time although multiple sets can
be open and switched between. Returned Data Sets can be saved to the database and later
loaded into the analyser to be displayed again or to be used as the input to another plugin.

The analyser integrates the plotting program gnuplot which allows users to visualize data
without having to maintain the related files. Any opened table is available for plotting, not
just the one currently displayed. Gnuplots integration is an example of how Adun not only
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develops new technology but incorporates already robust and stable programs.

6.7.1 Plugin Architecture

For a developer the Analyser handles all interface related tasks for the plugin - getting
input, filtering it so only data of the correct type is passed to the plugin, displaying options,
displaying process panels, saving and displaying output etc. In essence it allows someone
with no GUI development experience to create an analysis tool and get a GUI for free. This
also applies to the system builder and the preprocessing plugins it uses.

The plugin architecture, for both preprocess and analysis plugins, is implemented in UL-
Framework. It specifies the interfaces the plugins must use i.e. the messages that will be
sent and what data they can return. These instructions are generic enough that they allow
the plugin to take any Adun data as input and produce Data Sets as output. Plugins pro-
vide a text file detailing the type of inputs they can handle which allows the framework to
dynamically determine which can be applied when a user selects different groups of data.

ULFramework also provides tools for creating plugin menus without developers having to
know any GUI code, tools for querying the data that is passed to it and mechanisms for in-
teracting with the panel that displays its progress. A plugin lives a completely independent
life to the main program - users can download a plugin, move it to a certain directory and it
is available when the program is restarted. Thus they fulfill two of the objectives outlined
in section 3.1 - they provide an entry point to extending the program and an easy way for
developers to share their work independently of the main development group.
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Chapter 7

Algorithms, Plugins and Advanced
Features

The previous two chapters concentrated on the core technologies in Adun. This one de-
scribes the various protocols and algorithms they have been used to implement. The first
section concentrates on biochemical simulation methods and is followed by brief descrip-
tions of the multitude of interface plugins that are already available and in use. Taken
together these additions illustrate how Adun realises the objectives of rapid development,
ease of extension and ease of distribution outlined in Chapter 3. Finally I describe some
of the more advanced features of Adun - distributed computing, workflow and force-field
mark-up language.

7.1 Algorithms and Controllers

One of the stated aims of this project was to provide techniques useful for tackling biochem-
ical problems, and the implementation of the SCAAS, EVB and Averaged Solvent Elec-
trostatic Potential / Molecular Dynamics (ASEP/MD) methods achieves this goal. SCAAS
(described in section 4.4) handles spherical boundary conditions taking critical electrostatic
considerations into account. The others are more complicated protocols, for evaluating re-
action free-energy profiles and obtaining optimised solute charges and configurations, and
have been implemented as controller plugins (see section 5.5). All were created de novo
exploiting the features provided by AdunCore and the AdunKernel framework.

7.1.1 Empirical Valence Bond

EVB is an extensively applied technique that enables investigation of reactions through MD
simulations [171, 172]. This is extremely useful in biological systems where size makes
application of Quantum Mechanics (QM) difficult (see section C.1). EVB can generate the
free-energy profile of a reaction and quantify the contributions from different sources, for
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example electrostatic stabilisation, entropy and steric effects [38, 39, 173, 174]. However
its use is, at the moment, limited to a small circle of researchers and its inclusion in Adun
is in part motivated by the desire to expose its powerful capabilities to other scientists. A
detailed description of the method can be found in Appendix B.2. It is currently being
tested before full release.

7.1.2 ASEP/MD

ASEP/MD [175, 176] was the first controller (see section 5.5) written for Adun by I.F.
Galvan [17] and subsequently modified by the author. It was the testing ground for the
controller methodology, proving its potential for easily incorporating complex protocols
into Adun. The initial implementation, which was in a far more primitive version of Adun
then the current one, was completed in 1 month by a developer who had no previous C,
Objective-C or object-oriented programming experience - another demonstration of how
Adun realises the rapid development objectives of this project.

ASEP/MD is a QM/MM technique for calculating the effect of solvent on a solute. It is
based on the mean field approximation which involves using the average value of a quantity,
in this case the solvent electrostatic potential, in a calculation, rather than calculating it
explicitly. Appendix B.3 contains a brief explanation of how this is done. ASEP/MD can
be used to acquire geometries and partial charges for a given solute with QM accuracy.
Since electrostatics plays a critical role in biological processes such a method is a valuable
tool for parameterising key molecules.

7.1.3 Extending SCAAS to Ellipsoids

The SCAAS solvation method was described in detail in section 4.4. One drawback is its
restriction to spherical geometries. When the protein is not roughly globular this means
a vast number of extra solvent molecules must be added in certain directions in order to
solvate the molecule. By extending SCAAS to work with ellipsoids this disadvantage can
be eliminated (see figure 7-1). An ellipsoid is defined by three semi-axis, (A, B, C), which
describe its maximum width along the three Cartesian axis.

V =
4,abc

3
(7.1)

In the rest of this description I will assume the semi-axes are aligned with the Cartesian
axes and the z-axis will correspond to the largest semi-axis. For example, a protein is 30 Å
long in the z-direction and only extends 10 Å along the x and y axis. A sphere of radius 35

Å (' 6000 water molecules) or greater would be necessary to solvate it. Using an ellipsoid
with semi-axis (15, 15, 35) the volume is reduced to ' 18% of its original size. In terms of
the number of waters this is a reduction from ' 6000 to ' 1100.

Firstly, the surface region for the ellipsoid can be defined in an analogous way to a sphere.
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Figure 7-1: The proteins CDK2 and Cyclin A solvated in an ellipsoid. Using an ellipsoid can
reduce the number of water molecules required by over 80% compared to using a sphere. This

translates into a massive increase in simulation speed.

If ! is the surface region depth, then the inner ellipsoid has semi-axis (a"!, b"!, c"!)).
Thus the surface molecules can be easily determined.

The SCAAS polarisation constraint, the most important part of the model, does not depend
on spherical geometry. It is built on the distribution function of the solvent polarisation an-
gles which has no positional dependence. Thus it can be transfered “as is” to an ellipsoidal
scheme.

The form of the radial constraint can also be transferred to the ellipsoidal case. A radial
distance can still be assigned to each surface atom and this should be constrained to give
the correct distribution. That is the density of molecules in a region R+dR from the center
of the ellipsoid must be maintained. There are two problems. The first is how the average
radial distance #Rj$ is assigned. In normal SCAAS #Rj$ is given via equation 4.41. The
value of j can be easily calculated since every atom in the inner sphere is closer to the
centre than an atom in the surface region (see figure 4-5). This will not be the case for an
ellipsoid so the specific problem is to find a more general way to define j for the ellipsoidal
surface atoms. Secondly a radial constraint does not constrain motion perpendicular to the
radial vector and in an ellipsoid this could lead to an atom leaving the ellipsoid volume.

One possible method I suggest here is to constrain the surface molecules so they reproduce
the distribution of distances along each semi-axis a, b, c. As in standard SCAAS I assume
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that the density, *, of water molecules in the surface region is uniform. 1 Then the number
of molecules, j, in an ellipsoid defined by semi-axis (A, B, C) is,

j =
4,ABC*

3
(7.2)

The distribution of the projections of the molecules along each axis is then,

Cj =
3j

4,*AB
(7.3)

Note that Cj depends on the length of the (A, B) semi-axis. Similar equations exist for
A and B. This equation gives the amount the third axis would have to be increased to
accommodate an extra molecule given fixed values of the others. By ranking the surface
molecules by their projection along the C axis, a value #Cj$ can be assigned to each. The
same can then be done for the A and B axis, giving three constraint values. By combining
these a radial distance, #Rj$, can be determined for each molecule and used in equation
4.40. Furthermore the second problem is removed since #Rj$ is a function of the semi-axis
lengths. That is, it is impossible to assign an #Rj$ to a molecule that does not constrain it
to be within the ellipsoid volume. From equation 7.3 the maximum values of (Aj, Bj, Cj)

are the actual semi-axis lengths (A, B, C). Thus no molecule will be assigned a constraint
triplet that gives a point outside the ellipsoid.

I have implemented this initial approach to the problem of ellipsoidal boundary conditions
into Adun but it remains to be fully examined and tested.

7.2 Interface Plugins

Adun’s interface has been developed with extension in mind. This is enabled by its plu-
gin architecture (section 6.7) which targets two specific areas - preprocessing of PDBs and
analysis of data. Already a wide range of plugins have been implemented and the fol-
lowing section gives a brief description of them. In fact many were created in the last 6
months of this project, further evidence of Adun’s development power. These plugins are
continually under development and therefore only the capabilities at the time of writing are
documented. Except where noted I wrote all of them and they are available publicly for use
via the Adun website - a concrete example of our distribution philosophy.

7.2.1 PDB Preprocessing

These plugins take a PDB as input and return a new version of it that has been modified in
a specific manner. They are required for dealing with the many possible sources of error in
the build process (section 6.4). Two have been implemented so far, ForceFieldFixer and

1If the density is far from uniform, for example if there is a charge near the surface region, this assumption
is invalid.
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AddHydrogens. The first performs the tedious task of renaming certain residues so they
can be related to the correct entry in the topology library of a force-field. This is an ideal
job for a computer to automate - having to leave the program environment and manually
perform such a chore is a waste of a scientist’s time.

The AddHydrogens plugin is a wrapper around the program Reduce [177] which essen-
tially integrates it into the interface. Reduce is a stable, feature-rich command line program.
It not only adds missing hydrogens but can optimise the geometry of modified residues, for
example by flipping side chains, and has many other capabilities. Like Gnuplot the integra-
tion of Reduce illustrates how Adun harnesses powerful existing programs. Wrapping it in
a plugin which handles all I/O details and transparently includes it in the build process is a
simple way to make life easier for users.

7.2.2 Analysis

Analysis plugins take certain Adun data types as input, analyse or otherwise extract infor-
mation from them, and optionally write-out or return data as a result. Some are synergistic,
the outputs of one are used as the inputs to others, and this is noted where it occurs. The
descriptions of the ED related plugins assume some familiarity with the theory and termi-
nology behind the method - see section 4.2.1.

Essential Dynamics

This plugin is the core of a suite that includes the Essential Movie and Essential Space
Comparison plugins. It can perform both ED and QHA of an Adun simulation trajectory.
Users can choose which atoms and trajectory configurations are to be used in the analysis.
Translational and rotational degrees of freedom are removed by fitting all configurations
to a reference via Kabsch’s method [178, 179]. The reference configuration for the fitting
procedure is the first configuration chosen or optionally the user can specify an external
one to be used.

Both standard ED and QHA return the eigenvectors and eigenvalues. The eigenvalues are
mean squared fluctuations for ED and squared frequencies for QHA. Standard ED also
returns mode energies, estimated B-Factors, residue contributions, mode entropies (see
section 8.2.3), and the projection of the trajectory along the top modes. A PDB contain-
ing the configuration of the mean structure can be output if desired. QHA calculates the
entropy, using the harmonic approximation, along with the contribution of each mode to it
(see section 8.2.2).

The convergence of the space defined by the first N modes during a trajectory can also be
obtained. This is done by calculating the RMSIP (using equation 7.4) between subdivisions
of the trajectory. The user specifies which trajectory configurations to use and how many
subdivisions should be compared. For example for a selection of 4000 frames, the spaces
of four 1000 frame segments or two 2000 frame segments can be compared.
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Essential Movie

Essential Movie takes a configuration of a system along with information on its essential
dynamics (provided by Essential Dynamics plugin). It then creates new configurations
by perturbing, or moving, the initial configuration along a specified mode. The number
of perturbations to perform and the size of each is determined by the user. The plugin
applies the specified number of perturbations in both the forward and reverse directions
along the mode. The output of the plugin is a PDB containing the structures generated.
Since the essential dynamics may have been performed on only a subset of the systems
atoms the resulting movie will only contain these atoms i.e. the plugin does not perform
any rigid translation, or rotamer searching, for atoms/side-chains not contained in the mode
information.

Essential Space Comparison

This plugin performs analysis related to comparing ED data. Firstly it can calculate the
RMSIP between two essential spaces (see section 4.2.1) from information output by the
Essential Dynamics plugin. The RMSIP is a measure of the similarity of two spaces and
is defined as,
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ui and vi are the ith eigenvectors in the two spaces being compared, while m is the di-
mension of the space. It should be noted that RMSIP only compares the basis defined by
each set of eigenvectors not the size of the fluctuations along each. Section 8.2.1 contains
a further discussion on RMSIP and other similarity measures.

For RMSIP calculations the plugin can take as input an unlimited number of ED data sets.
It then calculates the RMSIP for each pair of spaces returning a matrix of the results. The
plugin also compares individual eigenvectors between spaces e.g. the first mode of each
space, calculating the mean and standard deviation of the associated eigenvalue. This pro-
vides some insight into the difference in fluctuations between the essential spaces.

In addition the plugin can handle cases where the proteins have different numbers of
residues e.g. two homologues that differ by an insertion, by removing the non-common
degrees of freedom from the longer eigenvectors and rescaling so their length is one. This
feature requires the user to provide sequence information for each set of eigenvectors so
pairwise sequence alignments can be performed for identification of insertions/deletions.

Secondly, given the essential dynamics information for the bound and unbound forms of
a protein the plugin can calculate the allosteric potential (see section 8.2.4) between them.
The information returned includes the contribution of each mode to each part of the al-
losteric potential (eigenvalue spectrum, mean conformation and eigenvectors). The total
potential is returned using all the modes and also using a defined essential sub-space.
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Native Contacts

This plugin calculates the native contacts in protein chains. The definition of a native
contact is variable but can be summarised as “residues whose C-# separation is less than X

Angstroms and whose sequence separation is greater that Y residues”. Typical values for
X an Y are in the regions of 2.0 and 6.

On analysing a structure it returns information on the contacts in each chain, the contacts
per residue and the contact order. The contact order is defined as the ratio of the average
sequence separation of the native contacts to the chain length [180]. It can take PBDs,
Adun systems and Adun simulations as input.

The plugin can also calculate the fraction of native contacts in a second structure relative
to the first (the reference structure). The second structure can also be a PDB, Adun system
or Adun simulation. In the first two cases another data set detailing which of the native
contacts are present in the second structure is returned, along with the fraction of native
contacts and the calculated phi-values for each residue (see section 9.4.1 for a description
of phi-values). The calculated .-values are defined by [181].

.calc
i =

Qref
i

Qnative
i

(7.5)

Where Qref
i is the number of native contacts for residue i that are present in the reference

state.

In the case of a simulation, the plugin calculates the fraction of native contacts for each
frame in a range specified by the user. The plugin can also perform this analysis if a single
simulation is provided.

RMSD

The RMSD plugin calculates the RMSD of each configuration of a trajectory from a refer-
ence configuration. It is defined as

RMSD =

)/n
i |ri,fit " ri,ref |2

n

* 1
2

(7.6)

Where ri denotes coordinates of the ith atom in the structure. Again the user can specify
which configurations to use although the reference is always the first. The RMSD is calcu-
lated using backbone C-#’s only, that is the sum in 7.6 is over only the C-# positions. This
currently limits this plugin’s use to proteins. The fitting of each configuration is performed
using the Kabsch method.

RMSDMatrix

The RMSDMatrix plugin takes a set of chains or models from a PDB and calculates the
RMSD between all possible pairs. The atoms to use for the RMSD fitting are selected by
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Figure 7-2: Comparison of the RMSD of the active-site residues of different proteins in the Ras
super-family in various ligand bound states (see chapter 8 for more details on the Ras protein).

Here the RMSD was calculated using the C-" and C-# atoms of each residue.

the user. For example the sum in equation 7.6 can be performed using just C-# positions,
the C-# and C-0 positions, or a number of other combinations.

A few caveats must be taken into account before using this plugin. All chains/models must
have the same number of residues and must be aligned e.g. residue 10 in the first chain
corresponds to residue 10 in every other chain. Only residues that contain all the chosen
alignment atoms are used. This plugin was used to cluster the active sites of a set of Ras-like
proteins based on their RMSD to investigate if differences in activity of the active site could
be deduced from purely structural considerations (see figure 7-2). A number of different
atom selections were used including the C-#, and the backbone nitrogens and oxygens (the
residue backbone dipole).

Superimpose

A simple plugin for superimposing two conformations of the same molecule. It takes two
Adun systems as inputs and returns a PDB of the second system superimposed on the first
and the RMSD after superposition. The superposition is calculated via the Kabsch method
using all-atoms, hence the two conformations must have exactly the same composition
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Multiple Align

The majority of the Multiple Align plugin was developed by Sai Phanindra. Its rapid
development once again illustrates the power of developing in Adun. Sai had no prior
knowledge of Objective-C or Adun and completed the plugin in less than 3 months. It
calculates multiple sequence and structure alignments from a single PDB or a set of PDBs
using a progressive sequence alignment with hierarchical clustering algorithm [182]. It
supports a number of output formats and input options. The plugin can create an Adun
trajectory from the multiple alignment allowing the output to be used with the Essential
Dynamics plugin to calculate essential modes from crystallographic data [183, 184, 185].

System Analysis

The System Analysis plugin provides an in-depth overview of the interactions and energies
present in a given Adun system created using a particular force-field. The plugin returns the
potential energy of each atom, including the contribution of each force-field term, allowing
identification of potentially problematic high-energy interactions. The atoms can also be
filtered by energy enabling the user to only view those whose energy is above a certain
threshold. In addition, a recent feature returns the solvation energy, Born radius and Solvent
Accessible Surface Area (SASA) of each atom calculated using the GBSW method (see
section 4.3.2). Furthermore the plugin returns a table listing the properties of each atom
(partial charge etc.) along with tables listing all the bonded interaction groups with their
corresponding force field parameters.

7.3 Advanced Features

In previous chapters I skimmed over some of Adun’s advanced features for the sake of clar-
ity. These include the ability to create and communicate with remote simulation processes
(section 6.6) and the complex problem of how to store, read and use multiple force-fields.
Other features were omitted completely such as how controllers can be parallelised to run
on both supercomputers and grids, and automation of tasks through scripts. This section
discusses each of the above in-depth.

7.3.1 Distributed Computation

Distributed computation involves interaction and communication between processes run-
ning on different computers. The archetypal form of distributed computing is parallelisa-
tion via MPI - instead of having a single process working on a particular piece of data, a
number of copies of the process work on smaller chunks and exchange information as nec-
essary. Usually the program runs in a procedural manner with all communication defined
in advance.
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Figure 7-3: Illustration of the function of AdunServer. A. When a user starts a simulation, the
UserLand connects to an AdunServer on the specified host (local or remote), and asks it to start

AdunCore. B. Once AdunCore starts it connects to the AdunServer, retrieves the simulation data,
and starts the simulation. At any subsequent time the user can send commands, for example status

requests, to the simulation which sends back the requested data.

Other methods are based on an object-oriented event-driven paradigm - multiple processes
perform different tasks, communicating with each other or a master process as the need
arises i.e. in a undetermined asynchronous manner. Different technologies are appropriate
in different circumstances and Adun allows both of the above possibilities. The latter is
already used in the interface to create and manage processes, while MPI can be used to
parallelise simulation protocols e.g. EVB. Furthermore MPI is the basis of a more advanced
platform, QosCosGrid, which Adun has access to and which is detailed here.

Distributed Objects (DO)

DO is a general term for inter-process messaging solutions which allow objects in different
processes or on different computers to communicate transparently. Many different DO
implementations exist e.g. CORBA, but, leveraging the power of the Objective-C runtime,
the Cocoa/GNUstep frameworks provide an inbuilt DO facility. This has the advantages
of simple setup, use of Objective-C syntax and hiding of all communication details - once
connected there is no difference between interacting with remote or local objects.

In Adun launching and communicating with a simulation is handled via a small server
program called AdunServer. Starting AdunCore from the interface on a certain computer
requires that AdunServer is running on it. The basic procedure is then (illustrated in figure
7-3) -

• The user requests a simulation to be run a certain computer (the host).
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• The interface connects to the server via DO and asks it to launch the simulation.

• Once the simulation is running it also connects to the server. Thus the server acts as
a conduit for data transfer between the simulation and the interface.

• First the simulation requests its input data - the template and data sources, which are
sent to it via DO.

• Later any remote commands are sent via the server and the AdunCore process can
respond and send data back.

As well as the simulation-steering possibilities mentioned earlier (5.5, 6.6), the above
mechanism can be used through scripts (section 7.3.2). This allows master-slave archi-
tectures to be implemented where a script can create, run and interact with simulations on
remote computers.

Unfortunately DO has some limitations. It lacks in-built security features which means that
currently anyone can connect to an AdunServer instance once it is made available (as long
as they pass the firewall). 2 Hence using the server to facilitate distributed computation is
only suitable for small closed networks at the moment. Queuing is not supported so all jobs
that are sent to a host are run immediately regardless of the CPU load. Finally users cannot
easily check the status of the remote host before sending a job. Fortunately these problems
can be resolved through development of the server capabilities as part of the continuing
growth of Adun

QosCosGrid

Quasi-opportunistic Supercomputing for Complex System Applications - Grid (QosCos-
Grid) is an FP6 European STREP project that Adun is involved in, which will add supercomputing-
like facilities to (computational) grid architectures. A grid is a collection of computers
(nodes) heterogeneously distributed over a wide area, such as a continent, whose resources
are made available for computations. The internet provides the connection between the
computers and hence internet bandwidth defines the rate information can flow between
nodes. The grid is “glued” together by middleware which handles issues like allocating
jobs to nodes and providing a virtual file system which on the one hand handles the job’s
output and on the other hand makes it easy for users to access this output.

Usually grids can only run multiple independent processes, that is communication is not
possible between them. QosCosGrid seeks to overcome this restriction. Programs using the
system can use a slightly extended version of MPI in their code to exchange data between
processes as on a supercomputer. The extensions enable the QosCosGrid system to migrate
processes between nodes if one becomes unavailable, a situation that does not arise in a
standard supercomputing environment. However the bandwidth limitations of grids mean

2This limitation will be overcome by sending messages using a Message Authentication Code (MAC)
based method.
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that MPI communication must be infrequent, otherwise the time spent exchanging the data
will exceed the time required to run the program in serial.

QosCosGrid is specifically focused on the problems of complex-system applications like
molecular simulation. In addition to using MPI, developers or users can also define what
types of computer are required, how they should be grouped, and the communication rate
between them. This is referred to as the topology of the problem and is where the ‘Quasi
opportunistic’ term comes from - the system does not just run jobs when resources be-
comes available but waits until specific conditions are met. Thus much of the work in the
project focuses on how to provide ways to specify such a topology and reserve the resources
needed.

As well as this technical side, nine use cases were chosen to both define the features
QosCosGrid had to provide and to showcase its abilities. They are described in [186]
and the second use-case, protein folding and protein-protein interactions, is directly re-
lated to Adun. Reference [186] describes the use-cases using a graph-theory formalism
which can be daunting to approach. In addition it adopts an “agent” based view where
a complex-system is divided into multiple independent components which communicate.
Although this can be applied to molecular simulation, where “atoms” are agents, it is an
overly complex way to view this specific problem. 3

Here I will explain how Adun will use QosCosGrid in simple terms. There are two possible
ways to parallelise molecular simulation, the first being the aforementioned MD paralleli-
sation (section C.3.3). Unfortunately this method requires very fast communication (high-
bandwidth) between nodes which is not possible on a grid. The second method, and the
one that will be used in this case, is to parallelise higher level protocols which use multiple
simulations either independently, such as in EVB, or in loosely coupled fashion, for exam-
ple replica-exchange [187]. Indeed we have already applied this approach and developed a
new algorithm for replica-exchange in the QosCosGrid environment (Alcantara, Johnston
and Villa-Freixa, in preparation).

This involves writing MPI based controllers, and optional topology specifications, for these
protocols and then launching AdunCore through services provided by QosCosGrid. Al-
though this brings advantages it also introduces barriers - the necessity to learn how to use
QosCos Grid; associated problems with having to move between programs i.e. from Adun
to QosCosGrid interface; and the need to directly handle the data produced. In the future
launching of QosCosGrid jobs should be integrated directly into Adun as a “backend” to
the process manager. 4 This means users will have the choice, if grid services are available,
to launch compatible jobs on it from Adun’s interface and for the program to handle the
details.

3An agent based view adds an extra layer of abstraction and terminology that can obscure the underlying
physical basis of what we are modelling. Also see section 5.2 for further discussion on why viewing atoms
as the building blocks of a molecular mechanics system is problematic.

4This is analogous to how multiple database were incorporated - see section 6.3.
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7.3.2 Scripting and Workflow

Often once you define a certain procedure you would like to automate it to avoid repeating
tedious steps. For example the procedure could be to produce a force-field minimised
version of a system suitable for a simulation. In the case there would be the following steps

• Add missing hydrogens to the PDB

• Assign most likely ionisation states to the ionisable residues

• Fix common mistakes found when combining a force field with a PDB

• Add entries for unknown heterogens to the force field

• Add charges for the heterogens

• Build the system.

• Run a minimisation on the system

• Extract and store the minimised system.

A workflow joins each of these elements together so they can be executed in a single step.

In Adun a workflow can be created via scripting (see section 4.1). This feature allows any
of the tools and objects in Aduns frameworks to be used in a script e.g. the system builder
or the database. In the interface the script manager displays the available scripts and can
execute and detach them so they run in the background. Batch or medium-throughput
processes can be created using scripts. An example of such a workflow, constructed to
compare the essential spaces of a large group of Ras proteins, is shown in figure 7-4.

As well as creating workflows, scripts can perform other tasks, for example:

• Automatically monitor simulations, notifying the user when certain conditions arise

• Test new code and rapidly prototype new ideas

• Implement distributed simulation protocols based on a master-slave architecture (see
7.3.1)

Scripting is also ideal for new developers, allowing them to explore the capabilities of the
frameworks without the burdens of compilation, linking and strict structure that comes with
Objective-C development.

One issue is that the requirements for a script developer are different to those of a developer
creating a plugin or extending the frameworks. The latter is focused on GUI integration,
performance and robustness while the former is usually concerned with very rapid and
easy implementation. Adun’s libraries have been tailored for the non-script developer and
hence some of the mechanisms used are not completely suitable for a high level scripting
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Figure 7-4: Workflow used to compare the essential spaces of a group of Ras proteins. This
involved a number of different steps, such as aligning the proteins and building and minimising the
systems. Each step was performed by a different part of Adun which the workflow linked together.

approach. However once again this is something that will improve organically over time as
the areas where the scripting interface can be improved are identified.

Finally in the future users will be able to contribute their scripts to a central repository
making them available to others. It is a vision for Adun that computational scientists will
be able to provide complex workflows to experimental users which they can then run with
one click.

7.3.3 Force-Field Markup Language

FFML is a XML based language I have been developing for describing molecular-mechanics
type force-fields. Its purpose is to provide a flexible and universal way to represent all the
knowledge required to perform a simulation using a force-field. This will enable a pro-
gram that understands the information in an FFML file to read and use any FFML based
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force-field dynamically, that is without additional programming. 5 For example the pro-
gram will be able to incorporate and use information added to the FFML file without direct
intervention of a programmer. In addition, due to its XML basis, the information in the
file will be easily accessible and modifiable via programmatic means. This will make it
straightforward to incorporate force-field information into molecular simulation protocols.

Before describing FFML I will briefly address why it is needed. As I stated in the Intro-
duction most programs are coupled to a certain force-fields i.e. they can only use a small
number of them, usually one. This leads to the following problems

• Simulation methodologies in different programs can’t be unambiguously compared.

• Using the most appropriate force-field for a specific problem requires using a certain
program.

• Researchers have to learn how to use multiple programs and deal with the inconve-
nience of switching between them

• Using multiple programs usually leads to data incompatibility problems.

Coupling is caused by assumptions within the program about the functional form, atom
types, and storage format of the force-field. This makes incorporating a new force-field
into a program difficult since a new functional form may have to be handled. Moreover a
new parser must be written, which is a complex and time-consuming task.

To avoid writing new parsers force-fields are sometimes “ported” to different formats, for
example CHARMM has been rewritten in an AMBER format for use with AMBER. How-
ever the viability of this process is highly dependent on two factors; how the program reads
the force-field information; and the information in the force-field file being ported. In the
first case the parser can make strict assumptions about the information the file contains,
for example the expected force-field atom-types may be hard-coded into the program. In
the second case the force-field being ported may contain information the new format can’t
handle, or lack information it needs. The net result is that most MD programs can only use
one or a small number of force-fields.

A single format means only a single parser needs to be written, thus removing a major bar-
rier to using multiple force-fields. However to maximise its usefulness this format should
contain all the information necessary to interpret and use a force-field. This is one factor
which makes any of the current formats sub-optimal for use as a universal force-field repre-
sentation. Certain information, for example on the units of the force-field parameters, is not
contained in the force-field file and must be accounted for in the program i.e. hard-coded. 6

Secondly, as is well-known most flat-file formats are limited when to comes to organising
data and in addition are not ideal for reading and manipulating via computer programs.

5Section 6.4 contains information on how force-fields are currently used in Adun and some of the associ-
ated problems.

6Another example - their is no way, without prior knowledge, to relate the capped and uncapped versions
of molecules in CHARMM. This relationship must be known and taken into account by the programmer.
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Finally, it is not possible to add new interactions or attributes to any current force-field and
expect the corresponding program to dynamically parse and utilize them. This inability
to modify, or create, a force-field without additional programming limits the potential for
extending and refining them.

XML

XML was designed to overcome the problems with multitudes of different flat-file formats
by providing a universal way, optimised for use with computers, to store and transmit data.
An XML document is a collection of elements hierarchically arranged. The elements usu-
ally represent some form of data, for example an Employee element would contain data on
an employee of a company. XML only defines the general syntax for creating an element
- defining XML elements for a specific type of data (termed a vocabulary) is left to de-
velopers. Some examples of XML vocabularies are MathML for describing mathematical
expressions and SBML [188, 189] for describing system biology networks.

Since the syntax is predefined any XML document can be immediately parsed into a pro-
gramming friendly representation by available libraries. Furthermore other languages have
been created which augment XML - XSchema defines the structure of an XML document
enabling immediate validation; XPath defines how to specify the location of data; querying
and retrieving data from the document is defined by XQuery; and XSLT and CSS are used
to specify ways to transforming and displaying the document’s information. The standard
XML libraries can also understand these languages and apply them to XML documents.
Like other vocabularies a specific library, e.g. libSBML [190] for SBML, built on the
available XML libraries will be developed for accessing, modifying and writing FFML
documents.

It is also easy to modify and extend an XML vocabulary to deal with situations not orig-
inally envisioned. This is essential since force-fields are complex entities and it is likely
FFML 1.0. - the first full version of the vocabulary - the first full version of the vocabulary
- will not be sufficiently deep to handle every conceivable situation. FFML 1.0 satisfies the
currently identified requirements of the format but as new situations arise I foresee future
revisions and updates to the vocabulary. Currently FFML 1.0 is being developed which will
allow complete non-standard force-fields, including the underlying functional forms, to be
dynamically added to Adun (Meneu, Johnston and Villa-Freixa, in preparation). 7

Requirements

At the moment Adun uses a ‘proto-FFML’, implemented as a first step to discover the re-
quirements and problems of representing a force-field in XML. It is based closely on the
structure of classic force-fields which have a topology file and parameter file (see section
6.4). Three force-fields, ENZYMIX [8], AMBER [191], and CHARMM [192], were con-

7That is force-field that do use the standard MM function form (see section C.2).
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verted to this scheme 8 and incorporated into Adun. The lessons learned from this process
have been used to refine what is needed for FFML 1.0 and the main requirements are listed
here,

• Dynamic reading. Atom-properties and new interactions, including new force-field
terms and their functional forms, can be added in such a way that they are understood
by an application without additional programming.

• Ease of customization. It should be easy to modify parameters for specific molecules
or situations, and to save those changes.

• One-to-many relationships. For example to handle the fact that HIS in a PDB may
map to a number of possible molecular structures.

• Namespace mapping. 9 Handle mapping of force-field types to multiple other names-
paces e.g IUPAC, PDB.

• Maintain data relationships. For example the relationships between various chemical
forms of a basic residue/molecule e.g. different ionisation states or phosphorylated
entities.

• Rule specification. The format should be able to specify how parameters should be
matched and how to handle missing parameters.

• Coordinate conversion/multi-point mapping. Define mappings of a collection of
atoms to more or less atoms e.g. for automatic coarse-graining.

The next sections describe the main elements in FFML 1.0. connecting them with the cor-
responding data in a standard MM force-field. Note that the FFML vocabulary is quite
generic. This will allow it to be extended to new type of force-fields, for example a force-
field for cells, where MM concepts such as ‘Molecules’ do not apply. The main FFML
elements are, FFType (Atom type), Group (Molecule) and Interaction, Reference and
Category. These first three can have an Inheritance attribute while Categories and Inter-
actions can include Look-Up Rules. Some of these elements contain sub-elements which
are mentioned where they occur.

Categories and References

Categories and References extend the organisational capabilities of the format. A Cate-
gory is simply a collection of one of the following FFML structures - FFTypes, Groups
or Interactions. For example you can create a category of FFTypes called ’Nucleic Acid
Atoms’.

8See appendix for conversion details
9In FFML the set of atom’s or molecule’s names defined by a nomenclature is termed a namespace.
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Strictly XML can only describe tree-like hierarchies. This means an FFML element can
only be part of one Category which is limiting. The Reference structure overcome this re-
striction. It represents a reference, in the form of an XPath statement, to an element defined
somewhere else in the document. Thus References allow elements to be included in any
Category once they are defined elsewhere, increasing flexibility and reducing duplication
of data.

FFType

FFTypes are the building blocks of the document and are analogous to the atom-types
defined by an MM force-field. An FFType element defines an atom-type (by name) along
with its properties, for example VdW radius. 10 The name assigned to an FFType can be
a typical force-field ID, for example C4 for a tetra-bonded carbon, or can be more generic
e.g. ‘Generic Heavy Atom’. An FFTypes properties are those intrinsically associated with
the free-atom. Changes in atom parameters due to the molecular environment are handled
in Group elements. FFType structures can also include information which associates them
with IDs in different nomenclatures. A simple example is associating C4 above with the
ID C in the space of element names.

Groups

A Group is a collection of FFTypes that has specific properties - in MM terms they re-
flect molecules or residues. It consists of a list of Reference structures to FFTypes and/or
FFType structures that inherit from previously defined ones. Inheritance allows the proper-
ties of an FFType to be overridden or extended e.g. adding a partial charge property. Like
FFTypes each Group has an ID, for example Glycine, and includes information mapping
this name to other namespaces e.g. GLY in the PDB namespace.

A Group contains a Relationship section which defines relationships between the FFTypes
in the Group. For simplicity a relationship can be interpreted as a ‘Bond’ and hence this
section can be seen as listing the bonded pairs in a molecule. 11 It can also contain in-
formation on which FFTypes can ‘Bond’ to other Groups, along with information on how
and when this is possible. For a residue this would be the atoms that are involved in the
peptide bonds. Modified residues could contain other atoms capable of covalently bonding
to residues distant in sequence and these would also be listed here. A program could then
understand such a bond was possible and identify it when it occurred.

A Group can have an number of optional Sub-Group elements. These define subsets of
the FFTypes in the Group, for example electro-neutral groups, and associate properties
with them.

10The actual properties assigned to an element are all optional.
11In general, arbitrary relationship types can be created and extra relationship sections would exist for

them. For example its possible to define a ‘H-Bond’ relationship.
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Like FFTypes, Groups can inherit from other ones. This is ideal for molecules that are
some small chemical modification of an existing molecule e.g. a capped version. In this
case inheritance relates the two molecules in a way that can be understood by a program.
Thus if a residue, like GLY, is read from a PDB, a program can query the FFML for all
Groups related to GLY and identify which one matches the PDB structure. This is ex-
tremely useful since the PDB format frequently assigns one name to different chemical
forms of a residue and hence cannot discriminate between such modifications. 12

Interactions

An Interaction element has three main parts, the interaction rule, the function definition
and the parameters. 13 The rule defines when the interaction occurs, for example for a
torsion it would be ‘four atoms sequentially bonded’. Interaction rules use relationship
definitions - in this case the ‘Bonded’ relationship. However how these rules should be
defined in the FFML document is quite a complex issue. FFML 1.0 will instead use simple
keywords for these rules, which are related to the types of interaction commonly seen in
MM force-fields. In the case of a torsion this could be something like ‘four-body’ for
example.

The function definition defines the functional form of the interaction, the interaction param-
eters (by name e.g. ‘Bond Constant’), plus the interaction variable e.g. torsion angle. This
another complex part of FFML and will involve the use of MathML to communicate to the
program how to calculate the force and energy. At the moment FFML defines keywords
which correspond to the functional forms of common MM interactions e.g. the typical
torsion term is called FourierTorsion,

The Parameter section contains the interaction parameters and defines their units and
names. It can also define rules on how to handle missing interactions. For example, an
improper torsion could be defined to occur when one atom is bonded to three others, but
using this rule would lead to groups of atoms that have no parameters. This happens be-
cause the definition is too broad - such atoms do not always represent an improper torsion
center. In this case the parameter section should indicate that if no parameters are present
the interaction should be ignored.

Look-up Rules

A Look-up rule allows a Category to define where to look for information if it is not found
in that Category. This allows creation of Categories containing elements for specific sit-
uations and which can be examined first before proceeding to more generic information.
For example, when searching for information on a Glycine in a Ras protein, the program
should first check if their is specific information for the Glycine and then move to generic

12For example a capped and uncapped version of a residue will have the same PDB id.
13The last is optional.
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amino-acid data. Look-up rules can also be used at the top-level of an FFML document,
defining other documents to search if the information is not found in that particular doc-
ument. This allows users to customise a force-field without having to modify the main
FFML document.

Inheritance

Inheritance allows an FFType or Group element to inherit the attributes of another ele-
ment of the same type and override or add to them. This reduces duplication and moreover
adds a taxonomy to each FFType or Group in the document. For example for a phos-
phate in a GDP the taxonomy might be, “GDP:P4 ! ForceFieldType:P4 ! Element:P !
Generic:Heavy”. Each sub-taxa overrides properties of its parent making it more specific
to a certain situation.

The existence of a taxonomy enables parameter matches to be much broader and handle
failure or missing parameters more elegantly. For example there is is a bond GDP : 02 "
GDP : P4 and a program searches for specific parameters for this interaction. If they
are not found it can proceed up the taxonomy trees of the two atoms eventually reaching
GenericHeavy " GenericHeavy and obtaining some default parameters for the bond.
Inheritance and Look-up are not mutually exclusive and one may be better in a certain
situation then the other.
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Chapter 8

Ras Dynamics

This chapter examines the dynamics of the Wild Type (WT) Ras protein and one of its
mutants - Glutamine 61 ! Glycine. 1 It has a dual purpose: to discover possible func-
tional motions in Ras and to demonstrate the use of Adun in a scientific investigation - all
simulations and analysis presented here were implemented and performed using the pro-
gram. Previous studies of Ras dynamics have been restricted to NMA [136] or have used
short time-scales (300-900ps) [193, 194]. Here I present initial results obtained from 2 ns-
4 ns simulations, and moreover use new analysis techniques not available in the previous
studies. 2

Ras is an allosterically activated protein which displays different behaviour and adopts
different conformations depending on which of two possible ligands is bound. The Q61G
mutation, a side-chain deletion, is known to stop Ras functioning (section 8.1 describes
Ras’s function and structure). The aim is to investigate if the mutation affects the dynamics
of the protein and if these changes could possibly affect the protein’s functions. The first
step is to examine the change in WT dynamics on substrate binding. This reveals the action
of the ligand - that is what the ligand does to cause Ras to adopt a functional conformational
distribution. A further comparison of WT and mutant dynamics can then identify changes
in the fluctuation properties of Ras caused by the mutation. The final step is to see if these
changes can be related to the protein’s function.

In this study I concentrate on using high-level dynamic information to draw conclusions.
I do not examine the specific motion of residue side-chains - this is a further study to be
guided by the results obtained here. The focus is on protein backbone dynamics as this
includes the movements representing the largest structural changes and the majority of
the protein’s movement. They are the most likely to show coherent motion and, as the
largest contributor to the MSF (see section C.5.3), can have a significant contribution to the
configurational entropy. This approach is complementary to an energetic study and also
serves to determine what information a pure fluctuation based study can reveal.

1Glutamine - Three letter code Gln, 1 letter code Q. Glycine - Three letter code Gly, One letter code G
2Although these simulations could still be seen as too short the analysis reveals they are sufficiently

converged for the purposes of this chapter. Future studies will extend these runs to ' 10 ns.
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Unfortunately it is hard to reduce changes in dynamics to a single number, or set of num-
bers, that can be used to compare the fluctuation behaviour of different states or proteins.
Where possible I use methods which provide such “hard-numbers” and which connect mo-
tions to thermodynamic quantities like free-energy and entropy. This gives a quantitative
basis to the investigation and moves away from qualitative statements about the movements
observed during the dynamics. The results of this analysis can then be used to focus atten-
tion on specific mechanisms and occurrences that they indicate to be of importance.

The chapter is structured as follows. The first section is an overview of the Ras protein
and its structural characteristics. The next introduces the specific methods used to analyse
the Ras simulations generated by Adun. The final part presents the results of the various
analysis techniques and their interpretation.

8.1 Ras

8.1.1 Background

Signal transduction mediates how cells respond to stimuli and leads to responses such as
gene expression and metabolic energy production. Gene expression itself can lead to the
production of more enzymes, transcription factors or other regulators of cell activity. Thus
an initial stimulus can trigger, via signal transduction, the expression of a whole suite of
genes and hence a huge variety of physiological events.

One of the most important families of signal transducing molecules in the cell are the
Guanine Nucleotide Binding Proteins (GNBP). They temporally and spatially regulate a
wide variety of processes including cell growth, differentiation, the vision process and pro-
tein synthesis. It is estimated that the cell contains around 150 different GNBPs that can
be divided into a number of super-families [195, 196]. These include the small (single
domain) GTP-ases, the heterotrimeric G-proteins and the factors involved in protein syn-
thesis. The GNBPs act as molecular switches and bio-timers in the signal pathways in
which they participate and their malfunction is associated with diseases such as diabetes
and cancer. GNBPs cycle between a Guanosine-Diphosphate (GDP) bound ‘OFF’ state
and a Guanosine-Triphosphate (GTP) bound ‘ON’ state. The domain which actually car-
ries out the basic function of nucleotide binding and hydrolysis is called the G-domain and
has a universal structure and switching mechanism. The G-domain of Ras (see figure 8-1)
is considered the minimal signaling unit and other G-domains are seen as variations on this
canonical structure [196, 197, 198].

8.1.2 Structural Elements

Since many studies have been performed on Ras, names have been given to the main struc-
tural elements, and these are summarised here. The following descriptions are related to
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Figure 8-1: The 3-D structure of Ras-GTP (created using PDB structure 1QRA) with the main
structural elements, outlined in section 8.1.2, coloured and labeled. The light green residue in

Switch I is THR35 while the light-green residues at the start of Switch II form the DXXG (residues
57-69) motif. GLN61, which becomes Glycine in the mutants studied here, is shown in magenta.

The phosphate groups of the GTP are also coloured magenta and the magnesium is shown in blue.
See figure 8-2 for a detailed view of the active site.

figures 8-1 and 8-2. The structure is composed of six 0-sheets and five #-helices and has
four conserved sequence elements which are found around the binding site. GDP and GTP
both bind to the same site in a cavity, close to the surface of the protein (see figure 8-1).
However the two ligand bound structures have different conformations as can been see in
8-3. How this conformational change influence the dynamics of the protein is one of the
subjects of this study.

Structural features that do not have specific names will be referred to using the standard
(structure-type)(count) nomenclature, for example #1 is the first helix. Figure 8-4 shows
the sequence of Ras and the correspondence between it and its structural features. In the
following X stands for any amino acid.

The P-Loop (Phosphotase binding loop) consists of residues 10-17 and is a conserved
GXXXXGKS motif. It binds the 0 and & phosphates of the substrate . It has been shown
that the P-Loop interaction with the 0-phosphate is the primary element for tight-binding
of the nucleotide [200].

There are two definitions of Switch I - from residues 32-38 [196] or from residues 27-37
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Figure 8-2: Close-up of the Ras active site detailing the specific residues mentioned in 8.1.2. The
interaction of the Ala146 side-chain and the Guanine oxygen (purple ball) is partly responsible for
the specificity for the nucleotide - for steric reasons it would not tolerate the Adenine amino group.
The other interaction conferring specificity involves a bifurcated H-bond between Asp57 and the

nucleotide.

Figure 8-3: Superposition of the GTP and GDP forms of Ras. The switch regions are coloured
blue (GTP) and magenta (GDP) respectively and the differences are clearly visible. No significant

changes are apparent in the rest of the structure although the loops do show some variation, for
example the functional SAX and NXKD loops (colored in light blue and pink) . However these

differences could be due to the difficulties in determining loop positions.
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Figure 8-4: The sequence of Ras showing correspondence to structural elements. Calculated
using DSSP [199].

[194]. The second extends the switch so it includes all of loop-2. It contains THR35, one
of the residues that forms a bond with the &-phosphate oxygens that is thought to hold the
GTP conformation in place (see figure 8-5). It is also involved in binding the magnesium
ion (see figure 8-2).

Residues 59-67 form Switch II, although the definition is sometimes extended to residue
75 thus including helix #2 [194]. GLY60 is the second residue that forms a bond with the
&-phosphate oxygens (see figure 8-2) leading to the “tense” ‘ON’ model shown in figure 8-
5. This residue is part of a conserved motif, DXXG (Asp-X-X-Gly), where the Asp is one
of the residues responsible for Ras’ specificity for Guanine. GLN61 is also a conserved
residue and its mutation, studied here, makes Ras oncogenic. A number of studies have
investigated the role of this residue in Ras catalysis and various theories have been put
forward (see section 8.1.4).

Resides 116-119, the start of the loop between 05 and #4, are the NKXD (Asn-Lys-X-
Asp) motif which, after the P-Loop, is the second most important element for binding the
nucleotide.

Residues 145-147 form a SAK (Ser-Ala-Lys) motif that is located on the turn at the start of
the loop between #5 and 06. The alanine of this interacts with the Guanine oxygen and is
another residue responsible for Guanine specificity (see figure 8-2).

In addition to the attributes outlined above, the P-Loop, Switch I and Switch II are in-
volved in interactions with other proteins as part of the switch mechanism (see next sec-
tion). However these protein-protein interactions are not considered during this study - see
e.g. [196, 201] for more details.

8.1.3 The Switch Mechanism

In Ras the mechanism of the switch proceeds via the following steps.

1. The GDP bound (OFF) protein is bound by a Guanine Nucleotide Exchange Factor
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phates with the conserved P loop (phosphate-
binding loop), the GXXXXGKS/T motif
(Fig. 1A) (5). Specificity for guanine is due to
an Asp side chain (from DXXG), which
forms a bifurcated H bond with the base, and
to a main chain interaction of an invariant Ala
(from the SAK motif ), Ala146 in Fig. 1A with
the guanine oxygen, which for steric reasons
would not tolerate the adenine amino group.
Structures of the ! subunit of heterotrimeric
G proteins like Gt!, Gi!, and Gs!, and sev-
eral Ras-related proteins like Ras, Rap, Ral,
Rac, Rho, Cdc42, Arf, Arl, Rab and Ran have
been determined, as well as those of the
protein synthesis factors EF-Tu, EF-G, IF2,
and the antiviral human guanylate-binding
protein GBP1 (hGBP1) (1–3, 6–8). The eas-
iest way to compare these structures is to
consider the G domain of the Ras protein
with 166 residues as the minimal signaling
unit and to describe the others as variations
on this canonical structure (Fig. 1B). The G
domains of the signal recognition particle
SRP and its receptor SR show a divergent
topology of the " sheet in addition to an
extension and insertion, whereas tubulin and
its bacterial homolog FtsZ are structurally not
related to the G-domain proteins.

The Ras-related Rho proteins contain an
!-helical insertion of about 13 amino acids,
whereas Arf, Arl, and Sar1 proteins contain
an NH2-terminal extension necessary for in-
sertion into and interaction with the mem-
brane. Ran has an elongated COOH-terminal
element crucial for its function in nuclear
transport (9, 10). G! proteins with a molec-
ular mass of 40 to 45 kD have several exten-
sions to and insertions into the G domain, one
of which constitutes an independently folding
!-helical domain (Fig. 1B), whereas the oth-
ers are mostly loops. The entire hGBP1 pro-
tein consists of a 300-residue extended G

domain with many extra secondary structural
elements and a COOH-terminal coiled-coil
domain (8). Elongation factor Tu (EF-Tu),
initiation factor 2 (IF2/eIF5B) (7 ), and elon-
gation factor G (EF-G) have two, three, and
four additional domains, respectively (Fig.
1B).

Many GNBPs are posttranslationally
modified by hydrophobic groups on NH2- or
COOH-terminal extensions of the G domain.
These modifications, such as prenylation and
myristoylation, are important for membrane
targeting and are crucial for biological func-
tion (11). Structural information is available
only for the prenylated Cdc42-RhoGDI (gua-
nine nucleotide–dissociation inhibitor) com-
plex (12); in the other crystal structures, the
extension is either absent or not visible (13).

The Conformational Switch
Because structures in both the GDP- and
GTP-bound form have been described, we
can define the requirements of the molecular
switch. Structural differences are usually sub-
tle but may turn out to be quite large in some
cases. They are confined primarily to two
segments, first observed in Ras, which are
called the “switch regions” (14 ). These re-
gions usually show an increased flexibility in
x-ray structures and in studies using nuclear
magnetic resonance (NMR) and electron
paramagnetic resonance (15, 16 ).

Furthermore, whereas the GDP-bound
proteins show a large variation in structural
details, the GTP-bound forms of the G do-
main are remarkably similar (2, 3) (Fig. 2).
Most important, the trigger for the conforma-
tional change is most likely universal. In the
triphosphate-bound form, there are two hy-
drogen bonds from #-phosphate oxygens to
the main chain NH groups of the invariant
Thr and Gly residues (Thr35/Gly60 in Ras) in

switch I and II, respectively. The glycine is
part of a conserved DXXG motif, the threo-
nine is also involved in binding Mg2$ via its
side chain (Fig. 1A). The conformational
change can best be described as a loaded-
spring mechanism where release of the
#-phosphate after GTP hydrolysis allows the
two switch regions to relax into the GDP-
specific conformation (Fig. 3). The extent of
the conformational change is different for
different proteins and involves extra elements
for some proteins. Strictly speaking, the ex-
tent of the switch regions needs to be deter-
mined for each protein separately from the
corresponding structures. In Ras they involve
residues 32 to 38 for switch I and 59 to 67 for
switch II.

The canonical switch mechanism is mod-
ified in many ways. Ras, Rap, Rho, Rac, and
Rab show minor changes involving only the
switch I and II region. Upon going from the
GDP- to the GTP-bound form, Ran experi-
ences a large conformational change in
switch I with unfolding of an extra " strand
and a dramatic relocation of the COOH-ter-
minal extension, the so-called C-terminal
switch (9, 10, 17 ). An even more dramatic
change upon triphosphate binding involves
the change in register of two " strands rela-
tive to the rest of the sheet in switch I of Arf
and the detachment and membrane insertion
of the NH2-terminal helix, the so-called N-
terminal switch (18, 19). G! proteins use an
extra structural element for the transition,
which correspondingly is called switch III.
Nevertheless, all of these structural changes
are thought to be triggered by the release of
the spring, which in the biosynthesis factors
transduces the conformational changes to
other domains. In the case of IF2/eIF5B, a
molecular lever is revealed that transfers the
structural change over a distance of 90 Å

Fig. 2. Canonical GTP conformation of GNBPs. Superimposition of a selection of Ras-related
proteins on the G domain show the switch I and II regions to be much more divergent in the
GDP-bound form. Extra elements in the structures of Rho, Arf, and Ran are highlighted. The
COOH-terminus of Ran is in red, the Rho insert in magenta and the Arf NH2-terminal helix in blue.

Fig. 3. Schematic diagram of the universal
switch mechanism where the switch I and II
domains are bound to the #-phosphate via the
main chain NH groups of the invariant Thr and
Gly residues, in what might be called a loaded
spring mechanism. Release of the #-phosphate
after GTP hydrolysis allows the switch regions
to relax into a different conformation.
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Figure 8-5: Schematic diagram of the switch mechanism. The switch regions are bound to the
$-phosphate via the main chain NH groups of THR35 and GLY60. This is often described as a
loaded spring mechanism. Release of the $-phosphate allows the switch regions to relax into a

different conformation (see figure 8-3). Taken from [196].

(GEF) whose purpose to to exchange the GDP with a GTP. The binding initiates a
conformational change in Ras, opening the ‘gate’ to the cavity where the GDP is
bound and inducing it to leave. The resulting GEF-Ras complex is stable and the
reaction is reversible, i.e. GEF unbinds and the gate closes, when another nucleotide
binds to the Ras protein [196]. This nucleotide is usually GTP given its much higher
concentration in the cell.

2. The binding of GTP causes the GEF to disassociate and the protein to undergo a
conformational change. The change is mostly limited to two regions known as Switch
I and Switch II (see figure 8-3). It is this change that turns the protein ‘ON’.

3. The conformational transition enables Ras to interact with numerous other proteins,
called effectors, and hence provoke the downstream cascade.

4. At a later stage a GTP-ase Activating Protein (GAP) binds to Ras. This binding leads
to a conformational change and the hydrolysis of GTP to GDP.

5. The change of GTP to GDP finally causes the switch regions to revert back to their
initial conformation and Ras is switched off.

The sequence of events is the same for all GNBPs, however the identity and exact mecha-
nism of the GEFs and GAPs involved vary, as well as the exact extent of the switch regions.
The G-domain, and hence Ras, is an intrinsic GTP-ase i.e. it can cause the hydrolysis of
GTP to GDP and the release of GDP on its own. However these intrinsic processes are very
slow and hence GEFs and GAPs serve to speed up the required reactions.

The conformational change has been described as a loaded-spring mechanism (see figure 8-
5). The oxygens of the GTP &-phosphate are hydrogen bonded to the main chain NH groups
of two invariant RAS residues, THR35 and GLY60 in Switch I and Switch II respectively.
These bonds are viewed as holding the Switch regions in a “tense” conformation. When
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the GTP is hydrolysed to GDP these bonds are broken and the switch regions relax back to
their OFF conformations.

Figure 8-6: The difference between the two C-" distance matrices for Ras (GTP bound - GDP
bound). The two structures are almost identical with the major changes (light yellow and dark

blue) being limited to the Switch I (residues 32-38) and Switch II (residues 59-67). The distances
are in Å.

As previously mentioned the difference in the two conformations is small (& 1.5 Å C-#
RMSD) and confined to the switch regions (see figure 8-3). Figure 8-6 shows the difference
between the C-# distance matrices of GTP and GDP bound Ras respectively. The bright
yellow and dark-blue areas denote large changes in structure. These are almost completely
localized to the two switch regions (see next section for a description of the residues which
make up each region) with a few other areas showing minor changes.

8.1.4 Mutation of Q61

The mutation of Q61 is known to have a large effect on the catalytic efficiency of the
RasGap complex, reducing kcat by 10!3 to 10!7 depending on the mutation [78]. The role
of Q61 in the enzymatic mechanism is debated. An experimental point of view sees Q61 as
having a direct role in catalysis [202] and this seems to be supported by QM/MM studies
[203, 204, 205]. However other computational studies revealed Q61 to have an indirect
effect [73, 174]. In this model mutating the Glycine destroys the ability of the protein to
adopt a catalytically competent configuration on GAP binding. These studies used EVB
(see section 7.1.1) to investigate the mutations effect on catalysis. Shurki and Warshel also
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calculated how the mutation affected the interaction of the RasGap complex with the GTP
in the reactant and transition state .

In this study I continue the investigation of the role of Q61 by studying the effect of the
common Q61G mutation on the dynamics of the ligand bound and free-states of the protein.
As well as providing a new perspective on the functions of this residue it can also shed light
on possible other effects this mutation may have. For example the region Gly61 resides in
(Switch II) is important for GEF and effector binding and mutation of Glu62 is known to
affect these processes [206, 207].

8.2 Methods

The objective of this chapter is to investigate the dynamics of the GTP and GDP bound
conformations of Ras and the effect of the Q61G mutation on them. A protein’s dynamics
are related to the shape of the PES in the area corresponding to the state (see section C.5.2
for background on protein dynamics). Thermodynamic quantities are averages over this
region, thus by examining these movements we can gain an insight into changes that are
likely to affect them. We can also compare the PESs of the different states to observe the
effect of the mutations and ligand binding. For example, do they cause specific residues
to move in different directions or restrict certain fluctuations? Furthermore since we know
that the mutations “break” Ras we can attempt to link the changes observed in the mutants
to possible effects on Ras’ functions.

I will use methods based on ED data (see section 4.2.1 for details) to quantify the dif-
ferences between the states. ED principally acts as a preprocessing stage, extracting the
interesting fluctuations from the complete dynamics. There are four methods in total and
respectively they: quantify the similarity of two protein’s dynamics; measure the config-
urational entropy of a state; reveal the changes induced by ligand binding and associate
them to specific fluctuation properties; and finally identify residues that undergo specific
and restricted motion.

8.2.1 Space Similarity

The similarity or RMSIP, denoted &, between two essential spaces 3 was described in sec-
tion 7.2.2 and can be measured using equation 7.4. Here it is used to measure the similarity
of the deformation space of the various states studied along with their individual conver-
gence.

As a similarity measure & is affected by both convergence errors and thermal noise. To
obtain a converged essential-space a simulation must thoroughly sample the area of the
PES corresponding to a given state which can take 10’s of nanoseconds. Simulations of
this length are still impractical and comparisons are usually made using two non-converged

3Also termed deformation spaces
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essential spaces, which is problematic. The effect of thermal noise is always present and
even when the convergence error is small it will cause the exact definition of the essential
space to fluctuate.

The effect of these errors can be represented mathematically by viewing & as a function of
time that asymptotically converges to the true similarity, &0,

&ab(t) = &0
ab " )conv(t)"!)thermal (8.1)

The subscript ab indicates that the similarity is calculated between two different states.
)conv(t) is the convergence error which decreases with time and for large enough t it ex-
pected to be zero. !)thermal is the effect of the random thermal noise.

The statistical significance of &ab can be calculated using a standard Z-Score.

Z =
&es

ab " #&ab$
"ab

(8.2)

Here &es
ab denotes the similarity calculated using the modes which define the essential space,

for example the top 10% of the ED modes. The average is over spaces of the same size
created using a random selection of the eigenvectors. However this measure has not yet
been implemented in Adun and is not used here.

As mentioned previously, & does not account for differences in eigenvalues and related
switching in the eigenvector ordering. A number of methods have been introduced to take
these factors into account [115, 116]. Here I use the concept of allosteric potential (section
8.2.4) to quantify all the differences in the conformational distribution of two states due to
variations in eigenvectors and eigenvalues.

Self-Similarity

& can be used to measure the self-similarity, denoted &aa, of a state. This is the similarity
between the essential spaces defined by two trajectories of the same length of the same
state. Hence &aa indicates how converged the essential space of a protein obtained from a
simulation of a given length is. The true value of the self-similarity, &0

aa, is 1 so equation
8.1 can be rearranged to give,

1" &aa(t) = )conv(t)"!)thermal (8.3)

Typically values greater than 0.65 are accepted as indicating high convergence in the liter-
ature.

Modified Measures

Modified similarity measures have been proposed which attempt to remove/reduce the error
in &ab. In the equations presented below I have made a simplifying assumption to aid clarity.
This is, that as long as the instantaneous value of !)thermal fluctuates only mildly around a
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mean value, to a first approximation, this term cancels. Therefore in the following ) refers
to )conv.

The simplest way to largely remove the effect of the errors is to calculate the quantity,

&̄ab = &ab + )av(t) (8.4)

Where )av is the average of the convergence errors of the two states,

)av(t) =
)aa(t) + )bb(t)

2
(8.5)

Equation 8.4 can then be written as,

&̄ab = &0
ab " [)ab(t)" )av(t)] (8.6)

If the function )conv(t) is the same for all &’s then they all cancel. This is unlikely but for
similar structures the intra-state behaviour of this function is probably similar. That is,

)aa(t) ' )bb(t) (8.7)

If so then we can write,
&̄ab = &0

ab "!)inter!intra
conv (t) (8.8)

That is, the average of the self-similarity error of the two-states at a given time is used as
an approximation to the real error. This limits the error to the difference in the convergence
error between the inter and intra state calculations. The error will be positive or negative
depending on which )conv(t) approaches zero quickest. However this measure suffers if
!)inter!intra

conv (t) is large.

Another method is to calculate the normalised quantity, 1 [115],

1ab(t) =
2&ab(t)

&aa(t) + &bb(t)
(8.9)

This can be recast as (leaving out the t’s for convenience),

1ab = &0
ab [)ab " 1ab)av] (8.10)

which allows it to be compared directly to equation 8.6. The original convergence error
is reduced by a percentage of )av equal to the adjusted similarity. Therefore the more
dissimilar the two states are (smaller 1ab) the smaller the adjustment to the measurement.

However the above equation is an implicit function of 1ab. An equivalent, and clearer,
representation is,

1ab =
&ab

1" )av
(8.11)

It is the ratio of the cross-similarity to the average convergence of the two states being
compared.
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Drawbacks of 1ab

Although 1ab seems to offer a way to overcome the convergence errors, it has some draw-
backs. Firstly, the higher the convergence of the two states being compared, the smaller 1ab

will be for a given &ab. This implies that the more converged the two states are, the closer
&ab is to its true value. The corollary is that the less converged the two states are i.e. there
is more uncertainty about their shape, the greater the similarity will be. 4

However this is counter-intuitive, as you would expect the similarity measure to reflect
the uncertainty in the input data. That is, if you have less information about the essential
spaces being compared the answer should reflect the fact that you are less certain of the
actual answer you get. 1ab ignores the chance that the high similarity is random and instead
uses the measurements uncertainty to boost the similarity.

The above point can be expressed in another way. By assuming 1ab is equal (or close to) the
true similarity, &0

ab, you implicitly assume &ab(t) grows linearly with &aa(t) and &bb(t). This
is unlikely and instead it will probably show a more complex dependence. For example it
is more probable that as the convergence of the two states being compared increases, the
rate of increase in their similarity grows more slowly.

In this study I will calculate both &ab and 1ab in order to compare them.

8.2.2 Entropy

One mechanism by which fluctuations could regulate function, for example protein-protein
interactions or ligand binding, is through a change in the entropy at the interaction site
(see section 2.4). By comparing the entropy difference between two states the possible
contribution of this factor can be estimated.

Here I attempt to quantify the differences in the backbone configurational entropy of the
different Ras states, and to relate them to the constraint or release of specific large amplitude
motions. Configurational entropy is the term given to one part of an arbitrary division of
the contributions to the entropy of a state. It refers to the entropy due to the number of
discrete configurations present in the state, where a configuration is defined using a few
variables - for example torsion angles or C-# positions as in this case. Any set of variables
can be used, therefore the configurational entropy has no one definition - the side-chain
configurational entropy can be defined for example. The other contribution in this division
is usually termed the vibrational entropy, which is the entropy contribution due to vibrations
of atoms in a defined conformational state.

Unfortunately obtaining the absolute entropy of a state requires extensive sampling of the
entire phase space and is difficult to estimate from MD simulations (see section C.4). How-
ever it can be estimated from the covariance matrix of an MD simulation using QHA (see
section 4.2.2) [131, 208]. This method uses the quantum-mechanical formula for the en-

4Again for a given value of $ab.
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tropy of a one-dimensional harmonic oscillator of frequency $ to estimate the entropic con-
tribution of each quasi-harmonic mode. The frequencies, $i, are the roots of the eigenvalue
of the corresponding mode. The molar entropy is then given by (see [131] for derivation),

S = R
!

i

0
2i

e%i " 1
" log(1" e!%i)

1
(8.12)

The sum is over all the modes returned by QHA of an MD trajectory. R is the gas constant
and 2i is the ratio of the quantum harmonic energy of the mode to the thermal energy,

2i =
h̄$

kBT
(8.13)

The value returned by 8.12 is an upper limit on the absolute value of the entropy [131, 209].

This formula is an extension to a previous widely used estimate of the configurational en-
tropy introduced by Karplus and Kushick [210]. It removes the need for a conversion to
internal coordinates allowing the entropy to be estimated from the Cartesian covariance
matrix. It also improves on a previous ad-hoc method to estimate the entropy using Carte-
sian coordinates proposed by Schlitter [209] which only returned an approximate value for
the same quantity. Its basis on the covariance matrix allows it to be used on any subset of
the atoms in a protein while its use of QHA modes allow the entropy of the essential space
to be calculated. 5 Finally it is easy to include the calculation into an existing QHA analysis
algorithm.

8.2.3 Residue Mode Entropy

Residue Mode Entropy (RME), denoted +, is a new measure which I introduce here. It
provides a way to describe the relationship between a residues fluctuation and collective
motion. It allows residues with a strong tendency to move in specific directions to be
identified. Such movements reflect the nature of the PES of the protein. Comparing the
RME of residues in different states allows identification of changes in the PES between
those states.

Here I will use RME to filter the fluctuations of the residues to find those that are highly
specific. These residues are probably moving in low-energy directions on the PES. This
filtering approach removes the need to examine a large number of individual modes, visu-
ally or otherwise, to find such residues and avoids the problem that the individual modes
themselves cannot usually be interpreted in isolation.

RME is based on the Shannon information entropy [211] and the RME of residue j, denoted
+j , is given by

+j = "
!

i

P j
i ln(P j

i ) (8.14)

5Or any arbitrary collection of modes
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The sum is over all the modes returned by an ED analysis. P j
i is the fraction of residue j’s

total MSF that is accounted for by mode i.

P j
i =

"2
i

"2
total

(8.15)

Note that here " refers to the MSF of residue j only. The maximal value of the entropy for
a system of N modes is then simply,

+max = log(
1

N
) (8.16)

This represents a residue whose fluctuation is equal in all modes.

The main assumption underlying equation 8.14 is that the distribution of a residues fluctua-
tion over the modes returned by ED converges. Note, this is less strict than the assumption
that for a given conformational state of a protein P j

i converges to a single value. The sec-
ond assumption follows from the expectation that the modes and eigenvalues returned by
ED will be well-defined given a converged simulation of a given protein state. Therefore
the former assumption can hold even if this expectation does not. That is, that the RME’s
for a protein state should converge before the modes and eigenvectors.

Interpretation

If ED modes are interpreted as independent collective coordinates then a residue with a low
RME has a majority of its movement confined to a low-dimensional collective coordinate
space. Even though interpreting individual modes returned by ED in this way is problematic
(see section 4.2.1), as mentioned above the RME can still be used. This is because it
quantifies how a residues movement is spread across the ED modes rather than focusing on
the specific movement and energy of each one. Thus the RME should converge quicker,
and be less sensitive than, the modes themselves, as it reflects the underlying shape of the
PES around the residue and is independent of the size of the MSF.

Residues involved in large collective motions move a significant amount in certain direc-
tions and it is expected that such residues will have low RME. A high RME on the other
hand means the residue fluctuates by a similar amount in every mode. In this case the
residue is either extremely free to move or very restricted. Either way such residues are
unlikely to be part of any collective motion as they do not show a preference to move in
any specific direction. Their appearance as part of an essential mode 6 is probably due to
random covariance.

RME can be understood as representing the degree of uncertainty in how a residue’s move-
ment is distributed across the modes. Specifically, it defines a lower bound on the amount
of modes that are needed to describe a residues movement. The number is given by e#, thus
increasing + by 1 means the minimum number of modes required increases by a factor of

6An ED mode with a large eigenvalue
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e. For example + = 1.38 corresponds to a minimum of 4 modes, while + = 2.77 corre-
sponds to 16. It is important to note that it does not mean that the residue only moves in
that number of modes.

A change in RME represents a loss or gain of uncertainty in how a residue’s movement
is distributed. The magnitude of the change is equal to the ratio between the uncertainty
of the start and end state. For example, the change in uncertainty on restricting a residues
movement from 100 to 50 modes is the same as going from 10 to 5 - in both cases the un-
certainty is halved. Another way of looking at this is that the “entropic energy” of reducing
the number of modes from 100 to 50 and from 10 to 5 is the same. By using a logarithmic
scale such ratio based relationships are transformed linear ones i.e. log(50) - log(100) =
log(5) - log(10) = log(0.5). This removes the dependence on the start and end states and
allows the change in RME between different residues to be directly compared. A !+ of 1
corresponds to the same “energetic” cost irrespective of the start and end state.

Essential Dynamics and RME

The main characteristics of RME, calculated using ED information, are,

• Residues with high MSF will have low RME, but low RME does not imply high
MSF.

• A majority of residues with MSF below a certain threshold will have a high RME
and vice versa.

The first property is a result of using ED. Since ED identifies modes based on variance, any
highly flexible residue is likely to have the majority of its movement described by a few
modes. However although a low RME is certain for such residues the exact magnitude will
vary - residues with smaller fluctuations can have lower RME. This reflects the fact that
although a certain residue may be very flexible its motion is not specific - it is spread across
a number of modes. Other residues, although less flexible, can have a mode aligned more
directly with the majority of their movement. 7

The second property is due to the fact that residues whose MSF is at the level of the thermal
noise probably only move randomly. 8 Even if such a residue does move as part of a
collective motion this won’t be detected unless it is highly restricted from moving in other
directions - i.e. unless it has a high SNR (see section 4.2.1). Otherwise the coherent motion
will be a smaller fraction of the residue’s total fluctuation and will be harder to detect. Its
movement will appear to be more smeared out compared to residues with large fluctuations.
Simply put, the lower the SNR the greater the RME.

7They have a high variance in a specific direction or a strong covariance with other residues.
8That is, not as part of a defined collective motion.
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8.2.4 Allosteric Potential

Allosteric potential is a framework for examining the effect of ligand binding on protein
function [120, 132]. It reveals how binding changes three properties of the ligand-free
state - its equilibrium configuration and the magnitude and direction of its fluctuations.
Furthermore it quantifies the energetic cost of each of the changes, allowing their relative
importance to be determined. In this study I will be examining the effect of GTP and GDP
binding in terms of these contributions. This will uncover potential differences between
GTP/GDP binding and also which, if any, of the three terms the mutation affects.

Background

Allosteric potential was derived in the context of normal modes but is equally applicable to
ED modes, both vibrational and energetic, and I give an overview of the theory here (based
on [132]).

To begin with we have a protein which performs a function, for example catalysis, that
is allosterically regulated. 9 That is the protein exists in two forms, ligand bound and
unbound (termed the holo and apo forms), with the bound state more effective at catalysing
a reaction. Each state has a certain probability distribution of the reaction rate, k, which
determines the likelihood of observing a reaction with rate k in each state. For the unbound
state this is denoted P (k) and for the bound state P "(k). If P (k) and P "(k) are similar the
allosteric effect is minor as the reaction occurs in the unbound form at similar rates as the
bound. Therefore the greater the difference between the two distributions the greater the
allosteric effect will be.

The Kullback-Liebler divergence is a function that measures the difference between two
probability distributions. Therefore it is a natural means of quantifying the difference be-
tween P (k) and P "(k) and hence the allosteric effect of the ligand. The Kullback-Liebler
divergence of the reaction rate, denoted here as D̄k, is given by,

D̄k =

% inf

0

dk

)
log

P "(k)

P (k)

*
P "(k) (8.17)

Unfortunately there is no way to calculate P (k) for proteins. To overcome this the reaction
rate can be postulated to be a (complex) function of the configuration, x, of the protein,
k = k(x). If this function exists, and certain assumptions hold, an upper limit on D̄k can be
attained by calculating the divergence, D̄x, of the conformational probability distribution ,
P (x), between the two states [132],

D̄x =

% inf

0

dx

)
log

P "(x)

P (x)

*
P "(x) (8.18)

A large value of D̄x indicates a large difference between the configurations of the bound
9See section 2.4.2 for more on allostery.
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Figure 8-7: A thermodynamic cycle for ligand binding based on equation 8.19. It shows two
possible paths between the apo and holo forms of a protein. The vertical arrows indicate the

free-energy cost of deforming the conformational distribution of a state between P "(x) and P (x).
The quantity labeled on these arrows is a generalisation of kbTD̄x. The horizontal arrows represent

the free-energy cost of binding the ligand (small circle) to a certain conformational distribution.
The quantity on the upper horizontal arrow is equivalent to #!E(x)$b in the text. The quantity on

the lower arrow is then #!E(x)$unbound. Taken from [212].

and unbound states. The larger this difference, the greater the allosteric potential, that is
the possible rate enhancement due to ligand binding.

Manipulating 8.18 gives,

!Gu&b = #!U(x)$b + kbTD̄x (8.19)

!Gu&b is the free-energy difference between the bound and unbound states of the protein.
kbTD̄x is the energy required to change the conformational distribution of the unbound
state to that of the bound state. #!U(x)$b is the energy gained by the ligand binding to this
conformational distribution. It is the mean relative energy difference between the bound
proteins configurations when the ligand is present and absent ie. #Ub " Uu$b. This is
illustrated by the thermodynamic cycle shown in figure 8-7.

Note that the Kullback-Liebler divergence is the relative entropy between the two states and
equation 8.19 is an expression of the free-energy difference in-terms of the relative energy
and entropy of the two states. Wall [212] defined kbTD̄x as an allosteric free-energy since,

!Uu&b "T!Su&b = #!U(x)$b + kbTD̄x (8.20)

!U is the macroscopic energy difference between the two states. This gives,

kbTD̄x = [!Uu&b " #!U(x)$b]" T!Su&b (8.21)
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Allosteric Potential and Reorganisation Energy

Although not mentioned, or perhaps recognised, by Wall it will be obvious to many work-
ers that the allosteric potential is equivalent to the well known concept of “reorganisation
energy”, usually denoted ! [27, 213]. 10 The reorganisation energy of the unbound state is
defined as,

!u = #Uu " Ub$b + !Gu&b (8.22)

Multiplying by minus and rearranging gives,

!Gu&b = "#Uu " Ub$b + !u (8.23)

The second term is #!E(x)$b, therefore !u == kbTD̄x and so the allosteric potential is
equivalent to the reorganisation energy of the unbound state. Although the two quantities
are equivalent I will use the term “allosteric potential” during the rest of this chapter since
the formulations used to calculate it were derived under this name.

From equation 8.23 a relationship can be made between the Kullback-Liebler divergence
of the conformational distribution and the free-energy function of the unbound state. I am
unaware if this relationship has been detailed before so I give it here.

The free-energy function is denoted, gu(Z), where Z is a reaction coordinate for the bind-
ing. Zu is the point on the reaction coordinate corresponding to the unbound state and Zb

is that of the bound state. The reorganisation energy is usually defined as,

!u = gu(Zb)" gu(Zu) (8.24)

Therefore equation 8.18 can be rewritten as,

0 [gu(Zb)" gu(Zu)] =

% inf

0

dx

)
log

PZb
(x)

PZu(x)

*
PZb

(x) (8.25)

The subscripts on the conformational probability distributions indicate that these are the
distributions at the points Zb and Zu on the reaction coordinate.

Finally, it should be noted that Ming and Wall’s expression for allosteric potential was
developed as an approximation to equation 8.17. Therefore their derivation connects the
reorganisation energy of ligand binding to the maximum possible rate enhancement the
ligand can cause as an allosteric effector.

Allosteric Potential in the Harmonic Approximation

An analytical expression for the allosteric potential can be obtained using the harmonic
approximation (see section C.5.3). This expresses the potential energy of a protein config-
uration, x, relative to the minimum energy configuration X , by equation C.37. This can be

10Note: In this thesis % normally refers to an eigenvalue. It is used to denote the reorganisation energy only
in this section.
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recast as,

U(x) =
1

2

3N!

i

!iAi(x)2 (8.26)

!i is the ED eigenvalue for mode i. The coefficients Ai are the mode amplitudes discussed
in section 4.2.3. Ai(x) denotes their dependence on the target configuration.

Substituting equation 8.26 into equation 8.17 and simplifying (see [132] for details), gives,

Dx =
Bound! 2

D&
xi + D!x

xi

3
+

Unbound!
Dv

xi (8.27)

The individual terms represent the different contributions to the divergence. Bound and
Unbound indicate that the sum is over the bound and unbound modes respectively. The
reason the last sum is over the unbound state is discussed below.

Before presenting the form of each of the these terms there is one thing to note. Ming
and Wall use NMA and hence in their derivation the eigenvalues are force-constants and
denoted $2. Since I am using ED I have changed these equations to be in terms ED eigen-
values, denoted !, which are in units of length squared. The relationship between the two
quantities is given by equation C.36 which, to avoid confusion, I rewrite here since different
symbols are used 11,

! =
kbT

$2
(8.28)

The terms in equation 8.27 are then given by,

D&
xi =

1

2
log

!i

!
!
i

(8.29)

D!x
xi =

A2
i

!i
(8.30)

Dv
xi =

1

2

4
N!

j=1

!
!
i

!j
(e

!

i.ej)
2

5
" 1

2
(8.31)

e denotes eigenvectors while the primes indicate the bound state. Following Ming and Wall
the indices are reversed in the third term for convenience as the sum is over the unbound
modes.

Interpretation of the Terms

D&
x - the eigenvalue term - is the contribution to the divergence due to a difference in

eigenvalue spectrum. It quantifies the change in the magnitudes of the fluctuations between
the two states. Note that because this term is a sum of logs the eigenvalues in the numerator
and denominator do not have to be from the same mode index.

The second term (the mean conformation term) is proportional to the energy required to
deform the mean unbound configuration to the mean bound configuration when the ligand is

11This equation itself is derived using a harmonic approximation
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not bound. Here Ai is the mode-amplitude of the ith unbound mode, for the transition from
the average structure of the unbound state to the average structure of the bound state. This
term reflects the contribution to the divergence due to a change in the mean conformation.
From this it is possible to see that allostery can occur without conformational change.

Dv
x (the eigenvector term) is proportional to the energy required to form mode i of the

bound configuration from the modes of the unbound configuration. This accounts for both
the new direction of the mode and its “force-constant”. The third-term overall then reflects
the energy needed to change the protein’s modes.

The second part of Dv
xi is the fraction of each unbound mode that overlaps mode i of the

bound configuration (re: RMSIP). The first part of the term captures the effect of changing
the mode order by weighting the overlap by the relative sizes of the eigenvalues. If the
bound eigenvalue is greater than the unbound eigenvalue then the contribution of that over-
lap is increased, otherwise it is decreased. Thus, for two eigenvectors that overlap exactly,
the bigger the eigenvalue of the bound mode, compared to the unbound mode, 12 the greater
the contribution to the allosteric potential. If they are exactly the same the result is 0.

The biggest contribution to the eigenvector term will usually be from the first bonded mode
since after this the numerator in equation 8.31 decreases, usually quite rapidly. Overall the
conditions for a large value of this term are,

• Some bound modes have a large fluctuation

• They overlap substantially with some modes in the unbound structure

• The fluctuation of the modes they overlap with are much less than their fluctuation

If the eigenvectors are not reordered, i.e. are roughly the same, then a large Dv
x means

an increase in the fluctuation of the lowest energy modes on binding. Otherwise it means
some of the movements described by high-energy modes in the unbound state are now
low-energy modes in the bound state.

Summary

The harmonic approximation expresses allosteric potential in terms of the fluctuations of
an allosteric proteins bound and unbound states. This potential is a fundamental thermody-
namic concept (re: reorganisation energy). This allows the effect of changes in a protein’s
motions, revealed by techniques like ED, to be connected to a thermodynamic framework.

A large allosteric potential is caused by three factors,

• A large change in fluctuation

• A large change in conformation
12Which reflects a change in mode order
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PDB Code Substrate Mutation Method Resolution
1QRA GTP None X-Ray 1.68 Å
1CRQ GDP None NMR N/A
1ZW6 GNP Q61G X-Ray 1.5 Å
1ZVQ GDP Q61G X-Ray 1.5 Å

Table 8.1: Table detailing the PDB structures used in the study. GNP is a GTP analogue used to
prevent catalysis of the GTP

• If the modes of the bound structure overlap with higher-energy modes of the unbound
structure. That is, certain modes become “activated”.

However there is a problem when using the above formulas with ED. Thermal noise can
cause a low-flexibility residue to have random covariance with high-flexibility ones. The
result is that a low-energy mode will include this residue’s movement (in the direction of
the random covariance). The chance of this exact direction being in the same mode of the
unbound structure is vanishingly small due to its random nature. This means the top mode
of the bound structure will overlap with some of the high-energy modes of the unbound
structure. Even if the overlap is very small the massive ratio of eigenvalues can lead to
it having a dominating weight in the final sum. This means Dv

x will be very noisy due to
random overlaps.

8.3 Materials

The PDBs structures used are summarised in table 8.1 and all are of Human-Ras-1. Firstly
the GNP in 1ZW6 was replaced with a GTP and residue 51 in the same protein was con-
verted from Hydroxycystine back to Cystine. These modifications were originally per-
formed to allow the structure to be solved.

Hydrogens were added to all structures using the program Reduce [177] with standard op-
tions. This also optimised the local H-bond networks. Each structure was minimised using
the BFGS algorithm followed by Fletcher-Reeves conjugate gradient until the algorithm
could make no further progress. The RMSD of the minimised structures with respect to the
originals were less than 0.01 Å in all cases. The minimised structures were then used as
input to GBSW (see section 4.3.2) simulations with the ENZYMIX force-field 13, a cutoff
of 12 Å for the electrostatic interactions and a 1fs time-step. Langevin dynamics was used
as a thermostat and to mimic the friction and thermal effects of solvent (see section 4.3.1).

Two of the structures, the unbound WT GDP structure and the unbound mutant GTP struc-
ture, were simulated for 4 ns in order to obtain a long section of trajectory with a stable
RMSD fluctuation. The six remaining structures were simulated to 2 ns. Comparison of the

13CHARMM would probably have been a better choice for examining dynamics, however the implemen-
tation was not complete in Adun at the time the simulations were run.
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the two halves of the 2 ns trajectories indicate that the space is substantially converged af-
ter ' 1 ns, 0.67 average for WT, 0.77 for the mutants. The space similarities are discussed
further in section 8.4.3 while table 8.3 summarises these and other simulation details.

For the majority of the 2 ns simulations the RMSD plateaus at roughly 200 ps and hence
the frames collected up to this point were discarded for equilibration (see figure 8-8 and 8-
9). The exception is the unbound GTP simulation where the RMSD continues to increase,
starting to plateau at around 1.3 ns. However in the absence of a longer simulation for this
structure the same conditions were applied and the first 200 ps discarded. Future work will
involve increasing the length of this simulation so a stable trajectory segment can be used.

Essential Dynamics

Since ED is based on the fluctuations of the protein, it, and all derived quantities, are time-
dependent over the time-scales sampled here. Therefore when comparing the ED or ED
derived properties of two simulations the same trajectory lengths must be used in both
cases. For each simulation 3600 frames, starting at the equilibration point and taken at
0.5ps intervals (1.8 ns total), were used as the input to the ED analysis. The two 4 ns
simulations reach a plateau of RMSD after 2 ns (see figure 8-10). ED was performed on
both the initial and stable sections of these trajectories to capture the proteins movements
directly after ligand removal and the movement in the equilibrium state. Which of these two
data sets is used depends on the specific analysis method and is noted in the corresponding
results section.

ED was performed using C-#’s. During each ED analysis all trajectory frames used were
fitted to the structure of 1QRAH (see section 7.2.2 for more details on the fitting proce-
dure). This removed rotational and translational degrees of freedom and provided a com-
mon frame of reference for comparing the ED eigenvectors derived from all simulations.
Details on other data used as input to the various analysis methods are described in the
corresponding results section.

8.4 Results and Discussion

In the following sections I look at the similarities and differences of the four apo/holo
pairs. Although the apo forms may not exist independently, or in a significant concentra-
tion, in-vivo, comparing their dynamics to the corresponding holo form reveals important
information on the action of the substrate. The affect of the substrate must be to modify the
conformational distribution of the protein i.e. non-zero reorganisation energy (see section
8.2.4). 14 By observing what these changes are, one gains insight into what the ligand does.

14If not the substrate must modify the energy of every conformation homogeneously i.e. introduce a
constant potential term, which is very improbable. Furthermore the potential could only exist across the
protein as otherwise no binding rates would change.
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PDB Code Substrate Average RMSD Std. Dev
1QRA Yes 1.32 Å 0.08 Å
1QRA No 1.96 Å 0.32 Å
1CRQ Yes 2.13 Å 0.07 Å
1CRQ No 3.28 Å 0.1 Å
1ZW6 Yes 1.74 Å 0.2 Å
1ZW6 No 2.59 Å 0.09 Å
1ZVQ Yes 1.73 Å 0.22 Å
1ZVQ No 1.63 Å 0.14 Å

Table 8.2: Table detailing the RMSD characteristics of the simulations. The average RMSD and
standard deviation was calculated from the equilibrated section of the trajectory.

Moreover these can be compared to the changes induced in the mutant case to see if any
differences are revealed.

The first analyses performed concentrate on global dynamic properties deducible from the
simulations, for example RMSD and entropy. Following this I “drill-down” to the residue
level to investigate how the movement of individual amino-acids is affected and how this
connects to the global picture.

8.4.1 Trajectory Stability

The first properties investigated are the stability and equilibration of the simulations them-
selves. These can be determined by examining their RMSD profiles which are shown in
figures 8-8 and 8-9.

An equilibrated trajectory is one in which protein configurations are sampled with a Boltz-
mann probability. Since X-Ray structures are determined in a crystal environment, which
is different to the water environment the simulation is performed in, they are usually re-
moved from the minimum energy configurations defined by a force-field. Thus when a
simulation begins, a rapid drift in RMSD is observed, reflecting this movement towards a
minimum configuration. Once the minimum is reached the RMSD usually plateaus, that is
stops increasing, and begins to fluctuate around an average value. Thus the point where a
simulation is equilibrated is often determined by the onset of a plateau region in the RMSD
profile.

Once equilibrated a trajectory should, in the time-scales simulated here, remain stable. The
configurations generated should fluctuate by small amounts around a minimum. Further-
more the point where the RMSD plateaus should be close to the X-Ray structure. If the
RMSD increases continually or fluctuates by large amounts, this normally indicates a prob-
lem in the modelling of the system with the given force-field. For example if the RMSD
drifts far from the initial X-Ray structure the force-field may not be modelling the PES of
the protein correctly.
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The RMSD profiles were obtained in the following way. For each simulation the RMSD
was calculated for frames 5ps apart with respect to the initial configuration using Aduns
RMSD plugin (see section 7.2.2). The initial configuration corresponds to the minimised
PDB structures described in section 8.3. Only C-# residues were used in the fitting of each
frame to the first. Table 8.2 contains the average RMSD of the simulations in the plateau
regions along with the standard deviation of this value.

Before examining the data it is instructive to consider what is expected a priori. First, the
ligand-free structures are expected to be in a non-equilibrium configuration. Thus the sim-
ulations of these structures should take longer to equilibrate and also drift further from the
corresponding bound-structure. Secondly, when GTP is bound the protein is tenser, there-
fore there should be less relaxation from the X-ray structure in this case. Finally Nuclear
Magnetic Resonance (NMR) is known to be quite poor at determining the conformation
of loops. Since the WT GDP structure (1CRQ) was determined via NMR its loops may
have to move more, relative to the X-Ray structures, to reach the position favored by the
force-field. If this occurs the equilibrium configurations generated will have greater RMSD
from the initial frame than is observed for the other simulations.

Bound Structures

Most of the expectations described above are borne out in the simulations. The ligand
bound simulations, both mutant and WT, equilibrate quickly - within 200" 300 ps (figures
8-8, 8-9). For those starting from X-Ray structures the RMSDs at which the simulations
plateau are quite small (1.32 " 1.74 Å) and are very close to the resolution of the starting
configurations (see table 8.1).

The WT GTP bound simulation deviates least from its X-Ray structure. In fact its average
equilibrated RMSD (1.32 Å) is below the resolution of the PDB (1.68 Å). In comparison the
mutant GTP bound simulation drifts further before equilibrating but is still quite close to the
initial structure resolution (1.74 Å RMSD compared to 1.5 Å resolution). The difference
may be attributable to the replacement of the X-Ray substrate GNP with GTP for this
simulation.

As expected the WT GDP structure shows the greatest deviation, 2.59 Å, however the
plateau is reached in almost the same time as the others indicating a quick concerted move-
ment towards a minimum. Visual examination of the WT GDP trajectory shows that the
difference is almost entirely due to movement of Switch II towards #3. Thus the larger drift
in RMSD is most likely due to incorrect modelling of the Switch II loop by NMR.

Overall the WT ligand-bound simulations are very stable with RMSD standard deviations
of 0.08 and 0.07 Å respectively. The mutant ligand-bound simulations are more variable
with the GTP RMSD profile showing a rise at around 1.5 ns and the GDP profile showing a
smaller rise at 1 ns. This is reflected in standard deviations of 0.2 and 0.22 Å for the plateau
RMSD of this simulation. Although these values do not seem large they correspond to a
2.5 and 3.1 times increase over the WT deviations.
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Figure 8-8: RMSD profiles of the simulations of the Wild-Type structures. The profiles were
created using frames 5ps apart. The RMSD of each frame was calculated with respect to the first

frame of the simulation.

Figure 8-9: RMSD profiles for the simulations of the Q61G mutant structures.
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Figure 8-10: RMSD profiles for the two 4ns simulations - Ligand-free GTP mutant, and
Ligand-free GDP wild-type. Note the RMSD does not plateau until around 2ns.

Unbound Structures

As expected the unbound simulations show a much greater drift from the starting struc-
tures. The exception is the mutant apo-GDP simulation which is discussed separately be-
low. None of the others have plateued after 2 ns although the WT GTP shows signs of
stability from around 1.3 ns.

The two least stable simulations, WT GDP and mutant GTP, were run for a further 2 ns (4
ns total) to see if they would stabilise. As figure 8-10 shows they both exhibit a leveling
off of the RMSD after the initial 2 ns. For these two simulations the RMSD fluctuations in
the plateau region are quite small indicating some minimum has been reached. 15 Most of
the drift in RMSD is due to movements of the regions around the binding site as would be
expected (P-Loop, Switch I and II, and the SAX and NKXD motifs). The exact movements
and their magnitude provide information on the substrate’s interaction with the protein and
will be examined in detail in section 8.4.6.

Unexpectedly the unbound mutant GDP simulation is more stable than its apo counterparts,
behaving more like one of the holo-structures. The drift from the X-Ray structure is less
pronounced than for the other unbound simulations (1.63 Å compared to an average of 2.61

Å for the others). Moreover the drift is less then when the ligand is bound (1.73 Å) and it
exhibits greater stability the either of the mutant bound simulations (standard deviation of

15Standard deviations of 0.1 and 0.09 Å for the WT GDP and mutant GTP respectively.
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0.14 Å compared to 0.21 Å).

Summary

The WT holo-simulations are stable with the GTP one remaining very close to the original
X-ray structure. On the other hand the GDP simulation drifts quite far from its initial
configuration but this is expected since it was determined by NMR. Thus I can conclude
the force-field models these structures well. The corresponding mutants behave similarly
but the increased RMSD fluctuations indicate increased flexibility. Since the force-field
models the WT as expected this increase is a direct reflection of the action of the mutation.
The majority of the apo-simulations show increased drift from the initial structure and
greater equilibration time as expected. The exception is the mutant apo-GDP which is
unexpectedly stable.

8.4.2 General Flexibility

In this study flexibility is measured in terms of the MSF of the structures during the sim-
ulation. This section is concerned with the overall MSF of the various states while the
per-residue flexibility is discussed in section 8.4.6. The total MSF measures how free a
given structure is to move, and thus how easy it is to deform, in the state modelled in the
simulation.

The MSF information was obtained from the ED analyses of the trajectories. For the 4 ns
simulations the MSF from the initial sections of the trajectories were used. This directly
captures the effect of removing the ligand but means the MSF values reflect both the in-
trinsic flexibility of the apo-state and how far from the equilibrium apo-structure the bound
structure is.

The movements of a protein that lead to a given MSF can be classified in two ways. The
first are harmonic-like fluctuations around a mean structure, the second are drifts along
low-energy directions. The second type can in turn be due to a non-equilibrium structure
moving towards a local minimum (cf. the unbound structures) or an anharmonic movement.

Table 8.3 shows that in general the MSF of the bound states is much less than that of the
unbound states, which is in line with expectations. This reflects the constraining nature of
the substrate on the flexibility of the protein. The exception is again the mutant apo-GDP
structure whose MSF is lower than both the mutant holo forms, being around the same size
as the WT bound GTP structure.
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PDB Code Substrate Total MSF Essential % Convergence
1QRA Yes 65.5 Å2 87% 0.70

1QRA No 114 Å2 92% 0.67

1CRQ Yes 54.1 Å2 84% 0.68

1CRQ No 115 Å2 92% 0.66

1ZW6 Yes 89.5 Å2 91% 0.76

1ZW6 No 112 Å2 93% 0.74

1ZVQ Yes 78.6 Å2 90% 0.75

1ZVQ No 69 Å2 88% 0.84

Table 8.3: Table detailing some characteristics of the simulation dynamics. Essential % is the
percentage of the total fluctuation that was accounted for by the top 47 modes (10% of the total).

Details of the convergence calculations can be found in section 8.4.3.

Wild-Type

For the WT structures the MSF is roughly half that of the associated unbound state. 16 This
signifies that the ligand acts as a suppressor of the protein’s natural fluctuations. Unexpect-
edly the GDP state is more constrained than the GTP state. The WT GDP MSF is around
83% of the WT GTP value and furthermore this difference is also reflected in the mutant
simulations where it is around 89%.

Since the GTP holds the protein in a “tense” configuration (figure 8-5) I expected the re-
moval of the &-phosphate to allow the Switch regions to be more flexible. The fact that
the X-Ray structures of the GDP bound G-Proteins show a large variation in the positions
of the Switch II, whereas the GTP bound forms do not [196], seemed to support this view.
However, from the simulations the holo-GDP structure is less flexible/more restricted than
the GTP bound form. Although nothing can be concluded until the individual residues
are examined, the variation in the X-Ray structures would then be a result of the various
Ras-like proteins having different minimum configurations of Switch II.

Since there is little difference in the MSF’s of the GTP and GDP forms, the major factor
in restricting GDP movement must be the nucleotide and the first two phosphates. The &-
phosphate may be required to maintain the configurations of the switch regions in the GTP
form but in the GDP form they probably reach a stable configuration - perhaps enabled by
the substrates suppression of the P-Loop and a continued interaction between the substrate
and Switch I.

Mutant

The MSF’s of the mutant bound simulations follow the pattern of the WT simulations but
are substantially higher, increasing by 29% for GTP and 45% for GDP. Therefore one of

16GTP - 57.5%, GDP - 47%.
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the effects of the Q61G mutation is to increase the flexibility of the bound structures, or, to
put it another way, that the Glutamine side-chain prevents movement. The question then is
how does the substrate maintain rigidity in both WT states and what the mutation does to
prevent this?

Since the mutation is located in Switch II, a first hypothesis would be that an increase in
the flexibility of this region is the major factor contributing to the increased MSF of the
mutants. However many mechanisms are possible and they are probably different in the
GDP and GTP forms. Some possibilities are that Q61 prevents movement of the GTP by
direct interaction with the &-phosphate or by maintaining the GLY60 - &-phosphate bond.
The mutation then allows the ligand to move more freely with a concomitant increase in
flexibility of the regions it interacts with. In the GDP form, with the &-phosphate removed,
the side chain could make a strong interaction with another residue or sterically counter
Switch II fluctuations. Another possibility is that the polar-hydrophilic nature of Glutamine
causes it to favour an orientation where it is exposed to water, which then prevents Switch
II movement.

Another unexpected result is the drop in fluctuation on release of the ligand from the mutant
GDP structure, to the level observed in the the WT holo-GTP simulation. The reason for
this is unclear, but it would imply that the removal of the ligand allows the mutant to access
a “narrow and deep” local minimum which stops it from relaxing in the same way as the
other apo-structures.

8.4.3 Essential Spaces

This section examines how the total MSF of each Ras state is distributed across its essential,
or deformation, space (see section 4.2.1). It also examines the convergence of the essential
space of each simulation and compares them to see if any major differences are revealed.
Here the essential space is defined as by the top 10% of the modes returned by ED (47
modes).

Essential Space Flexibility

Table 8.4 contains information about the major and top five modes of each state. These
represent the very low-energy directions revealed by ED. This information provides insight
into how the fluctuations are distributed across the essential space - are they concentrated
along the lowest-energy directions or are they more evenly spread? For the 4 ns apo-
simulations the essential dynamics of the initial trajectory sections was used. This gives
information on the shape of the intrinsic, Ras-only, PES of the protein around the bound
structures and how it is modified by the substrate.

Starting with the Wild-Type it is evident that there is far more fluctuation in the space de-
fined by the top five-modes in the apo-forms. For apo-GTP the total MSF in this space is
45 Å2 greater than the holo-form - larger than the total holo-GTP fluctuation. Similar be-
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PDB Code Substrate Top Five Modes Percentage Major Mode Percentage
1QRA Yes 35.2 Å2 53.7% 13.3 Å2 20.3%

1QRA No 81.0 Å2 71.1% 54.8 Å2 48.1%

1CRQ Yes 25.7 Å2 47.5% 9.97 Å2 18.4%

1CRQ No 80.5 Å2 70.0% 49.7 Å2 43.2%

1ZW6 Yes 58.6 Å2 65.5% 28.7 Å2 32.1%

1ZW6 No 81.7 Å2 72.9% 59.1 Å2 52.8%

1ZVQ Yes 48.9 Å2 62.2% 30.8 Å2 39.0%

1ZVQ No 40.0 Å2 58.0% 16.4 Å2 23.8%

Table 8.4: Table detailing the characteristics of the top five essential modes of each simulation.
This corresponds to just over 1% of the total number of modes. The percentages are calculated

w.r.t. the total MSF for the simulation detailed in table 8.3
.

haviour is found for the GDP form. This reveals that for both GTP and GDP forms removal
of the ligand leads to a large-concerted movement of the protein to a new configuration
along a defined low-energy direction. Moreover it shows that the ligand stops the protein
moving along the lowest-energy directions on its intrinsic PES.

In the substrate bound mutants the percentage of movement in the low-energy directions
increase substantially over the WT. For GTP the increase is 22 Å2 and for GDP 23 Å2 -
a large proportion of this increase is due to increased fluctuation along the lowest-energy
mode. Again this demonstrates that without the Glutamine the substrate is not restricting
the protein from moving in the intrinsic low-energy directions present around it.

Self-Similarity and Convergence

For the 2 ns simulations the convergence was calculated by comparing the essential spaces
of the first and second halves of the 1.8 ns trajectory segments described in section 8.3
- this gives &aa(0.9ns). However for the 4 ns trajectories the first 0.4 ns seconds was
discarded allowing the simulation to be divided into four 0.9 ns segments. &aa(0.9ns) was
then calculated as the average of the six possible comparisons of these segments. The
standard deviation of these six comparisons for both simulations was < 2%. The results
are presented in the convergence column of table 8.3.

The main observation is that the mutant simulation are more converged after ' 1 ns than
their WT counterparts. There are two possible causes of quicker convergence, faster sam-
pling or a more restricted/smaller essential space. Of course a combination of these two
factors is possible. Faster sampling is a result of a “smoother” PES, that is one with less
kinetic traps. A restricted space means the protein has less freedom and hence less space to
explore. A smaller or simpler space on the other hand means that there are less low-energy
directions distributed in the essential space. In this case the protein preferentially moves in
fewer directions and in the same way has less space to sample.
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ID 1QRA 1QRANH 1CRQ 1CRQNH 1ZW6 1ZW6NH 1ZVQ 1ZVQNH
1QRA 1 0.98 0.93 0.93 0.91 0.91 0.92 0.86
1QRANH 0.98 1 0.95 0.94 0.92 0.94 0.92 0.87
1CRQ 0.93 0.95 1 0.95 0.9 0.91 0.93 0.87
1CRQNH 0.93 0.94 0.95 1 0.88 0.9 0.92 0.85
1ZW6 0.91 0.92 0.9 0.88 1 0.87 0.87 0.82
1ZW6NH 0.91 0.94 0.91 0.9 0.87 1 0.89 0.83
1ZVQ 0.92 0.92 0.93 0.92 0.87 0.89 1 0.84
1ZVQNH 0.86 0.87 0.87 0.85 0.82 0.83 0.84 1

Table 8.5: Table detailing the normalised (&ab) percentage overlap of the essential spaces. The
headers correspond to the the PDB codes of the structures used in each simulation (See table 8.1).
‘NH’ indicates simulations where the substrate (GTP/GDP) was removed. For example, 1QRA is

the Wild-Type bound GTP simulation while 1QRANH is the Wild-Type ligand-free GTP
simulation.

The differences between the convergence of the mutant and wild-type forms do not seem
pronounced, ranging from 6% to 8%. However by looking at the 4 ns WT apo-GDP trajec-
tory we can put these figures in context. This system gave a value of 0.73 for &aa(1.8ns)

. Thus the difference in convergence between the mutant and wild-type states is roughly
equal to 1 ns more trajectory time. Given the similarities in the entropy values (see next
section) and the cross-comparisons, I suspect that the mutant essential spaces are converg-
ing quicker than their WT counterparts. In this picture the removal of the side chain allows
the protein to explore roughly the same directions as the WT but more easily.

The convergence of the mutant apo-GDP structure is very high at 84%, 8% greater than
next highest convergence and substantially (18%) higher than the corresponding wild-type
simulation. Such a large difference is an indication that the space being explored by this
simulation is quite different than the spaces of the other simulations. The size of the value
is outside the range populated by the other simulations and, based on the values quoted in
the literature, the range of expected convergence values after 1 ns. Since the convergence
behaves asymptotically a similarity of 84% would not be expected for a protein until much
more extensive sampling of was completed e.g. 5ns+ at a minimum. This is more evidence
that this structure is conformationally restricted and caught in some local minimum.

Cross Comparison

Table 8.5 shows the normalised overlaps, 1ab, for the essential spaces of each structure
(calculated using equation 8.4). The unmodified &ab values are not shown as they are all
very similar only covering a range from 0.64 and 0.67. 17 The modified measures have a
much greater range of values, a result directly related to the different convergence values of
the simulations. The wild-type structures, which have the lowest convergence, all have high

17This is regardless of which part of the 4 ns structures are used
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PDB Code Substrate A Error % B Error % 300 K
1QRA Yes 1.047 ± 0.007 0.622% 211 ± 10 4.737% 314.0 ± 2.0

1QRA No 1.081 ± 0.008 0.723% 235 ± 12 5.107% 324.3 ± 2.4

1CRQ Yes 1.040 ± 0.007 0.631% 207 ± 10 4.875% 311.7 ± 2.0

1CRQ No 1.066 ± 0.008 0.732% 225 ± 12 5.318% 319.7 ± 2.3

1ZW6 Yes 1.049 ± 0.005 0.500% 210 ± 8 3.834% 314.8 ± 1.6

1ZW6 No 1.053 ± 0.009 0.825% 223 ± 15 6.848% 316.0 ± 2.6

1ZVQ Yes 1.040 ± 0.006 0.542% 209 ± 9 4.146% 312.0 ± 1.7

1ZVQ No 1.031 ± 0.005 0.436% 186 ± 7 3.716% 309.7 ± 1.5

Table 8.6: Table showing the fit data for each simulation to equation 8.32. Errors are determined
from the asymptotic error of the fit and are hence statistical in nature. A is in kcal.(mol.K)!1 and

the column labeled 300K is simply A times 300. This gives an estimate for the total backbone
entropic contribution to free-energy at the simulation temperature.

values ranging from 0.93 " 0.98. Contrast this to the mutants, which are more converged
- their similarities range from 0.82 to 0.89. A specific example is the bound/unbound GTP
which decreases from 0.98 to 0.88. The mutant GDP free structure has low similarities
across the board, reflecting its much greater convergence compared to the other spaces.
Finally, according to the normalised measure the mutant simulations are more similar to
the wild-types than to each other.

This last result illustrates the problems of using 1ab. It is unlikely that the mutant holo-
GTP is more similar to the apo-WT GTP structure than the apo-mutant GTP structure. I
doubt if any of the differences shown in table 8.5 can be used to draw conclusions - the
disparities introduced by 1ab are very artificial. In my opinion the assumptions underlying
1ab, outlined in section 8.2.1, outweigh the benefits in using it.

Furthermore the similarities between the unmodified &ab values probably just signify that
all the structures are of the same protein. Structure plays a major role in determining
the directions in-which the protein can be deformed (see section C.5.2). Thus the essential
space of what are basically same structures will have a large underlying degree of similarity.
In the end for the length of simulations performed here the cross-comparison of the essential
spaces only establishes that the structures are very similar. A higher convergence of the
individual essential spaces would be required to reveal meaningful differences between
them.

8.4.4 Entropy

The backbone configurational entropy was calculated using the method outlined in section
8.2.2. For each simulation 3800 frames, each 0.5ps apart (giving 1.8ns in total), were taken
from the stable sections of each simulation. This was to remove the effect of moving to
the minimum in the apo-simulations. QHA was performed on these frames and the results

145



used to calculate each state’s entropy via equation 8.12.

Unfortunately this one value gives no information if the entropy has converged. It is very
likely that, for the time-scales covered in this study, running a longer simulation would
increase the calculated entropy. However the entropy should asymptotically approach its
true value over time. A pure asymptotic function has the form,

S(t) = A" B

t
(8.32)

A is the asymptotic limit and gives the entropy of the state simulated, assuming that the
convergence of the entropy can be described by this function. B is a measure of the rate at
which the simulation reaches convergence - the larger B is the longer it will take for this to
occur. B reflects both the extent of the space being sampled and the roughness of the states
PES. Due to the first factor it will be highly correlated with A - greater entropy is usually
due to a larger conformational space. However, due to the second this correlation won’t be
exact - a rougher PES can also contribute to longer convergence times. In this case since
the structures differ by only a side-chain I expect that the correlations between A and B

will be similar for all states. 18

Estimates of A and B were obtained from the the 1.8 ns segments used for the full entropy
calculation. For each simulation the entropy was calculated for the first 800 frames and
then for increments of 400 frames to 3600. 19 The resulting eight data points from each
simulation was fitted to equation 8.32 and the results are presented in table 8.6. The fitting
was done using the Leverberg-Marquardt algorithm in gnuplot.

Fit Analysis

The precision of the fits is measured using the coefficient of determination, R2. It measures
the proportion of variability in the data that is explained by the model (equation 8.32).
1"R2 is then the percentage of the total variance not explained by the model.

The fits were very precise with R2 greater than 0.999 in all cases - equation 8.32 explains
over 99.9% of the difference between the data points. As expected the correlation between
A and B is strong and identical (0.888) for all the simulation except the mutant apo-GTP
which was slightly less at 0.844.

The approximate standard errors 20 in A are small( < 0.825%) relative to the absolute
entropy value, the greatest corresponding to 2.34 kcal.mol!1 at 300K. The standard errors
indicate that moving A outside this range has a severe effect on the fit. The standard errors
for B are greater, up to 6.85%, signifying that the extent of the space is less well defined.

18That is the contribution to B from the extent of the space and from the roughness of the PES will be
similar for all the structures

19That is 800, 1200, 1600 frames etc.
20These errors are calculated under the assumption of linearity - hence the use of approximate. This

standard simplification can mean the error intervals are over optimistic
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Under the assumption that the residuals of the fit are normal distributed, the standard errors,
"std, can be converted to confidence intervals using the formula,

Interval = ±"std % tcritical (8.33)

tcritical is the critical value from the student’s t-distribution for the desired confidence in-
terval and the given Degrees of Freedom (DOF) (6 in this case). The normality assumption
can be verified by estimating the Gaussian standard deviation of the data points and calcu-
lating the weighted reduced chi-squared. If the residuals are normally distributed this value
will be close to 1. This was found to be the case for all the fits.

The 90% confidence interval for the results given here is 1.94 times the error interval.21 Al-
though the confidence interval is small compared to the absolute value, it is large compared
to the differences between the states (see next section). Reducing the confidence interval
requires substantially more data points - for example an increase to 100 points only reduces
the multiplier, tcritical, to 1.66. Thus to reduce the 90% confidence interval to 1 kcal.mol!1

would require a standard error of ' 0.002%(' 0.6 kcal.mol!1) in the entropy at 300 K).

Discussion

During the 1.8 ns segments all simulations have reached over 94% of the asymptotic value.
Using equation 8.32 the time to reach a certain fraction, x, of the asymptotic value for a
state can be calculated,

t =
B

A(1" x)
(8.34)

For the parameter’s values given in table 8.6 this function increases very steeply as you
pass x = 0.9. For example to reach 99% of the asymptotic value for 1QRA (WT holo
GTP) requires at least 10 ns simulation time. In this case increasing from 94% to 99%

takes over 5 times longer than to reach 94%. This fact makes the ability to determine
when a simulation has sampled sufficiently for the entropy to be determined via fitting very
useful.

Although the absolute values for the entropy are far from exact their differences should
converge much quicker. The computation of the convergence of these differences, and the
associated error, will be completed in future work. In the following, erring on the safe side,
I have assigned the sum of the asymptotic errors to be the error in the entropy difference
between two states. The real errors in the differences will be much smaller than these
values.

As expected the WT ligand free structures are more entropic then their bound counterparts.
The difference is most pronounced for the WT GTP binding with !S equal to 10.3 ± 4.4

kcal.mol!1. This value is probably an over-estimate since an unstable trajectory section
had to be used to obtain the apo-GTP entropy. The corresponding difference on WT GDP
binding is 8 ± 4.3 kcal.mol!1. In comparison the entropy difference between the mutant

21The error interval is given in the 300 K column of table 8.6.
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bound and unbound states is not resolvable (Mutant GTP ' 2.8 ± 4.2 kcal.mol!1, Mutant
GDP "2.3 ± 3.2 kcal.mol!1). Although the error margins are large, they results indicate
that in the mutant states ligand binding has a reduced effect on the entropy of the protein.
This reduction is due to a change in the ligand-free rather that the ligand-bound entropies,
and this also points to a PES smoothing effect of the mutation as postulated in the last
section.

Overall the entropic difference between the ligand bound states is small and in many cases
below the statistical error. This means the sign of the entropy difference can not be deter-
mined for these states. However initial calculations on the convergence of the difference
between the mutant and WT holo-GTP forms demonstrates that a difference can be re-
solved. This exploratory study gave an asymptotic difference of 3.1 kcal.mol!1 and an
error of 0.9 kcal.mol!1 with a goodness of fit of a comparable level to the absolute values.
Even though this is an error of' 30% in !S, it is four times smaller than the error obtained
using the absolute values (' 4 ! 1 kcal.mol!1)

As with the RMSD profiles the unbound GDP mutant has the most unexpected behaviour.
No difference between it and the bound GDP mutant can be determined - unlike the differ-
ence of 8±4.3 kcal.mol!1 found for the WT GDP binding. Moreover the entropy difference
between this state and the corresponding wild-type state is 10 ± 3.8 kcal.mol!1. This re-
inforces the idea that the unbound structure is caught in some relatively deep and narrow
local minima. The value of the B parameter for this simulation is also substantially less
than for the others, further evidence that this state is somehow simpler.

8.4.5 Allosteric Potential

This section presents the results of calculating the allosteric potential (see section 8.2.4)
for the bound/unbound ligand pairs. Note that in all cases values are given in terms of
the divergence, D, which is the dimensionless analog of allosteric potential (Uallosteric =

KbTD).

The three contributions to the allosteric potential, the eigenvalue, mean-conformation and
eigenvector divergence, are treated separately. I avoid direct comparison of their magni-
tudes, and of the total allosteric potential, for two reasons. Firstly the effect of the eigen-
vector divergence, Dv

x, greatly exceeds the others and would effectively remove any effect
they could have - this is due to the nature of ED eigenvectors as discussed previously (see
section 4.2.1).

Secondly the calculation is based on the harmonic approximation and it is unlikely the
absolute values of the terms, and their relative magnitudes, will be accurate. The hope is
that the harmonic model captures the underlying differences between the structures. Hence
comparisons of the magnitudes of these terms for the various binding pairs can reveal in-
formation on their differences.

All terms of equation 8.27 were calculated using the essential modes of the simulations
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Binding Mutant Eigenvalue Conformation Eigenvector Total
GTP No 3.22 0.507 21.1 24.8

GTP Yes "0.01 0.590 39.2 39.8

GDP No 6.05 2.100 7.60 15.8

GDP Yes 0.53 0.007 32.0 32.5

Table 8.7: Table showing total conformational divergence and the contributions of the individual
divergence terms for the four substrate binding scenarios. All values are dimensionless.

which were obtained as outlined in section 8.3. The stable sections of the 4 ns trajectories
were used so the effect of the substrate on the intrinsic dynamics of Ras were captured.
Table 8.7 shows the value of the different terms for WT and mutant binding.

GTP Binding

The upper panels of figure 8-11 (A-C) show the per mode contributions to each of the
allosteric potential terms for GTP binding to the WT and mutant.

The total WT and mutant conformation contributions are very similar, indicating that the
mean structures of the bound/unbound pairs are close in both cases. The eigenvalue terms
are different - 3 for the wild type and"0.01 for the mutant. This means that release of GTP
does not change the size of the mutant fluctuations in a meaningful way (cf. MSF values).
More strictly it means that the relative size of the eigenvalues for each mode is very similar,
whereas in the wild-type there is a much broader activation of movement. From this I can
conclude the restraining action of the substrate must be decreased in the mutant.

A similarly large difference, roughly 18 units, is evident in the eigenvector term but here
the mutant has the larger value. Therefore there is a bigger change in the essential space
on freeing GTP from the mutant. From panel C in figure 8-11 the difference is almost
entirely due to the first two bound eigenvectors of the mutant. Since the eigenvalue ratios
are similar in the WT and mutant, this difference implies that in the mutant there is more
activation of higher-energy eigenvectors on binding. However as mentioned previously the
real magnitude of this contribution is difficult to determine.

GDP Binding

The GDP binding values show similarities and differences to the GTP case (panels D-
F). Like the GTP the GDP WT shows a large fluctuation change on release of the ligand
(D&

xi = 6.05) whereas the mutant shows almost nothing (0.53). Again this indicates the
substrate is not suppressing fluctuations to the same extent in the mutant.

In the WT, the conformation divergence is bigger for GDP binding compared to GTP bind-
ing. That is the average ligand free GDP structure is more different than the GTP. Panel
E 8-11 graphically illustrates this difference. This is a reflection of the 3.28 Å2 drift in
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RMSD of the unbound WT GDP discussed previously (section 8.4.1). It suggests that one
of the actions of GDP is to cause a change in equilibrium conformation. However this
interpretation must be treated with caution until the validity of the relatively large confor-
mational change can be determined. The mutant conformation difference is quite small in
comparison. This reinforces the previous observations that the GDP free mutant is stuck in
a minimum close to the GDP bound conformation.

The eigenvector divergence indicates the mutant eigenvectors change more than in the WT
case. The magnitude of the change is lower than for the GTP binding but again the first
two to three modes are dominant (see last GDP panel figure 8-11). However unlike the
GTP this is due to the large decrease in fluctuation of the major mode of the mutant on
ligand release. From table 8.4 the fluctuation attributable to the top mode drops by almost
half. This is also evident from the mode contributions to the eigenvalue divergence (panel
F of figure 8-11). Unlike all other binding scenarios the contribution of the first mode is
negative.

Summary

From the above data it is apparent the allosteric potential captures much of the behaviour
revealed by the previous analyses. Thus it provides a quick and concise way to quantify
the major effects of ligand binding on dynamics and to compare different binding scenar-
ios. However although the conformational divergence is directly related to free-energy, the
limitations of the harmonic approximation used and, in this case, the nature of ED modes,
makes interpreting of the values obtained problematic. Further studies comparing rigor-
ously calculated reorganisation energy differences and the values returned using equation
8.27 are necessary to establish the validity of the approximation.

8.4.6 Flexibility and Residue Mode Entropy

This final section examines the flexibilities and mode-entropies of the individual residues
and different structural elements of the protein. Again the MSF values were obtained from
the ED analysis of the trajectories. For all apo-states the ED of the initial trajectory sections
were used so the response of the various structural elements to GTP/GDP removal was
captured.

Figures 8-12 to 8-15 graphically display this information for the four apo-holo pairs. The
top two panels in each figure show the MSF of each residue in the bound and unbound
form respectively. The MSF values are coloured according to the residues RME. The range
of possible values for the RME runs from 0 to ' 6 (equation 8.16 with N = 492). 22

This range is divided into four sub-ranges and the colour for each residue corresponds to
the range that its RME falls in. In order to highlight residues with low RME three of the
ranges correspond to + < 3.2. All residues with + above this value are the same colour.

22Given the structural constraints acting on each atom it no residue will reach this value.
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The values used to delimit the ranges roughly correspond to integer values for e# 23, that is
< 5, 5" 10, 10" 25 and > 25.

The bottom panel in each figure shows the change in residue MSF on ligand release. The
!MSF values are coloured according to the corresponding absolute value of !+ for each
residue on ligand release. The ranges used in this panel facilitate the interpretation of !+ in
terms of the change in the minimum number of modes required to describe the movement
between the two states (change ' e!eta).

Wild-Type GTP

Figure 8-12 shows the flexibility and RME information for the WT GTP. For the bound
structure the only regions with flexibility above 1Å2 are Switch II and the residues from
' 44 " 50 (the end of 02 and the following loop) which are removed from the active
site. The other regions with some flexibility correspond to loops in the second half of the
sequence which are assumed to have increased mobility.

As expected the RME’s of the most flexible residues are the lowest but figure 8-12 shows
that the less flexible residues around them also have low RME. Thus groups of residues
which are probably moving together are revealed.

The other low RME groups correspond mostly to the flexible loops mentioned above. Note
that the RME discriminates between residues with similar magnitude fluctuations, even if
the fluctuation is small. For example the small group of residues around 90 have a lower
RME than those around them which have similar magnitude fluctuations (' 0.3 Å2). These
residues correspond to a short loop-like break in #3 (see figure 8-4).

Release of GTP primarily causes a large increase in flexibility (of up to 3.5 Å2) of the
Switch I region and the first alpha helix (' residues 20-35). The RME also decreases
across this region which indicates an activation of a concerted motion. The GTP obviously
tightly binds this region and causes it to enter a conformation that would be unfavorable in
the free-protein.

The only other region which contains changes > 1 Å2 is the helix of Switch II and the
residues here also show a decrease in RME. The increase in movement of the #3 " 05

loop is possibly directly related to this since the two structural elements are close together.
However the exact mechanism by which substrate removal causes this increase in fluctua-
tion of a remote region is difficult to decipher using the available information. The size of
the fluctuation of Switch II does not change much on ligand release even though the GTP
binds to GLY60 and the DXXG motif. Perhaps the movement of Switch II loop changes
direction on GTP release, causing it to move towards the #3" 05 loop.

The flexibility of the region covering the end of 02 and the following loop does not change
on release, therefore this region is probably not affected by the substrate in the GTP bound
structure. Other smaller changes are restricted to the various loop regions and are mostly

23The minimum dimension of the space the residue moves in
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Figure 8-12: Top two panels - MSF of the C-"’s of each residue for the WT GTP structures. They
are coloured according to the RME of the residue. Bottom Panel - Change in MSF on removing the
substrate. Each ! MSF is coloured according to the absolute value of the change in RME (|!'|)

for that residue on substrate release. Note that the residue indexes start at 0 so there is an offset of 1
- for example Gln61 is at index 60.
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below the 0.5 Å level. However some of these changes are directly related to GTP removal.
The NKXD and SAK motifs both display slightly increased fluctuation in tandem with a
drop in RME (especially pronounced for SAK - residues 145-147). What is interesting to
note is that although most of the residues in these regions have much smaller fluctuation
changes than others, their RME change is bigger, making them stand-out - compare 101-
108 to the SAK motif. Thus, in this case at least, the regions of the protein showing large
changes in + correlate directly to regions important in substrate binding.

Wild-Type GDP

Figure 8-13 shows the WT GDP residue flexibility and entropy. The WT GDP bound struc-
ture displays similar behaviour to GTP case (top panel figure 8-13). Switch I is rigid and
Switch II has the same overall level of flexibility, although different residues are involved.

Specifically in the GDP structure residue E63 (Glutamate), which forms the turn in Switch
II (see figure 8-4) has a very high mobility compared to the other residues in the region. Its
RME is also quite low although some of the residues in the same region in the GTP have
similar RME, values with MSF’s around 2.5 times smaller. The lowest RME residues in
this region correspond to the start of #2 (66-67). This could be related to the fluctuation of
E63 and indicate a collective motion of these residues.

The overall lower MSF of the GDP bound structure is due to a decrease in the 02-03 loop,
a slight decrease in the flexibility of second last helix (#4), and the absence of movement
of the #3" 05 loop. These differences are probably due to the specifics of the positions of
the Switch I and Switch II regions in the two structures. Switch II is known to relax away
from the rest of the structure which probably lessens its interaction with the #3" 05 loop.

Compared to the release of GTP, the release of GDP has a greater effect on the protein’s
fluctuations. A large increase in the movement of Switch I is observed (residues 31-37).
Depending on the Switch I classification used (see section 8.1.2) this corresponds to either
to second half or the whole of this region. Therefore although the THR35 - &-phosphate
interaction is removed in this structure, and Switch I has changed position, it is still inter-
acting strongly with the substrate, holding it in a tense position. The absence of the large
concerted movement of residues 27-30 present in the GTP structure on ligand removal
indicates that these residues are already in a relaxed conformation when GDP is bound.

There are large changes in other regions as well. The most striking is the activation of
residue 25, which reaches a MSF of 6 Å2, along with residue 26 which are at the start
of loop between the first helix and Switch I. The RME of these residues is also very low.
Deciphering the reasons for this is difficult from the current information but coupled with
the Switch I behaviour it suggests that GDP adopts a different binding mode than GTP -
one where the substrate interacts more strongly with the start of this loop than the middle
region.

Looking at Switch II there is a slight but broad increase in its mobility coupled with a
similar broad but slight decrease in the RME of its residues on removal of the substrate.

154



GDP Bound

Difference

Residue Index

Residue Index

!
 M

SF
 (

A
n
gs

tr
o
m

s 
Sq

u
ar

ed
)

M
SF

 (
A

n
gs

tr
o
m

s 
Sq

u
ar

ed
)

GDP Unbound

M
SF

 (
A

n
gs

tr
o
m

s 
Sq

u
ar

ed
)

Residue Index

Figure 8-13: Residue fluctuation profiles for the WT GDP states. See figure 8-12 for details.
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The overall level of flexibility is lower than that of the GTP free form and is more similar
to the GTP bound fluctuations. Despite this, and the fact that Switch II is further away in
this state, the fluctuations of the #3 " 05 loop are greater in this structure. However from
the RMSD analysis (section 8.4.1) the Switch II loop is known to be slightly unstable in
the GDP bound NMR structure. Since the ligand-free flexibility includes this movement
it is likely that the observed fluctuation corresponds to movement entirely in one direction
and hence pushes more at the #3" 05 loop. Interestingly E63’s mobility is suppressed by
release of GDP, implying that the substrate is responsible for the specific mobility of this
residue in the bound structure.

Other interesting movements occur in the NKXD motif and in the final loop and helix
The NKXD motif interacts directly with the substrate while the #5 is in close proximity
to the SAK motif. Compared to the GTP structure there is a larger increase in NKXD
fluctuation on GDP release. This implies that the small structural difference observed in
the superposition of the structures in figure 8-3 is a result of the change from GDP/GTP.
Since their is no chemical difference in the substrate structure near NXKD this is another
strong indication of a different binding mode for GDP.

Mutant GTP

Figure 8-14 shows the flexibility profiles for the mutant GTP simulations. A number of
differences compared to the WT behaviour are immediately obvious and first I will examine
the bound form. The reasons for the increased fluctuation over the wild-type discussed in
section 8.4.2 are apparent. The start (25-30) and end (36-38) of Switch I, all of Switch II
and the #3 " 05 loop region have substantially increased fluctuation. The most striking
difference is the large fluctuation (> 3 Å), low-RME movement involving residues 62-63 -
the turn leading to the Switch II helix. This movement is probably the cause of the #3"05

movement.

On release of GTP the change in fluctuation is also quite different from the WT. Similarly
to the WT the loop containing Switch I shows broad increase in movement. However the
size of the movement is decreased (from ' 2.5" 3.5 Å2 to ' 1.5" 2 Å2) and the increase
over the bound state is radically less (compare the bottom panels of figure 8-12 to figure
8-14). Overall the RME of the residues involved is also greater indicating less concerted
movement.

Switch II on the other hand changes very little on removal of the substrate, and the low RME
movement around the SAK motif has disappeared. The largest difference is the massive
increase in fluctuation of the second part of #3 and especially the following loop. Given
the RMSD profile of the mutant apo-GTP (see figure 8-9), and the very low RME of all the
residues involved, this is evidence of a concerted conformational change of this region. It
is also probably the reason for the large eigenvector divergence for the mutant GTP binding
obtained in the allosteric potential analysis (see table 8.7). Like the WT GDP the reason
for the heightened movement is difficult to decipher since the region is removed from the
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Figure 8-14: Residue fluctuation profiles for the mutant GTP states. See figure 8-12 for details.
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active site and there is no increase in the fluctuation of GDP bound structure.

From the presented data it is obvious that GTP no longer restrains the Switches as it does
in the Wild-Type. Some restraint is apparent for Switch I whereas none is obvious for
Switch II. Again this means that one of the roles of Q61 is to enable the substrate to hold
the Switches in the required configuration. In the mutant it seems they have already relaxed
to a different conformation.

Residues 62-66 are close to residues 36-28 of Switch I and are possibly the cause of their
fluctuation. The mutation is also revealed to allow the residues directly after it, specifically
the turn, to move. Without Q61 there is very little difference between the dynamics of the
active site in the mutant GTP and GTP-free states.

Mutant GDP

The mutant GDP profiles (see figure 8-15) are again significantly different to the WT.

The holo-mutant shows no change in flexibility of Switch I. The major difference is the
very-broad and very low RME movement of Switch II. Residue 63 still shows the same
activity as in the WT but now every other residue in the region has a similar level of fluctu-
ation. This is clear evidence that the Glutamine side-chain prevents movement of Switch II
while the substrate is bound. Once more the increase in the #3" 05 loop is likely a result
of this.

Removal of GDP apparently has a large effect since the resulting fluctuation is far less than
for the other apo forms and it has a drastic effect on the Switch II movement. Most of the
residues fluctuations drop by 1 Å2 and the RME increases considerably signaling a loss of
collective movement. The movement of the #3"05 loop also drops which is evidence that
the movements of the two regions in the bound form are related. The remaining movement
of this loop is attributable to its intrinsic flexibility.

However considering the previous data, which indicates the apo form is conformationally
restricted, it is likely that Switch II is caught in a local minimum. The presence of GDP
perhaps helps it to overcome this barrier and to exhibit the large motion observed. On
longer time-scales I expect the apo-form to overcome this barrier leading it to display sim-
ilar Switch II behaviour to the holo-form.

Moving to other regions Switch I does become activated on substrate release, though to a
much lesser extent than in the WT. The character of the movement is also different and the
overall RME greater. This means that the GDP is holding Switch I but not in as tense a
conformation as in the WT.

Similar behaviour is observed for the NKXD motif. The RME of these residue drops on
release of the ligand but the fluctuation increases only slightly. Both the fluctuation increase
and the RME decrease are substantially less than for the WT. The other obvious difference
in the GDP bound form is the increased movement of the residues directly after the NXKD
motif (121-130). This is could be due to a difference in substrate mobility or binding since
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Figure 8-15: Residue fluctuation profiles for the mutant GDP states. See figure 8-12 for details.
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the movement disappears on release of the substrate.

8.4.7 Summary

The role of specific residues in regulation of Ras dynamics, and the importance of this reg-
ulation in maintaining Ras’s function, has already been observed experimentally by Spo-
erner et al. [214] for the conserved THR35 residue in Switch I. In this study the deletion or
change of character of the THR side chain lead to increased flexibility of the Switch which
drastically affected its ability to bind effectors. Note that the Threonine side chain is not
necessary for binding the &-phosphate and the crucial interaction of this side-chain with the
catalytic magnesium is also possible with Serine (indeed this Thr/Ser substitution occurs
in the P-Loop of other family members). Therefore the authors concluded that the spe-
cific conservation of THR is because its methyl group is required to maintain the dynamic
behaviour of the Switch.

This illustrates that minor changes can have major effects on the movement of the pro-
tein and its function. The data presented here reveals that, in addition to its catalytic role,
GLN61 has a profound effect on Ras’s dynamics. In the Wild-Type the fluctuations of the
Switch’s are suppressed in the GDP and GTP bound states. The nature of the suppression
appears to be different between the two Switches. The removal of the substrate in both
cases causes a large increase in movement of Switch I and a smaller increase of Switch II
fluctuations. This indicates that Switch I is held in an intrinsically unfavorable conforma-
tion by both substrates and that GTP dampens the equilibrium fluctuations of Switch II.
However since GDP lacks the direct &"phosphate interaction with Switch II, the increase
in its fluctuation on its removal is probably a result of Switch I’s movement.

In both the GTP and GDP bound mutants Switch II shows much greater mobility than
the ligand-free WT structures, indicating that the Glutamine side chain intrinsically limits
the region’s flexibility. The observed Switch I suppression is broken in the GTP bound
form - therefore the GLN61 side-chain is required for the substrate to hold Switch 1 in
the necessary conformation and the GLY60-&-phosphate interaction alone is not sufficient.
The high-flexibility of Switch II in the GTP mutant, specifically the residues directly after
GLN61, may disrupt the Switch II - substrate bonds. It is also possible that the increased
mobility indicates that Switch II is not in the correct conformation to make the required
interactions. Nevertheless, whatever the case the inhibition of this movement by GLN61 is
critical.

In contrast to the GTP behaviour, in the mutant GDP state Switch I is suppressed to the
same level as WT. However the nature of its movement on GDP removal implies that it is
not held in as tense a conformation as in the WT. Again this indicates an indirect effect
of the Glutamine side-chain. The mechanism for this is difficult to untangle but is almost
certainly a result of the vastly increased mobility of Switch II.

How the Glutamine side-chain restricts Switch II flexibility and how this in turn aids in
maintaining the correcting substrate-Switch I interaction is unclear from this dynamic anal-
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ysis. This will be examined in the near-future by investigating the specific interactions the
atoms and groups of GLY60 and GLN61 make during the simulations. An article is in
preparation incorporating both the dynamic aspects of nucleotide binding described here
as well as exploring the energetic contributions of the different residues (Johnston, Khan,
Villa-Freixa, in preparation).

The changes induced by the Q61G are likely to have an impact on Ras’s ability to bind
effectors as it may not be able to maintain the necessary conformation for interacting with
them in the GTP bound state. Further computational studies will directly examine the
binding of effectors to the WT and mutant to confirm this effect.

See section 10.3.1 in the Discussion for a broader overview of this study which also con-
siders its relation to previous works and the different methods used.
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Chapter 9

Transition Path Modes

This chapter describes a novel method for deducing movements associated with biomolec-
ular conformational changes that I developed during this thesis. The method is called TPM
and, analogously to how ED modes reveal the “essential space” of a conformation 1, it
attempts to characterise the essential space of a transition. It is based on mixing the infor-
mation on the flexibility of two protein conformational states provided by an NMA or ED
analysis. The information is used to generate an approximation to the covariance matrix of
the transition path ensemble. This matrix can then be diagonalised to give a set of modes,
the Transition Path Modes, that describe the conformational change.

The desired result of the TPM algorithm is a small set of (Cartesian) 2 collective coordinates
that provide a very low-dimensional description of the space where a given transition takes
place. As I will show later, evidence from previous theoretical and computational studies
suggests that this is possible.

In the optimum scenario the collective-coordinates would directly describe the collective
motions that occur during the transition. 3 This would be extremely useful, however such
modes, on their own, could only provide qualitative information. In order to validate them
the transition path must be explicitly located. Only when sufficient evidence has been
collected will it be possible to define rules-of-thumb that can enable the initial movements
to be judged without further testing.

However the main use for these coordinates, and the potential of this technique, lies in
combining them with powerful existing path searching algorithms (see next section). The
method effectively “preprocesses” the 3N dimensional PES reducing it to a low-dimensional
essential transition space which should radically accelerate searching procedures. There-
fore the complete method will contain two parts - generation of collective coordinates for
describing a change and their subsequent use for finding paths. Unfortunately the second
method is costly in terms of development time, requiring other methods to be added to
Adun, and moreover possibly adapting them to use the TPM information.

1See Properties of Essential Modes in section 4.2.1
2Cartesian since they are generated using PCA.
3If the transition was collective to begin with.
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Since this is a new approach considerable time was spent establishing the soundness of
its theoretical basis and providing initial evidence of its potential. Both of these were
necessary in order to justify beginning the relatively large amount of work required to
construct a complete algorithm. Thus the work done so far can be broken into three areas
which continued concurrently,

• Definition of the theoretical basis for the technique.

• Implementation of the basic method into Adun.

• Preliminary tests of the technique to test its validity.

At the time of writing I am starting the process of implementing a full algorithm. Subse-
quent to this a rigorous testing framework will be put in place to fully validate the method.
Hence it is not the intention here to confirm whether the presented technique is better or
worse than others but rather to explain and illustrate its application using the test cases
which have guided its development so far.

First I present a brief background on searching for conformational transition paths of
biomolecules. Next I will define the theoretical motivation behind the method and the steps
involved in applying it. Subsequently I will look at three test-cases where the method has
been applied and which have provided direction to the current investigations. A discussion
of the method, including outlines of future work, can be found in Chapter 10.

9.1 Background

As mentioned in section 2.4, conformational changes play an essential role in biological
function and reconstructing the path of such a change is a principal aim of computational
biochemistry and biophysics. Experimentally, observation of biomolecular transition states
and paths is complicated due to their low residence times. Problems also exist on the
computational side. Firstly the fact that the PES is a very rough function of thousands of
variables hampers traditional search algorithms such as those used for chemical reactions
[134]. Secondly the time-scale of the changes, usually micro to milliseconds, are much
greater than the generally accessible upper limit of molecular dynamics simulations.

Path Finding Methods

This has led to a number of methods, at varying levels of accuracy and computational cost,
to be developed for determining biomolecular transition paths. These can be split into two
broad classes. The first are path-searching algorithms, which attempt to directly find the
path between two known states. These include methods adapted from QM, such as the
nudged elastic band [215], or methods developed specifically for biological systems, for
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example transition path sampling [216] and conjugate peak refinement [217]. Nonethe-
less these methods still suffer because of the large number of degrees of freedom in these
systems. Although of a completely different level of accuracy the methods of restrained in-
terpolation [218] and of using modes from a CG-NMA analysis [219] (see section C.5.3),
fall in this category.

The second class of techniques are Collective Variable (CV) methods which define relevant
descriptors for a process of interest. 4 These descriptors are usually used to force an MD
run to explore certain areas of the phase space that are unlikely to be sampled in standard
MD. Often no target state is known and the aim is simply to discover other low-energy
conformational or meta-stable states. There are many methods in this category, including
umbrella sampling [220], conformational flooding [221] and meta-dynamics [222]. How-
ever to be useful they all usually require the CV’s to be determined a priori which is not
straightforward [223]. Moreover for investigating a specific change the CV’s must contain
information on all the degrees of freedom relevant to the change.

A third set of methods that have emerged within the last few years involve mixing, or in-
terpolating, ENM potentials [224, 225] These basically extend the Elastic Network Model,
using it to define a coarse-grained, harmonic-based, PES between two conformations of a
protein. The usual procedure is to use path-based schemes to find the path or transition
state on these coarse-grained surfaces but their results have yet to be rigorously validated.

Applications of Transition Path Modes

The TPM method is related to CG-NMA techniques in that it is also based on the flexibility
information encoded by a set of modes. Furthermore it is similar to the simple procedure
of describing a transition using a CG-NMA mode but by combining flexibility information
from two states it should represent an improvement over this frequently used procedure.
However the most promising use of the information is conceptually different and closer
to the CV methods. The collective coordinates produced are used to directly deduce the
“essential transition space” without recourse to a PES, approximate or otherwise. This
space can then be searched for the actual path.

The most obvious application of the coordinates is as descriptors in a CV method. For ex-
ample they could be used in methods for mapping free-energy surfaces which currently use
essential-dynamics information [126]. However since the start and end states are known, a
path searching scheme would seem more fitting. For example the coordinates could be used
to restrict the search directions in a traditional PES searching algorithm. That is the search
would proceed on a full MM PES but the search directions would be restricted to those
defined by the TPM. 5 Another promising alternative is to use them to define a free-energy
surface which could be searched for the optimal transition path and some methods taking
this approach have appeared in recent years [226, 227, 228].

4For example certain directions, radius of gyration etc.
5For example using a 2-D Hessian with two collective variables.
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In both cases the advantage of using the TPM method depends critically on the the quality
and low-dimensionality of the CV’s it returns. Considering it is based only on information
from the start and end states it is evident that there will be certain transitions for which it
is most suited. The purpose of the next section is to define the criteria the transitions must
meet for the method to be useful.

9.2 Theory

To reiterate, the aim is to mix the flexibility information of two conformational states of
protein in order to obtain collective motions that reflect the changing of one state to another.

Before beginning the reader should be aware of the following key concepts. The terms
Essential Space and Deformation Space are equivalent and refer to the directions in which
a protein is most easily deformed in a give conformational state (see section 4.2.1) Modes
refers to the collective Cartesian vectors that are the results of either an NMA or ED analysis
of a state (see section 4.2). They are often thought to be equivalent to collective motions the
protein makes in that state. A mode’s amplitude is a measure of how much the movement
along the mode is required for a given conformational change - see section 4.2.3). Finally
ED is equivalent to PCA of MD trajectories, hence the two terms are used interchangeably.

9.2.1 Theoretical Basis

The theoretical motivations for this approach are drawn from the dynamic properties of
proteins, that is their flexibility and fluctuations, which have been deduced over the past
two decades. These are covered in detail in sections 4.2 and C.5 and only the relevant
points are revisited here.

• The essential space of a protein conformation defines the directions in which it is
easiest to deform it.

• The interconnected nature of a protein’s atoms naturally leads to collective motion

• Large scale changes should occur via low energy paths and as a result many will be
collective in nature.

• If a large-scale change occurs its likely to involve a movement in a direction favored
by the protein - that is movement in the essential space.

These paint a picture where a conformational change involves, at the beginning of the path,
collective movement in directions determined by the essential space of the first state and at
the end of the path, collective movement in directions determined by essential space of the
other.
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Assumptions

To the above points, the method adds two justifiable assumptions,

• If the transition is two-state, radical changes (unfolding and refolding) don’t take
place along the transition path.

• The deformation space changes relatively slowly as we move from one conforma-
tional state to another. 6

The first assumption implies that during a transition from A ! B, the flexibility, and hence
the modes of the protein, will change gradually from those of A to those of B, if there is
no intermediate state. That is, significant rearrangements during the transition would imply
visiting at least one low-energy intermediate, C, and hence a change in flexibility from
A ! C ! B.

The existence of a radical change can probably be deduced by investigating changes in the
protein’s packing density between the two conformations. A protein’s deformation space
is a strong function of the packing density of its various regions [52, 229, 117]. Large
changes in the deformation space are likely to require large changes 7 in the overall packing
density and this would usually require complex rearrangements of the protein’s structure
to achieve. In other words, the more similar the deformation spaces the more likely the
transition is two-state, although of course exceptions are bound to exist.

The second assumption implies that the “essential space” of a conformational state, and
the modes that define it, remains approximately valid at relatively large distances along the
reaction path (see section 9.2.2 for a definition of “valid”). Since the movements defined
by the deformation space are low-energy it is reasonable to assume this point. The simplest
illustration of this is for proteins where the deformation space of the two states is very
similar e.g. two conformations linked by a hinge-bending motion (see section C.5.3) . In
this case the movements allowed by the protein are the same in both states - that is opening
the hinge is simply the reverse of closing it. The modes of both hinge-bending states are
valid for the length of the path and the movement associated with the transition can be
deduced simply from either.

As the deformation spaces become less similar the distance over which the modes of one
state are valid will drop. However for two state transitions it should always be quite high.
Moreover if the second assumption is not true then the deformation space cannot change
gradually from A ! B and the transition is unlikely to be two-state. 8

6Note - this does not imply that the second state is the actual target. It could be an intermediate.
7As opposed to local changes which can lead to large changes in flexibility but not deformation space.

For example the changes which restrict/allow a hinge bending motion.
8Unless one state’s modes described nearly all the movement.
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The Nature of Protein Conformational Transitions

Chemical reactions usually have curvilinear transition paths which are complex functions
of many Cartesian coordinates. However there is evidence to suggest that many protein
transitions will be relatively simple by comparison. In the case of hinge-bending motions
often only one linear vector is needed to qualitatively describe the change (see section
4.2). In general if a biomolecular change involves large scale motion it is likely that a
transition involving a few collective motions would provided the minimally frustrated path
(see section C.5.2). However the low dimensionality, high collectivity, of a transition does
not preclude multiple pathways being present.

This relative simplicity has been confirmed by computational studies. These showed, in
the cases investigated, that the motion along the path could often be described by a small
number of collective coordinates [109, 128, 129, 130]. 9 Note that the involvement of more
than one collective coordinate during a transition does not mean the path can be described
by a linear combination of them. Instead the transition path is probably a curve embedded
in the sub-space defined by these coordinates.

Summary

Theoretical and computational evidence indicates that two-state biomolecular conforma-
tional changes are relatively simple and can be described by a small number of collective
Cartesian vectors. These vectors can be described as a mixture of the modes of the start
and end states. It is these type of transitions the method presented is aimed at.

9.2.2 Trust Distances

An important issue is how to define the concept of the “validity” of the essential space (and
hence the modes) of a single state. One possible method would be to calculate the overlap
between it and the essential space derived from a point along the path. 10 The space can
then be termed “valid” up to the point where the overlap falls below 50%.

A similar measure can be applied to individual modes. In this study I define the trust-
distance - denoted ! - of a mode as the point on the transition path where it does not overlap
any mode of the configurations at that point by more the 50%. 11 Thus ! discriminates
between modes that are valid for further distances along the path than others. It quantifies
how far along the path you believe the movement will involve collective motion closely
related to a mode.

9Usually linear as in most case PCA is used to find them.
10For this its easier to imagine the modes of this point being calculating by NMA rather than ED.
11For a set of degenerate modes this should strictly be if the sum of the individual overlaps is less than

50%. This is because the directions defined by degenerate modes are arbitrary and any rotation of them is
equally valid.
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In section 9.2 I concentrated on the low-energy “essential spaces” of the two protein con-
formations. Yet movement along high-energy modes is also required to achieve complete
movement from one state to another [135] (see section 4.2.3). There are a number of pos-
sible reasons for this.

Firstly, the indicated fluctuations could be orthogonal to the actual transition and simply
represent equilibrium fluctuations that occur in either state. That is, movement along these
modes is not required to change from one conformation to another. If the fluctuation is
especially large this conclusion is less likely - the need for defined structure to enable
function usually prohibits large equilibrium fluctuations.

A second explanation can be given by viewing these modes as having low “trust-distance”.
Movement in the direction defined by such a mode is required but after a short distance it
becomes part of a low-energy mode on the path, or combines with the movements described
by other high-energy modes.

Yet another possibility is that, due to the release of a structural constraint, for example by
ligand binding, the range of movement defined by a mode becomes greatly increased. In
this case the mode would describe a highly correlated, but low variance, motion and some
ED modes should have this characteristic (see section 4.2.1).

As an aside, as well as placing high-correlation, low-variance motions in high-energy
modes, ED may lead to uncorrelated motions being placed in the same low-energy vec-
tor. For this reason movements in the deformation space defined by ED modes may be
orthogonal to the transition as well.

Finally the existence of large motions along high energy modes may be an artefact of ENM
models. These properly only reproduce global collective motions and will have difficulties
if a transition involves a large movement along a local collective motion. 12 Comparing
figures 9-17 A and B, which are for the same transition, illustrates this. Figure 9-17 A was
created using CG-NMA and large projections are required along all modes. Figure 9-17 B
was derived using ED and although some large motion is required along modes outside the
essential space, most movement is confined to it.

In general it is likely that a given high-energy mode embodies a combination of these
possibilities. For example some of the motion it describes is orthogonal to the transition
and another part is a component of a lower energy mode on the pathway.

9.3 The TPM Method

Having described the rationale, I can now describe the method itself. The underlying aim
is to approximate the covariance matrix of the transition path ensemble. Therefore the first
step is to define this and subsequently show how it can be related to the movements of the
two states under investigation.

12This was discussed in section C.5.3.
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been reviewed elsewhere,26,27,29,30 only some generalities and a
few specifics will be considered here. One approach is to approx-
imate the potential energy surface for a reaction as the intersection
surfaces for the reactants and products, modeled by molecular
mechanics or valence bond methods.140–143 The lowest point on
the seam of intersection can yield good estimates of the transition
state geometry and Hessian (but molecular mechanics force fields
may have to be modified to handle the larger distortions from
equilibrium). A more general alternative is the coordinate driving
or distinguished coordinate method (i.e., stepping a chosen vari-
able and optimizing the remaining ones). In favorable circum-
stances, this approach can be used to climb from reactants or
products to the transition state, but it can run into difficulties such
as discontinuities if the reaction path is strongly curved.144–146

The reduced gradient following method is an improvement on this
approach, and is better able to handle curved reaction paths.147–152

Walking up valleys105,153–157 or following the shallowest ascent
path158 is a better strategy, as shown in Figure 3. In this method,
a step is taken uphill along the eigenvector with the lowest eigen-
value, and downhill along all the other directions. Similar to the
RFO and trust radius methods, the step is controlled by adding an
offset to the Hessian, as in eq. (7). The parameter ! is chosen so
that H ! ! I has only one negative eigenvalue and so that the
Newton step with the offset Hessian has the appropriate length.
Sometimes different !s are used for the ascent and descent por-
tions of the step.106,107,157 These approaches greatly expand the
radius of convergence of transition state optimizations, provided
that the initial Hessian is chosen so that it possesses an eigenvector
in a suitable ascent direction.143 A serious problem with “walking
up valleys” is that only transition states at the end of the valley can
be found by this approach. However, many interesting transition
states are to the side of the valley floor and cannot be found by this
method.

An alternative to “walking up valleys” is following gradient
extremals.158–160 Along a gradient extremal curve, the derivative
of the gradient norm is zero subject to the constraint that the

energy is constant. Equivalently, the gradient is an eigenvector of
the Hessian on a gradient extremal curve. A number of algorithms
for following gradient extremals have been developed.161–163 Be-
cause gradient extremals are locally defined and pass through all
stationary points, they can be followed from minima to transition
states (whereas steepest descent paths cannot be followed uphill to
transition states). However, considerable care is needed, because
gradient extremals do not necessarily connect stationary points as
directly as steepest descent reaction paths, as illustrated in Figure
4. In fact, Bondensgard and Jensen164 have demonstrated that the
behavior of gradient extremals is much too complicated to be
practical even for molecules as simple as formaldehyde.

Synchronous transit methods start from the reactant and prod-
uct, and find the maximum along a linear or quadratic path across

Figure 5. Linear synchronous transit (LST) paths (yellow) and qua-
dratic synchronous transit (QST) paths (red) on a model potential
energy surface (from ref. 26 with permission from World Scientific
Publishing).

Figure 3. The walking up valleys approach to optimizing transition
states (from ref. 267 with permission).

Figure 4. Gradient extremals (red) and steepest descent reaction paths
(green) on the Müller–Brown surface.
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Figure 9-1: Simplified visualization of a two state transition. The transition path can be seen as
two valleys connected by a mountain pass which corresponds to the transition state. It is transitions

paths with shapes like this the current technique attempts to identify. Taken from [134].

9.3.1 General Approach

In the case of a two-state transition we can visualize the path between the states as con-
sisting of two “valleys” connected by a “mountain pass” (figure 9-1). Here the transition
follows a Minimum Energy Path (MEP) on the PES between the two conformations, how-
ever it is possible for multiple paths to be present. This is only a simple visualization of
the problem - in reality for large changes the surface will be very rough and the actual
path, or paths, are unlikely to be so obvious. Nevertheless if we had a large set of config-
urations taken from this path (or paths), denoted {r}' , they could be analysed using PCA.
This would provide information on the major motions involved in the transition and define
the essential transition space. Obviously all the advantages and disadvantages of PCA,
described in section 4.2.1, hold for this analysis.

The covariance matrix derived from {r}' would be,

C' =
"
(r" #r$' )(r" #r$' )T

#
'

(9.1)

Here ( denotes transition path and #r$' is the mean conformation defined by the samples,

#r$' =
1

N

N!

i

ri (9.2)

The set of configurations, {r}' can be broken into two parts by grouping configurations
by their similarity to state A or state B. 13 This gives two subsets {r}a

' and {r}b
' . It can

be expected that most of the configuration in {r}a
' will be on the A side of the pass and

vice-versa for {r}b
' .

13This could be by structural alignment or by comparing their packing density for example.
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In the same way as above the covariance matrices for these two groups, Ca
' and Cb

' , with
average configurations #ra

' $ and #rb
' $, can be calculated.

Knowing these two covariance matrices and the average configurations, the full covariance
matrix can be regenerated using, 14

C =
1

2
(A + B)" 1

4
(#rba$.#rba$T ) (9.3)

Where
rba = #rb

' $ " #ra
' $ (9.4)

i.e. the vector between the average states of Ca
' and Cb

'

Having defined Ca
' and Cb

' the next step is to relate them to the motions of state A and state
B. Reversing the eigenvalue equation gives,

E"ET = C (9.5)

Therefore approximating C is equivalent to approximating E (the eigenvectors) and " (the
eigenvalues).

The general strategy I used was,

• Approximate Ca
' using the information from the collective motions of state A.

• Approximate Cb
' using the information from the collective motions of state B.

• Combine the two matrices using 9.3 to obtain an approximation to C' . 15

• Diagonalise this matrix to obtain the movements.

In summary the method combines the information on the flexibility and deformation space
of the start and end states and then finds the mode(s), leading from state A to B, that best
fits this information. The procedure is equivalent to PCA, although here the covariance
matrix is generated in a non-standard manner. The main advantage of PCA is that it is the
optimal method for detecting linear correlations in data.

However by using PCA one implicitly assumes that large variance movements have mean-
ing. That is, that such movements are part of the transition and do not reflect equilibrium
fluctuations on either side. This seems justified by the specificity of structure and function -
the configurations that define a functional state should not deviate significantly from some
mean structure as this would probably break the function.

14See Appendix A.1 for derivation.
15The fact that the combination of the new eigenvalues and the eigenvectors is a covariance matrix can be

proved - see appendix A.2.
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9.3.2 Approximating the Eigenvectors and Eigenvalues

Taken together Ca
' and Cb

' define the area in which the transition path is thought to exist.
The eigenvectors of these matrices indicate the directions the protein fluctuates in, on the
part of the path the covariance matrix covers. The eigenvalues are a measure of the size of
the fluctuations. Therefore defining the sizes of the eigenvalues is equivalent to defining the
shapes of the “essential transition space” on either side of the “mountain pass” (see figure
9-1).

The estimation of the eigenvectors is straightforward - for Ca
' they are set to be the eigenvec-

tors of state A and the similarly for Cb
' . The main obstacle is to estimate their eigenvalues.

The better the approximation to the eigenvalues, the better delineated the transition path
will be and this should lead to more accurate modes. Errors in the approximated eigenval-
ues amount to introducing noise into the covariance matrices, that is extra covariances that
do not exist in the real path and which serve to obscure it. One powerful of advantage of
PCA is that it is robust to noise. This means that even if the approximation to eigenvalues
is sub-optimal, if the variances along the relevant modes are larger than the noise, they will
still be detected.

Eigenvalues and Trust-Distances

The eigenvalues of the path modes are intrinsically related with the concept of trust-distance
described earlier. The trust-distance is a measure of the maximum distance from the start
state where a mode is assumed to be valid. Thus the eigenvalues assigned to Ca

' should be
constrained by the trust-distance of the mode. For example, it make no sense to assign the
mean-fluctuation of a mode 16 to be 10 Å if the trust-distance for the mode is 8 Å.

In essence the trust-distance provides an upper limit on the eigenvalue of the mode,

!a
i,max = (!a

i )
2 (9.6)

a indicates this is a mode on the A side of the pass.

The eigenvalues could be scaled so the standard deviation is a smaller fraction of the trust-
distance. However since there is no basis to discriminate between modes the same scaling
factor should be applied to them all. Furthermore scaling eigenvalues by a constant has no
effect on the eigenvectors and does not effect the relative sizes of the eigenvalues. That is,
the modes returned by diagonalising C' will be the same as long as the relative size of the
eigenvalues in Ca

' and Cb
' (and thus the relative shapes of the transition spaces on the A and

B sides of the path) are maintained. Thus, when assigning eigenvalues it is their relative
sizes that must be optimised rather than their absolute values.

As I will show in the next section a method can be defined for optimising the relative sizes
of the trust distances. This will also have the effect of optimising the relative sizes of the
upper limits of the eigenvalues. Moreover if actual eigenvalues of the mode are related

16The root of the eigenvalue i.e. the MSF- see section 4.2.1.
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by the same, or a very similar, factor to the trust-distances, the relative values of the real
eigenvalues will also be optimised.

Estimating Trust-Distances

For the two states in question, A and B, the point r! defined by the trust distances of each
of A’s modes must be the same as that defined by B’s modes. This leads to an expression
for r! in terms of these modes,

r! = ra
0 +

N!

i=0

!a
i .e

a
i 'i = rb

0 +
N!

i=0

!b
i .e

b
i'i (9.7)

where 'i indicates the direction (+ or ") of movement along ei.

Equation 9.7 follows from the definition of ! given previously (section 9.2.2) and the
assumption that during the transition the modes of the configurations change from those of
A to those of B with no intermediate. To give a concrete example, if a projection of 10 Å is
required along the direction of mode ei but !i is only 5 Å then the rest of the distance must
be represented by a combination of the modes of B. 17 Additionally all the trust distances
of these modes must extend to that point, otherwise part of the movement along the mode
is not covered by the modes of A or B. Therefore r! is the point where the mixture of A

and B is half and half.

At a minimum the amplitudes of A’s and B’s modes are known for the transition. Without
further information the only valid approach is to assign the trust-distance of each mode to
be half its amplitude. This divides the total fluctuation associated with the change equally
between the matrices Ca

' and Cb
' .

However the intrinsic eigenvalues of the modes 18 provide information on their relative
flexibility, and this can be used to obtain a better approximation. Figure 9-2 shows one
way to optimise the trust-distances assigned to each mode on the A and B sides. The
trust-distances should be related to the energy of a mode - the lower-energy the higher !.
Adopting a QHA approach (see section 4.2.2), a force-constant can be assigned to each
eigenvalue which is related to this energy. Given the above constraint on r!, optimising the
trust-distances is then equivalent to finding the position that minimises,

f(r) =
N!

i=0

ka
i

6
(r" r0

a).e
a
i

72
+

N!

i=0

kb
i

6
(r" r0

b).e
b
i

72 (9.8)

where ea
i is the ith eigenvector from state A and ka

i is the corresponding QHA force-
constant. Although equation 9.8 uses the harmonic approximation it is primarily a con-
venient way to optimise the trust-distances in a consistent manner. Since trust-distances
and eigenvalues are related the optimisation procedure will also optimise the relative mag-
nitudes of the eigenvalues.

17All the other modes of A are orthogonal.
18The eigenvalues returned by the original NMA or ED analysis
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Figure 9-2: Schematic representation of how the optimal trust-distance, !, can be assigned to
each mode. The axis with the springs are directions defined by the modes returned by an ED or

NMA analysis for each state and the length of the axis is the trust-distance. The springs are
force-constants assigned to the modes from their eigenvalues (equation C.36). The point they are

connected to is r!. By minimising the total energy of the system the optimal position for this, and
thus for the trust-distances of each mode, can be defined.

The Mean Configurations

The last step is to estimate #ra
' $ and #rb

' $ in equation 9.3. Defining these structures requires
knowing the mean of the probability distribution of configurations along each vector, µi -
information that is not available. Which probability distribution should be chosen? Since
PCA assumes these distributions are defined by variance alone, only such distributions
should be used. Note this is not a limit specific to this technique - any study that acquired
the real path and performed PCA on it would make the same assumption. That is, by
limiting the choice to such distributions no information is lost that would not already be
omitted by use of PCA.

The eigenvalue of the mode can be interpreted as the variance of this distribution (see
section 4.2.1). Then using distributions where the mean and variance are related we can
get a value for µ. Unfortunately there is a problem - the distribution chosen will affect #ra

' $
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and #rb
' $.

However if we generated configurations on each side of the pass using different distribu-
tions, for example Gaussian and exponential, we would expect the principal components
of the change to be very similar as long as the whole path was sampled sufficiently. That
is PCA should detected the signal despite the noise introduced by the definition of #r' $ for
each mode.

9.3.3 Summary

The desired result of the TPM method is a small number of modes that describe a con-
formational change and are consistent with the deformation spaces and overall flexibility
of the start and end states. The procedure presented here creates a new covariance matrix
based on the observed covariances between the residues in the start and end states. Thus the
new matrix contains the restrictions implied by each states deformation space and therefore
the modes returned by the analysis must be consistent with these correlations.

One way to ascertain the success of the method in describing a change is to calculate how
many of the TPM’s are required to perturb one state to be a certain RMSD from the target
state (see section 4.2.3 for how this is done). Obviously the vector that linearly interpolates
the two states, called here the Linear Reaction Vector (LRV), reduces the RMSD to 0 in
one go - that is the structure of one state plus the LRV gives the other. Thus the LRV is the
lowest dimensional description, but in most case won’t be consistent with the deformability
of the start and end states.

There are situations where a transition can be described by a single mode, for example
hinge-bending, and in this case the mode may be similar to the LRV. However it is unlikely
to exactly match it. The LRV is a vector that leads from one exact structure to another,
therefore it will contain movements that are orthogonal to the reaction coordinates. On the
other hand a transition mode is a reaction coordinate - a vector that only contains informa-
tion relevant for describing the path from one area of phase space to another. Only in the
case where the the target state occupies a very small region of the phase-space 19, are the
LRV and the RC likely to be very similar.

9.4 Initial Tests

The definition and implementation of the TPM method is just the first step in creating a full
path-finding algorithm. This is a significant task, requiring either search methods adapted to
work with restricted DOF, or methods for generating and searching on a free-energy surface
to be added to Adun. These and other necessary “parts” must be assembled piece-by-piece.
For example constrained minimisation, required for correct generation and visualisation of
potential energy surfaces, was recently added to the program and only available for the

19Defined by a RMSD range around a single structure.
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last test presented here (see section 9.4.4). Moreover validation of the technique is itself a
lengthy undertaking, requiring both alternative computational methods to be available and
experimental data on the relevant changes in question which is quite rare.

The creation of a full path-searching algorithm and its validation are on going objectives.
Therefore in this section I will simply describe three initial tests of the TPM method. De-
spite their preliminary nature they demonstrate the application of the technique and give
insight into its development.

The first two tests, on an alanine dipeptide transition and src-SH3 folding, were performed
concurrently to the theoretical and computational development of the algorithm. They
represent the two extremes of biomolecular conformational changes, backbone dihedral
rotation and folding. They are probably the most extensively studied systems in both cases.
It is important to note that when these test cases were investigated the rationale behind
the method was only beginning to be developed. The initial implementations were also
substantially different to what has been described so far. The objectives of these tests were
thus threefold - to supply data to run the method on during its development; to refine the
idea and identify problems with the initial approach; and to give some indication of its
viability and potential.

The main challenge encountered at this stage was how to check if the method was viable
without having to implement all the required components for the full algorithm. These
initial tests could confirm if the technique returned reasonable movements and a reduced
space but, although this is a required result, on its own its not sufficient to prove it cap-
tures information on the essential transition space. The approach I took was to generate
unminimised PES’s using the modes identified by the algorithm (see next section for a
more extensive description). The hope was that, although the surfaces were sub-optimal
they would be enough to illustrate if the TPM’s provided different results to directly using
the modes returned by the ED analysis. That is, that they provided a better description of
the transition path which would indicate they contained more information relevant to the
transition.

The third case presented, on the conformational change of the NtrC switch, is a brief look
at the most recent work on the algorithm. It is the start of a thorough investigation based
on data generated using more exact simulation methods. In addition the change involved
is representative of the type of functional transitions that the method was developed to
investigate. That is changes involving large number of atoms that are unlikely to involve
radical reorganisation of the protein. Chapter 10 contains further discussion on the current
and future-work in this area.

9.4.1 Methods

The TPM method requires information on the modes of the two conformational states in
question and ED was used to generate this in all tests. The reasons for this choice, the
details of the simulation themselves, along with a explanation of other methods used in the
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test cases is presented here. All calculations described below were performed with Adun
[17].

Simulations

This section deals with the technical details of the simulations. Issues relating to the
molecules themselves, for example the conformations used, are treated in the individual
test case sections.

The simulations of alanine dipeptide and src-SH3 were performed using the ENZYMIX
force-field using Langevin Dynamics Dynamics and no solvent (see section 4.3.1). The
omission of solvent was deliberate since it greatly increases the speed of the dynamics while
having no relevant effect on the result. That is, the tests were to investigate if the method
could provide any information on the conformational changes - whether these changes were
in water or not was not an issue. As detailed in section 4.3.1 such simulations essentially
replicate a non-polar solvent.

For alanine dipeptide 1 ns trajectories treating all nonbonded interactions explicitly were
used in both cases. The conformational change in question was from C5 to C7Ax (see
section 9.4.2) however the former was found to be considerably more stable. At 300K

simulations started from the C7Ax region converted to C5 within 20 ps and stayed there for
the duration of the simulation. It was necessary to lower to temperature to 50K to ensure
the trajectory remained in the C7Ax substate. Possible reasons for this are discussed in
section 9.4.2. The C5 ED run was also performed at this temperature to ensure comparable
MSF values. Further simulations starting in C7Ax at 100K were used to obtain examples of
the transition path.

For src SH3 2 ns, simulations at 300K, were run for both the folded and unfolded state.
Non-bonded interactions were treated using a switched cutoff of 12 Å. The unfolded state
ensemble consists of a large number of conformations [230] and I decided to use a confor-
mation obtained via a 4 ns unfolding simulation at 450 K as a representative.

For the third test, NtrC switch, the simulations were performed using GBSW (see section
4.3.2) and the CHARMM force-field. The simulations were run for 2 ns in each state using
a 14 Å cutoff for the nonbonded and GB calculations. The ability to use CHARMM, which
has been extensively parameterised to reproduce the correct conformational behaviour, only
became available in the last few months.

Essential Dynamics

Since the method is based on the concept of “essential space”, ED of MD trajectories was
used in order to obtain the best representation of it (see section 4.2.1 for detailed description
of the method). In addition ED also provides the most accurate eigenvalues which can be
used to find optimal trust-distances as detailed in section 9.3.2. Although this information
is not used in the presented data, I suspected from the start that it would be useful, and
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so decided to include it. 20 An argument could be made for employing CG-NMA modes,
however the increased accuracy of ED means it should be tested first before moving to
coarse-grained representations.

In the following tests the portion of the trajectory discarded for equilibration was deter-
mined by observing where the RMSD from the initial structure plateaued. For alanine
dipeptide the first 100 ps was discarded to allow for equilibration and ED was applied to
the rest of the trajectory. All backbone atoms were used in this case resulting in 18 modes.
For src-SH3 the first 200 ps was used for equilibration and only the C-#’s were used in the
analysis following standard ED practice (171 modes).

For NtrC, 500 ps was discarded and all backbone atoms were used in the ED analysis (1017
modes). This preserves the bond, angle and torsion information of the backbone which is
a requirement for maintaining some semblance of backbone structure when performing
constrained minimisation which was available for this test case.

In addition when calculating the ED for two given conformations, the same reference struc-
ture must be used in the least squares fitting step to ensure that the resulting eigenvectors
will be defined from the same frame of reference. That is, the differences in orientations of
the ED eigenvectors will not be due to rigid-body rotation.

Transition Path Mode Calculations

The TPM method was implemented as an Adun analysis plugin. The structures used as
the representatives of the two states in all calculations are the mean structures defined by
the simulations. These were chosen since they are the structures from which the fluctua-
tions are determined and are also more force-field independent than the minimised X-ray
configuration.

For these tests I set the trust-distances to be half the mode-amplitudes (see section 4.2.3).
This negated having to program the optimisation method described (see section 9.3.2) and
relied on the ability of PCA to detect any signals. The mean fluctuation (standard deviation)
for each mode was set to half the trust-distance.

Ai

4
= "i (9.9)

The exponential distribution was used to approximate the real conformational distribution
and hence find the mean. In this distribution the variance and mean are related by the
exponential scaling factor, !,

A2

16
= "2

i =
1

!2
i

(9.10)

µi =
1

!
=

Ai

4
(9.11)

20Indeed early versions of the algorithm used the eigenvalues to try to identity orthogonal coordinates, but
this was found to be unnecessary.
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However I stress that the choice of any distribution defined by variance will give similar
results.

Other distributions and scaling factors, based on the trust-distances, were used to define the
eigenvalues and means, but for the reasons outlined in section 9.3.2 all gave similar results.
Indeed it was the observation that changing the definition had little effect that prompted the
investigation of why this was so.

Potential Surface Scans

I generated PES scans, using the top modes returned by the TPM analysis, to see if visible
transition paths could be identified. Scans were performed starting from the representative
structure of the initial state. The target structure is then defined by projecting the required
amplitude, A, along each of the modes used. A number of scan points, n, was defined
along each axis and each point was then A/n apart. Therefore the surfaces were given by a
discrete grid of energy points.

To ensure that the target structure represented, the target state I set a low-threshold (' 10%

of the initial RMSD) from its RMSD to the actual target. This presents a difficulty as more
than two modes can be required to achieve satisfactory accuracy. Therefore I needed a way
to incorporate the extra modes into a two-dimensional scan. I chose to define the main
axis by the mode with the largest amplitude returned by the analysis (the “top” mode). The
second scan axis was defined by a linear combination of the modes required after the first.
In addition, to account for the fact that the distance along the path in the second direction
21 may be greater than the amplitude, that is the path initially curves away from the target,
I scanned both backwards and forwards on this axis.

The methodology available for performing scans has improved as extra features have been
added to Adun. For the first tests (alanine dipeptide and src-SH3) there was no coarse-
grained force-field or constrained minimisation which are substantial drawbacks. Without
a coarse-grained force-field, or a way to rigidly translate and optimise full molecular struc-
tures, the scans had to be performed using a reduce representation e.g. backbone on a full
MM surface. Without constrained minimisation, scan structures could not be relaxed along
the orthogonal degrees of freedom. This can lead to configurations with very high-energies
simply due to slightly strained bonds or unfavorable steric clashes which could be removed
with minimal change of the configuration, However for NtrC constrained minimisation
was available and the surface generated in this case represents the backbone minimum PES
along the modes.

Note that the target structure for the scans may not be the minimum energy structure in the
target region. This is simply because the target is just the average structure from the ED
analysis and it is unlikely that such a structure will correspond to a minimum. Nonetheless
it should have enough characteristics of the target state to make it low energy compared to
the transition structures.

21 I assumed this was not the case along the first mode.
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Following the “quick” ethos behind the first tests, a simple algorithm was added to find the
Minimum Energy Path on the generated surfaces. This used a “step and look” approach
which searches for a path across the discrete grid of energies returned by the scan. From a
given point the next was generated by first making an obligatory step along the main axis.
From this point the the algorithm “looked” at the points along the second axis, within a
defined region, and moved to the lowest energy one. Obviously this approach suffers when
encountering rugged energy surfaces and/or extremely steep gradients but nevertheless was
usually capable of finding the MEP.

Native Contacts and #-Values

Comparison of .-values was used in the src-SH3 test case and the theory behind them
is briefly summarised here. .-value analysis is an experimental method use to study the
structure of the folding transition state in small protein domains with a two-state folding
mechanism. It is based on a folding model where the transition state of the protein depends
on the formation of a subset of the short-range residue-residue interactions that stabilise the
protein in the native state - termed native contacts (see section 9.4.3). The analysis involves
comparing the effect of a point mutation on the stability of the transition state (TS) and the
native state (N) of the protein by computing the .-value,

. =
!!Gwt&m

stab (TS)

!!Gwt&m
stab (N)

(9.12)

A value of 0 indicates that the mutation either has no effect on the stability of the transition
state or that the residue does not play a role in the stability of the native state. A .-value of
1 indicates that the mutation has the same effect on both states. This in interpreted to mean
that the structures of the protein in the two states is the same, and that the formation of this
structure is pivotal for the folding process. If the .-value is intermediate it can mean partial
structuring or reflect a transition state population consisting of two states.

There are a number of implicit assumptions involved in using .-values -

• Energy and structure are correlated. If the effect of the mutation is the same in the
two states it is assumed the same structure exists.

• Important interactions in the transition state are native like. Mutations that have no
affect on the native state stability are ignored.

• Mutations do not affect the folding pathway. If the folding pathway is altered the
observed change in the transition state energy may be due to other factors.

• Removing a native state interaction cannot stabilise the transition state. Based on the
model native interactions are either stabilising or absent. This means negative values
cannot be interpreted using the model.
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Figure 9-3: RMSD minimised superposition of the two alanine configurations (1.81 Å). The C7

Axial (green) and C5 (Red) configurations are distinguished by the ((, )) backbone dihedral
shown here as solid cylinders. The order of the atoms in the solid region is

C "N " CA" C "N . The angles are - C7Ax (67.19,"89.12), C5 ("142, 158)
.

The .-value of a residue could be potentially be calculated by counting the number of
native contacts in each state . This leads to the .calc expression used in simulation studies,
equation 7.5. However it is very difficult to define a native contact as either being present or
absent so a energetic calculation via equation 9.12 is to be preferred (see section 7.2.2 for
a possible definitions of a native contact). Nevertheless .calc is widely used as it is easily
calculated.

In the src-SH3 test case the native contacts were calculated from the minimised protein
structure. The values for m and n vary widely in the literature, from (2, 7) [231] to (4, 5.5)

[123]. This obviously presents difficulties when deciding what contacts should be consid-
ered “native”. In general I used (4, 6) for most of the data presented here. However when
calculating .-values (see section 7.2.2) which depend heavily on the definition of the na-
tive contacts, I used a range of values to provide a comprehensive view of the possibilities
- using 2, 4, 6 and 10 for m and for each of these using both 6 and 7 for n. Long range
contacts are consider those with m > 10 Å.

9.4.2 Alanine Dipeptide

Alanine dipeptide has been extensively studied by both quantum and molecular mechanics
as it is the smallest system that exhibits many of the properties of protein chains [232, 233,
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234]. Its conformations are specified by the . and 3 backbone dihedral angles 22 and the
conformational change studied in this case is the C7Ax to C5 transition (see figure 9-3).
C5 was used instead of the C7Eq, the usually accepted global minimum, since ENZYMIX
shows a marked preference for this configuration.

Methods

Due to the many different techniques used to examine the dipeptide a relatively wide range
of values are given in the literature for the (., 3) combinations defining these conforma-
tions [233]. Studies which identified C5 in gas-phase located it in the area ("135,"172).,
(146, 171)3 while the C7Ax configuration is located in the theoretically forbidden forth
quadrant of the Ramachandran plot. Estimates of the vacuum free-energy difference be-
tween C7Ax and C5 range from "3.6 to 0.25 kcal.mol!1. The difference between C7Ax and
the C7Eq (the global minimum) range from 0 to 0.25 kcal.mol!1. 23

As noted previously, in the simulations I performed C5 was the minimum conformation
and was far more stable than C7Ax. It is unlikely this is due to the omission of solvent
considering the results of vacuum studies presented above. This suggests the force-field
used (ENZYMIX) is at least partly responsible.

The initial C7Ax values were taken from [232] while the C5 values were taken from [235].
Both are from gas-phase studies using CHARMM. Minimisation was performed on both
structures using the BFGS algorithms to arrive at the values shown in figure 9-3.

Results

Figures 9-4 to 9-7 were the first results to show the potential of the method and they remain
the most striking illustrations. The first two are PES’s generated using the modes with the
largest amplitudes for the change obtained from ED of the simulations (see section 4.2.3).
In the case C5 (figure 9-4) projection along these only reduces the RMSD to the target to
0.6 Å. It is not surprising then that the scan shows no path is present. Moreover the surface
increases in energy as the target state is approached indicating that the target state is not
even in a low-energy direction along these modes. The modes from the C7Ax (9-5) figure
scan describe more of the transition, reducing the RMSD to 0.3 Å. They seem to point in
a low-energy direction but the channel does not go near the actual target state which is of
very high energy. This illustrates that the subspace defined by the top ED modes are very
poor descriptors of the transition subspace.

Contrasting this to figures 9-6 and 9-7 the difference is immediate. Although five modes
were used in these figures only two are actually required to define the channels, the ex-
tra ones were added to reduce the barrier though they don’t affect the shape. This result
strongly suggests that the TPM technique was able to capture essential information about

22((, )) are the backbone dihedral angles. ( - C-N-CA-C. ) - N-CA-C-N.
23[233] contains a overview of many dipeptide studies.
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Figure 9-4: C5 - C7Ax scan using the top three modes from the essential dynamics analysis.
Points with energy higher than 300 kcal.mol!1 were removed for clarity. C7Ax target structure lies

in top left corner of scan. No channel is visible (Compare to 9-6).

Figure 9-5: C7Ax - C5 scan using the top three modes from the essential dynamics analysis.
Points with energy higher than 300 kcal.mol!1 were removed for clarity. C7Ax target structure lies

in top left corner of scan. No channel is visible.
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Figure 9-6: Potential energy surface of alanine dipeptide along the first mode (Index 0) and a
linear combination of modes 1-4 as given by the TPM analysis. Points with energy higher than 140
kcal.mol!1 were removed for clarity. The starting structure (0,0) is C5. The target structure i.e. the

closest to C7Ax is in the top right corner. The RMSD decreases from 0.82 to 0.086 during the
transition.

Figure 9-7: Potential energy surface of alanine dipeptide along the first mode (Index 0) and a
linear combination of modes 1-4 as given by the TPM analysis. Points with energy higher than 140
kcal.mol!1 were removed for clarity. The starting structure (0,0) is C7Ax. The target structure i.e.

the closest to C5 is in the top right corner.
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A. B.

Figure 9-8: A. Ramachandran plot detailing an actual transition between C7Ax and C5. B. Plot of
the minimum energy path from figure 9-6. A high degree of similarity can be seen between this
and the path in 9-8. The differences at the end of the paths can be attributed to the target C7Ax

structure used for the scan.

the transition subspace, although this is only a reduction of 18 DOF to 2.

The Ramachandran plots in figure 9-8 further illustrate this. The MEP path defined by the
surface in figure 9-7 (C7Ax ! C5) is plotted in B while an actual transition is plotted in A.
The second exhibits a high degree of similarity to the first including the the initial and final
curves in the trajectory. Differences between the two are attributable to the non-minimised,
non-temperature dependent nature of the TPM path.

9.4.3 src-SH3

Next I applied the method to the other limiting case of a two-state conformational transition,
folding of a protein. This is a complex and extensively researched area and I only cover the
directly relevant topics here. The aim of this study was to check the algorithms behaviour
on an extreme conformational change and to provide more data for characterising it.

Materials

c-src SH3 is a 57 residue globular protein with a single hydrophobic core consisting of
two anti-parallel beta sheets, 03 and 04 (see figure 9-9 A). It has been the subject of many
experimental and computational studies [130, 236, 237, 238, 239, 240] and has a two state
folding mechanism. An extensive account of its structural properties along with experi-
mental .-values can be found in [236].

The crystal structure (PDB code 1SRL) was minimised using the BFGS algorithm to obtain

184



Figure 9-9: A. c-src SH3 structure with structural regions labeled. 35 native contacts. Relative
contact order 0.49. B. Unfolded structure used as the starting point for the unfolded dynamics.

Fraction of native contacts - 0.147 (5 contacts). The red region indicated the residues that make up
the hydrophobic core in the folded structure.

Figure 9-10: Comparison of the fraction of native contacts, Q, per frame for the folded simulation
and unfolded src-SH3 simulations. The definition of native contact used was a sequence separation

of four residues and a distance separation of 6 Å between C-"’s. The green and red lines
correspond to the folded simulation. The green line is Q with respect to the X-Ray structure. The
red line is Q with respect to an equilibrium structure from the MD simulation. The blue line is the

unfolded simulation with Q calculated with respect to the X-Ray structure.
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Figure 9-11: Correlations of the calculated ( values to the experimentally determined ones [236]
for each of the (m, n) pairs used to define the native-contacts. The transition state was deduced

from 9-12. The table also shows the number of native-contacts and the WT contact order that result
from each definition. The contact order increases as the sequence separation increases since it is a

measure of the number of distant contacts. Q is the fraction of native contacts present in the
transition state for each definition. The determination is the square of the correlation and

corresponds to the percentage of the variance in (exp explained by (calc.

the starting structure for the folded essential dynamics run. Figure 9-10 also shows the
fraction of native contacts present for frames during the folded simulations via two different
measures, which average (' 76% and ' 87%) respectively. The method used to produce
the unfolded conformation was described in section 9.4.1. The average fraction of native
contacts during this run was ' 16% (m = 4, n = 6) (figure 9-10 - Blue line). Various
criteria for determining when a protein is unfolded in terms of its native contacts have been
used ranging from < 5% and < 20% [241]. Given this, and the approximate nature of this
calculation it seems reasonable to accept this state as denatured. Further simulations were
run to attempt to denature the protein further but none produced a smaller Q. Indeed it is
known that src-SH3 is quite difficult to unfold with a study reporting that only 27 of 40 6ns

unfolding simulations achieved Q < 0.1% [241].

Figure 9-9 compares the folded and unfolded starting structures. The biggest changes are in
the loop regions. Looking at the second structure three of the beta sheets and the helix have
unraveled and part of the hydrophobic core has become exposed to the solvent. However
the overall shape of the protein remains discernible.

Two-state folders usually fold by a nucleation-condensation mechanism [242]. In this
model the transition state is defined when a few residues make their native interactions
and after this point the folding process continues rapidly to the folded state. Hence the
point on the path where the fraction of native contacts (see section 7.2.2) begins to in-
crease defines the transition state. This has led topological quantities like Q to be excellent
reaction coordinates for two-state protein folding [240].

Furthermore studies have shown that two-state folding is basically defined by the topology
of the protein [180, 237]. The topology refers to the protein’s native contacts - VdW type
interactions between residues separated by sequence e.g. hydrogen bonds. These studies
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found that the contact order, which is a measure of the number of long-range native in-
teractions, is highly correlated with the transition-state energy of such proteins. The more
long-ranged contacts the higher the barrier.

Simplified models, such as Go models, have successfully captured the basic characteris-
tics of folding using chains of C-#’s and only considering native interactions [243]. The
PES scans performed here attempt to mimic in a rough way such models and are simply
exploratory in nature. Since there are no bonds between the atoms 24 unrealistic struc-
tures could possibly appear as low energy. Furthermore the LJ interactions parameters in
the reduced models are usually scaled-up to reflect the fact that the C-#’s represent whole
residues, which is not done here.

Nevertheless the main purpose is to identify structures with favourable non-bonded interac-
tions from unfavorable and this model should be able to do so. A low-energy path, defined
by structures which have favourable contacts and where no steric clashes exist, should ap-
pear on the surface if it exists. Of course the existence of such a path would not imply it
is a real folding path. In addition the subspace defined by the modes restricts the possible
structures that can be generated. For example, given a sequence of bonded residues in the
unfolded structure, the modes are unlikely to affect this order.

Results

The top two modes returned by the analysis reduce the RMSD from 8.92 Å to 0.14 Å. The
surface plotted using these modes shows two broad basins of roughly the same energy con-
nected by a narrow channel (figure 9-12). Surrounding this path the energy increases dra-
matically due to VdW clashes between remote atoms, as can be inferred from the amount
of points omitted from the scan. The difference in energy between the two basins, with
the unfolded being lower, is probably due to some unfavorable electrostatic interactions
between the partial charges of the C-#’s.

I then found the MEP on this surface which produced a reasonable trajectory on visual
inspection. Next I checked the formation of native contacts along the path. A correla-
tion is evident (see figure 9-13) with the contacts remaining practically constant until the
highest energy point along the path whereupon they linearly increase as the energy lin-
early decreases. This is the expected behaviour of a nucleation-condensation mechanism.
Although this was an encouraging and unexpected result, the problems with the PES gen-
eration method cautioned against over-interpretation of these results.

The next step was to try to correlate the transition state found here, defined as the point
where the energy decreases and native contacts increase, with the experimental transition
state. This was done by calculating the correlation between the experimental .-values and
the calculated ones. Following the procedure of Gsponer and Caflisch only .-values of
hydrophobic residues were used [231]. The .-values for these residues closely reflect the
ratio of contacts the residue makes in the transition state relative to the native state. Thus it

24Only C-"’s were used in the ED analysis.
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Figure 9-12: Scan from the unfolded to the folded conformation of src SH3. The target structure
is in the bottom left corner. The initial structure is at (0, 0) The RMSD decreases from 8.92 to 0.14

during the transition

Figure 9-13: Graph showing the formation of native contacts along the minimum energy path of
the surface in figure 9-12. The red line is the energy along the path normalized to the interval [0,1]

to allow comparison. The bottom point is 276 kcal.mol!1 while the top is 382 kcal.mol!1. A
correlation is apparent between the two with the majority of native contacts being formed after the
energy maximum. From this point a linear decrease in the energy is matched by a linear increase in

the fraction of native contacts.
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is these .-values that will be best estimated using equation 7.5 for .calc.

The correlations vary greatly depending on whether the distance at which contacts are con-
sidered native is set as 6 or 7. Gasponer and Caflisch used (2, 7) and achieved a high cor-
relation of 0.87 with simplified atomistic methods [231]. Studies of other two-state folders
using all-atom methods reported correlations of around 0.8 as significant [129]. Therefore
at first glance the highest correlation here, 0.619 (for (2, 7)), looks interesting given the
simplicity of the protocol used. Furthermore the significance of this correlation is also high
with p < 0.003.
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Figure 9-14: Figure showing the correlation of configurations from the unfolded trajectory with
the transition state. The lines indicate the values of the correlation coefficient corresponding to

(one-tailed) p-values of 0.01 and 0.005.

However further investigation led to a discouraging discovery. As can be seen in figure 9-14
almost every state during the unfolded MD trajectory has a significantly higher correlation
with the transition state values than the transition state.

This can be explained, but first the meaning of the correlation coefficient and p-value needs
to be revisited. The correlation determines the strength of the relationship between two
variables. More correctly the square of the correlation coefficient, the determination, mea-
sures the percentage of the variance in .exp explained by .calc. Perfect correlation would
mean each .calc and .exp were linearly related. The p-value of the correlation determines
its significance. Specifically it is the probability of the NULL hypothesis being true - that
is that there is no correlation between the variables and the result is just random chance.

However the NULL hypothesis is not suitable for the task of determining the significance
of the correlation coefficients in this case. An intrinsic bias exists in the correlations since,
at least in this case, the residual tertiary structure in the unfolded state is very similar to
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the tertiary structure in the transition state. Thus the significance of a correlation should be
determined against the hypothesis that any unfolded structure not the transition state could
give the same correlation. In essence figure 9-14 shows that unfolded configurations have
an overall similar shape to the transition state and can explain up to 70% of the variance
between .exp and .calc.

Thus for a structure to be accepted as the transition state structure it must explain a large
fraction of the variance remaining after the bias is taken into account. For example a cor-
relation of 0.8 (determination 0.64) would only indicate that this structure explains 14%

more of the variance than a random unfolded structure. A structure which explains 40% of
the extra variance would need to have correlation of ' 0.95. This cautions against over-
interpreting even seemingly high-correlations in this case. The question remains open as to
whether high correlation to .exp is a requisite for the transition state - that is experimental
errors and incorrect interpretation of the .-value must be taken into account.

In the end no real conclusions about the validity or potential of the TPM technique can be
drawn from this particular study. I also feel the magnitude of the rearrangements involved
in folding are beyond the limit of its applicability. However the alanine dipeptide study
had indicated something was possible. The next course of action was to move to an opti-
mal system for the method, based on the considerations outlined in section 9.2, and begin
implementing a complete path-finding algorithm.

9.4.4 NtrC Molecular Switch

Finally I present a brief description of the current change I am testing the algorithm on,
the switching domain of NtrC. 25 It is an allosterically-activated protein which has two
conformations (PDB codes 1DC7 and 1DC8), one of which (1DC8) causes downstream
signal transduction (activation of transcription). This protein has received attention since it
was experimentally shown that the two conformations have a pre-existing equilibrium. The
allosteric activation, which involves phosphorylation of ASP54, switches this equilibrium
to favor the active state [1, 82]. Thus NtrC is the type of system the algorithm is designed
for and one for which experimental data is available.

The conformational change involves a relatively large movement of a number of residues
near ASP54 (figure 9-15). The locality of the change is important since it is known that
CG-NMA has difficulty in describing such motions (see section 4.2) which means methods
based on it are likely to have difficulties with this system. Figures 9-17 A and B show the
C-# mode-spectrum, from inactive to active, attained by CG-NMA and ED respectively.
Although a substantial number of ED modes have large amplitudes, the vast majority and
the largest are contained in the essential space of the protein while, for CG-NMA no such
division is evident.

The TPM spectrum (figure 9-17 C) on the other hand only has two dominant modes which
25Nitrogen regulatory protein C.
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reduce the backbone RMSD from 3.62 Å to 0.118 Å. These were used to generate the scan
shown in figure 9.4.4. In contrast to previously presented scans, constrained minimisation
was performed at each point. That is, the structure was allowed to relax in all directions
except those defined by the scanned modes. The resulting surface has many of the charac-
teristics that would be expected of the PES for a biomolecular conformational change. It
is quite rough with multiple local minima along the pathway. Its structure resembles a low
energy valley flanked by a mountainous area and crossed by high energy ridges. The target
state is clearly visible as the low-energy basin in the top of the picture while the initial state
is at (0, 0).

Work in the near future will involve implementing a method to provide the MEP and a
corresponding free-energy profile for the transition which can be examined in-depth com-
putationally and compared to experimental results. This and other issues surrounding the
TPM method are discussed in section 10.3.2.
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Figure 9-15: Superposition of the active (green) and inactive (blue) forms of the NtrC signaling
domain. ASP54, which on phosphorylation causes the equilibrium to shift to the active

conformation, is depicted in red. The areas of the protein involved in the conformational change
are shown in lighter colours.

Figure 9-16: Backbone PES from the active (0,0) to the inactive (' (15, 60)) conformations of
NtrC using the top two modes returned by the TPM analysis.The absence of the phosphor group

from the scan may be the reason for the relatively high energy of the active state.
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Figure 9-17: A. The NtrC mode-spectra produced by CG-NMA. Taken from [135]. B. The NtrC
mode-spectra produced by ED. C. The transition mode spectra.
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Chapter 10

Discussion

My thesis is wide-ranging in its scope and this discussion similarly touches on many topics.
The issues can be broken down into three broad areas - Adun itself; the approach taken in its
development; and the results and future work of the studies undertaken using the program.

10.1 Adun

Adun differs from other simulation packages in its approach to molecular dynamics, user
interaction and development. In previous chapters I have presented Adun’s aims in de-
tail and in this section I want to discuss, in a more general way, its aims, achievements,
drawbacks, and the vision for its future development.

10.1.1 Aims

Free-Energy Calculations

One of Adun’s main aims is to be a platform that will provide precise, testable answers
to biochemical and biophysical problems. Fulfilling this objective requires a holistic view
which recognises that consideration of the properties of a system is often crucial for obtain-
ing meaningful answers. For example electrostatic effects are central to catalysis, and hence
it is paramount these are accurately modelled when studying enzymatic activity. This af-
fects both the modelling of the system and the simulation methods used, issues I addressed
in section 2.2. An example of the results of this approach is succinctly given by figure 2-1
which illustrates an optimum setup for a binding or catalysis calculation.

This contrasts with a reductionist philosophy which seeks to replicate in-silico large biomolec-
ular environments with atomistic detail. The ultimate goal is to accurately reproduce the
time dependent behaviour of biological systems up to cellular level by considering only
fundamental interactions between atoms. The hope is that the large scale behaviour of
the system will reveal itself once these basic laws are modelled correctly. Reductionism
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implies that investigation of a systems properties should not require the model dependent
approach I suggest and hence the expected characteristics of the large scale behaviour are
ignored. Although in theory this is a valid approach in practice it often fails in the face of
the complexity of biological systems. This complexity means that even small errors in the
reproduction of physical laws at the atomistic level will be amplified due to the combination
of many factors.

The difference can be further highlighted by considering the principal factor motivating
improvements in simulation methodology in each case. In the reductionist case this can
be cast as the following question - “What can I do to improve the realism of my MD
simulation?”. On the other hand our first question is always “What can I do to improve my
free-energy calculation?”. This reflects an underlying difference in approach - with Adun
we aim to calculate free-energy using MD rather than the other way around.

Integrating Tools

Biomolecular free-energy calculations are the raison-d’être of Adun. However the ability to
perform such calculations is essentially useless if only a few people have the ability or the
endurance to learn how to use the program. As I have emphasised throughout this thesis,
overcoming this problem requires considering user interaction, the computation itself, and
the management of the data the program produces.

The prevalent paradigm in computational science is to focus on algorithms. As a result, data
handling questions, for example which input and output formats to use, are of secondary
importance. However computational biology mainly involves producing data from other
data. Therefore I believe the central issue when creating an integrated environment is the
flow of data from one algorithm to the other, and that the key task is defining what the types
of data are and how calculations can be applied to them. The algorithms themselves are of
only transient importance since they constantly change or are replaced by better methods
(see section 2.3.1).

Integration implies that the programmatic environment an algorithm resides in affects how
it is written. This environment, and its rules, must be identified and defined beforehand,
otherwise integration becomes almost impossible. This was a central aim of my thesis and
the results pervade the structure of the program (see Chapters 5 and 6). A result of this
integrative approach is given by Adun’s plugin architecture (see section 6.7.1 and 10.1.3.

Taking an integrative approach requires more initial effort than is typical for a computa-
tional program, causing the project to have a longer “lead-in time”. However the result is
that future work will be substantially quicker and easier, since all development builds on,
and is tightly integrated with, what has gone before. Currently Adun is at the end of this
“lead-in time” and is in transition to a role as a production application for scientific studies.
My aim for the program over the coming years is for it to evolve to become an Integrated
Research Environment (IRE) for biological simulation - an application which aids in all
the tasks a scientists faces when performing simulation based research. The benefits of the
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increased time spent on the foundations are readily apparent to me as a developer and I
believe this will allow me to realise my aim.

10.1.2 The Core Simulator

When considering the core of the program the main achievement is the AdunKernel frame-
work. In my opinion it succeeds in defining a powerful blueprint for developing simulation
protocols. As I outlined in Chapter 5, the advantages of this structure are enormous from
a developers standpoint. It substantially eases the addition of new features by eliminating
the need to consider a huge range of factors, and removing much of the burden associated
with code modification.

To make a scientific analogy - this library provides a “pre-organized” environment for pro-
gramming. The direct effort required to implement an algorithm is basically the same from
program to program. What can be changed is everything that surrounds this. Like an en-
zyme an environment can be provided in which the “reorganization energy” required to
implement the code is substantially lower.

Within this structure there are a number of accomplishments I consider key. When devel-
oping a framework it is imperative to have a good OO definition of the data it works on,
and I believe I have achieved this (see section 5.3). This is a critical programming decision
to make, as it is a pre-requisite for identifying an optimum OO solution to a problem. It is
also crucial for the success of the integrative approach described in the last section. It is
equivalent to defining a simple yet expressive language that all the diverse components can
communicate with.

Following the theme of integration the controller methodology I created (see section 5.5)
is vital for realising Adun’s rapid development aims. It enables programmers to gain input
and output functionality for free and essentially makes every method/protocol added to
Adun operate under the same principals - a learn once, use everywhere philosophy.

A significant feature is the ability to assemble complex models of biological systems, which
is essential for obtaining accurate free-energy calculations (see section 2.2). Moreover all
models, for example implicit solvent, PBC, or the reduced representation as shown in figure
2-1, are created in the same way, using the same parts. The importance of this feature is
enforced by my own experience, as early versions of the program did not address this issue.
Eventually they had to be extensively rewritten as the existing programmatic structures did
not have the required flexibility.

A final accomplishment of the framework is that it handles topology changes in a transpar-
ent way. It is possible to change any property of the simulated system, for example add or
delete atoms and bonds. Adun tracks these changes so when a specific frame of the simu-
lation is retrieved the exact topology and interactions present are also returned. This allows
a running simulation can be modified in any way, and the modification to be subsequently
undone if desired.
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Problems

The steepest barrier to developing with Adun is paradoxically caused by its main advan-
tage - its framework based design. As discussed previously OOP techniques reduce the
time necessary for programmers to maintain and develop (section 2.3.1), yet they have the
requirement that developers must be conversant with them to begin with. The result is that
Adun’s design rewards advanced programmers. This is a conscious decision - maximising
the productivity of these developers will probably have the greatest impact on a program’s
evolution. They also bear the biggest burden of maintenance and development so it is
natural to provide them with the best technology.

Unfortunately many computational scientists either do not know or misunderstand OOP.
This means they have difficulty understanding and properly using libraries designed on
these principals. In my experience, the majority are used to a procedural methodology,
usually implemented using a low-level language, such as FORTRAN, or via basic scripts.
The drawback to this approach becomes rapidly rapidly apparent when used to create and
maintaining programs . Scientists also tend to lack the time to learn the necessary OOP
techniques which, from personal experience, can be substantial without proper instruction.
However the user-base will mostly consist of such scientists, and if the program is to grow
they must be catered for. The question then becomes how do we bridge the two worlds?

This problem can’t be reduced to a choice between a program that eventually degenerates
and cannot be extended or a perfect program which is never used. There is a middle ground
but it requires more work in order to flourish. The main requirements are multiple devel-
opmental entry levels (for example from scripting, to plugins to library development) and
extensive documentation and tutorials for each. Unfortunately this is a large amount of
work for a small development group. It also means that until the structure is finished it is
difficult to incorporate less skilled programmers. In itself this is not a drawback, except
that the current structure in science means projects with long “lead-in” times are at a dis-
advantage. Currently the necessary entry levels are present and all that is lacking is the
documentation.

A problem that is frequently perceived by others is the lack of parallelism of the core molec-
ular dynamics algorithm. However in non-pure MD situations parallelism often yields the
greatest advantages at a higher level. For example when performing a FEP (see section
C.4) multiple windows can be run concurrently. The same idea can be applied to replica ex-
change protocols [187] or the string method for finding minimum free-energy paths [228].
Since Adun is focused on such algorithms it seems prudent to leave MD parallelisation to
a later stage since it is a time intensive task.

Future Work

Turning to future work the AdunKernel framework itself is almost complete, with a small
number of features remaining to be fully implemented.
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The main aim on the molecular simulation side is to increase Adun’s feature set to include
a wide range of algorithms for tackling free-energy calculations. These include general
methods like FEP and thermodynamic integration and higher level protocols targeted at
specific problems such as LIE for binding and EVB for catalysis. Other methods target-
ing conformational changes, discussed later in this chapter (section 10.3.2), will also be
pursued

Two important techniques are outstanding. The most crucial is the LRF method for long-
range electrostatics [15] while the other is a semi-microscopic solvent representation such
as Langevin Dipoles [139]. This will allow the classic environment for algorithms such
as Protein-Dipoles/Langevin-Dipoles (PDLD) [27] and EVB (see section B.2) to be re-
produced, although Adun’s GB implementation may provide an alternative to Langevin
Dipoles in this context (see section 4.3.2).

The addition of a scripting interface to AdunCore will be a focus in the near future. This
will allow users to run AdunCore in a manner similar to other simulation programs, easing
the transition between them. For example users will be able to write small scripts to set-up
and manipulate simulations. 1 A scripting interface also addresses the need for increased
levels of interaction. Users will be able to launch interactive sessions from which they can
inspect and modify a running simulation. Since the scripting mechanism is already in place
(see section 7.3.2) only a little work is necessary to provide this feature.

Finally compatibility with other simulation formats will also be implemented. This is nec-
essary for expanding Adun’s user-base, since many potential users will have simulations
stored in other formats that they would like to use in Adun. However it is complicated
by two factors; certain formats lack information that Adun simulations contain; and there
is a scarcity of libraries for parsing and manipulating these formats - a problem which is
indicative of how little consideration is given to reuse in scientific software.

10.1.3 The Graphical Interface

The existence of a dedicated GUI is not simply ‘eye-candy’ but is an intrinsic part of Adun.
It is the ‘glue’ that enables the integration of all the disparate parts of the program. It
also presents a consistent and relatively easy face of the program to users which will be
enhanced in the near future with inbuilt help.

However a GUI adds extra maintenance and development overhead (discussed in the sec-
tion 6.1.1). Luckily the advanced nature of today’s application development tools means
that this effort is often significantly less than it would seem to the uninitiated. In my opin-
ion, even with the dual concerns of interface and underlying libraries, the effort required
to develop and maintain Adun is still less than that required for previous command line
programs.

Two features - the integrated database and the plugin-based architecture - form the central
1Essentially a generalisation of the controller methodology to include scripts.
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core of the interface and make Adun stand out from other scientific applications.

A Data-Centric Approach

Currently the usual procedure when using computational science applications consists of
firstly generating lots of data and then considering what to do with it. Often this second step
involves the creation and curation of a web-based relational database, perhaps one which
users of the program can add their data too. This contrasts with Adun’s approach where
the in-built database is central to the interface (see section 6.2). From the moment some-
one starts using Adun they begin to create their own database - a database automatically
maintained and curated by the program.

Scientists don’t work in isolation and sharing data is a powerful way to increase the speed
of research (also discussed later 10.2.4). Hence I implemented a method for users to share
their data (detailed in section 6.3). The final goal will be to allow any users database to
be “Web Published” with the click of a button. Eventually this will lead to a database of
databases, distributed around the world, integrated into the program and freely accessible.

The power of Adun’s database is due to the fact that basic concepts, e.g. metadata, are built
into program at a fundamental level so Adun’s data intrinsically has a high-level structure.
This allows the program to perform management tasks that normally would have to be done
by the users themselves. Perhaps the most powerful of these features is Adun’s recognition
of the inter-linked nature of the data it produces. In other programs data exists in isolation
and it is up to the researcher to remember how a particular piece of data was created. I
realised that data exists within a data-web and that knowledge of this web is an extremely
powerful tool for data management and knowledge discovery. Since Adun automatically
creates and maintains the data-web, this will allow it to be easily exploited in the future

The advantages of many of Adun’s data-management features are reliant on it attaining
a critical mass of users. This is a problem since these capabilities have to considered,
and the necessary infrastructure implemented, when it is uncertain that the program will
spread beyond a few users. If this isn’t done, and the program, does become popular it is
very difficult to reverse engineer them. With Adun the solution I adopted was that if the
potential exists, and the impetus is strong enough, then such features must be accounted for
as soon as is feasible. They also provide added value to the program and will play a large
part in encouraging users to adopt it.

Finally an easily overlooked feature is the speed at which Adun can access and load its
highly structured data. This is often tens of megabytes in size and currently a few seconds
delay is only observable when loading and displacing of very large datasets.

Plugin Architecture

In Adun plugins are independently developed algorithms which can be added to the pro-
gram to expand its features (see section 6.7.1 and 7.2). The term ”plugin architecture”
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refers to how the design of the program allows these plugins to be added. Adopting a plu-
gin architecture enables rapid addition of new features since developers do not have to be
concerned about presentation of input options, user interaction, and data management - all
of these are handled by the program.

For example in a typical scenario a script simply produces an output file containing its
results. Compare this to Adun where the data produced by plugins is automatically in-
tegrated into the the users data-web and has the potential to be immediately added to an
online shared database.

Moreover since all plugins use a common range of features supplied by Adun, improving
these features immediately increases the richness of all plugins. For example each plugin
uses the same graphical interface so improving it simultaneously improves the interface of
every plugin - thus a type of “parallel programming” is achieved. A plugin based approach
brings many benefits which is reflected in its use in other recent computational programs,
for example Chimera [244] and VMD [245].

The plugin architecture can be extended to incorporate previously existing programs as
well. This is necessary since many of the complex capabilities required of the IRE I propose
are already provided by such programs. With Adun I have already integrated the graphing
program gnuplot and the hydrogen addition program Reduce [177], and aim to continue
with Antechamber [246] - the open-source module for parameterising ligands that is part
of AMBER.

Future Work

The most critical area in setting up a simulation is the creation of the system, the collection
of information required to simulate a protein. This is a priority for future interface work.
Unfortunately it is a complex area of the simulation process due to the enormous variety of
molecular structures and the underlying problems of PDB files and force-field formats.

As of now Adun can build and simulate systems under three force-fields but the functional-
ity is basic - there is limited opportunity to modify parameters or the structure from within
the program. The immediate concerns can be divided into three areas - heterogens identifi-
cation and parameterisation and FFML.

The first of these is the most critical as without it Adun will not be able to create a system
from any supplied PDB structure. To overcome this I intend to incorporate the open-source
program Antechamber, part of the AMBER package of programs [7]. This automatically
generates topology information (bonds and force-field atom-types) for unknown ligands
and includes the ability to assign partial charges by a number of methods. Although created
for use with AMBER the authors enabled it to be extended to any MM force-field.

It is startling that sources of data like force-fields are created without supplying a library
to access their information. It is akin to providing a database with no functionality to
use it. I have been developing FFML (see section 7.3.3) as a solution to this problem
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which is a result of the algorithm-centric approach. That is current force-field formats were
predicated by the needs of certain algorithms and programs rather than being developed
independently for storing and disseminating information. However the full implementation
of FFML is another complex task. An incremental development plan will be used, relying
on the strengths of XML to offset mistakes made in early iterations of the format. The result
will be a flexible format that can be used to define completely new force-fields, including
the mathematical formulations, and that Adun, or any program adapted to work with the
format, can understand without requiring additional programming.

Two features, projects and the finder, are the last major parts of Adun’s data-management
infrastructure to be added. They will provide enhanced capabilities for organisation and
manipulation of the data respectively. A project is “smart-folder” for storing data (see
section 6.2). It is crucial since the amount of data generated during a single project quickly
overwhelms the current organisational structure. A finder is an intrinsic feature of any
data-management system - it allows a user to search their data based on keywords and the
data-web. The building blocks for both are in place and the remaining work mostly involves
hooking them into the interface.

Another new addition will be interface scripting, an extension of the command-line script-
ing discussed previously. It will allow advanced users to interact with the interface tools
they see on the screen - the database, the process-manager - for automating batch jobs and
other repetitive tasks. This is important since the ability to create complex workflows for
analysing large amounts of data are increasingly becoming a requirement in biology (sec-
tion 7.3.2). Interface scripting will also provide another entry level for developers to extend
the program.

Looking beyond the features outlined above there are a multitude of possibilities for ex-
tending and improving the interface. Some other ideas are enabling plots of data to be
added and stored in the database; integrating with a visualisation program; and an editor
that will allow systems to be modified after they are created (for example changing atomic
properties like partial-charge).

10.1.4 Summary

My vision for Adun is as a dedicated IRE for computational biochemistry and biophysics,
built on a open-source development model. The program will focus on using MD to provide
accurate free-energy calculations rather than as an end of its own. There are many parallels
between an Integrated Development Environment (IDE) for programming and an IRE. The
main difference is that sharing of data is far more prominent in a scientific application.

The major features of this IRE will be,

• System Creation

– Preparing the PDB e.g. hydrogen addition.
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– Combining with a force-field - including automatic heterogens addition to the
force-field.

– Post system editing - adding atoms, modifying etc.

• Simulation

– Batch jobs.

– Distributed, parallel and grid job submission.

– Interactivity allowing real time monitoring of a simulation.

– A simulation debugging facility.

• Analysis and Visualisation

– Rich analysis suite with plotting etc.

– Visualisation that integrates completely with all trajectory and force-field data.
This will be probably require adaption of an external program.

Underlying everything is a searchable database which can be shared, and which under-
stands and maintains the data-web. Above everything will be advancing scripting enabling
workflow and automation. These features combined represent the overarching aim of the
program. Achieving this aim is still a few years away but already a vast amount of the
necessary work is complete. At the time of writing Adun has been downloaded over 1000
times and the code-base is currently valued at over one million euros on the open-source
metrics site Ohloh 2.

10.2 Development Philosophy

This thesis involved a large amount of programming and as I tackled the various problems
that arose, and considered the future direction of Adun, a distinct development philosophy
began to crystallize.

Program development plays a large part in computational research. To a computational sci-
entist computer applications are the equivalent of experimental hardware. Improving them
so it becomes easier to investigate biological phenomena should be central to any develop-
ment effort. This entails considering many factors, from the development environment and
code distribution, to end users and their interaction with the program.

By analysing these factors I arrived at the following five principles which drive Adun’s
development -

• Harnessing software engineering
2http://www.ohloh.net/projects/5001?p=Adun
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• Concentrating on High Performance Productivity

• Adopting an open-source approach

• Enabling data-sharing

• Increasing experimental and computational synergy

I believe these principles are general and that they provide a template for the development
of any “next-generation” scientific application. The following section discusses these prin-
ciples in more detail.

10.2.1 Harnessing Software Engineering

The discipline of software engineering has accumulated years of research into application
development. It addresses topics like coding style, programming methodology and project
management, with the aim of accelerating the development of computer applications. If we
do not take advantage of this knowledge we are committing a grievous error that will limit
what could be achieved in computational biology.

There are two commonly held misconceptions about software-engineering. The first is that
adopting software-engineering techniques is time consuming and incompatible with the
demands of scientific research. However their sole purpose is to make development easier
which results in freeing time for other tasks. Adopting them can only benefit and accelerate
research.

The second is the it is not the job of computational scientists to learn and use these tech-
niques. However creating programs, like molecular simulators, requires detailed knowl-
edge that can only come from in depth study in the field. On the other hand, harnessing
advanced development technology requires proficiency in software-engineering. One ap-
proach is to have large development groups with tight integration between programmers
and scientists, but this can be expensive, cumbersome, and time-consuming. Therefore
computational scientists must synergize both the programming skills and the expert scien-
tific knowledge in order to produce the next generation of computational technology. The
work presented in this thesis illustrates what is possible by taking this combined approach.
As it stands, the state of the program is more advanced than it would have been had I not
adopted and applied software-engineering methodologies.

So what does harnessing software engineering involve? At a basic level it is simply prac-
tical information on rigorous and efficient practices that lead to good code and faster de-
velopment. Well written and organised code greatly enhances the ability of others to build
on it or to collaborate in its development. Well-documented code aids in interpretation and
identifies problems are areas for future work while external documentation e.g. developer
guides, help new programmers become involved in the project (see 10.2.3). Unfortunately
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creating documentation requires a substantial effort which brings no tangible scientific ben-
efit e.g. papers. This is a barrier to bringing a long-term and ambitious technological project
to fruition.

Software engineering also addresses higher level factors like language and programming
methodology. These have a considerable impact on a program, for example they will de-
termine what software libraries are available for use, but are more open to the subjective
preferences of the developer. In my opinion OOP is, once mastered, the most powerful
methodology available for constructing advanced programs. Understanding its conceptual
framework can allow a small group of developers to create applications that would seem
impossible otherwise. Moreover the most advanced development frameworks are fully
object-oriented.

Adopting software engineering practices radically extends what is possible for one de-
veloper to achieve and I believe this is demonstrated by this thesis. In my opinion their
widespread adoption can have a substantial impact on science by allowing computational
researchers to create better applications in a shorter time. To enable this training in software
development should be available for anyone who intends to create computational applica-
tions.

10.2.2 High Performance Productivity

In previous chapters I detailed many of the problems faced when performing molecular
simulation research. Some of these directly affect the ability of users to perform simula-
tions and analyse the results (see section 2.3.2). Such productivity barriers are prevalent
throughout computational biology and in most cases they have been ignored.

Increasing productivity involves identifying and removing the obstacles which make re-
search goals difficult and hard to achieve. Productivity barriers are equivalent to compu-
tational bottlenecks and increasing productivity is analogous to traditional HPC optimisa-
tions. 3 It is also as important, since it is scientists who generate ideas and perform studies.
In my opinion, “neural cycles” should be valued much higher than computer ones, there-
fore it is logical that all impediments to scientists work, for example arcane user interfaces,
should be removed. Therefore developers must tackle these barriers when developing com-
putational tools.

The fact is, that once a calculation is running it no longer takes up any “neural time”, the
most valuable resource we have to utilize. It usually makes little difference if a calcula-
tion takes 2 weeks or 3 weeks 4 - no real time is lost since the extra week can be used
by researchers to perform other tasks. This cautions against spending time on needless
computational optimisations.

3Computational bottlenecks can even be seen as a subset of productivity ones.
4Obviously if a great increase in computational time could be achieved this must be addressed e.g. the

difference between 2 weeks and 10 weeks.
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The target audience of an application is a major factor in determining what will be perceived
as a productivity barrier. Developers should think of the end users when trying to improve
productivity (see section 10.2.5). Furthermore productivity obstacles are often hidden and
their effect not recognised until they are removed. Finally, for each barrier encountered
a cost-benefit analysis is required to determine if it is worth the effort to remove and if it
is the correct time to do so. Over time the cost of many improvements become reduced
as other factors improve - an example of this is only making HPC optimisations when a
program stable. In Adun this approach was taken when considering what features should
be connected to the GUI and when (see section 6).

10.2.3 Open Source

Adun is competing against other molecular simulation packages, all of which have a consid-
erable developmental head start - almost 30 years in the cases of AMBER and CHARMM
and 15 years for NAMD and GROMOS. Moreover these programs have the advantage of
established user-groups and development communities.

Thus there are two problems: providing reasons for users to move to Adun and overcom-
ing the developmental head-start. By addressing failings in these simulation packages and
providing new features Adun gains a niche in this “market”. Unfortunately this essentially
doubles the development gap as we must first “catch up” with these programs and also sur-
pass them. Adopting advanced software practices and technology is a necessity if this is to
be achieved (see sections 2.3.1 and 10.2.1). However even with cutting-edge development
tools there is a limit to what one person can do.

It is difficult for a solely intra-group development effort to draw on the base of people re-
quired for deploying industrial strength technology. A solution to this problem is provided
by open-source, volunteer based communities, where people give up their free-time to ad-
vance a project [61]. The reasons for developers voluntarily participating in such projects
are complex. However a central motivation is the idea that freeing code stops clever people
doing the same thing twice. Similarly it can be difficult to understand why a user would
prefer such a program over one commercially developed. In this case the open-source
philosophy of viewing users as co-developers plays a large role. Users form part of a com-
munity that “owns” the software, and as such are much more willing to dedicate time to it
then a closed, commercial, alternative.

Under the open-source model a team of 10 people is large. 5 Such a community leads to
a “parallel processing” of neurons which can have a substantial impact - each contributor
can add what they need and improve the barriers they recognise. The distributed nature of
the participants enforces the creation of a rigorous development system which allows them
to collaborate. For example, it naturally leads to globally accessible documentation, and
discussion on the project, which helps to draw in new programmers who otherwise would

5It would put a project in the top 10% of open-source projects in terms of team size on the Ohloh open-
source metrics site.
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be unaware of its existence. It also requires that the code is highly modular so it can be
developed in parallel - thus an OOP approach is advantageous.

Open-source projects usually conform to a slow-growth model as the developers are not
necessarily fully dedicated to the program. This is suited to the scientific environment
since the contributors will likely be concentrating on their own research. Furthermore it is
expected that strong overlap will exist between the application and each contributors area
of interest. This will lead them to dedicate more time to the project than they would if no
such synergy was present.

One ingredient for success in an open-source project is that documentation and automated
installation packages should be available from the beginning. This enables “early-adopters”,
usually skilled programmers or the computer-savvy, to be engaged, which can have a sig-
nificant impact in development. A substantial proportion of the computational science
community are potential “early-adopters” which increases the chances of recruiting such
people. However from my experience creating packages and documentation is a huge task
for single-developer projects where a community is not yet present.

Despite these benefits, there are a number of constraints that prevent scientists participating
in open-source projects. Often they want personal control over their code 6 or may not want
to become reliant on what is perceived as someone else’s program. This fear frequently
stems from previous encounters with programs which did not adopt practices conducive to
multi-person development and hence had a very idiosyncratic style. However open-source
projects are by definition community owned - although the project may be directed by a
single person, anyone is free to modify and distribute it as they wish.

The open-nature of discussions and code can be a barrier as people are often averse to
openly displaying mistakes or lack of knowledge. The key point is that providing open-
access to code, mistakes and all, is one of the main strengths of the open-source approach.
The community realises that it is inevitable that a developer, no matter their skill level will
produce bugs, and its aim is to help identify them. This idea is often summarised as “to
many eyes, all bugs are shallow”.

10.2.4 Sharing Data

Science is concerned with generating hypotheses from data and vice-versa, hence the flow
of information from researcher to researcher is of prime importance. Already journals pro-
vide open-access to scientific ideas and recent years have seen movement towards greater
sharing of data. There are many reasons for advocating data-sharing (see section 6.3) and it
is already enforced by NIH guidelines. In my opinion, provision of data is likely to become
a requirement for publishing papers.

In the end these are just policies, therefore mechanisms must be put in place to that enables
researchers to share their data and allow others easy access to it. In this respect the current

6This may be enforced externally, for example by a granting agency
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plethora of biological databases only represent an initial step as, although many are vital,
some are semi-redundant. New scientific software should be built to facilitate this flow of
information, from the group level to to global-access. If, as is the case with Adun, the data
produced by a researcher was automatically cataloged by the application that generated it,
and the data shared through the application itself then there would be no need for external
databases.

The ideal situation would be an underlying science-specific operating system (OS) with
a database accessible by all applications. In this way data generated by any application
would be accessible by others - on any computer also running the OS. Such an undertaking
would rival projects like particle accelerators but perhaps provide a greater acceleration of
scientific research as a result.

The open-source software movement showed what it was possible to achieve through free
sharing of code. I believe the scientific community as a whole can gain even greater benefits
it willingly shares technology and data. This belief is central to Adun and can be seen in
its open-source nature and data-sharing facilities (see section 6.3).

10.2.5 Experimental and Computational Synergy

Often the best research comes from combining the theoretical/computational and experi-
mental approaches to science. It allows experimentalists to take advantage of computational
techniques they may not have been aware of and supplies computationalists and theoreti-
cians with data to validate their models and algorithms.

In this integrative scheme computational scientists have a number of roles, one of which
is to provide advanced computer technology to the wider scientific community. Indeed
it is the stated dream of leading computational scientists to expand the use of computa-
tional techniques to experimentalists. However unless experimentalists are provided with
programs that suit their needs and goals, this will only happen in a minimal way.

This requires that when creating new applications computationalists must also consider
who the expected users of the application are, in addition to addressing topics like software
engineering and the advantages of open-source approach. The answer to this question has
repercussions for the resulting development of the program as depending on the user the
programs requirements will differ, often considerably.

Computational scientists interests do not always overlap with experimentalists so most pro-
grams they create are for use by themselves. Since they are often technically minded they
have little aversion to using command line programs for example. Experimentalists, on the
other hand, usually have a radically different view of what an application should provide.
It is common that what is considered as normal by computationalists may be considered an
unnecessary waste of time by experimentalists. This does not imply that one is right, but
rather that if we want to extend the capabilities of what we can do, and the speed at which
it can be done, we have to recognise this disparity.
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It is here that providing GUIs and online/in-application help become major issues and this
motivated me to include them in Adun. Luckily there is a wealth of information for com-
putationalists to mine regarding optimal user interfaces. Many computer companies have
spent vast amounts of money on studies exploring human-computer interaction and these
are often readily available. For example the Apple Human Interface Guidelines are avail-
able for free and are an invaluable help when assembling interfaces. 7 They essentially
remove the need for the developer to consider certain factors - for example how to display
different types of information to users, and how the program should react to certain events
- so they can concentrate on more important tasks.

10.3 Biomolecular Dynamics

The two studies of biomolecular dynamics I performed used information on equilibrium
fluctuations to provide insight into protein function. They also demonstrate Adun’s capa-
bilities at the current moment in time. In the final sections I give an overview of the aims
and results of these studies and consider the strength and weaknesses of the techniques
used. Suggestions for future work in these areas is also given.

10.3.1 Ras Dynamics

Chapter 8 investigated the molecular switch Ras. Ras is an interesting protein as it demon-
strates a wide range of functions including allostery, catalysis and binding of ligands and
proteins. It is also oncogenic and a number of well-known mutations cause it to stop func-
tioning. Due to Ras’s multi-functionality these mutations can have multiple effects.

The study here concentrated on examining the dynamics of Ras and the effect of the Q61G
mutation on them using Adun. Glutamine 61 is known to be crucial to catalysis, although
there is a debate on whether its role is direct or indirect (see section 8.1.4). In addition
the residue exists in a region critical for binding and its mutation could also have effects
beyond its immediate surroundings.

The investigation concentrated on dynamics for two reasons. The first is simply because
Adun had a range of methods for examining protein fluctuations available for use before
more complex free-energy methods were ready. The second is that dynamics reflects the
structure of the PES around a protein state which determines its properties. By examining
them you gain insight into the the high and low energy directions on the surface and how
they are affected by different events. This information is not available from purely energetic
studies.

Four different quantities were calculated in the investigation - backbone configurational
entropy, essential space comparison, allosteric potential and RME (see section 8.2). None

7http://developer.apple.com/documentation/userexperience/Conceptual/AppleHIGuidelines
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of these were used in the previous studies of Ras dynamics and I developed the last during
this thesis.

Results

The studies found that ligand binding restricts the motions of the protein. It does so by
either holding regions of the protein in intrinsically unfavourable positions or by stabilising
the conformations of different regions. Once the ligand is removed, high-energy directions
on the PES become low-energy and the protein is free to move along them. The unexpected
result was that Switch II is constrained in GDP bound Ras and not flexible as previous
studies and X-ray structures suggested. This is discussed further below.

The main result was that the Q61G mutation prevents the ligand constraining the protein.
Directions on the PES that were unavailable in the WT are explored in the mutant. Fur-
thermore the mutant bound and unbound states are more similar to each other that they are
in the WT. From this I can conclude that Q61 plays an important role in maintaining the
stability of the ligand-bound states.

The entropy and space similarity studies indicated that the mutants sample a somewhat
smoother PES rather than one that is radically different to the WT. That is, it seems that
removal of the side chain allows the mutants to explore their PES more easily than the
WT structure can. This is evinced by the lower entropy of the ligand free-states of the
protein and the more rapid convergence of their essential spaces. However it must be
noted that large errors are present in the entropy calculations which prevent their concrete
interpretation.

The results support the hypothesis that Q61 has an indirect effect on catalysis. Catalysis
occurs when Ras is complexed with GAP and requires that the protein adopts a specific
configuration (see section 8.1.2). The indirect model holds that the mutation destroys the
ability of the protein to adopt this configuration by destabilising it. The study I have per-
formed indicates that the GTP bound-state, necessary for forming the RasGap complex, is
no longer favourable. This would imply that the catalytically competent configuration of
the RasGap complex will be destabilised for similar reasons.

A more detailed summary of the results can be found in section 8.4.7

Comparison to Previous Studies

There are three relatively recent studies of Ras dynamics, one using NMA [247] the others
used ED [193, 194]. The NMA study investigated the difference in the modes of the GTP
and GDP bound states and also how the removal of the &-phosphate affected the RasGTP.
The quantities examined were the directions and force-constants of the NMA modes. The
only concrete conclusions were that GTP is more conformationally restricted, which is also
seen here, and that removal of the phosphate allows regions involved in the conformational
change to move. Although the second experiment was not performed, the complete removal
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of the ligand caused similar motions.

The first ED study only examined 300ps of dynamics [193]. From the simulations I pre-
sented this time scale covers movements towards the minimum of the PES defined by the
force-field (equilibration movements). The authors observed flexibility in Switch II in the
GDP bound form, which they correlated to the observed differences in this region in X-ray
structures. However this flexibility is not seen in the simulations I performed using equi-
librated trajectories. It is likely that the movement observed was due to equilibration and
does not reflect the force-field defined flexibility of the region. My simulations indicate
that Switch II is in a stable conformation and hence that the multiple observed configura-
tions of Switch II in X-ray structures are because it can access a number of equally stable
configurations.

The second ED study increased the time scale to 900 ps but was also limited [194]. Here
they examined GTP bound Ras in two different forms and only ED was used in the analysis.
They found that RasGTP exhibits two distinct conformations which involve differences in
the positions of Q61. They speculated on possible implications of this for catalysis. Since I
concentrated on high level information from the dynamics I did not investigate if the same
conformations were present. This may be done in future work.

The Methods

Space-comparison is useful for determining the speed of sampling (see section 8.2.1). For
example I could determine that although the mutants explore a larger conformational space
they do so much quicker (see section 8.4.3). The inter-space comparison using the unmod-
ified similarity measure, &, only could reveal that all the states were similar. Resolving
differences between the states with the measure requires highly converged simulations.
However I found the modified similarity measure, 1ab, to be of little use as it unduly biases
against more converged simulations.

The absolute entropy was calculated using the harmonic approximation (see section 8.2.2).
Even disregarding the limitations of the approximation itself, the convergence of the cal-
culations is very slow. Furthermore even though the errors may be small in relation to the
absolute values, they are large compared to the differences in the entropy of the states. One
advantage is that the entropy does seem to converge in a predictable manner (see section
8.4.4). Future work will investigate if this is the same for the entropy differences.

Although not obvious to me, and not mentioned by the authors, I found allosteric potential
was equivalent to the concept of reorganisation energy (see section 8.2.4). The novelty
of Ming and Walls approach [132] was that they connected the reorganisation energy to
allosteric rate enhancement. I calculated the allosteric potential between the ligand-bound
and free states in the harmonic approximation. This allows this “allosteric free-energy” to
be decomposed into different terms which are connected to differences in the ED modes
of the two states. Unfortunately the harmonic approximation reduces the usefulness of
this values and the nature of ED modes hampers their interpretation. Nevertheless the
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values obtained could be interpreted in the context of the other results and provided further
information (see section 8.4.5.

Finally I developed RME (see section 8.2.3) as a way to overcome the limitations imposed
by the slow convergence of individual ED modes (see section 4.2.1) and to provide an
easier way to interpret the ED results. RME allows one to see which residues are moving
in a highly specific manner and reveals groups of atoms moving together. The structure of
the protein can be used to associate different groups. I felt the technique was key, along
with simple MSF data, for examining the dynamics.

Dynamics and Reorganisation Energy

As discussed in section 2.4 there is considerable interest in the possiblility that some protein
functions are regulated by “dynamic effects”. A “dynamic effect” usually means an effect
due to a protein’s equilibrium fluctuations (see section 2.4.1). 8 The configurations a MD
trajectory samples are representatives from the thermodynamic ensemble defining a given
protein state, for example GTP bound Ras. Thus a “dynamic effect” can be associated with
the effects of conformational averaging when calculating thermodynamic quantities.

The free-energy of a state is a function of the ensemble over which the state is defined,
which corresponds to a region of the PES of the system under consideration, and the energy
of each microstate in the ensemble (see section C.1). However its not easy to decompose a
free-energy difference into conformational averaging (“dynamic effect”) and energy terms.
This is because all changes in the PES, which manifest themselves as changed fluctuation
behaviour in MD, result from a change in energetics.

What is required is a rigorous way to define the different quantities that we want to examine
in terms of energetics. We are interested in the free-energy difference between two states
and what causes and affects it. Furthermore we want to quantify the contribution of the
change in PES structure to this difference.

In my opinion the classic decomposition of a free-energy difference into static and reor-
ganisation terms provides a framework for understanding protein function and the role of
the changing shape of the PES (for details of the theory behind this breakdown see sec-
tion 8.2.4). The static term reflects the energetic contribution that would result if there was
no change in the ensemble defining the two states, only a change in each microstate’s en-
ergy. The reorganisation term reflects the contribution to the free-energy of changing the
ensemble.

There are a few things to note about this breakdown. Firstly the reorganistation energy can
be different depending on the direction the free-energy difference is calculated in because
it depends on the initial state. Secondly the static term still contains “dynamic effects” as
the change in energies of the microstates in the reference ensemble can cause changes in
fluctuations. The advantage is that this decomposition has a meaningful interpretation and

8In the following I do not include conformational changes as dynamic effects
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can be linked to the mechanisms behind a free-energy difference.

Using this breakdown we can frame more specific questions. For example, to what degree
does a given mutation contribute to the static or reorganisation contribution to a free-energy
difference?; or how is a free-energy difference affected by changing reorganisation contri-
butions, e.g. changing a collective motion by introducing a mutation?. In this way the effect
of changing collective motions and fluctuation magnitudes on free-energy differences can
be determined. Moreover the energetic factors behind these changes can also be elucidated.

Future Work

The immediate work will involve extending the acquired data with a set of longer simula-
tions using CHARMM to provide conformation of the current results. Once this is done
it will be interesting to examine the differences between the Ras states and their mutants
using detailed free-energy calculations of the static and reorganisation energies involved.
This will involve defining a FEP approach that can accurately give the contributions of both
effects, and furthermore can break it down in terms of specific types of motion. The studies
will also be extended to examine the mutations effect on Ras’s ability to bind effectors.

10.3.2 Transition Path Modes

In Chapter 9 I detailed a new method for use in determining the transition paths associated
with conformational changes. Investigating the nature of a conformational change requires
determining the most probable path between the two states. This is a difficult task and
many approaches have been developed to tackle it (see section 9.1). Ideally we would
like to be able to quantitatively determine the path’s characteristics, for example, the free-
energy of the transition state. However qualitative information about the path, for example
if a given mutation is likely to increase or decrease the rate of the change, would also be
advantageous. This would allow discovery of mutations that keep an enzyme, that normally
exists in equilibrium between a number of states, in its catalytic conformation.

The most probable path is equivalent to the minimum energy path on the Free Energy
Surface (FES) of the transition (called the Minimum Free Energy Path (MFEP)). A FES
is defined only using variables that are important for describing the reaction (also termed
“descriptors”, or “reaction coordinates”). Each point on this surface then corresponds to
many different configurations of the protein. Thus the FES, in addition to defining the most
probable path, is of much lower dimension than the PES, making searching far simpler.
The difficulty is finding “good” descriptors of the reaction to use to define the surface.
Conclusions cannot be drawn if bad descriptors are used. For example, the Transition State
(TS) defined by such descriptors, which is used to determine the reaction rate, will be
incorrect. 9

9Note that the “Transition State” on the FES is an ensemble of protein configurations. See section C.1.2.
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The TPM technique provides a way to generate a set of collective variables for defining the
FES of a protein conformational transition. It does so using structural information about
the protein in the initial and final states of the change. TPM is an approximate method
which infers information about the nature of the path from easily obtainable data, and the
limitations of this approach are discussed later.

So far I have concentrated on the theoretical basis of the technique - why it should work
and how to apply it. This is necessary for defining the limits of its applicability and for
understanding what it does and how it can be improved. I presented some initial tests which
illustrate the application and development of the method. Of these the alanine dipeptide
results were most convincing, showing that the PES in the direction defined by the TPM
showed a definite path between the two states, while the descriptors obtained from ED did
not.

Determining the usefulness of the TPM method requires implementing a MFEP searching
algorithm and this is the focus of current work. However the lack of experimental data on
rates or transition states for conformational changes of biological systems hampers vali-
dating these methods. It is theoretically possible to quantitatively examine the quality of
the coordinates computationally by calculating the committor distribution along the MFEP.
This is a function that gives the probability that a trajectory started at a given point on the
path will go to the final state. For the TS this function will have a value of 0.5. However it
is impossible to say whether the coordinates can give good qualitative information, that is,
that they can reproduce the trend of certain experimental results if not the exact values.

Furthermore there is no reference technique, guaranteed to find the TS of the change, that
the results of using the TPM method can be compared to. As such it is hoped that future
experimental studies on conformational changes will provide the information for rigorously
testing the technique. Another possibility is to use the method to make predictions on the
effect of mutation and to validate these in collaboration with experimentalists.

Advantages

The advantages of using TPM must be determined relative to the other methods available
to generate such coordinates. The method seeks to provide better descriptors than those
obtained via NMA or ED which are commonly use to infer information about the nature of
conformational transitions (see sections 4.2.2 and C.5.3). The main advantage of TPM over
these methods is that it combines information on the flexibility of both states to provide a
better approximation to where the transition path lies. It also has the specific advantage
over NMA that the harmonic approximation is not used and hence the correlations between
residues, central to the technique, will be better determined.

Previous studies used descriptors derived from ED to define the FES of alanine dipeptide
and they were found to perform well [126]. Since the TPM coordinates contain more
information about a specific change there is reason to believe they will prove to be better.
Indeed the results of the alanine dipeptide study indicate that this is true on the PES (see
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section 9.4.2).

Another general advantage of TPM is that the CVs it defines are easy to understand. Many
other methods provide abstract descriptors which can be difficult to interpret. The simplic-
ity of the coordinates is a result of properties of proteins (see section 9.2). Many studies
have shown that protein transitions are collective and low-energy in nature. This suggests
that flexibility and deformability of the protein are the most important factors in determin-
ing how a change can occur. Thus the transitions are dominated by simple mechanical
considerations (hence the success of ENMs for certain transitions). Furthermore since no
chemical reactions occur the complexities associated with chemical reaction coordinates
are largely absent.

Limitations

The technique is naturally limited by the assumptions underlying it (see section 9.2). Al-
though many protein transitions can be assumed to be low energy and collective some may
not be. The method is only fully justifiable for two state transitions. It obtains information
on the path by generalising information from its beginning and end - if the path passes
through areas with very different properties to these states the method will suffer.

Furthermore a number of approximations are employed so there is a chance that they may
be inaccurate in some circumstances. However as described in section 9.3 the use of PCA,
with its powerful noise reducing features, can help reduce this effect.

More general limitations associated with any CV descriptors also exist. The collective
coordinates define the relative movements of a set of atoms. That is, if one atom moves
in a certain direction the other atoms must move in specified directions. By using such
coordinates to define the FES you restrict these atoms to move relative to each other in this
way. However the transition may require other movements to occur.

One way of tackling this is to make sure that only strongly correlated motion is included in
the modes that are used to create the TPMs. This avoids unnecessary constraints on atoms.
However since the TPM method is heavily reliant on the fact that the covariances observed
in the start and end states are valid along the path, if this not true the method cannot be
used.

Another possible problem is that the DOF relevant for the change are not included in the
collective variables used. This can occur because not enough CVs were used to define the
surface or because the relevant atoms were not included in their generation e.g. only C-#’s
were used. Both are easily solved. The first by using extra CVs when generating the FES,
the second by regenerating the TPMs using more atoms.

In the end the path found on the surface defined by the TPM coordinates is the most prob-
able path in those coordinates [248]. Since the movements they encode by default include
the movements the protein must make during the transition, this path can be expected to
contain some information on the change. Therefore even if they cannot be used to obtain
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quantitative data they could still provide qualitative information.

Future Work

Current work on the technique involves using it with the minimum free-energy path algo-
rithm of Maragliano et al. [228]. This uses a “string method” to find MFEPs. Conceptually
such methods consist of laying a string across the FES and then moving it around so it lies
along a valley connecting the two states. Once the method is implemented we will use it
generate the MFEP for the alanine dipeptide transition described in 9.4.2 using TPM and
compare the results to the authors work. Simultaneously we will use it to explore the NtrC
molecular switch change, which is more representative of the type of transitions the method
is aimed at (see section 9.4.4). In both cases we will investigate the effect of including the
optimisation of the trust-distances described in section 9.3.

One limitation not mentioned previously is that relatively long MD simulations are required
to obtain the ED modes used as input to generate the TPM. One way to overcome this is
to use modes generated by CG-NMA. The main problem will be ensuring the correlations
encoded by the NMA modes are accurate, as this is an essential requirement of the TPM
method. This fact gives impetus to a search for other methods for obtaining these covari-
ances.

An interesting question in this regard is if the inclusion of the solvent, specifically its elec-
trostatic effect, is required to obtain good information on the correlations between residue
movements. If its effect could be included using a simple approximation it would dramati-
cally speed up the time necessary to acquire the correlation data.. This should be possible
since identifying correlated residues only requires correct estimation of the relative sizes of
the atomic fluctuations not their absolute magnitudes. Moreover ENMs have been shown
to capture information on these covariances (see section C.5.3) using a very simple model.
However the next approximation above these are ISMs so it would be advantageous if there
was a middle ground.
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Chapter 11

Conclusions

This final chapter summarises the achievements of this thesis in terms of the objectives laid
out in Chapter 3. Specifically the numbered headings correspond to the goals outlined in
section 3.1. These fall into two broad areas, the creation of a new program for studying
biochemical and biophysical problems based on molecular dynamics methods, and its use
in investigations of biomolecular dynamics.

11.1 Adun

11.1.1 Biomolecular Simulation

1. I have created a library, called the AdunKernel framework, that allows biomolecular
simulation programs to be constructed using an object-oriented programming model.

• AdunKernel defines and provides a set of components which represent com-
monly occurring parts of simulation programs or models.

• It contains rules specifying the relationships between these components and
how they can be combined.

• This allows a programmer to visualise any biomolecular simulation problem in
terms of these components and to quickly construct a solution using them [17].

2. I developed a new simulation program, Adun, which targets biomolecular free-energy
calculations.

• Adun tackles the major problems of convergence and sampling in free-energy
calculations by providing efficient and flexible ways to model systems of inter-
est.

• I addressed the core problem of modelling electrostatics in MD simulations of
proteins by implementing the SCAAS method.

• I have extended SCAAS to allow ellipsoidal solvation.
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• In addition Adun currently provides the EVB, GBSW, LD, Generalised Reac-
tion Field (GRF) and ASEP/MD methods.

3. Adun is a platform capable of unambiguously comparing different simulation meth-
ods.

• I have developed FFML a universal format for describing MM force-fields
which allows Adun to use, and be independent of, any force-field.

• Currently I have implemented three different force-fields, CHARMM, AMBER
and ENZYMIX into the program, using FFML.

• Combined with Adun’s rapid development potential this will allow meaningful
comparisons of different methods, for example electrostatic models, that were
not previously feasible.

11.1.2 Rapid Development

4. The core frameworks I have developed accelerate the programming of simulation
algorithms

• Adun’s rapid development potential is clearly indicated by the large number
of simulation algorithms and analysis plugins and GUI features I have imple-
mented.

• Adun enables developers who have little prior experience of OO programming
to produce working tools. This is shown by the ASEP/MD and Replica Ex-
change controllercontrollers and the multiple alignment plugin which were cre-
ated by other authors.

5. I have integrated cutting-edge software technology which opens new development
possibilities.

• The DO technology provided by GNUstep/Cocoa allows the program to trans-
parently integrate and use multiple computers.

• Adun has been designed with the requirements of the QosCosGrid project in
mind. This will make massive computing resources available to the program
and allow currently unattainable calculations to become possible.

6. Adun’s design allows rapid distribution of new methods.

• The plugin-based architecture allows analysis tools and simulation protocols to
be distributed independently of the main program.

• Using Adun’s scripting facilities it is possible quickly write scripts to automate
repetitive tasks or to construct complex protocols. These scripts can also be
distributed in an independent manner.
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7. Multiple entry levels are provided for developers of different abilities.

• There are multiple methods for extending Adun - scripting, plugins, controllers
and framework extension. This allows developers of different skills and outlook
to contribute to the program.

11.1.3 High Performance Productivity

8. With Adun I have adopted a data-centric methodology and provide sophisticated data
management capabilities.

• All data produced by the program is stored in inbuilt databases.

• The program automatically maintains the data-web, the network of relation-
ships that exists between all the data that a user creates.

• The GUI provides an interface to the programs database and provides job man-
agement and analysis facilities.

• I developed an integrated distributed database which allows users to share their
data with other researchers [18].

9. The core simulation process is efficient and optimised.

• I minimised memory access bottlenecks by explicitly handling the allocation
and layout of the memory used for the program’s core data.

• I implemented a fast cell-based nonbonded linked-list algorithm which tackles
the most time-intensive part of the simulation process.

• I added multi-threading capabilities and enabled the use of optimising compilers
on the most heavily used functions.

10. Adun addresses the learning barrier facing novices when approaching molecular sim-
ulation.

• I developed the Adun GUI to be user friendly which removes the barrier asso-
ciated with command-line programs.

• This will lead to increased access to advanced molecular simulation method-
ologies for experimentalists.

11.2 Biomolecular Dynamics

11. Examination of the Ras dynamics via new techniques provided insight into the effect
of the QG1G mutation

• I extended studies on the dynamics of Ras to greater time-scales.
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• I implemented and used techniques for calculating and comparing the entropy
[131, 208] and for measuring the allosteric potential [132] of the GDP and GTP
bound states of Ras and their related QG1G mutants

• I developed a novel method, termed RME, that can quantify how specific the
movements of a given residue are. This provides a way to identify possible reg-
ulation of function by motion, for example by activation/deactivation of certain
residue movements.

• I found that the Q61G mutation has a large effect on the proteins dynamics,
preventing the substrates from restricting the protein’s movments as they do in
the WT.

• The result is that critical functional regions of the protein are much more flexible
in the mutants.

• These changes have implications for Ras catalytic activity and its ability to in-
teract other proteins.

12. I developed a new method, called TPM, which shows can be used to find the transition
paths of conformational changes.

• TPM uses information on the equilibrium dynamics of the initial and final states
of a conformational change to find the movements associated with the transi-
tion.

• The aim is to obtain an approximation to the essential transition space of the
change.

• Initial studies show that the space defined by this technique captures more in-
formation about the transition path then that defined by collective motions of a
single state.

• The movemements returned can be used to define a FES for the transition which
can be subsequently explored for the MFEP.
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Appendix A

Derivations

A.1 Covariance Proof One

This section contains the derivation of equation 9.3 (see below) which forms an essential
part of the TPM method (see section 9.3).

The covariance matrix, X , of a set of vector variables, {x}, is given by,

X = #x.xT $ " µx.µ
T
x (A.1)

where µx is the average vector #x$.
We have two independent sets of samples - {ra} and {rb}. These define two covariance
matrices A and B, with means µa and µb. Here I will show that the matrix, C, created
using the set of samples {rc} = {ra} ,{ rb}, is given by

C =
1

2
(A + B)" 1

4

2
µba.µ

T
ba

3
(A.2)

if the number of samples in {ra} and {rb} are the same.

C can be be expressed as,
C = #r.rT $ " µc.µ

T
c (A.3)

where µc is the mean configuration defined by the set of samples {rc}. Expanding the first
term gives,

#r.rT $ =
1

N

N!

i=0

ri.r
T
i (A.4)

where N is the total number of samples in {rc}. The sum in this equation can be split into
sums over the samples from {ra} and {rb} respectively,

#r.rT $ =
1

N

4
A!

ri.r
T
i +

B!
ri.r

T
i

5
(A.5)
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Since there are N/2 samples in both {ra} and {rb} the above can be rearranged to give,

1

N

0
N

2
(A + µa.µ

T
a ) +

N

2
(B + µb.µ

T
b )

1
(A.6)

=
1

2

2
A + µa.µ

T
a + B + µb.µ

T
b

3
(A.7)

(A.8)

In the second part of equation A.3, µc can be expressed as,

µc =
1

N

N!

i=0

ri (A.9)

Similarly to equation A.5 this can be split into a sum over the samples in {ra} and {rb},

µc =
1

2
(µa + µb) (A.10)

The second part of A.3 then is,

µc.µ
T
c =

1

4
(µa + µb)(µa + µb)

T ) (A.11)

Substituting equations A.7 and A.11 into equation A.3 gives,
1

4

6
2(A + B) + µa.µ

T
a + µb.µ

T
b " (µa + µb)(µa + µb)

T )
7

(A.12)

multiplying this out and simplifying gives equation A.2.

Connection To Transition Path Modes

In the above {rc} corresponds to the transition path ensemble between two states a and b.
In thermodynamic terms the sets {ra} and {rb} then correspond to samples from different
parts of the transition phase space - the first, called here !, contains the configurations
more like state a and the second, $ those more like state b. Given sufficient sampling of
these phase-spaces the associated covariance matrices A and B will converge. After this
point additional sampling will lead to the same covariance matrices in each case, that is the
exact number of samples in {ra} and, {rb} becomes irrelevant.

However the form of C depends on the relative size of the phase-space volumes covered by
! and $ - which is directly connected to the number samples required to obtain a converged
covariance matrix in each case. Thus the assumption in the above derivation that {ra} and
{rb} are the same size is equivalent to saying that ! and $ cover equal volumes of phase-
space. If there is a large discrepancy between the two volumes then equation A.2 must be
modified to account for this. However as long as they are roughly similar C will not vary
greatly and the returned modes will be similar.

In general if the fraction of the total transition phase-space corresponding to ! is Fa and
from $ is Fb is then equation A.2 becomes,

C = FaA + FbB + (F 2
a " Fa)(µba.µ

T
ba) (A.13)
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A.2 Covariance Proof Two

The TPM method (Chapter 9) involves creating approximations to unknown covariance ma-
trices. The approximate matrices created by the technique are symmetric and non-negative-
definite. 1 The following proof shows that any such matrix is a covariance matrix.

If M is a symmetric non-negative-definite matrix then from the spectral theorem M has a
non-negative symmetric square root M

1
2 . That is M is diagonisable so,

M = V "V !1 (A.14)
M

1
2 = V "

1
2 V !1 (A.15)

Next consider a p%1 vector random variable X whose covariance matrix is the p%p identity
matrix. Given some matrix A we have the identity

cov(AX) = Acov(X)AT (A.16)

Substituting M
1
2 for A we have

cov(M
1
2 X) = M

1
2 cov(x)M

1
2 = M (A.17)

Therefore M is a covariance matrix.

Summarising,

• A symmetric matrix M = V "V !1 is non-negative definite if all the elements of "

are positive or zero.

• All such matrices are covariance matrices by the above proof.

1Equivalently positive semi-definite.
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Appendix B

Algorithms and Methods

This appendix provides more detail on a number of simulation methods I implemented
during this thesis but did not use directly. However their implementation is a direct result
of the biochemical aims of Adun and they will form the basis for future use of the program.

B.1 Generalised Reaction Field

The “reaction field” is the electric field acting on a solute generated by the solvent. The
term “Reaction” refers to the fact that this field is itself a result of the electric field of the
solute and acts against it i.e. the solute causes the medium to polarize. The “polarisability”
of the solvent environment is usually described by its relative permittivity, )r (or the related
polarisability, 2 = 1" )r), where higher )r indicates greater polarisability. Frequently the
term “Reaction field” is used to refer to the field due to atoms not explicitly considered in
a simulation e.g. outside the solvent sphere or outside an atoms cutoff.

A general formula for the reaction field on a (molecular) dipole at the centre of a sphere,
due to a homogeneous (constant dielectric) non-ionic environment outside the sphere was
developed by Onsager [249]. The GRF method [250] extends the Onsager method by
including the effect of ions. Also instead of using a fixed boundary between the continuum
and explicit regions it uses a moving boundary - each particle is treated as being at the
center of its own sphere.

Form and Derivation

The GRF formula for the reaction field is derived via the Linear Poisson Boltzmann Equa-
tion (LPBE). The Poisson Boltzmann Equation (PBE), its use and solution, is a complex
subject and only a quick overview is given here. The Poisson equation describes the rela-
tionship between an electrostatic potential, U(r) and the charge density, *(r).

!2U(r) = "4,*(r) (B.1)
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A number of simplifications are usually applied here. First it is assumed that the environ-
ments polarisation properties can be represented by a position-dependent dielectric con-
stant )(r). The second simplification is that if ions are present they are homogeneously
distributed according to a Boltzmann distribution. Specifically that the number density 1 of
ions with charge, q, a point, +(%r), is

+(%r) = +bulke
!(qU(r) (B.2)

This leads to the non-linear Poisson-Boltzmann equation - so called because the depen-
dence of ion concentration is non-linear with respect to the potential. However in the limit
of a weak solute field this dependence can be approximated by a linear relationship giving

![)(r)!U(r)] = 12U(r)" 4,*(r) (B.3)

which is the LPBE. 1 is the Debye screening factor which now represents the effect of the
ions. When attempting to solve the PBE or the LBPE it is also usual to assume the dielectric
constant is constant throughout space ie. )(r)r = )r.

The GRF obtains a particular solution to B.3 for the electric field at the center of a sphere,
where the interior of the sphere is modelled explicitly and the outside as a continuum. The
derivation of the solution is complex but the final result is that the effect of the continuum
region is contained in a “reaction field” term. The electrostatic energy of a charge at the
center of the sphere, q0, due to another charge qi which is inside the sphere is,

Uest =
q0.qi

4,)0)1

0
1

ri
+

1 + B0

R

1
(B.4)

Where R is the sphere radius and ri is the distance from the ith charge inside the sphere
to the charge at the center. The second part of the sum is the effect of the “reaction field”.
From equation B.6 this term is always negative and thus reduces the strength of each elec-
trostatic interaction by an amount proportional to the magnitude of the charges.

The electrostatic force is given by

%Fest =
q0.qi

4,)0)1

0
1

r3
i

+
1 + B1

R3

1
%roi (B.5)

B0 and B1 are determined by the Debye screening factor 1 and the dielectric constants
assigned inside and outside the sphere. Here I only give the expression for B0. B1 has a
similar but more complicated form.

B0 =
)1 " 2)2(1 + 1R)

)2(1 + 1R)
(B.6)

For large 1 or )2 the contribution of the reaction field (the second term in brackets in the
above equation) becomes 1

R3 - thus the force/potential only depends on the cutoff distance.

1Number of particles per unit volume
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Properties

The GRF suffers from a number of inherent drawbacks due to the approximations used to
derive it i.e. in the LPBE. The concept of applying a single dielectric constant to describe
the environment outside the cutoff when, in biomolecular systems, it is very likely to be
a heterogeneous (protein + water) is problematic. Other problems exist due to the linear
nature of the LPBE since the effect of strong electric fields due to highly charged groups
will not be accounted for properly. Obviously the effect of these shortcomings will be
mitigated by increasing the cutoff however this would affect the computational efficiency
of method, which is its main advantage.

Regardless of the above problems the GRF gives more stable and accurate results than
using a straight cutoff with practically no extra computational cost. It can be be viewed as a
spherical cutoff technique akin to commonly used shifted or scaled cutoffs - its effect being
to smooth the effects of atoms moving across the boundary, removing the energy spikes
that would occur using a straight cutoff. Therefore in any scheme where such a cutoff is
being used, with the long range forces not being accounted for in any way, the GRF should
be included. The GRF is ideally used when only an approximation of the contribution of
long-range electrostatic forces is required e.g. for an approximate sampling of the PES.

B.2 EVB

Although utilizing MD the theoretical foundations of the EVB approach lie in quantum
mechanics and are thus quite subtle and deep. My intention here is to give a broad overview
of the process.

Performing EVB involves a number of steps,

• Modeling a reaction using valence-bond resonance structures.

• Using MM force-fields to approximate the ground state potential energy surface of
the reaction, Ug(r).

• Using FEP (section C.4) to move between the reactants and products and to acquire
a reaction-profile on the mapping potential, U(!, r).

• Using the technique of umbrella sampling to change the profile calculated using the
FEP mapping potential to the real ground state potential.

Modeling the Reaction

Valence Bond (VB) theory can be used to describe a reaction through the concept of res-
onance. The reactants and products are modeled as VB states (see figure B-1 B) and res-
onance then allows the reaction intermediates to be described as mixtures of them. These
mixed states are called “resonance hybrids”.
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Figure B-1: (A). The catalytic site of subtilisin. The blue residues are the HIS/SER/ASP catalytic
triad. The red atoms are modeled using the special EVB force-field. Note that the negative charge
on ASP is crucial for correct modeling of the reaction. (B) The EVB valence bond states used to

model the reaction. The first and second steps of the reaction are modeled separately. The first is a
proton transfer from SER (HG) to HIS (NE2). In the second step the charged SER oxygen bonds to

the C of the peptide, thus breaking the C=0 double bond.

More concretely the defined VB states have associated QM wave-functions and intermedi-
ate states are given by linear combinations of them. 2 Further under the Born-Oppenheimer
approximation we can view these wave-functions as Potential Energy Surfaces (PESs). The
combination of the PESs as the reaction occurs then represents the changing of the elec-
tronic structure of the molecules involved. The key to EVB is that the QM PES of a VB
state can be approximated by a molecular mechanics potential, hence the term ‘Empirical’

Approximating the VB PES

Standard MM force-fields cannot be used to calculate the energy of configurations that
represent intermediates on the reaction pathway. This is because their parameters and terms
are based on stable minima of the PES (see section C.2 ). Instead the reacting region must
be treated using a special ‘reactive’ force-field which takes into account the geometry and
extra-forces present in reacting structures.

The reacting atoms (sometimes termed “quantum atoms”) are those involved in a chemical
change e.g. bond breaking or a change in partial charge. The reacting region includes these
atoms plus those that interact with them through bonded interactions, for example bonds
and angles (see figure B-1 A). Non-reacting atoms are all the others in the structure. The

2To be even more specific mixtures of the VB states only exist if the two wave-functions are “coupled”.
This is further described later.
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gas-phase potential energy of the ith VB state can be expressed as,

U0
i = Ur + Un + Urn + #(i) (B.7)

The first terms is for interactions (bonded and nonbonded) in the reacting region, the second
for interactions in the non-reacting region. The third is the interaction between the two,
while #i is essentially a correction/calibration factor (see Calibration).

Including solvent the potential energy is,

Ui = U0
i + Uns + Urs + Uss (B.8)

The second and third terms represent nonbonded interactions between the reacting and non-
reacting regions and the solvent, while the final term is the solvent-solvent interactions.

The potential energy of the atoms in the non-reacting regions and solvent is calculated
using standard force-field functions and parameters. As mentioned previously the reacting
region is described using a special EVB force-field. There are a few differences between
this and a normal force-field. The first is that the bond breaking/forming is represented by
a Morse potential. The second is that the parameters associated with bonded interactions
e.g. angles, involving reacting atoms are changed so they better represent the geometries
and energies of the atoms during the reaction. Finally extra terms may be added to increase
the accuracy of the force-field, for example a term accounting for the energy of deforming
an sp2 planer configuration to an sp3 tetrahedral one.

Calculating the Ground State PES

To calculate the ground state potential of the system we have to construct its Hamiltonian
which represents the mixing of the various VB states. Here I will describe the process for
a two-state system, but more states are possible. The two-state Hamiltonian is,

H =

8888
H11 H12

H12 H22

8888 (B.9)

H11 corresponds to the potential energy of the first VB state and H22 to that of the second
VB state (both given by equation B.8). The off-diagonal term, H12, represents the overlap
or coupling between the two states. If the states are coupled then mixtures of them can be
eigenvectors of this Hamiltonian. That is, states where the electronic structure is a mixture
of those of the reactants and products are possible. If there is no coupling then the initial
and final states are the only allowed eigenvectors. This implies that at a certain point the
electronic structure “switches” from one possibility to another. Such non-coupling occurs
in electron transfer reactions.

The strength of the coupling depends on the relative positions of the reacting fragments.
For example in proton transfer the coupling should be strong when the donor and acceptor
are physically close and weak or non-existent at greater distances. H12 is independent of
the solvent and its effect and functional form are discussed in Calibration.
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The eigenvectors and eigenvalues of the system are obtained by solving the eigenvalue
equation,

(H " !I)Cg = 0 (B.10)

setting the determinant of the above to 0 and solving for !, gives

! =
1

2

)
(H11 + H22) ±

&
(H11 + H22)2 " 4(H11H22 "H2

12)

*
(B.11)

The ground state energy Ug, is the minimum of this. The related eigenvector, Cg, represents
the state associated with this energy. Its elements give the mixture of the reactants and
products present in this state.

H11, H22, and H12 are complicated functions of the atomic coordinates, r, and hence the
eigenvalue changes as the configuration does. However, since they are analytical functions
we can can, for any configuration of the system, easily calculate Ug. That is the ground
state PES is given by,

Uground(r) = 0.5
9
(U1(r) + U2(r))"

:
(U1(r)" U2(r))2 + 4H12(r)2)

;
(B.12)

Here I have replaced Hxx with the corresponding Ui (equation B.8). One of the most
important attributes of the EVB approach is that the influence of the solvent environment,
Urs and Uns, is included in defining the ground state potential.

Generating the Profile

Equation B.12 defines the ground state PES for the molecules. Direct simulation on this
surface is possible but technically difficult and there is still no guarantee the reaction will
happen within the accessible simulation time (C.3.3). Therefore FEP (see section C.4 for
details) is used to drive the simulation from one state to the other. Unlike alchemical FEP,
in this case the intermediate states can be related to resonance hybrids of the VB states
through equation B.10. 3 That is they have a “real” chemical interpretation being possible
states along the reaction pathway.

FEP calculates free-energies using the mapping potential, U(!, r), however we want the
free-energy using the ground state potential. Further the FEP reaction coordinate, !, is not
particularly illuminating. Instead using the energy gap, !U , between the two VB surfaces
is more appropriate as, unlike an externally defined coordinate, it is intrinsic to the systems
and the transition state occurs at !U = 0.

Umbrella sampling allows you to make these changes - figure B-2 (B) illustrates the pro-
cess, where the x axis represents the new reaction coordinate. At a point, Xn, on the new
coordinate, the difference between the free energy on the mapping potential and the free
energy on the ground state potential is

!G(Xn)ground = !G(Xn)map + !!g(Xn)map&ground (B.13)
3Strictly the resonance hybrids exist only if the two states are coupled
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Figure B-2: (A). Each window, *m sampled during the FEP corresponds to a region on the new
reaction coordinate, X . The line inside the parabolas represents the trajectory frames generated.
The corresponding point on the reaction coordinate is the value of X for that frame. To associate
each *m with an value Xn the reaction coordinate is divided into sections. Then the section that

contains most frame points defines Xn. (B) Umbrella sampling. For a trajectory generated on *m

the free-energy, !Gmap at point m can be calculated. The difference in each frames energy
between the mapping potential and the ground state potential can also be calculated. This is

*m " *tot - the vertical lines give examples. This values can then be used to modify !Gmap via
equation B.14

The last term is the free energy difference between the two states which we can approximate
using the FEP formula C.32,

!G(Xn)ground = !G(Xn)map "RT log #e!((Ug(Xn)!Um(Xn))$m (B.14)

This equation requires determining !G(Xn)map from the mapping potential profile, !G(!)map.
To do this the new reaction coordinate, !U , is divided into a number of bins and the center
of each defines an Xn - see figure B-2 A. For each configuration generated during the FEP
process the energy gap between the two states is calculated and the result placed in the
correct bin. At the same time the corresponding ! is recorded. When the FEP is completed
each bin will have a number of (!U,!) pairs. Next the ! which contributed most points
to the bin is determined, !max, and the value of !G(!max)map is used for !G(Xn)map.
Finally the last term in equation B.14 is calculated using the !U values in that bin.

Calibration

One of the main strengths of EVB is that the parameters #i and H12 can be calibrated
against experimental, or ab-initio, data to ensure that it gives accurate results. There are a
number of subtle points surrounding the use and effects of these parameters and I will only
describe their general features here.

The first parameter governs the free-energy difference between the two states, !G1&2, and
is used to calibrate the gas-phase VB potentials (equation B.7) so that they reproduce the
correct value. Usually this is done by running an initial EVB calculation in water and
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obtaining a value for !G. The difference between this value and the experimental value
for the reaction in water gives !# = #2"#1. Since it is the difference between the surfaces
and not the surfaces themselves that is important (see section C.2) one # can be set to 0 and
the other to !#

If an experimental value of !G is not available, the individual #’s can be calculated using
ab-initio quantum mechanics (see [172] for an example). The crucial point is that !# is the
difference between the gas-phase surfaces - it does not depend on the solvent environment.
Once it has been calibrated it can be used in any situation. Essentially it limits the error
associated with calculation of U0

i (equation B.7) so it does not effect the comparison of the
relative effects of different environments.

H12 affects the height of the free-energy barrier, !g‡, and thus the reaction rate. It can be
represented in many ways but usually takes a form like,

H12 =
!

k,l

Ak,le!µk,lrk,l (B.15)

Here k, l represents a pair of reacting atoms (there may be more than one) and rk,l is the
separation between them. Thus, as mentioned previously, the coupling goes to zero as the
reacting atoms move further apart.

Like !#, H12 does not depend on the solvent environment so once it has been determined it
can be used with confidence in various solvents. Unfortunately it is harder to parameterise
than !# as it is not a constant. However, in many cases the difference in barrier height,
!!g‡, between two environments e.g. protein and water, can be estimated quite accurately
from !!GA&B. This occurs when there is a linear relationship between the free-energy
and barrier height. In such cases only !# needs to be calibrated exactly [172].

B.3 ASEP/MD

Here I will describe the essence of the ASEP/MD technique by illustrating how it is used
to calculate partial charges. For further details on the configuration optimisation see [176].

We have a solute immersed in a solvent environment and want to calculate the partial
charges on the solute atoms. The idea is to first calculate the mean electrostatic field in
the volume occupied by the solute from an explicit solvent molecular dynamics trajectory.
Then this mean field is used in a QM calculation to assign partial charges to the solute
atoms. Since the solvent field is itself a function of the solute charges this is an iterative
process that continues until the solute charges have converged.

Specifically, the mean value of the solvent potential is introduced into the solute Hamilto-
nian which avoids having to explicitly include solvent atoms in the QM calculation. Thus
a huge number of degrees of freedom are removed from the calculation making it vastly
faster than a full QM treatment. In addition more information is included than is possible
when using a continuum representation of the solvent, that is where solvent structure isn’t
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considered explicitly. ASEP/MD has been shown to converge quicker than other QM/MM
techniques and to be more accurate than continuum QM approaches [251].

Technically, a molecular dynamics trajectory is run while holding the solute rigid and col-
lecting the configuration of the solvent molecules at a set interval. When the dynamics
finish a grid is superposed on the cavity defined by the Van der Waals surface of the solute,
and the average potential at each grid point due to the collected configurations is calculated.
For N configurations and K solvent molecules this is,

U total
i =

1

N

N!

j=1

K!

k=1

qk

|rk " ri|
(B.16)

where ri is the location of grid point i and the index k indicates the kth solvent atom.

Next all the solvent atoms positions inside a cutoff radius from the solute are kept, with
their charge being divided by the number of trajectory frames used. The contribution of
these inner charges to the potential at each grid point, U inner

i , is calculated. The solvent
positions outside the cutoff are discarded and their contribution obtained using,

U outer
i = U total

i " U inner
i (B.17)

A set of point charges are then placed in the outer region at geometrically defined positions.
Their values are obtained by minimising,

!) =
!

i

(U outer%
i " U outer

i ) (B.18)

Here U outer%
i is the potential at the solute grid point, i, due to the new set of point charges

while U outer
i is defined by equation B.17. Since the number of solvent molecules grows

as R3 removing those outside a cutoff and replacing them with a small number of other
charges speeds up the calculation.

Once the inner and outer points and their charge values have been determined they are
passed to a QM program where they are used as the solvent environment instead of using a
continuum method. That is, these charges reproduce the mean solvent field as determined
from the MD. The advantage of this approach is that the inner charges retain information
about the structure of the solvent around the solute which would not be present in a contin-
uum approach. The exact positions of the outer charge values are discarded since they will
not have a great effect on the result.
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Appendix C

Theory

This appendix provides a theoretical background to biological free-energy calculations and
protein dynamics. It covers the methods used to perform free-energy calculations and in-
vestigate protein dynamics, namely force fields and molecular dynamics, along with issues
pertaining to the calculations themselves. It also clarifies some potentially confusing termi-
nology that is frequently used in simulation studies. In general it is intended as an overview
of the main issues for those not familiar with the field and as such, and in keeping with the
aim of a thesis, is broad rather than deep.

Molecular Mechanics and Molecular Dynamics are approximations developed to overcome
the problems with using Quantum Mechanics, which I touched on in the Introduction
(Chapter 2). They are based on the idea of a force-field 1 which approximates the quantum
mechanical energy of a set of particles by modeling the complex interactions between them
as a linear combination of simple terms. This approximation is made possible by viewing
the atoms as a collection of spheres operating under Newtonian mechanics. One of the
main properties of a force-field function is that, due to the nature of the constituent terms,
it is differentiable and can be connected with Newton’s laws of motion.

In essence a force-field is simple function that can assign an energy to a molecular struc-
ture. The standard form of the force-field function used in biological simulation today is
attributable to the work of Shneior Lifson and co-workers in the 1960’s [19, 22, 252] (see
figure C-2). Based on the ideas of transferability and consistency it, once parameterised,
can be applied to any molecular system. These and other force-field concepts are discussed
in section C.2.

MM is then the modeling of a molecule using a force-field and its main application is struc-
ture refinement (minimizing the energy via Newton’s second law) though it can also be used
to study the vibrational properties of molecules (called Normal Mode Analysis - see section
C.5.3). MD is an extension of MM, using the second law to obtain and solve a system’s
equation of motion. This allows the dream of simulating the motion of molecules, first

1Here the terminology is confusing between physics and chemistry. A force-field in physics would be the
gradient of a potential energy function while from chemistry a force-field is a potential energy function.
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espoused by Newton with his “clockwork universe” theory, to become a reality. Although
the deterministic vision implied by this method has obviously been superseded by quantum
mechanics, it can, in many circumstances, provide the set of configurations necessary to
calculate the free-energy of biological processes.

Molecular mechanics and molecular dynamics have had a monumental impact on compu-
tational biology and have become standard tools [253]. In recent years they have begun to
spread to experimentalists [254, 255]. The core feature of these methods is that they can be
connected to statistical mechanics, allowing the calculation of chemical properties not ac-
cessible by standard experimental techniques. Quantities such as free-energies of solvation
[256] and the pKa’s of protein residues can be calculated and examined in detail [8]. This
ability does not come without a price however - the approximations involved must always
be kept in mind.

C.1 Free Energy

Free energy is often considered the most important general concept in physical chem-
istry. From the standpoint of biochemistry, free-energy can provide crucial information
on the affinity of ligands to bind to proteins and nucleic acids, the stabilities of residues in
biomolecules in various conformations, and the effect of different environments on reaction
rates, among many other phenomena [13, 21, 168]. 2

The concept was first introduced in the late 1800’s by both Gibbs and Helmholtz who lend
their names to the two main expressions for it. In classical thermodynamics the free-energy
is usually described as a measure of the amount of work that can be extracted from a system
in a given state - where a state is defined by a few constraints e.g. a certain temperature and
volume. Furthermore it is a state function, the free-energy of a state is always the same no
matter how it is reached.

However it is the free-energy difference between two states that provides the most insight.
For two states, A and B, of a system the more negative the free-energy difference, !FAB =

FB " FA, the more likely the system will be found in state B. The ratio of the population
of the two states at equilibrium, KAB, is related to this difference,

!FAB = "RT log(KAB) (C.1)

Therefore !F indicates how stable one state is compared to another.

C.1.1 Thermodynamic Definition

There are two principal ways of defining the free-energy, termed the Helmholtz (A) and the
Gibbs (G) energies. At constant temperature, pressure and number of particles, denoted

2It should be noted that in many cases processes are determined by a combination of free-energy effects.
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(NPT ), a system will seek to minimise G, while at constant temperature, volume and
number of particles, denoted (NV T ), the system will seek a minimum of A. Hence the
definition used depends on the constraints on the system being studied, but both quantities
can be calculated for any system under any conditions.

They are defined by the following equations,

A = U " TS (C.2)
G = U + PV " TS = H " TS (C.3)

Here U is the internal energy of the state, S is the entropy and T the temperature, with
P and V denoting the pressure and volume. The combination of U + PV is termed the
enthalpy, H . It is useful since under standard lab conditions, (NPT ), H is equal to the
heat emitted/absorbed by a reaction. From this we can see that the free-energy is the inter-
nal energy less an amount related to its entropy which is essentially contained in random
thermal motion.

The corresponding free-energy difference formulas are

!A = !U " T!S (C.4)
!G = !U + P!V " T!S = !H " T!S (C.5)

When a free-energy gradient exists between the two states of a system it will be driven
to the state with the lowest free-energy. The gradient comes from two sources, the en-
ergy/enthalpy gradient (related to a potential energy difference) which acts in the negative
direction, and an entropy gradient which acts in the opposite direction - a system wants to
move to a state with higher entropy and lower energy/enthalpy.

Chemists and biochemists prefer to use the Gibbs energy because experiments are usually
performed at constant pressure and temperature while the volume varies, and hence this is
the quantity that the system will attempt to minimise. In contrast physicists usually deal
with the Helmholtz energy because it is conceptually simpler, not containing the pressure
constraint and resulting pV term.

C.1.2 Statistical Mechanics

Thermodynamics deals with macroscopic properties of a system, that is properties mea-
sured on scales we are familiar with (seconds, meters, kg, degrees etc.). Thus macroscopic
measurements represent a large scale view where the actual microscopic composition of
the system is not considered.

Statistical mechanics allows the free-energy of a state to be deduced from information on
its microscopic makeup i.e. the configurations of its atoms. Its foundation is the concept of
an ensemble which is the total set of micro-states which a system can adopt given a certain
limited number of macroscopic thermodynamic constraints. Each microstate is a defined
by a specific combination of the positions, r, and momenta, p, of the system’s atoms.
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The collection of all possible combinations (r, p), that are consistent with the macroscopic
constraints, is termed the phase-space of the system, denoted here as V .

The core postulate of statistical mechanics is that under equilibrium conditions micro-states
with the same energy are equally likely. In the canonical ensemble, (NV T ), this postulate
can be used to relate the energy, Ei, of a micro-state to its probability, Pi, by

Pi =
1

Z
e!(Ei (C.6)

Ei is the sum of the kinetic and potential energy of the state and 0 is the reciprocal of
Boltzmann’s constant by the temperature, (kbT )!1. 3 Z is a normalization factor, called the
partition function, necessary so the probabilities of the states add up to one. Each possible
ensemble has it own partition function so specifically Z is the partition function of the
canonical ensemble and is sometimes denoted by Z(NV T ) to stress this.

Z is classically defined as,

Z = C

%

V

e!(Ei(r,p)dRdP (C.7)

The integral over the momenta can be evaluated exactly giving,

Z = M(N, T )

%

R

e!(Ui(r)dR (C.8)

Here Ui is the potential energy of the system. R denotes an integral over all possible
configurational micro-states. M(N, T ) is the integral of the momentum term which is a
constant for a given number of particles and temperature. When calculating free-energy
differences using the (NV T ) or (NPT ) ensembles this term cancels. Hence the kinetic
energy is typically not included in equation C.6 and Ei == Ui. This is the convention I
will use in this thesis and from now on Ei refers to the potential energy.

For calculation purposes equation C.7 is replaced by the following sum over a finite number
of states,

Z =
!

i

e!(Ui (C.9)

The value of a macroscopically observed quantity can be calculated by taking the weighted
average of that property over all the members of the ensemble. 4

#A$ =
1

Z

!

i

Ae!(Ui (C.10)

Equations C.9 and C.10 are assumed to converge given a large enough sample size. That
is after certain value of i this equation always returns the same result within a small error.
However the set of configurations used must adequately represent the possible configura-
tions of the state which means i can be very large.

3Here T is the macroscopic temperature not the instantaneous temperature of the state.
4Strictly this is only valid if A is not a function of the momenta of the atoms, which is usually the case.
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3. Evaluating Activation Free Energies

To examine catalytic effects in enzymes, we need quan-
titative methods for calculating the rate constant of a reaction
given the structure of the enzyme. Any such method requires
evaluating the potential energy surface that connects the
reactant and product states and finding the activation free
energy for reaching the TS. Combined quantum mechanical/
molecular mechanics (QM/MM) methods provide a generic
way of obtaining potential surfaces and, in principle, activa-
tion free energies of chemical processes in enzymes. This
approach, introduced by Warshel and Levitt in 1976,34 has
gained popularity in recent years and has been used in a
variety of forms.2,35 However, implementation of rigorous
ab initio QM/MM approaches in quantitative calculations of
activation free energies is still extremely challenging.2,36-38

The somewhat less rigorous empirical valence bond (EVB)
method5,39 provides what is probably the most effective
available way of quantifying catalytic effects in general and
dynamical contributions in particular. The EVB method is a
QM/MM approach that begins with resonance states (or more
precisely, diabatic states) corresponding to classical valence-
bond structures. These basis states are mixed to describe the
reactant intermediate states.

As an example, for a SN2 reaction of the form

one can use diabatic states of the forms

The potential energies of these states (H11 and H22) and
the mixing term (H12) are represented by the Hamiltonian
matrix elements

Here R and Q represent the atomic coordinates and charges,
respectively, of the reactants or products (“solute”) in the
diabatic states, and r and q are the coordinates and charges

of the surrounding water or protein (“solvent”). Rgas
i
is the

energy of the ith diabatic state in the gas phase, where all

the fragments are taken to be at infinity; Uintra
i
(R,Q) is the

intramolecular potential of the solute system (relative to its

minimum) in this state; Uinter
i
(R,Q,r,q) represents the inter-

action between the solute atoms and the surrounding solvent

atoms; Usolvent
i

(r,q) represents the potential energy of the
solvent.
The !i given by eq 4a form the diagonal elements (Hii) of

the EVB Hamiltonian (HEVB). The off-diagonal elements of
the Hamiltonian (Hij) either are assumed to be constant or
are represented by exponential functions of the distances
between the reacting atoms. In the present case we express
Hij as a function of the difference between the X-C and
C-Y bond lengths (!R! in eq 4b), using parameters (A and
a) that are adjusted to fit either quantum calculations or
experiment. The Hij parameters are assumed to be the same
in the gas phase, in solution, and in the protein. The adiabatic
ground-state energy (Eg) and the corresponding eigenvector
(Cg) are obtained by solving the secular equation

To express the adiabatic energy surface of the solute-solvent
stystem, it is useful to define a generalized reaction coor-
dinate as the energy gap between the diabatic reactant and
product EVB states:

This coordinate can be divided into a solute coordinate, R,
for internal bonds of the reacting EVB structures and a
solvent coordinate, S, for interactions of the solute with the
solvent. “Solvent” here is used in a general sense to refer to
the surroundings of the reacting atoms in either the enzyme
or solution. The solvent coordinate is proportional to the
difference between the contributions to !i from electrostatic
interactions involving the solvent in the product and reactant
states, !!el (see Hwang et al.40and section 7):

Comparisons of the solvent coordinates in enzyme reactions

Figure 1. Free energy profiles along the paths of a reaction in
solution (A) and in an enzyme (B). In solution, the reactants (filled
and empty circles in the drawings at the bottom) must move from
individual solvent shells to a single solvent cage. The activation

free energy of interest (!gcage
q
) is the free energy required to form

the transition state in the solvent cage. The comparable quantity in

an enzyme (!gcat
q
) is the free energy required to form the

transition state from the bound substrates.

X
- + CH3Yf XCH3 + Y

-
(2)

"1 ) X
-
CH3-Y

"2 ) X-CH3 Y
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(3)

Hii ) !i ) Rgas
i + Uintra

i
(R,Q) + Uinter

i
(R,Q,r,q) +

Usolvent
i

(r,q) (4a)

Hij ) A exp(-a|!R!|) (4b)

HEVBCg ) EgCg (5)

x ) !!1,2 ) !2 - !1 (6)

S " !!el ) !el,2 - !el,1 (7)

Dynamical Contributions to Enzyme Catalysis Chemical Reviews, 2006, Vol. 106, No. 5 1739

Figure C-1: Free-energy profiles of an enzymatic reaction including binding step. !Gcat is the
difference between the state [EA] and the final minimum. Taken from [39]

The partition function of the canonical ensemble has a direct relationship with the Helmholtz
energy, A, of a state,

A =
1

0
ln(Z) (C.11)

The Gibbs energy has the same relationship with the partition function, !(NPT ), of the
isothermal-isobaric ensemble. !(NPT ) it is related to Z(NV T ) by,

!(NPT ) =

%

V

Z(N, V, T )e!(PV CdV (C.12)

Where C is a normalisation constant and V is the volume of the system.

A Tangle of Terminology

At this point it is necessary to clarify some terminology used during this thesis. The Gibbs
energy, usually used by chemists, is based on the isothermal-isobaric ensemble. Histori-
cally computational investigations of free-energy have used the canonical ensemble (NVT)
and hence properly calculate the Helmholtz energy. This is certainly because computing
Z(NPT ) is much easier than !(NPT ). Confusingly it is standard practice in computa-
tional biochemistry literature to refer to this quantity as G rather than the correct symbol
A (it is also often called the Gibbs energy). Although on one hand this is due to chemist’s
familiarity with using G its use can be justified by the following explanation.
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The difference between the Helmholtz and Gibbs energies is the PV term which represents
the work done due to expansion of the system. In almost all biochemical studies e.g. sol-
vation energies, enzyme catalysis, the contribution of this term is negligible and the two
energies are equal. This in turn means that the two partition functions are also, for all in-
tents and purposes, equal. Given the biochemical basis of this thesis I will continue using
G in cases where the difference between (NV T ) and (NPT ) is insignificant but will note
the discrepancy where this equality is not likely to hold.

Transition State Theory

A free-energy difference quantifies the relative stability of two states but it cannot directly
supply the rate at which one state converts into another. However Transition State Theory
(TST) connects statistical thermodynamics to the rates of reactions allowing them to be
calculated from simulations. TST views a reaction as proceeding through a continuum of
states on its journey from reactants to products. The free-energy difference between these
states and the reactants/products can be calculated giving a reaction free-energy profile
(figure C-1). The x axis is termed the reaction coordinate. It is a single variable that
describes the progress of a reaction along a pathway and its exact definition will depend on
the reaction studied. For example it can be the distance between two atoms or something
more abstract.

The highest point on the profile is the TS5, and the free-energy difference, !g‡, between it
and the reactants is related to the reaction rate.

k = 1
1

2
< |ẋ| >

e!(!g‡

/‡
x e!(!g(x)

(C.13)

The last term is the fraction of reactant states that are at the transition state. The second term
is the average velocity at which these states pass through the transition state region. The
product of these two terms is the classical TST reaction rate, kTST . 1 is the transmission
coefficient representing a range of factors that could increase or decrease kTST . In general
these factors can affect the rate in two ways - by changing the probability that a state
reaching the TS will pass through it to the product side; or by affecting the number of times
reactive trajectories oscillate across the TS region before continuing to the product side.

C.2 Force-Fields

Having defined how free-energy can be calculated we now turn to the use of force-fields
to determine the Potential Energy Surface of a system of atoms. It is possible to define
approximate PESs at many levels of physical accuracy, the accuracy determined by the
desired force-field properties and its area of application. In general force-fields have a

5denoted by the ‡ symbol
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number of properties that are indispensable when dealing with macro-molecular systems,
including differentiability and the fact that they are extremely fast to evaluate (compared to
QM) which is vital for calculation of free-energies.

The key assumption underlying force-fields is transferability. Large molecular structures
are essentially constructed from smaller molecular fragments and the same types of bonds
connect the atoms in the former and the latter. Transferability is the assumption that the
potential energy surface of large molecules can be described by the sum of the contributions
of the parts that make it up. This idea can’t be proved from first principles, although it can
be shown to be true in certain cases. Its validity can only be ascertained by testing the
models built on it, and the results of the vast number of studies performed with force-fields
over the last 40 years justify its use.

C.2.1 Underlying Approximations

Transferability provides a way to build the potential energy surface of large systems from
those of smaller ones, but we still need to define an approximation to the quantum mechan-
ical system.

To begin, the Born-Oppenheimer approximation is fundamental. It states that the move-
ments of the nuclei are almost static with respect to the those of the electrons and so their
effect on the energy surface of the latter can be seen as a small perturbation. This allows
the motion of the electrons to treated independently from those of the nuclei.

The next approximation translates the quantum mechanical picture of a molecule to a New-
tonian one. Firstly the atoms are treated as spheres whose positions are defined by the po-
sition of the corresponding nucleus and that follow classical Newtonian mechanics. Next
the explicit modeling of the electrons is removed and instead their effect is reflected in the
properties of the atoms. As a first approximation each atom is assigned a partial charge,
which can be seen as a reflection of the quantum mechanical probability for it to have an
electron around it. Finally the covalent bonds between the atoms are replaced by some sort
of elastic force usually represented by a spring. The choice of a spring is not arbitrary but
is due to the fact that bond behavior can be approximated by a harmonic potential under
certain conditions.

C.2.2 Force-Field Terms

The Newtonian approximation pictures molecules as balls connected by springs and the
transferability assumption allows the potential energy surface of a large molecule to be
built from those of smaller ones. However we still need to define the exact functional
form of the force-field which transferability implies can be empirically deduced from the
behaviour of small molecules.

238



In general force-fields have the form

U(r) = Ubonded(r) + Unonbonded(r) (C.14)

Where r is the vector of the Cartesian coordinates of the atoms in the system. Figure C-2
illustrates the typical functional form of a force-field, while below the different terms are
discussed in more detail.

Figure C-2: The classic form of a molecular mechanics potential energy function or force-field.
Taken from [19]

Bonded Terms

In standard force-fields the bonded terms 6 usually represent bond stretching, angle bending
and torsions (twisting). The first two terms define a potential well, U(b, -), in which, except
in the cases of bond dissociation, the molecule will stay. Here b are the bond lengths and
- the angles (see figure C-2). This function can be approximated by a second order Taylor
expansion around the equilibrium bond and angle values, b0,i and -0,i, which define the
minimum of the well. This gives,

Ub =
1

2

!

i

Kb,i(bi " b0,i)
2 (C.15)

U$ =
1

2

!

i

K$,i(-i " -0,i)
2 (C.16)

Rigorously this expansion should include cross-terms reflecting the interdependence of the
bonds and angles but in most force-fields these are usually neglected (see section C.2.3).

6Also called valence terms as they represent the effect of covalent interactions
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The other constants, Kb,i and K$,i are parameters used to fit the function to the observed
behaviour for a given molecule.

The torsional potential is a periodic function and is usually described by the first term of a
Fourier expansion

U) =
1

2

!

i

K),i (1" cos(n.i + 3)) (C.17)

Here . is the torsion angle, n is the periodicity which determines the number of minima,
and 3 is the phase which determines the positions of the minima. Again, along with the
torsion constant, K),i, they are fitted to reproduce the behaviour of various torsions.

Nonbonded Terms

The nonbonded terms model the interaction between atoms which do not interact via any
bonded terms. These interactions can be broken into two types, electrostatic and Van der
Waals. 7 The electrostatic term is given by Coulombs Law,

Uelectrostatic = C
!

ij

qiqj

rij
(C.18)

Where qi is the partial charge on atom i. This term allows modeling of ionic bonds and is
the largest single contribution to the potential energy surface. In addition it is long range,
allowing molecules far from a particular site of interest to have considerable influence. The
electrostatic term is probably the most important in the force field and is discussed in detail
elsewhere (see sections 2.2.1 and C.3.3)

The Van der Walls interactions are represented by a Lennard Jones (LJ) term. One form of
this term is,

Unb =
!

ij

Aijr
!12
ij "Bijr

!6
ij (C.19)

Compared to the electrostatic force the LJ force is quite short range. The first part repre-
sents steric effects due to the overlap of electron orbitals (caused by the Pauli-Exclusion
principal), the second represents the London attraction forces caused by induced dipoles in
two atoms as they approach each other. A key realisation of Lifson was that a combination
of a simple electrostatic interaction between partial charges and the second LJ term could
describe hydrogen bonds, which play a vital role in determining biomolecular structure
[19].

Parameterisation

As mentioned above each force-field term contains free parameters such as atomic charge
and equilibrium bond length. The last step in creating a force-field is to fit the param-
eters in these functional forms so they replicate the observed behaviour of various small

7In essence the Van der Waals interactions are every interaction that isn’t covalent or ionic (electrostatic).
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molecules. Then through transferability the parameters calculated for the small molecules
will be applicable to larger ones.

The determination of the parameters usually proceeds in an iterative fashion. First a set
of properties are calculated using the force-field with initial parameter values. Next these
calculated properties are fitted to the observed ones through a least squares procedure. The
observed properties are either obtained from experiment, for example elastic constants,
lattice parameters and molecular spectra, or from detailed quantum mechanical simulations.
The former method is preferred, however sufficient experimental data is only available in a
limited number of cases.

The parameterisation process is the most important step in creating a force-field. The exact
method used determines its applicability i.e. some force-fields are parameterised for study-
ing the vibrational properties of small molecules and others for examining the structural and
conformational properties of proteins. Furthermore parameterisation can be used to avoid
addition of extra terms which would increase the force-field complexity. That is, since
force-fields are empirical, the effect of these terms can, in many cases, be incorporated into
the parameters of others.

One important requirement of a parameterisation process is that it is internally consistent.
This was an important realisation of Lifson and Warshel and is reflected in the name of
the the force-field they developed - Consistent Force Field [22]. For example when torsion
parameters are calculated for a certain molecule e.g. ethane, the bond and angle parameters
are also calculated. Thus there is an interdependence between them - the torsion parameters
on their own will not reproduce the correct behaviour unless used with the corresponding
angle and bond parameters. Hence you cannot replace the torsion parameters with those
evaluated by another parameterisation method as this will break the internal consistency.
The electrostatic partial charges and the Lennard-Jones parameters are also highly coupled.

Finally, one must remember that the absolute value given by a force-field function is mean-
ingless. What is important is the shape of the surface. Essentially a force-field approxi-
mates the potential energy difference between two points on it and hence the gradient at
each point.

C.2.3 State of the Art

Since the original CFF of Lifson and Warshel numerous other force-fields have been de-
veloped (see Ref. [257] for a concise overview). This variety is due to their application to
different phenomena and the use of different calibration techniques and functional forms
i.e. different types and numbers of terms. For molecular dynamics the principal ones in-
clude AMBER, CHARMM, GROMOS and OPLS [258]. These are often termed type one,
or class one, force-fields since they do not include anharmonic effects i.e. the cross-terms
mentioned previously. Cross-terms are required for modeling structures far from equilib-
rium and are also used for accurate reproduction of vibrational spectra. Type 2 force-fields
e.g. the MM series (MM2, MM3, MM4 etc) [259, 260] and the Merck force-field [261],
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include these effects and hence have a more complicated functional form. However these
terms usually have a negligible effect on conformational properties [56] and are not widely
used for simulation of large biological systems [257].

Polarisation

One factor lacking in classical force-fields that is known to have a considerable effect in a
variety of systems is polarisation. This is the creation, by an electric field, of an induced
dipole on an atom reflecting a inhomogeneous distribution of electronic charge around
it. The electric field of the dipole opposes the generating field, effectively reducing its
strength. Two main methods exist for treating them, the induced dipole and fluctuating
charge models, which I will briefly describe. The first adds an induced dipole term to the
force-field and is the method used in MOLARIS and AMBER, The total potential energy
of the dipoles is given by,

Upol =
1

2

!

i

µiEi (C.20)

Ei is the electric field at atom i and µ is the dipole moment. µi can be expressed in terms
of the polarisability of the atom, #i, where µi = #iEi, although more complicated forms
are possible. Since Ei depends on the dipoles of all the other atoms this equation must be
solved iteratively until Upol converges. The factor of one-half represents the fact that half
the total energy produced by the dipole was spent creating it.

The fluctuating charge model, used in CHARMM polarisable force-fields, calculates the
partial charges on the atoms at each step, thus changing the dipole moment of the molecule.
The charges are optimised by minimising the electrostatic energy,

Eest =
!

i

)
2iqi +

1

2
Jiq

2
i

*
(C.21)

2i is the electro-negativity of each atom while J , called the hardness, quantifies its ability
to transfer charge.

Unfortunately addition of polarisability adds a huge computational burden to the calcula-
tion. Both methods require an iterative calculation so the dipoles or the partial charges
converge. The effect of including polarisability has been shown to improve results for a
number of calculations such as ion solvation and ion-pair interactions. However there are
no systematic studies of the situations when inclusion of polarisability greatly increases the
accuracy of a biomolecular calculation. A detailed examination of the factors that are likely
to influence a specific phenomena is currently the best indication of when it is necessary.

Moreover, it should be noted that some polarisation effects are already included via the pa-
rameterisation process. For example the partial charges assigned to molecules are designed
to reproduce the dipole moment in condensed phase, while the polarisation effect that leads
to H-bonds is included in the both the hydrogen partial charges and the LJ term. Thus the
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trade-off between speed and increased accuracy must always be considered before model-
ing polarisation and it is expected that in many situations it will not have an appreciable
effect.

QM/MM and Coarse Grained Potentials

When finer levels of detail are required, hybrid QM/glsac:MM are used [57]. These tech-
niques treat the bulk of the system via MM while a small region, typically undergoing a
chemical transformation, is treated by quantum mechanics. In this case handling the inter-
action between the two regions is of critical importance [262].

At the other end of the scale force-fields have also been created which combine various
atoms into a single center, called coarse-graining [263]. This is done in order to overcome
constraints on the accessible time-scales of MD simulations (see section C.3.3). These
“united atom” force-fields exhibit different levels of coarse graining. For example OPLS-
UA [264] treats CHn groups as single interaction sites. 8 Others combine greater numbers
of atoms, for example 4 atoms per site [265, 266], while UNRES [267, 268, 269] only
uses two interaction sites per residue - a united peptide group and a united side chain. 9

Knowledge based force-fields, for example FOLD-X [270], represent the highest level of
abstraction. They are not molecular mechanics force-fields as have been described thus far.
Instead they are parameterised from experimental data to directly estimated free-energy
differences from a single calculation without use of statistical mechanics.

C.2.4 Advantages and Disadvantages

The main disadvantage of force-fields is also their strength - namely they are an approx-
imation. The functional forms of the bonded terms assume relatively small perturbations
around the equilibrium values - the further the configuration moves from this approximation
the less valid the force-field will be. Furthermore the assumptions of set bonding-patterns
means that reactions cannot be modeled. However special reactive force fields, for exam-
ple ReaxFF [271] 10 and EVB (see section 7.1.1), can provide a way around this limitation.
Lastly for certain molecules the transferability assumption can break down and they must
be specifically parameterised.

The variety of force-fields should be an advantage allowing researchers to choose the force-
field that best suits a given problem. For example, when studying reactions a specific
polarisable force-field may be necessary, while for conformational sampling a force-field
with accurate torsional interactions would be appropriate. This turns out to be very difficult
in practice. Many MD programs have become tightly coupled to a particular force-field

8This level of abstraction has largely been superseded by all-atom models however [257].
9In this case the force-field is actually a type of free-energy function, as opposed to a potential energy

function, since some of its energy terms reflect the average of the all-atom energy for neglected degrees of
freedom.

10However I know of no applications of this to biochemical reactions
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due to assumptions in their code about its functional form and how the relevant information
e.g. parameters, are stored in files. This leads to a situation where it is almost impossible to
consistently compare results using two different programs. One of the aims of Adun is to
provide a platform which can easily use multiple force fields, thus overcoming this problem
and expanding the role of force-fields considerably (see section 7.3.3).

Finally, due to their empirical nature, the number of possible force-field forms and param-
eteristation methods is almost limitless. In general the main test of any force-field is that
it reproduces the experimentally observed values of the quantities being calculated. Only
when this fails should the force-field be refined, for example additions of new terms or
parameters. In our case accurate calculation of free-energies is the litmus test. From the
literature it seems that the classical MD force-fields can produce insightful free-energy cal-
culations, with correct treatment of polarisation being required in certain cases. 11 The
main difference between the Class 1 force-fields is the parameterisation techniques used
and the possible effects of this should be examined on a case by case basis. In many cases,
for example conformational sampling [48, 115], it has been shown they give comparable
answers though, as far as I’m aware, there are far fewer studies focusing on free-energy cal-
culations - one example is Ref. [168] which compares binding energies. In this latter case
comparison is problematic due to the different algorithms and simulation protocols used.
Furthermore building a discriminative benchmark is hampered since the factors affecting
the free-energy vary depending on the phenomena studied.

C.3 Molecular Dynamics

Molecular dynamics lies at the heart of Adun where it is primarily a method of sampling
a force-field PES to obtain a set of configurations for free-energy calculations. In general
it is widely used for examining the dynamic properties of molecules and Adun can also be
used for this purpose (see chapter 8).

MD is based on incorporating the force-field field function into the system’s equation of
motion defined by Newton’s second law,

dU(%r)

dt
= m

d2x

dt2
(C.22)

where the left hand side has an analytical expression since force-fields are differentiable.

This differential equation can only be solved analytically for the simplest systems, however
we can use a numerical integration scheme to predict the configuration of the molecules
after a small time interval !t. By repeating this step many times a sequence of configura-
tions (a trajectory) is generated that represents the system’s movement through time. The
numerical nature of the integration combined with the ruggedness of the PES means that

11Here I’m just concentrating on the ability of such force-fields to give an accurate answers. Other issues
relating to attaining these values e.g convergence, electrostatic treatment - which are essentially method based
- are discussed in section 2.2.
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the trajectory will not exactly match an analytical trajectory started from the same point,
but it will represent the generic behaviour of the system over time [272].

The “Ergodic hypothesis” is the basis that allows the set of configurations generated by MD
to be used in the equations of statistical mechanics. It states that time averages of a process
are equal to statistical ensemble averages. This means that an MD trajectory should gener-
ate configurations with a probability given by equation C.6 - where the partition function
used will depend on the ensemble sampled. Therefore the ensemble average of a property
A (see equation C.10) can be calculated directly from MD trajectories by,

#A$ =
!

i

Ai(ri) (C.23)

Where Ai is the property measured on configuration ri.

To be more exact,

#A$ =
!

i

Ai(Ri) &
%

P (r)A(r)dr (C.24)

That is, equation C.23 approximates the integral above when Ri is a random variable gen-
erated with probability P (r).

However the Ergodic hypothesis has not been proved and a molecular dynamics trajectory
may not have this property. Nevertheless in order to obtain an approximation to the free-
energy of a state, in the (NV T ) or (NPT ) ensembles, it is usually sufficient that the
trajectory adequately samples the low-energy (high-probability) regions of the surface (see
section C.4).

C.3.1 Thermostats

Using equation C.22 corresponds to a system with fixed total energy 12 and hence the tra-
jectory samples the micro-canonical ensemble (NVE). In order to simulate in the canonical
ensemble at the least the macroscopic temperature 13 must be kept at a given value. This is
done using a specific class of computational methods called “thermostats”.

One such method is to couple the simulation to a heat-bath at the correct temperature so
when the microscopic temperature increases, energy flows into the heat-bath and vice-
versa. The microscopic temperature is usually defined through the equipartition principle
which relates the kinetic energy in each degree of freedom to the temperature.
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miv
2
i =

3N

2
kbT (C.25)

Since the temperature depends on the velocity the coupling is usually implemented through
some form of velocity rescaling. To simulate in the isothermal-isobaric ensemble a second
constraint, termed a bareostat, is necessary to maintain the pressure.

12In practice due to the numerical integration errors this may not actually be true leading to the phenomenon
of energy-drift. However in constant temperature ensembles this is not a factor

13The average, or thermodynamic temperature
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In practice it is found that a number of commonly used thermostats, for example the Beren-
desen thermostat [273], do not accurately reproduce the correct ensemble [138]. Specif-
ically they do not reproduce the correct distribution of the microscopic temperature fluc-
tuations. However in many cases they do reproduce the correct macroscopic value for
thermodynamic quantities calculated via equations C.23 and C.32 [138, 274]. This implies
that the probability distribution of the configurations they produce is close to that defined
by equation C.6. Moreover since kinetic effects do not enter into general free-energy dif-
ference calculations in the canonical ensemble (see section C.1) incorrect distribution of
the kinetic energy is not normally a problem. 14 Hence reproduction of the exact ensemble,
that is including correct temperature fluctuation, is not crucial especially considering that
other factors, like treatment of electrostatics, will have a greater effect on the accuracy and
precision of any free-energy calculation (see section 2.2 for a detailed discussion)

Nevertheless the temperature fluctuations can have an effect in calculating the rate of a
reaction using transition state theory by affecting the average velocity and the transmission
coefficient (see section C.1.2). In these cases possible errors due to the thermostat used, and
their likely size, must be considered. In Adun two thermostats have been implemented so
far - the commonly used Berendsen thermostat and a Langevin thermostat. Issues with the
first have been addressed above. The second correctly reproduces the canonical ensemble
and is in fact the model on which many thermostats are based. It is discussed in detail, in
the context of Langevin Dynamics, in section 4.3.1. One important point to note here is
that there are problems in defining the actual potential energy surface sampled when using
it.

C.3.2 Explicit Solvent Boundary Conditions

Investigating biomolecules usually requires simulating both the solute and the surround-
ing solvent environment, since this has a major influence on their properties and function.
Moreover due to the long-range nature of the electrostatic force enough solvent must be
included to account for this effect.

Obviously an infinite system of solvent molecules cannot be simulated. In practice a cer-
tain region is simulated explicitly and constraints added to ensure it behaves as if it was
embedded in a bulk solvent. These constraints are known as boundary conditions which,
among other things, ensure the density of the modeled area maintains its correct value i.e.
molecules don’t float away.

There are two types of boundary conditions that are normally employed, Periodic Boundary
Conditions or Stochastic Boundary Conditions. The latter usually constrains the molecules
to remain in a sphere 15 and is discussed in detail in section 4.4. The energetic contribution
of the bulk solvent is then estimated by a adding a correction term to the energy [14]. PBC
treats the system as a unit cell (it must have the correct shape for this) and “virtually”

14With the obvious caveat that the distribution of configurations is given by equation C.6.
15Hence it is also termed Spherical Boundary Conditions
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replicates it across a lattice. Molecules near the side of the cell see images of the molecules
on the far side and if a molecule crosses the cell boundaries they are inserted at the other
side of the cell (see figure 2-2). Issues surrounding use of PBC are discussed in section
2.2.1.

C.3.3 Molecular Dynamics Constraints

Many biological process occur on time-scales of micro-seconds or longer. To observe
their spontaneous occurrence a MD simulation must cover the same time-scale and do so
multiple times for statistical mechanics to be applied. Unfortunately a number of con-
straints conspire to make trajectories of this length extremely computationally expensive
for biomolecular systems. Here I look at these constraints and the methods used to over-
come them and extend the accessible time-scale. The parallelisation of the MD algorithm,
e.g. [275, 276], provides a significant speed-up but this is not discussed in this thesis.

Nonbonded Interactions

The first bottleneck is the calculation of the nonbonded terms. Since they are pairwise the
number of calculations that must be performed is O(n2), and when combined with the need
to include explicit solvation e.g. tens of thousands of molecules, this number becomes very
large.

A number of methods have been developed to try to solve this problem. Firstly are spherical
cutoff methods which do not calculate nonbonded interactions between atoms separated by
more than a certain distance (the cutoff point). These methods usually scale the electrostatic
potential so it goes to zero at the boundary to avoid discontinuities. Cutoffs are problematic
since the long range nature of the electrostatic force means important contributions are
neglected. However in many cases parameterisation techniques use an electrostatic cutoff
when determining parameters [56]. This means incorrect results may arise if interactions
beyond this cutoff are used - this was found in calculations of the diffusion constant of
the TIP3P water model [277]. Furthermore a study of the dynamics of highly charged
polynucleotides (using PBC) showed no appreciable difference between trajectories that
included all long-range interactions and those that used a large cutoff (14Å) [46] which has
led cutoffs to still be commonly used. However examining dynamics is a sub-optimal way
to validate electrostatic models, as I discussed in section 2.2.1. There I also detailed other
studies which have shown the effect of PBC to be much more severe.

Other methods use spherical cutoffs but model the effect of the atoms outside of the cutoff
sphere using “reaction field” formulisms - this is the field on an atom due to a polarisable
medium around it. As such these methods involve determining the average contribution of
the atoms outside the sphere by solving the PBE equation (see Appendix B.1). Such meth-
ods are limited due to the underlying assumptions of a homogeneous, low-charge medium
which is rarely true for biological systems.
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The effect of an entire solvent region can also be treated using PB, or GB methods. For ex-
ample accounting for the effect of the unmodeled bulk solvent beyond a spherical boundary
- GB methods are usually used to derive the bulk energy correction in this situation. The
most active area of application for these methods currently is in constructing implicit sol-
vent models which indirectly reduce the non-bonded bottleneck by removing all solvent
atoms using PB or GB to account for their effect. Section 4.3 discusses such models in
more detail.

Finally there are methods which include the long-range interactions, for example PME
(and derived techniques) and multi-pole methods like LRF. These methods avoid the need
to explicitly calculate each pairwise (particle-particle) interaction beyond a cutoff. PME
techniques are the most popular as they allow calculation of the long-range interactions in
O(n) time, though multi-pole methods also provide a significant speed-up. PME requires
periodic boundary conditions to be used as it assumes a periodic lattice of cells. Again I
refer the reader to section 2.2.1 where the effect of this assumption is discussed in detail.

Numerical Time Step

Another factor that impacts the total CPU time required by a simulation is the size of the
integration time-step, !t. In practice it must be roughly 10 times smaller than the fastest vi-
brational frequency in the system i.e. bonds involving hydrogen. This is to account for the
reaction of the potential to their movement - if the time step is too large then they may be
moved to unrealistic positions. 16 This leads to the time-step for classical MD to be 1 fem-
tosecond (1E!15s). This value may be extended to 2fs using algorithms such as SHAKE,
which constrain the vibrations of the hydrogens. This constraint is justified by noting that
the vibration of the hydrogens is in the quantum regime and thus not treated correctly by
MM methods. Multiple time-scale methods have also been developed, which split the force
into slow and fast categories [278, 279, 280]. The fast categories are calculated every step
while the slowly varying forces can be calculated at a longer interval.

The small time step also affects the convergence of free-energy calculations. Each step
implies only a small movement on the PES, hence a very large number of steps are required
to adequately sample the region corresponding to a given state.

C.4 Calculating Free Energy Differences

Free-energy differences are calculated between defined states of a system e.g. bound &
unbound ligand. Such states are usually defined by an X-ray or NMR structure and sim-
ulations are maintained in the area of the potential energy surface corresponding to that
structure. If this is not possible, and the trajectory samples multiple minima e.g. in the case

16Called a descritization error as the discrete step is not small enough to allow the numerical integration to
follow the surface correctly.

248



of very flexible proteins or protein regions, the calculations become much more difficult
due to convergence problems.

It is assumed that the functionally active conformational states of biomolecules are domi-
nated by low energy configurations. To be more exact, it is assumed that the volume of the
state’s configuration space occupied by high energy/ low probability configurations is not
significant. Hence it is adequate sampling of the low-energy configurations that concerns
us the most.

When it comes to evaluation of a free-energy difference many techniques are available,
for example FEP, Thermodynamic Integration, PMF and other more recent methods [281].
Here I will detail FEP which is one of the principal methods and one which I used in [17].

FEP overcomes the problem of having to independently calculate the absolute free-energies
of two different states. This is difficult due to the fact that MD trajectories generate configu-
rations with a probability given by equation C.6 17 (see Refs. [282, 283] for some methods
for doing so). Moreover, due to the vast amount of degrees of freedom in biomolecular
systems a very large number of configurations would be required for such a calculation to
converge. FEP converges quicker since it concentrates on the contributions that lead to the
difference in free-energy between the two states, as will become clear below.

Usually the free-energy difference between two states must be calculated by

!G = "RT [ln(ZB)" ln(ZA)] (C.26)

Expanding,

!G = "RTln
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With the two partition functions being calculated over different sets of configurations. Note
that here the configurations in each set are assumed to be generated with uniform probabil-
ity.

The premise of FEP is that if the potential energy surfaces of the two states differ by only a
small perturbation the sets of configurations generated on one will be practically identical
to the other. Therefore the sums can be over the same sets of configurations and the right
hand side of equation C.27 becomes,
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The trick is to multiply the terms in the numerator by,

e!(UA(ri).e(UA(ri) (C.29)

which is equal to one. This gives,
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17Technically speaking this is an assumption
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Dividing the denominator into the numerator gives,

!G = "RTln

4
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5
(C.31)

Where PA is the statistical mechanics probability of configuration ri on the PES of state A.

If we have a MD trajectory generated on the PES of state A the above can be approximated
by (see section C.3),

!G = "RTln
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(C.32)

That is, the free-energy difference is just the sum of the energy differences for each con-
figuration generated on state A. The convergence time is decreased as the exponential only
depends on those parts of the potential surfaces that are different.

Obviously this will not work if the perturbation assumption doesn’t hold. However the
fact that free-energy is a state function allows an elegant solution to this problem. The
calculation can be broken down into a number of windows, each one corresponding to a
potential surface that is similar enough to those of adjacent windows for equation C.32 to be
used. The beauty is that these intermediate states do not have to correspond to any real state
- they can be alchemical - only the start and end states have to be real. The intermediate
windows are usually defined by mixing the start and end surfaces.

U(!) = !UB + (1" !)UA (C.33)

where ! varies from 0 to 1. Then the total free-energy is given by
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Unfortunately going forward and backwards can produce different results i.e. ! going
from 0 ! 1 or 1 ! 0, which is termed hysteresis. This is both a result of potential energy
surfaces of adjacent windows not being similar enough and of insufficient sampling of each
surface. One way to overcome this is to simply average the forward and reverse values for
a window but this has problems [284] and more powerful methods exist which increase
the precision [33, 34] (see section 2.2). However the problems mentioned in section 2.2
concerning estimating and removing the bias of the result still remain.

C.5 Protein Dynamics and Collective Motions

Chapters 8 and 9 deal with analysis of protein dynamics to discover intra and inter state
motions related to function. One of the main ways of analysing protein motion is to de-
compose it into modes, separate movements of different energy, using a technique like ED
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Table 1 

Characteristics of collective modes determined by PCA and JAM*. 

Multiply hierarchical mode 

Free energy surface 

Singly hierarchical mode Harmonic mode 

Probability distribution 

Anharmonicity factor pm+ 

Packing topology 

Fluctuation of dihedral angles 

Possible relationship with other 

classifications 

Non-Gaussian multlple peak 

>2 

Significant change 

Large change in both 

mainchains and sidechains 

Essential subspace [61 

Relaxation dynamics [l I 

Gaussian-like single peak Gaussian 

2-l =l 

No change No change 

Large change in sidechains Small change 

Fluctuation dynamics [l] Unimodal dynamics [l I 

Equivalent to NM important subspace [3] 

Specific data for the human lysozyme 
Principal mode number l-30 31-300 

o/o in mode number 0.5 4.5 

%I in total MSF 82.1 15.0 

Transition timescale (s) > 1 O-l3 (various transition timescales 1(-j-'3-10-11 

co-exist in one mode) 

RMSF (A, > 0.08 0.08-0.015 

301-6117 

95.0 

2.9 

0.015> 

*A newly generated table based on [I 3”]. *The factor pm is defined as pm = (cm / 6:’ y, where <“,” is the expected MSF from NM along the 

direction El. RMSF, root mean square fluctuation. ” 

sampling problem is the LISA of efficient sampling methods, 

for example, multicanonical MC: [37] and xlD [X3]; how- 

ever, these still need enormous amounts of computational 

time, even in vacuum [3Y]. Recently, Becker [40] exam- 

ined the possibility of using PCA for the mapping of the 

potential energy surface of small peptides. 

Energy landscapes in collective 
coordinate space 

different time windows, Vlioyer and Cohen [LO] found dif- 

ferent types of conformational transitions. ‘Transitions 

among seven major clusters in the binding loop of BP’l’I 

were suggested to be functionally- important as the 

inhibitor. Garcia and Hartnan [l] pointed out three types of 

dynamics - unimodal, fluctuation and relaxation. In the 

case of crambin in a crystal environment, a motion whose 

characteristic time is slower than 2 ns \vz+ found [W”]. 

After pioneering work on the energy landscapes of myoglo- 

bin [41] and BP’I’I [42-46] in their native states, most of the 

recent attempts to investigate energy landscapes have been 

carried out using collective coordinates. From non- 

Gaussian probability distribution functions of projections of 

an LMD trajectory onto principal coordinates, large-ampli- 

tude nonlinear motions were identified [24]. Similarly, 

Amadei PC a/. [6] termed the space spanned by these anhar- 

manic coordinates ‘essential subspace’. In order to further 

understand harmonic and anharmonic aspects of protein 

dynamics, NMs have been employed [22,47]. lJsing what is 

called the ‘anharmonicity factor’, anharmonic modes and 

harmonic modes are clearly separated by principal mode 

numbers [22]. In the c’ase of BP’I’I, only 11.7% of the 

modes are anharmonic (equivalent to 7.4% in an all-atom 

model) and, in the case of human lysozyme [13”], only 

5.0% are anharmonic. By comparing the NMs of 201 differ- 

ent minima, JaneZiiC ef al. [4S] found that low-frequency 

NMs extensively overlap in angular frequency when mini- 

ma are separated by a relatively short time interval. [Ising 

‘r’he jumping-among-minima (JAhl) model elucidates the 

above findings more clearly [13”]. In this model the sec- 

ond moment matrix is divided into two terms: 

(1) 

where ‘I/ is the number of conformational substates, k is the 

index of the substate, (...)k is an average over the period dur- 

ing which the state point stays in the kth substace andfk is a 

fraction of this period co the total simulation time. The first 

and second terms of Equation 4 represent contributions from 

atomic fluctuations arising from JAM and arising from fluc- 

tuations lvithin each substate, respectively. l‘his model was 

applied to the analysis of a 1 ns MD trajectory of the human 

lysozyme in water. From the analysis of intrasubstate motion. 

Figure C-3: Schematic illustration of the different types of free-energy surfaces along a mode.
Taken from [106].

(see section 4.2 for a detailed description). In the next sections I look at the theory behind,
and terminology used, when describing protein dynamics in terms of modes.

One of the most interesting pieces of information returned by any mode analysis is the
existence of modes which involve the collective, global, motion of many residues. Such
motions can change the structure of a protein significantly thus it’s expected that these mo-
tions would have the greatest influence on the protein’s interactions with its environment.
The nature of these collective motions is also reviewed here.

C.5.1 Harmonic, Anharmonic and Diffusive Modes

The fact that harmonic functions are easy to understand and manipulate in general, has led
to certain terminology becoming common place when describing modes returned by NMA
(see section C.5.3) or ED. Two specific examples of this are ‘anharmonic and harmonic’
modes and ‘diffusive and harmonic motion’. 18

The first two terms are simple. A ‘harmonic’ mode is one in which the shape of the potential
energy surface along the mode is well approximated by a harmonic potential (see equation
C.15). Anharmonic is the opposite and implies multiple minima along the mode.

The terms diffusive and harmonic motion are used to describe how the protein moves along
the mode. There are three effects that influence the motion along a mode - the potential
energy surface, friction, and thermal fluctuations (described by the Langevin equation -
section 4.3.1). Any given mode will experience all three effects to varying degrees, and
harmonic and diffusive motion refer to the two extreme cases.

Harmonic means the movement resembles simple harmonic motion and hence is driven
by the shape of the potential energy surface. From statistical mechanics the probability
distribution for fluctuations along a harmonic mode with force constant K at temperature
T is given by (see equation C.6).

P (r) + e!( K!r2

2 (C.35)
18Diffusive mode and diffusive motion are used interchangeably.
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This is a Gaussian with mean 0 and variance, "2, given by,

"2 =
kbT

K
(C.36)

The variance is equivalent to the MSF along the mode. Thus any mode whose fluctuations
have a Gaussian distribution can be described by a harmonic potential and can have a force-
constant K associated with them (see QHA in section 4.2.2) - their motion can be seen to
be driven by the strength of the restoring force. Harmonic motion is fast, due to the high
force constant, and this usually reflects the fact that the motion is constrained by strong
bond interactions.

Diffusive motion (equivalent to Brownian Motion) is driven by thermal fluctuations and it
can describe motion along both harmonic and anharmonic modes. It occurs in the following
circumstances:

• If the derivative of the potential is very small i.e. the PES is almost flat. In the
harmonic approximation this implies a low force-constant.

• If the friction is large. In the harmonic approximation this leads to classic over-
damped motion in the absence of random forces.

• If the thermal fluctuations are very large.

At normal temperatures (' 300 K) only the first two are important. As mentioned above
harmonic and diffusive motion represent two extremes. In the intermediate regime the
motion is more complex - for a harmonic mode, without the random thermal force, it would
resemble a damped harmonic oscillator.

Protein motion along both low-energy (see next section) harmonic and anharmonic modes
will usually have a strong diffusive character due to both energetic and frictional effects
(one may be more dominant depending on the circumstances [104, 285]). The diffusive,
random, nature of the movement means it will take a longer time for the protein to move
along such modes compared to harmonic modes - that is they will be “slow”.

On short time scales, which are usually those explored by MD simulations, diffusive modes
will have highly non-Gaussian distributions. However on longer time scales (' 100 ns !
microseconds) many anharmonic modes can be expected to have an approximately Gaus-
sian distribution. That is, if the PMF along the mode can be approximated by a sum of
harmonic potentials then the distribution of the fluctuations will be Gaussian. 19 More
mathematically, from the central limit theorem, if there are many local minima each with
their own probability distribution, then the convolution of all their distributions approaches
a Gaussian. 20 Furthermore, Hinsen showed that diffusive anharmonic modes, associated
with large collective movements, can be approximated as harmonic Brownian modes [118].

19The probability distribution of the sum is the product of the individual probability distributions. The
product of two Gaussians is a Gaussian.

20This is Lindberg central limit theorem. The speed at which a Gaussian is approached is undetermined.
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In this case the multiple wells can be seen as residing on a larger harmonic potential (e.g.
figure C-3 2) and the effect of moving through them can be approximated as friction on the
larger scale (see section C.5.3 for more on this).

Sometimes there are two deep minima in the one substate and in this case a bimodal distri-
bution can result. This could also become a Gaussian depending on the height of the energy
barrier separating the states. For the purposes of detecting convergence it is often assumed,
e.g in [113], that a conformational state can be defined by one structure and that the modes
represent oscillations around this structure. If this is the case then all modes should become
approximately Gaussian with full sampling.

C.5.2 Collective Motion

In a given conformational state the directions in which a protein can make large move-
ments are restricted. These directions form a low-dimensional “essential space”, sometimes
termed the deformation space, embedded in the space of all possible motions (see section
4.2.1). A low-energy motion is one in which the energetic cost to move the atoms in the
direction defined by the motion is small compared to other possible movements. Therefore
for a given amount of energy, low-energy motions produce the largest deformations and
hence the movements in the essential space will be low-energy in nature.

Furthermore, as I will show below, low-energy motions often involve collective movement
of a number of residues. These collective motions can be global, involving a large number
of residues spread across the protein or more local in nature, for example concentrated at
the active site. Usually global motions have the lowest energy, but this can vary depending
on the exact structure of the protein. At the opposite end of the scale are local motions
which range from rotation of side-chains down to bond and angle vibrations. These small
motions are presumed to be uninteresting although theoretical studies have suggested that
some may play a functional role through coupling to more global motions [286].

Previously I described how collective motions can have a functional role (section 2.4).
This seems reasonable as it fits a picture of a protein’s residues moving together to achieve
a specific aim and resonates with the idea of “molecular machines”. Thus determination
of a proteins essential space and examination of its collective motions is a first step in
identifying functional motions, if they exist [3, 106].

Collective motion is a direct result of the structure of a protein and the network of inter-
actions that hold it together. A protein’s configuration can be changed by modifying the
position of any of its constituent atoms, thus giving it 3N degrees of freedom. However
due to the complex interactions between atoms, movement along any of these 3N degrees
of freedom is not independent of the others - moving a certain atom in a specific direction
implies that other atoms must also have moved leading to a collective motion. For example
secondary structure elements such as helices are quite rigid so their constituent residues
move together when perturbed. These structures are often joined by flexible loops which
allow these quasi-rigid bodies to move relative to each other, leading to large scale collec-
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Figure C-4: Demonstration of low-energy nature of collective motion

tive motion. This also the case for multi-domain proteins which can lead to movements of
' 10’s of Angstroms (domain movement).

I mentioned above that low-energy protein motions are often collective. This is demon-
strated simply in figure C-4 which shows a chain of beads “connected” by springs. The
energy required to displace one bead a distance a is proportional to a2. The energy to si-
multaneously displace M beads each a distance a in the same direction is also proportional
to a2. Therefore displacing M beads simultaneously costs 1

M times the energy of moving
them independently. Since in many respects proteins resemble such a chain of beads it is
expected that their large low-energy motions will have a collective nature.

Of course a protein is not simply a chain of beads. Each atom will be connected, by various
interactions, to numerous others. When it comes to deforming an atom from a certain
position covalent interactions, for example bonds, are the determining factor. They present
the strongest resistance to movement and are analogous to the springs in the above picture.
Nonbonded interactions (electrostatic and Van der Waals), are relatively less strong and
their influence decreases with distance. Therefore the areas of the protein with the lowest-
packing density 21 will most resemble the above picture. Hence we can expect that these
areas will have the greatest freedom to move collectively and that movements of these
regions will be present in any collective motions found - indeed the successful application
of ENM to protein dynamics is essentially based on this fact (see section C.5.3).

Since many conformational changes involve large changes in structure, it is expected they
21Lowest concentration of atoms
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will occur via relatively low-energy paths. This is an application of the principle of min-
imal frustration - evolutionary pressure should lead to the low energy paths between two
structures being used so a protein can efficiently switch between them. In other words it
is likely that most of the deformations, that is structural changes, of a protein will involve
low-energy direction and these are essentially decided by structural constraints.22 Other-
wise transitions may not be able to occur on the time-scales relevant for biological function.
This in turn suggests that conformational changes will in many cases be collective in nature.
Therefore information on collective motions associated with them should be contained in
the collective motions of the initial and final conformational states. That is they will be
associated with low-energy intra-state movements (see Chapter 9 for more on this).

Sections C.5.3 and 4.2.1 review the main methods for discovering the protein collective
motions. Details on methods for examining and processing collective movements reveal
possible functional motions can be found in section 8.2.

C.5.3 Normal Mode Analysis

This section describes NMA, one of the two major methods, along with ED, used to deter-
mine protein collective motions. Although I used ED exclusively in this thesis (see section
4.2.1), this section provides insight into the similarities and differences of the two methods.

NMA is based on the assumption that the potential energy surface around a minimum
energy configuration can be approximated by a harmonic potential [103, 287].

U(r) =
1

2
K(R).(r "R)2 (C.37)

R is the 3N dimensional vector describing the configuration and r represents some other
similar structure. K(R) is a matrix that describes the shape of the potential well.

Determining K(R) is the main part of NMA and a number of methods have been developed
to do so. Classically it is given by the second derivative matrix (or Hessian) of the potential
energy surface at the minimum energy configuration.

Kij =
d2U(r)

dRidRj
(C.38)

U(r) is usually approximated by a MM force-field which must be the same as the one used
to define the minimum energy configuration.

The “normal modes” are the eigenvectors of K(R). From equation C.37 they are assumed
to be harmonic and hence the eigenvalues represent the curvature of the imagined harmonic
potential in the direction defined by each mode. Specifically !i is equivalent to a harmonic
force constant K, and indicates the energetic cost to displace the protein along the eigen-
vector by one length unit. Six eigenvalues, corresponding to the six “external” degrees of
freedom of the molecule 23 will be 0 since an MM force-field only includes information on

22It must be noted that during a transition previously high-energy movements may drop significantly in
energy.

23The rigid body degrees of freedom - three translational and three rotational.
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internal forces.

The eigenvectors represent independent degrees of freedom on the harmonic surface i.e. the
force along a given mode is not affected by movement along any other mode. As described
in section C.5 the low energy modes will usually correspond to collective motions. The
motions become more local as the energy increases, but when degeneracy sets in they can
no longer be interpreted individually. Usually only the first few modes are considered suf-
ficiently separated that they can be interpreted individually [104] but these usually contain
the interesting motions.

Using equation C.36 a MSF can be assigned to each mode. This can be linked to the B-
Factors (temperature factors) in X-Ray crystallography which describe the fluctuation of
each atom in a protein in the crystal environment [136],

B = 8,2"2 (C.39)

Strictly a B-Factor indicates the uncertainty in the atomic position in the X-Ray structure
and hence is related to the resolution of the technique. The more flexible/mobile an atom
is, the higher the B-factor. It is also affected by the disorder in the crystal, that is pos-
sible different orientations of the structure will cause an apparent flexibility. Often the
results of an NMA analysis are validated by comparing them to experimental B-Factors
e.g. [136, 229, 288]. However the assumptions underlying equation C.39 - using the har-
monic approximation to obtain " and that this is equivalent to positional uncertainty in
X-Ray crystallography - must be taken into account. Furthermore in reality low-energy
modes are anharmonic and involve diffusive motion, hence the fluctuations along them will
be larger than those given by equation C.36. Also many residues will be much more mobile
in solution than in a crystal environment.

Originally NMA was used to obtain the vibrational spectrum of small molecules and this
is how it was first applied to proteins. 24 In this case the “vibrational modes” must be
determined instead of the “energetic modes” obtained by equation 4.1 To do this K(R) is
mass weighted,

K̃ =
-

M
!1

K(R)
-

M
!1

(C.40)

and then diagonalised. Now each eigenvalue, !i, corresponds to a squared frequency, $2
i ,

and a vibrational spectrum can be created. The eigenvector components are the amplitudes
of each atom in that vibrational mode. Adapting equation C.36 the eigenvalues can also be
used to calculate the (mass-weighted) MSF of each mode.

Many NMA studies still calculate the vibrational rather than the energetic modes although
the interpretation may be energetic (for example [136]). Since the range of atomic masses
is quite small the two methods produce similar modes so the low-frequency modes are usu-
ally very close to low-energy modes and vice-versa. However vibrational motion implies
frictionless harmonic motion. Hence the interpretation of eigenvectors and eigenvalues in
terms of frequencies and amplitudes is only valid in a conformational sub-state.

24The term “Normal mode” itself comes from the study of coupled oscillations where it is a pattern of
motion in which all parts of the system vibrate with the same frequency.
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Related Methods

Classic NMA has a high computational cost due to the need to find a minimum energy
configuration and then subsequently to diagonalise the Hessian (O(n3) [51]) Finding a
minimum is hampered by the rough nature of a protein’s PES while the Hessian can include
millions of elements as it involves all the atoms in the protein.

A number of methods have been developed to tackle these problems. These treat an ex-
perimentally determined configuration as a minimum and directly construct a harmonic
potential around it which models the interactions between atoms as springs. These meth-
ods are collectively called Elastic Network Models (ENMs) [51, 289]. 25 The potential
energy of a configuration, r, is related to the sum of energies of all the springs,

U(r) =
!

ij

kij(!rij "!r0
ij)

2 (C.41)

Here r0
ij is the separation of atoms i and j in the experimental structure, so the energy for

each pair is related to how much the inter-atomic distance has changed. The force constant
associated with each spring is a function of the separation in the native structure, kij

2
!r0

ij

3
.

It can be given by a step or exponential function and is less for distant pairs then close pairs.

The simplistic ENM function can obtain the low frequency, domain-scale, motions of a
protein due to a number of factors (see the next section for examples of this). It models
many of the fundamental factors, outlined in section C.5, that lead to global movements.
The influence of local-packing density is represented by the number of springs connecting
to an atom. The difference between strong short-range interactions and weaker long-range
ones is reflected by the force constant function. As described previously slow-modes can be
seen to move in the PMF of the faster motions. Although this function will be very complex,
using a harmonic-potential to model it can be partially justified by the central-limit theorem.
Moreover such an approximation is, at the least, no worse than classic NMA’s assumption
of a harmonic PES. In essence equation C.41 can be regarded as a crude representation of
the free-energy surface of the proteins global motions as a function of the position of its
residues.

The main difference between the various ENM’s is in the definition of k and the related
use of a cutoff for the pairs considered in equation C.41. Low-frequency modes are actu-
ally robust to different definitions of k, however the fluctuations (eigenvalues) are not. The
assignment of amplitudes to the modes requires models which include anharmonic and sol-
vent effects [51]. However parameteristation can in some cases (see below) allow ENM’s
to reproduce crystallographic B-Factors.

Another method is the Gaussian Network Model (GNM) [229]. Unlike ENM’s, it does
not give the (X, Y, Z) components of the atoms in each mode, but only the magnitude
of the vector they describe. 26 Despite this limitation the GNM has been deemed useful

25Although derived from different considerations the Anisotropic Network Model (ANM) [290] is a type
of ENM [104].

26The ANM was developed from the GNM in order to provide directional information. The anisotropic
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since the magnitudes obtained correlate better with experimentally determined B-Factors
(equation C.39) then ANM magnitudes [117, 288] but it still requires a scaling factor to
be parameterised. Although giving different results the GNM and ENM methods are built
on similar ideas and indeed are specific instances of a Generalised Elastic Network Model
[291].

The advantages of ENM’s over classic NMA is that the minimisation step is no longer
necessary and that the potential given by equation C.41 is much quicker to evaluate then
standard MM potentials. Another advantage is that a subset of the atoms can be chosen for
the analysis giving a smaller Hessian which leads to much quicker diagonalisation. This is
termed CG-NMA and is the standard way in which ENM’s are currently applied. Usually
only C-# atoms are used [51, 229, 292] which is justified by the fact that that global rear-
rangements of proteins are described by the movement of their backbone atoms. Although
the combined simplified potential and coarse-graining seem drastic approximations they
have been shown to reproduce low-energy normal modes obtained via classic NMA and in
to approximate the deformation space of proteins [115].

The net affect of these approximations is an extremely rapid calculation even for large
molecules. This has enabled the application of these methods to the quick and approximate
calculation of transition paths of conformational changes [224, 225].

The last related method I will consider is Brownian Modes [104, 118]. NMA models
only return fluctuation information, they cannot be used to understand dynamic i.e. time-
dependent, quantities. The brownian modes method combines GG-NMA with friction and
random forces to produce an analytical model capable of describing long-time protein dy-
namics. It interprets the apparent self-similarity between global and local protein motions
evinced by ENM studies (see next section) as indicating the global potential well must have
some harmonic character. The global PES has many local minima with small energy bar-
riers separating each. The Brownian Modes technique models the global potential using a
harmonic function and replaces the effect of the local energy barriers with friction and the
random Brownian force. This model has been show to reproduce experimental data from
inelastic neutron scattering experiments.

Normal Mode Analysis Applications and Limitations

NMA suffers from a number of inherent limitations [119], the major one being the har-
monic assumption which neglects the multiple-minima nature of the energy surface i.e. it
cannot produce anharmonic modes or describe motion across any energy barrier. Other
drawbacks include the frequent omission of solvent, which can affect the modes obtained.
Classic NMA is hampered by computational cost but this is not a problem in the currently
more widespread coarse-grained ENM’s.

NMA is now almost synonymous with coarse-grained ENM and all studies discussed here-
after use such models. Its applications currently focus on systematic elucidation of the

moniker denoted that unlike GNM, ANM considers the fluctuations to have directional preference.
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global flexibility of large number of biomolecules.

In general the harmonic approximation holds only for small displacements from the min-
imum. In this regime the modes are fully independent, but this won’t be true for large
movements. Nevertheless the most frequent recent application of CG-NMA has been to
extrapolate collective motions related to conformational change, especially those involving
domain motions [86, 136, 137, 293, 294, 295]. This involves using equation 4.2 to find the
modes, ei, for whom Ai is large. That is, the modes which contribute most to the confor-
mational change (see section 4.2.3 for more). The main criticism surrounding this use of
CG-NMA (and NMA in general) is that the required displacements, Ai, are often vastly
beyond where the harmonic approximation holds.

Figure C-5: The opening and closing of the LivJ binding cleft. The picture on the left is a
superposition of the open (red) and closed (blue) structure determined by experiment. The picture

on the right is a superposition of the open (red) and the structure projected along the hinge-bending
mode identified by NMA (blue). Taken from [119]. Original study in [296].

Along with the theoretical arguments presented in the last section, using CG-NMA in this
manner has been justified empirically as in some cases a significant amount of informa-
tion of a given conformational transition can be described by one low-frequency normal
mode i.e. one ci is much greater than all the others. An example is the hinge-bending of
the LivJ protein 27 which opens and closes the binding cleft [296]. X-Ray structures exist
of both “open” and “closed” forms and CG-NMA analysis of the “open” form shows one
low-energy mode that describes a hinge-bending movement. When the “open” form is pro-
jected along the direction given by the low-energy mode the resulting structure qualitatively
resembles the experimentally determined “closed” structure (see figure C-5).

Such correlations are common, especially for hinge-bending movements [103, 287]. For
27Leucine, Isoleucine, Valine Binding Protein. These are the aliphatic (non-polar and hydrophobic) amino-

acids and this protein is part of the transport mechanism for them in E.Coli
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example, a study by Tama and Sanejouand [137] concentrating on 20 proteins with ‘open’
and ‘closed’ forms found that in nearly all cases a single low-frequency mode could de-
scribed the change well, with the correspondence being higher if the motion was collective.
Moreover the movements returned by CG-NMA often seem “intuitively” what would be
expected. These two factors have lead to biological function being ascribed to similar
movements found by CG-NMA in other proteins e.g. [293]. It is such correlations which
have led to the view that low-energy motions in a local minimum must be similar to those
of the global potential - that there is a self-similarity in protein motions [104, 118] (re:
Brownian Modes in the last section). Or to put it another way, that a low-energy motion on
a small scale is a low-energy motion on a large scale.

Nevertheless, the large number of approximations in these models has led to studies inves-
tigating their applicability to describe conformational changes. Yang et al. [297] extended
the results of Tama and Sanejouand to 170 proteins. Their results further indicated that the
degree of collectivity of the change was the major factor in determining whether CG-NMA
could be used. Petrone and Pande [135] showed, for four test systems, that projection along
a significant fraction of the NM’s is usually necessary to fully reach the target state. In ad-
dition they found that for some proteins a number of high-energy modes contribute equally
to the change. Again changes involving large collective movements, like domain-motions,
are best represented.

Both these results are to be expected since the ENM potential is specifically aimed at mod-
elling such movements. Non-collective motions are counter to the view of slow collective
modes moving in a harmonic-like PMF. However these studies reinforce the limitations of
the technique and show that CG-NMA’s ability to predict the collective motions of confor-
mational changes is highly dependent on the protein and change studied.

Since all forms of NMA have disadvantages none should be interpreted beyond the level at
which they all agree. In the end both standard and CG-NMA have been shown to be useful
for providing information on the directions in which a protein has the greatest conforma-
tional freedom and are complementary techniques to other methods. CG-NMA in particular
can be seen to give a convenient, yet coarse, representation of the free-energy surface of the
global protein motion. It is used mainly because of its computational efficiency and meth-
ods using fluctuation information acquired from CG-NMA must be carefully interpreted
and compared to the results from molecular simulation.
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[17] Johnston, M. A., Galván, I. F. & Villà-Freixa, J. Framework-based design of a new
all-purpose molecular simulation application: the Adun simulator. J Comput Chem
26, 1647–1659 (2005).
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Glossary

AdunCore
A command line molecular simulation program. It is a core part of the Adun appli-
cation and is built using the AdunKernel framework. 81, 95, 104, 106, 198

AdunKernel
Name for Adun graphical user interface. Built using ULFramework and AdunKernel.
95, 196, 197, 216

class
An object-oriented programming data type that defines an object. A class defines an
objects methods and the its properties. 34, 35, 62

compilation
Compilation is the process of translating a computer program from the language it is
written in, to the language of the computer processor. This is done using a special
program called a compiler. 75

concurrency
Refers to handling simulataneous operations on a database. This can be due to the
same user but is more likely due to two users independently modifying the database
as the same time. Extremely important when the database is heavily accessed. 86

Configuration Generator
Generates new configurations for systems using information provided by the force-
fields which operate on them. 65

controller
An specific type of Adun plugin that can override the default behaviour of the Adun-
Core simulator. A controller usually represents a specific simulation protocol e.g.
EVB, and can be seen to a certain degree as separate programs. 92, 95, 96, 106, 196,
217

factor
The breaking down of a problem into components parts in software engineering text.
65
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Force Field
A function that computes the energy and/or forces of a system of elements. In the
case of molecular simulation this corresponds to the functional form of a molecular
mechanics force-field. 65

hand-tuning
A programmer rewriting a piece of code themselves to increase performance. 75

hot-spot
In an object-oriented view of a program a hot-spot is a component or area that is
highly variable, that is, many different object types can be used there. 70

inlining
When a program is compiled function calls are noted and essentially a link is made to
the functions code. Inlining is where the code corresponding to a function is placed
directly where it is called. This makes the code faster since there is no function call
overhead but makes the code larger since the same function code may be added in
many places. It is also incompatible with dynamic binding. 75

parser
Term used to refer to a program or piece of code that is written for a specific file
format. 87

parsing
Term used to refer to reading strings into a program and interpreting their meaning
e.g. reading and understanding what’s in a file etc. 77

pervasive
Used to describe a situation where the data used by a program is always present and
visible in the interface. 80

pointer
Each chunk of a computers memory has an address associated with it, which identi-
fies where it is. In computer programming a pointer is a variable which contains such
an address i.e. it “points to” a specific place in the computers memory. 74

polymorphic
Term applied to two classes when they have the same interface. Also used when only
a defined subset of their interface is identical. The messages in the subset are usally
related to a specific function. In this case they are said to be polymorphic in a certain
situation text. 62, 67, 70

streaming
Accessing pieces of data e.g. a file, on demand rather than all in one go.. 73
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string
In computer programming a string is a combination of letters, numbers and symbols
of any length. 71

structure
In programming a structure is a user defined data-type. A structure can contain any
number of other variables e.g. be numbers or other structures. For example a struc-
ture describing a range would contain two integer variables defining the start of the
range and its length. 71

System
An arbitrary collection of elements e.g. atoms, dipoles. This includes their config-
uration, velocities, topology and the various interactions that they are involved in.
65

thread
A computer program can divide itself into different parts each concerned with a dif-
ferent task. These parts are called threads. For example one thread could be reading
data from a file while another processes user input from a GUI. 74

transaction roll-back
Refers to the ability to undo a database transaction any time before all the operations
involved in the transaction have been completed. 86

ULFramework
A collection of classes in Adun related to the User Interface and used to enable High
Performance Productivity. Includes database, process management, system building
etc. 79, 94
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Acronyms

API
Application Programming Interface. 34, 37

ASEP/MD
Averaged Solvent Electrostatic Potential / Molecular Dynamics. 6, 77, 84, 95, 96,
217, 230, 231

BLAS
Basic Linear Algebra Subprograms. 35

BM
Brownian Motion. 42, 252

CFA
Coulomb Field Approximation. 53, 55

CFF
Consistent Force-Field. 8, 241

CG-NMA
Coarse Grained Normal Mode Analysis. 44, 164, 168, 177, 190, 215, 258

CORBA
Common Object Request Broker Architecture. 104

CV
Collective Variable. 164, 214

CVS
Concurrent Version System. 36

DO
Distributed Objects. 6, 78, 92, 104, 217

DOF
Degrees of Freedom. 147, 174, 184, 214
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ED
Essential Dynamics. 5, 33, 38, 39, 42, 44, 47, 48, 99, 100, 122, 123, 127, 128, 132–
135, 140, 142, 148, 151, 162, 165, 168, 175–178, 181, 190, 209, 211, 213, 215, 250,
251, 255

ENM
Elastic Network Model. 15, 164, 168, 214, 215, 254, 257, 258

EVB
Empirical Valence Bond. 31, 77, 95, 104, 106, 121, 198, 217, 225, 227, 229, 243

FEP
Free Energy Perturbation. 12, 13, 197, 198, 212, 225, 228, 229, 249

FES
Free Energy Surface. 212–215, 219

FFML
Force Field Markup Language. 5, 108, 111, 113, 200, 217

FTP
File Transfer Protocol. 85

GAP
GTP-ase Activating Protein. 120, 209

GB
Generalised Born. 48, 50, 51, 53, 54, 56, 176, 198, 248

GBSW
Switched Generalised Born. 50, 51, 53, 103, 134, 176, 217

GCC
GNU Compiler Collection. 34

GDP
Guanosine-Diphosphate. 116, 117, 120, 134, 137, 139, 145, 209

GEF
Guanine Nucleotide Exchange Factor. 120, 122

GNBP
Guanine Nucleotide Binding Proteins. 116, 120

GNM
Gaussian Network Model. 257
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GPL
General Public License. 35

GRF
Generalised Reaction Field. 217, 223–225

GSL
GNU Scientific Library. 35

GTP
Guanosine-Triphosphate. 116, 117, 120, 134, 137, 145, 209

GUI
Graphical User Interface. 34, 79, 94, 107, 198, 205, 208, 217, 218

HPC
High Performance Computing. 20, 22, 30, 71, 74, 204

HPP
High Performance Productivity. 22, 30, 79

HTTP
Hyper-Text Transfer Protocol. 85

ICC
Intel Compiler Collection. 35, 75

IDE
Integrated Development Environment. 201

IRE
Integrated Research Environment. 195, 200, 201

ISM
Implicit Solvent Model. 48, 50, 215

LD
Langevin Dynamics. 48–51, 176, 217

LIE
Linear Interaction Energy. 84, 198

LJ
Lennard Jones. 240, 242

LPBE
Linear Poisson Boltzmann Equation. 223–225
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LRF
Local Reaction Field. 11, 198, 248

LRV
Linear Reaction Vector. 174

LSF
Load Sharing Facility. 92

MAC
Message Authentication Code. 105

MD
Molecular Dynamics. 1, 7, 8, 10, 13, 22, 45, 50, 51, 70, 95, 125, 165, 176, 189, 211,
215, 216, 225, 231, 232, 243, 245, 248–250, 252

MEP
Minimum Energy Path. 169, 179, 184, 187, 191

MFEP
Minimum Free Energy Path. 212, 213, 215, 219

MM
Molecular Mechanics. 7, 11, 15, 44, 68, 96, 110, 121, 164, 178, 217, 225, 226, 231,
232, 243, 248, 255, 258

MPI
Message Passing Interface. 35, 103, 105

MSD
Mean Squared Deviation. 47

MSF
Mean Squared Fluctuation. 38, 39, 43–45, 47, 115, 127, 128, 140, 142, 149, 151,
152, 154, 171, 176, 211, 252, 256

MWC
Monod-Wyman-Changeux. 28

NMA
Normal Mode Analysis. 38, 41, 44, 115, 132, 162, 165, 209, 213, 232, 251, 255, 258

NMR
Nuclear Magnetic Resonance. 137, 140, 156

OO
Object-Oriented. 31, 65, 196
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OOP
Object-Oriented Programming. 62, 63, 65, 197, 204, 206

P2P
Peer-to-Peer. 83, 84, 86

PB
Poisson Boltzmann. 51, 53, 54, 248

PBC
Periodic Boundary Conditions. 9, 15, 16, 18, 57, 196, 246, 247

PBE
Poisson Boltzmann Equation. 223, 247

PCA
Principal Component Analysis. 38, 40, 41, 44, 45, 162, 165, 169–171, 173, 177, 214

PDB
Protein Data Bank. 35, 87, 89, 90, 98–101, 107, 111, 112, 137

PDLD
Protein-Dipoles/Langevin-Dipoles. 198

PDLD-S
Protein-Dipoles/Langevin-Dipoles-Scaled. 8

PES
Potential Energy Surface. 24, 41, 44, 46, 48, 50, 122, 126, 127, 136, 142, 143, 146,
148, 162–164, 169, 175, 178, 187, 191, 208, 209, 211, 212, 225, 226, 228, 237, 244,
248, 250, 257, 258

PME
Particle-Mesh Ewald. 9, 15–17, 248

PMF
Potential of Mean Force. 13, 249, 252, 257, 260

QHA
Quasi-Harmonic Analysis. 45, 99, 125, 126, 145, 172, 252

QM
Quantum Mechanics. 95, 96, 121, 163, 226, 230–232, 238, 243

QosCosGrid
Quasi-opportunistic Supercomputing for Complex System Applications - Grid. 6,
104, 105, 217
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RAM
Random Access Memory. 75

RC
Reaction Coordinate. 26, 174

RME
Residue Mode Entropy. 126–128, 151, 152, 154, 156, 158, 208, 219

RMSD
Root Mean Squared Deviation. 15, 47, 101, 102, 134–137, 148, 156, 177, 178, 181,
187, 191

RMSIP
Root Mean Squared Inner Product. 44, 99, 100, 122, 133

SASA
Solvent Accessible Surface Area. 103

SBC
Spherical Boundary Conditions. 246

SCAAS
Surface Constrained All-Atom Solvent. 11, 31, 33, 56, 57, 60, 95–97, 216

SNR
Signal to Noise Ratio. 40, 128

TPM
Transition Path Modes. 47, 162, 164, 174, 175, 177, 178, 181, 190, 213–215, 219,
220, 222

TS
Transition State. 212, 213, 237

TST
Transition State Theory. 237

UI
User Interface. 80, 90–92

URL
Universal Resource Locator. 86

VB
Valence Bond. 225, 227, 229
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WT
Wild Type. 115, 137, 142–144, 147, 149, 152, 156, 160, 209, 219
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