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Abstract

Detecting positive selection in genomic regions is a recurrent topic
in human population genetics studies. Over the years, many positive
selection tests have been implemented to highlight specific genomic
patterns  left  by  a  selective  event  when  compared  to  neutral
expectations. However, there is little consistency among the regions
detected in several genome-wide scans using different tests and/or
populations:  population-specific  demographic  dynamics,  local
genomic  features  or  different  types  of  selection  acting  along the
genome at different times and selective coefficients might explain
such discrepancies.  The present  doctoral  thesis  is  focused in  the
study of this problem and the development of a innovative solution:
a  machine-learning  classification  framework  that  exploits  the
combined ability  of  some selection  tests  to  uncover  the different
features  expected  under  the  hard  sweep  model,  such  as  sweep
completeness  and  age  of  onset.  The  method  was  calibrated  and
applied  to  three  reference  populations  from  The  1000  Genome
Project  to  generate  a  genome-wide  classification  map  of  hard
selective sweeps. This study improves the way a selective sweep is
detected  by  overcoming  the  classical  selection  vs. no-selection
classification  strategy,  and  offers  an  explanation  to  the  lack  of
consistency  observed among selection  tests  when applied  to  real
data.
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Resum

La detecció de selecció positiva en regions genòmiques ha estat un
tema recurrent en molts estudis de genètica de poblacions humanes.
En  conseqüència,  durant  els  últims  anys  s'han  publicat  molts
mètodes estadístics per detectar els senyals genòmics creats per un
procés de selecció molecular. No obstant això, en general hi ha poca
consistència  entre  les  regions  detectades  pels  diferents  mètodes:
dinàmiques  demogràfiques  especifiques  de  població,  propietats
locals de les regions analitzades o diferents tipus de selecció actuant
en diferents marcs temporals i intensitats podrien explicar aquestes
discrepàncies.  Aquesta  tesi  doctoral  està  centrada  en  l'estudi
d'aquest  problema  i  en  el  desenvolupament  d'una  solució:  un
mètode  de  classificació  de  selecció  positiva  basat  en  algoritmes
d'aprenentatge  automàtic.  El  mètode  combina  diferents  tests  de
selecció positiva per obtenir  informació sobre el  tipus i mode de
selecció  que afecta  una regió genòmica determinada.  Aquest nou
mètode  presenta  una  alta  sensitivitat  cap  a  senyals  de  selecció
positiva  i  és  capaç  de  proveir  informació  sobre  l'edat  del
esdeveniment selectiu, així com del seu estat final. Aquest treball
millora la forma en què la selecció positiva és detectada avui en dia
i  proporciona una explicació  a la  falta  de consistència  observada
entre els mètodes de detecció de selecció positiva quan s'apliquen
en dades reals.
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Preface

The  recent  development  in  high-throughput  DNA  sequencing
technologies has led to a great revolution in population genomics
studies. Currently, it is possible to sequence whole genomes in few
days at  low cost.  This has provided an overwhelming amount  of
genetic  variation  data  within  and  between  human  populations,
which is helping to describe and understand the evolutionary forces
affecting the evolution of the human species. 

For most of its history, the field of population genetics  has been
mostly  theoretical.  Today,  it  is  possible  to  apply,  validate  and
evaluate  classical  theoretical  population  genetics  models  in  real
genetic variation data from actual populations. The adoption of the
neutral theory of molecular evolution proposed by Kimura during
the  80s  provided  a  null  hypothesis framework  from  which
evolutionary inferences could be obtained. One example of this is
the detection of natural selection in genomic regions.

Positive  (or  Darwinian)  selection  is  the  main  force  driving
adaptation in natural populations, and an important driver shaping
phenotype  diversity  among  different  populations.  The  work
presented  in  this  doctoral  thesis  is  mainly  focused  on  the
improvement of the detection of genomic regions that have suffered
the action of molecular selection. 

The first part of the thesis explores, implements and evaluates 21
previously published statistical methods to detect positive selection,
and apply them to the most complete and recent genetic variation
database of humans populations (The 1000 Genomes Project). The
second part is focused on the development of a – machine-learning
based – positive selection classification framework which has been
calibrated with accurate human population genetics simulations.

The two works presented here develop and provide an innovative
and  integrative  framework  for  the  analysis  and  classification  of
positive  selection  in  genomic  regions  using  population  genetics
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data.  Thanks  to  its  flexibility,  this  framework  could  be  easily
extended  to  include  more  complex  evolutionary  processes  and
modes of selection, which in turn would help to further understand
the  action  of  natural  selection  in  real  populations  from  a  more
comprehensive point of view.
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1.    The origins of the Homo sapiens 
species

From  an  evolutionary point  of  view,  modern  humans  can  be
considered  a  rare  and  unique  species.  It  is  a  species  currently
present  in  almost  any region of  the planet,  but  has  a  population
history  of  only 200,000 years.  If  one compares  humans to  other
closely related species, such as chimpanzees, gorillas or orangutans,
the  amount  of  genetic  diversity  within  the  human  species  is
strikingly  low.  Despite  of  being  present  worldwide,  the  human
species  presents  no  subspecies  or  races,  while  in  many  primate
species,  it  is  common  to  find  several  distinct  subspecies  within
relatively small geographical locations.

Another  interesting  fact  about  the  human  species  is  that  we
represent the last survivors of a formerly very prolific family (the
Homo genus). Current fossil evidences point that apparently only
35,000 years ago (with the Old Word already colonized by modern
humans) there were at least 5 different Homo species in the planet:
modern  humans,  Neanderthals,  Homo  florensis (Brown  2012),
Denisovans (Krause et al. 2010), Red Deer Cave people (Curnoe et
al. 2012), and probably other archaic humans in Africa (Harvati et
al. 2011). It still remains a mystery why nowadays only one species
of such prolific genus remain unextinguished.

Understanding the population history of modern humans is directly
related  to  understanding  how  natural  selection  has  influenced
human  evolution.  The  environmental  challenges  and  selective
pressures  that  modern  humans  encountered  in  its  way  to  the
colonize  the  world  from  Africa  have  generated  the  current
phenotypic variation observed in human populations. Furthermore,
past demographic dynamics have a great impact on the amount of
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diversity  found in  a  population,  and on the efficiency of  natural
selection as well. Thus, an accurate picture of the population history
of Homo sapiens is essential to understand its molecular evolution.

1.1.    The Great Apes and the Homo genus

The Homo sapiens species belongs to the Great Ape family within
the Primate order. The  Hominidae taxonomic family comprises all
tailless primates (apes) including four extant genera: chimpanzees
(Pan), gorillas (Gorilla), humans (Homo) and orangutans (Pongo).
Fossil  studies  seem  to  indicate  that  the  Most  Recent  Common
Ancestor (or MRCA) for the four genera lived between 10-20 Mya
somewhere in the Old World (Eurasia and Africa) (Moyà-Solà et al.
2004). However, the lack of hominid fossils dating from that time
add more  uncertainty  to  the  real  dates.  Lately, new evolutionary
studies based on molecular data have provided more reliable dates
for the speciation events within the great ape family  (Auton et al.
2012;  Prüfer  et  al.  2012;  Wall  2013;  Scally  et  al.  2012;  Prado-
Martinez et al. 2013). 

For example, Prado-Martinez et al. 2013 estimated the split between
orangutans and rest of great apes to be between 10 and 13 Mya, the
second  split  occurred  between  gorillas,  and  humans  and
chimpanzees around 5-6 Mya, and finally the split between chimps
and humans took place between 3 and 5 Mya (Figure 1). However,
there  is  still  controversy  about  those  dates,  as  other  works  may
provide  different  estimates:  the  reason  is  usually  inaccurate
estimates for germ-line mutation rates and generation times for each
one of the four species (even for humans), which can affect the split
times estimation (Langergraber & Prüfer 2012).
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The  origins  of  the  Homo genus  are  also  controversial.  Different
hypothesis  have  been  formulated,  but  novel  genetic  and  fossil
evidences keep changing the historical picture. This is my personal
view at this moment.

Figure 1.  The Great Ape phylogeny with estimated split times and population
effective sizes (Prado-Martinez et al. 2013).

Fossil evidence suggest that the Homo genus began around 2.5-3.0
Mya ago, long after the split from the Pan genus (Villmoare et al.
2015).  Luckily,  many  relevant  fossils  from  that  time  have  been
recovered,  providing  a  relatively  good  picture  of  several  Homo
species living from that time until the present.  H. habilis was the
first identified species of this genus, and fossil remains have been
found in East Africa,  where is believed that the genus began.  H.
erectus emerged few hundreds of thousands of years after  habilis,
and it was the first  Homo species to leave Africa and colonize all
Eurasia (Figure 2).  H.  erectus fossils have been found in Europe,
China, India and Java island, where fossils remains, as recent as 70
kya,  have been found and linked to the Toba eruption extinction
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(Ninkovich et  al.  1978). However, some scholars would consider
only the Asian form as  H. erectus, and recognize the African and
European forms as H. ergaster and H. heidelbergensis, respectively.

Figure 2.  A model of the evolution of the genus  Homo over the last 2 million
years (Stringer 2012). 

Around 500-700 kya a new species of Homo appeared in Africa, the
H. heidelbergensis (Rightmire 1998). This species of hominids also
expanded through the Old World and it is believed that they are the
direct  ancestors  of  modern  humans  (in  Africa),  Neanderthals  (in
Europe),  and  Denisovans  (in  Asia)  (Meyer  et  al.  2014).
Neanderthals  (or  H.  neardenthalensis)  lived  throughout  Europe,
some parts of the Middle East, and Central Asia (Altai Mountains)
between 300,000 – 35,000 years ago, and went extinct right after
the  arrival  of  modern  humans  from  Africa.  Denisovans  (or  H.
denisova) probably lived throughout Asia during the same period as
Neanderthals, and also went supposedly extinct after the arrival of
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modern  humans.  However,  multiple  genetic  evidences  (based  on
ancient  DNA  analysis)  point  that  both  species  interbred  with
modern humans, as well as between them (Reich et al. 2010; Qin &
Stoneking 2015; Prüfer et al. 2014). It is still open whether other
Asian groups would have existed at that time (H. erectus). 

1.2.    Population history of Modern Humans

Modern humans originated in East Africa around 200,000 ya from
probably  H.  heidelbergensis or  a  related  species/population.  This
idea  comes  from fossil  evidences,  such  as  the  Omo  remains  of
anatomically  modern  human (or  AMH)  from  Ethiopia  dating
195,000 ya  (McDougall et al. 2005), and also has been confirmed
through phylogeny studies of mitochondrial DNA (Cann et al. 1987;
Poznik et al. 2013).

Apparently, for the next 100,000 years, our species stayed in this
area  or  at  least  within  the  African  continent.  At  this  point  some
evidences indicate the first modern human Out-of-Africa event that
brought anatomically  modern  humans to  the  Middle  East,  as
humans remains from Israel and Arabian peninsula artifacts dating
125-100 kya seem to confirm (Trinkaus 1993). However these early
migrations  did  not  end  well,  as  the  lack  of  continuity  in  those
archaeological sites seem to confirm. It is interesting to point that
this  first  migration  occurred  during  a  warm  interglacial  period
(130,000-115,000 ya) that probably helped to this expansion, while
the  subsequent  glacial  period  provoked  the  extinction  of  these
populations. 

Fossil evidences of humans in Australia dating 60,000 ya (Bowler et
al. 1970) indicate that a second, and more successful Out-of-Africa
event seem to have occurred around 70,000 ya  (Rasmussen et al.
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2011). This event is usually referred as “coastal  route migration”
event, and brought modern humans to the Indian subcontinent and
later  Australia  around 10,000 years  before the arrival  of  modern
humans in Europe. Although this scenario seems improbable due to
the long distances involved, one must think that Europe was right in
a glaciation period that culminated 20 kya (Last Glacial Maximum).
Under  this  context,  the  expansion  through  a  coastal  route  to
Australia  may  have  been  very  likely  for  an  hypothetical  culture
based on sea resources. 

Figure 3.  A model of The Out of Africa modern human migration.

Some novel hypothesis point to an Out-of-Arabia event that took
modern humans to Europe first (~ 50,000 ya), and then East Asia
through the steppes of Siberia (~ 35,000 ya). The idea is that after
the initial “coastal route migration” from East Africa to Australia, a
set of human populations thrived and differentiated in the Arabian
peninsula for several millennia  (Melé et al.  2011). This group of
humans were the ancestors of the migration waves that 20,000 years
later colonized Europe and Asia (Figure 3). 
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The American continent was colonized much later around 15,000 ya
(Perego et al. 2009). The last glaciation was already retreating and
the climate was getting milder. However, the Beringia land bridge
remained open until  10,000 ya.  It  is  believed that  some Siberian
populations  that  had  survived  the  LGM near  to  Beringia  region
crossed  the  bridge  to  start  the  colonization  of  the  American
continent.  This colonization event brought modern humans to the
rest of the continent in only one thousand years (Wang et al. 2007),
as probably these hunter-gatherers extinguished all the mega fauna
present in the continent in their way toward the south. 

 

Another  important  demographic  event  worth  mentioning  is  the
independent  emergence  of  agriculture  around  12,000  ya  in  the
Fertile Crescent in Western Asia, 10,000 ya in East Asia, and 8,000
ya  in  Mesoamerica.  Agriculture  allowed  human  populations  to
gradually  become  sedentary  and  abandon  the  hunter-gatherer
lifestyle, as well as to support bigger population sizes. It is likely
that agriculture and husbandry added new evolutionary pressure in
human  populations  that  adopted  it.  Novel  zoonotic  diseases
probably appeared due to the close contact  between humans and
domesticated animals, and higher population densities presumably
increase the transmission rate of infectious diseases. Likewise, it is
likely  that  genetic  adaptation  to  a  new  diet  and  lifestyle  also
occurred in such populations.
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2.    The human genome and its diversity

2.1.   Structure  and  features  of  the  human
genome

The  human  genome  is  structured  in  22  pairs  of  autosomal
chromosomes  of  different  length  comprising  over  3  billion
nucleotide  base  pairs.  Additionally,  it  contains  two  sexual
chromosomes  (X  and  Y)  that  define  the  sex  of  the  individual
carrying  them.  Females  carry  two  X  chromosomes  while  males
carry one X and one Y chromosome. The Y chromosome in humans
is  the  determinant  of  sex through the  action  of  the  SRY gene,  a
transcription factor gene that initiates the development of testis in
males. In contrast to all other extant great apes, that bear 23 pairs of
autosomal chromosomes, the human chromosome 2 is the result of
the fusion of 2 small ancestral metacentric chromosomes (IJdo et al.
1991).  This fact  can be probed by the existence of two vestigial
telomeres  and  a  vestigial  centromere  in  the  middle  of  the
chromosome 2. 

Besides  the  autosomal  and  sexual  chromosomes,  any  human
individual also carries several copies of mitochondrial DNA, which
is  typically  inherited  from the  maternal  lineage.  In  many human
genetics  studies,  the  mtDNA has  been  widely  used  to  perform
phylogeographic  analysis  providing  evidences  for  the  common
origin  of  modern  humans  in  Africa,  confirming  previous  fossil
evidences (Cann et al. 1987).

It  is  estimated  that  less  than  1.5%  of  the  human  genome  is
transcribed into proteins.  In fact,  the current  estimate of protein-
coding  genes  existing  in  the  human  genome  is  around  19,000
(Ezkurdia  et  al.  2014).  Nonetheless,  thousands  of  non-coding
functional  elements  have  been  identified  in  the  human  genome.
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Different  comparative  genomics  studies  have  estimated  that
between  5%  and  15%  of  the  human  genome  has  been  under
evolutionary constraint  (Kellis et al. 2014). Similarly, other human
population genomics studies have estimated an additional 4-11% of
the  genome  evolving  under  lineage-specific  constraints  after
excluding protein-coding regions (K. Lohmueller et al. 2011; Ward
& Kellis 2012).

2.2.    Types of genomic variation

Genomic  diversity  within  the  human  species  is  relatively  low
compared with  other  great  ape  species.  When aligning  the DNA
sequences of any two random human individuals, only around 0.1%
of  their  nucleotide  sequence  appears  to  be  different  (Jorde  &
Wooding  2004).  In  population  genetics,  this  type  of  variation  is
called  Single  Nucleotide  Variants (SNVs  )  or  Single  Nucleotide
Polymorphisms (SNPs).  However,  this  estimate  arises  after
comparing relatively small genomic regions at nucleotide level. 

Recently, with the advent  of  Next  Generation Sequencing (NGS)
technologies, whole-genome sequencing at the individual level has
been economically feasible. This facilitated geneticists to evaluate
other  types  of  genomic  variation,  known  as  structural  variants.
Structural  variants  are  usually  classified  into  three  categories
according  to  their  size:  (1)  variants  of  few base-pairs  (bps)  like
small  nucleotide  insertions  /  deletions  (indels)  or  small
microsatellites  (nucleotide  repeats  of  2-6  bps),  (2)  variants  of
medium-size  (between  tens  and  hundreds  base-pairs)  insertions,
deletions or inversions , as well as minisatellites (sequence repeats
of 10-100 bps), and (3) large structural variants of few kilo base-
pairs to several mega base-pairs, such as large insertions, deletions,
inversions and duplications, also known as Copy Number Variants
(CNVs).  All  these  types  of  genomic  variation  can  be  found
segregating  in  human  populations,  however,  their  exact
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quantification is still unknown since it depends on the sequencing
technology used, and the power of the methods to detect them. For
example,  a  recent  study  on  thousand  human  genomes  from  14
different populations (The 1000 Genomes Project) quantifies some
of the variants described above: they identify around 38 million of
SNVs, 1.4 million of indels and more than 14,000 large deletions,
all of them segregating in human populations  (The 1000 Genomes
Project Consortium 2012). 

This  doctoral  thesis  only focuses on the most  frequent  and most
studied  type  of  genomic  variation:  the  single-nucleotide  variants
(SNVs).  However, some of the methods described here could be
easily applied to other types of variation. The biological processes
that generate SNVs are well understood and are usually referred as
nucleotide substitutions or mutations. Single-nucleotide subtitutions
can  be  classified  in  two  types:  transversions and  transitions.
Transitions  are  substitutions  of  nucleotides  by  its  chemically
equivalent molecules: a change of a purine by another purine (C->T
or T->C) or a pyrimidine by another pyrimidine (A->G or G->A).
Instead,  transversions  are  changes  that  substitute  a  purine  by  a
pyrimidine or vice versa. 

The proportion of transitions  and transversions is  far  from being
balanced:  there are 2.1 more transitions  than transversions in the
human genome (DePristo et al. 2011). Several hypotheses found in
published literature provide an explanation to this mutation bias. On
one  hand,  the  biochemical  explanation  points  to  fundamental
biochemical  dynamics  of  the  mutation  process:  during  DNA
replication,  the biological  machinery can more easily  confound a
purine by another purine, than a purine by a pyrimidine due to their
similar  biochemical  properties.  On the other  hand, the biological
explanation  focus  on  the  great  amount  of  methylated  CpG
dinucleotides  found  in  the  human  genome:  the  deamination  of
methylated  cytosines  usually  leads  to  a  greater  proportion  of
transitions than transversions  (Keller et al. 2007). Thus, the exact
cause of this mutational bias is not yet totally  understood, and it
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seems  the  consequence  of  both  biological  and  biochemical
constraints.

Throughout  this  thesis  mutation  rate  is  understood as the rate  of
nucleotide  substitution  in  a  given  genome  (or  species)  over
generations.  This  rate  is  usually  species-specific  since  there  are
several  biological  processes  determining  it.  The  error  rates  of
polymerase enzymes can vary widely in different organisms as they
are  tuned  by  evolution  (Lynch  2010).  In  humans  and  other
multicellular organisms, one can identify two types of substitution
rates: germ-line mutations, which are those heritable and affecting
to the germ-line lineage, and somatic mutations, that affect the other
cell  lines  in  multicellular  organisms,  and  are  not  subject  to
evolutionary pressures. The present thesis will only focus on germ-
line mutations that can be transmitted to the following generations,
and, thus, be affected by natural selection. 

2.3.    Detection of genomic variation and public 
databases

In 2001, the first draft of the human genome was officially released
as  the  result  of  over  a  decade  of  financial  and  technical  effort
(Venter  et  al.  2001;  Lander  et  al.  2001).  However,  the  obtained
nucleotide  sequence  was  not  coming  from  a  unique  human  but
several dozens of individuals. This way it was possible to identify,
during the assembly process, 4 million of SNVs coming from the
individuals  used  to  assemble  the  “official”  human  genome
sequence.

Since then, and with a human genome reference available,  it  has
been possible  to  discover  novel  single nucleotide  polymorphisms
(SNPs) with a simple targeted PCR experiment of a genomic region
of interest in individuals from different populations. This led to the
creation  of  online  databases,  such  as  dbSNP
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(http://www.ncbi.nlm.nih.gov/SNP/)  containing  the  exact  location
of  a  discovered  nucleotide  polymorphism  with  respect  to  the
reference  genome.  This  initial  process  of  knowledge  sharing
benefited the development of more ambitious projects, such as the
Human  Genome  Diversity  Project  (HGDP)  or  the  International
HapMap  Project  (The  International  HapMap  Consortium  2003;
Cavalli-Sforza  2005),  with  the  intention  to  map  the  discovered
variation into diverse human populations, and use this information
for empirical population genetics analysis.

However,  the  SNP discovery  process  and  its  mapping  in  human
populations was initially slow and costly: the approach was based
on simple PCRs and electrophoresis gel analysis. To accelerate this
process, a new technology emerged: genotyping arrays or chips. A
DNA microarray is a collection of hundreds up to few millions of
SNP-specific DNA probes attached to micro wells in a solid plaque.
Each one of these probes has the potential  to perfectly hybridize
specific  cleaved  DNA  that  has  been  previously  labeled  with
fluorescent molecules. After the hybridization step is finished, the
plaque is analyzed with specific scanners that identifies those spots
showing fluorescence.  This way, one can read simultaneously the
state of thousands of SNPs in a simple DNA sample. However, this
technology  relies  on  a  priori knowledge  of  target  SNPs,  and  it
cannot discover new variation present in the analyzed populations,
creating what it is known as ascertainment bias.

While  this  genotyping  technology  allowed  to  perform  empirical
population genetics studies in human populations (such as HGDP or
HapMap projects) during the first half of the 2000s, nowadays, this
technology is already obsolete. Thanks to the exponential decrease
of  DNA sequencing costs,  today is  possible  to  directly  sequence
whole  human  genomes  for  less  than  few  thousands  dollars.
Currently, the NGS technology is the responsible for most of the
genomic  variation  present  in  public  databases.  Furthermore,  the
current low cost and the unbiased nature of the technology makes it
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ideal  for discovering and mapping nucleotide variation in natural
populations.

Among the various initiatives to map genomic variation in human
populations,  three  international  consortium-lead  projects  have
provided the most complete publicly available databases for human
nucleotide variation:

Human  Genome  Diversity  Panel  (HGDP): this  database  was
published in 2008, and it is based on an Illumina genotyping array
containing  650K  -  previously  described  -  SNPs.  The  project
consisted  in  mapping  these  SNPs  in  1050  individuals  from  52
human populations distributed worldwide.  This database provides
one  of  the  most  complete  human  population  sampling  so  far.
However,  the  use  of  genotyping  technology  (with  its  inherent
ascertainment bias) has undermined its ability to uncover the full
genomic  variation  present  in  those  diverse  human  populations
(http://www.hagsc.org/hgdp/).

International  HapMap  Project  (HapMap): organized  in  three
distinct  phases,  the  HapMap  project  was  aimed  to  map  all  the
common variation  in  14  human  population.  In  a  first  phase,  the
consortium “uncovered” over 1 million of common SNPs in three
reference continental  populations (from Europe, Asia and Africa).
These references populations were a Yoruba population in Nigeria
(YRI),  an  Central  European  ancestry  population  in  Utah,  USA
(CEU), and a Han Chinese population in Beijing plus a Japanese
population  from  Tokyo  (CHB+JPT).  Once  the  SNPs  were
discovered,  they  created  a  genotyping  array  containing  those
common SNPs to genotype 14 worldwide human populations. This
database provides a greater density of SNPs than the HGDP project,
but  some  big  regions  of  the  world  were  left  unsampled
(http://hapmap.ncbi.nlm.nih.gov/).
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The 1000 Genomes Project (1KG): this international project was
aimed to fully sequence 1000 individuals at low coverage from 14
population (Phase I - 2012), but currently it provides data for 2577
individuals from 26 population worldwide (Phase III - 2015). The
amount of genetic variation being described throughout the project
accounts for up to 81 million of SNPs. Because the technology used
here  was  shotgun  sequencing,  it  can  avoid  the  inherent
ascertainment bias of genotyping arrays, providing a true picture of
the genomic diversity in the human population analyzed. Currently,
this  database provides the most  complete,  unbiased,  and publicly
accessible  genomic  variation  database  for  human  populations
described  so  far.  Because  of  this,  the  present  thesis  will  focus
exclusively  on  sequencing  data  in  three  continental  populations
(CEU,  YRI  and  CHB)  from  this  database
(http://www.1000genomes.org/).
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3.    Evolutionary forces shaping genomic 
diversity

Evolution can be defined as the change (accumulation and removal)
of heritable traits in biological organisms (species) over successive
generations  due to the action of mutation,  recombination,  natural
selection and genetic drift.  In 1859, Charles Darwin published the
book “On the Origin of Species” (Darwin Charles 1859) which laid
the foundations for a scientific theory of biological evolution. His
work defined the basic principles of biological adaptation through
natural  selection:  (1)  phenotypic  variation  (biological  traits  must
vary),  (2)  fitness  variation  (varying  biological  traits  results  in
varying  survival  and  reproductive  rates),  and  (3)  heritability  of
fitness  (biological  traits  can  be  transmitted  to  the  following
generations).  In  natural  populations,  individuals  are  continually
being replaced by their  descendants  which are accordingly better
adapted to the environment than their ancestors were.

At  the  beginning of  the  20th  century, the  rediscovery  of  Gregor
Mendel’s work on heritability  of biological  traits  (Mendel 1866),
and  the  development  of  “mutationism”  ideas  of  Hugo  de  Vries
(Vries  Hugo  de  1901) gave  rise  to  a  new  branch  in  biology:
genetics. Genetics was defined as the study of inheritance of genes
(discrete  inherited  units)  in  biological  populations.  Few  decades
later, during the 1920s and 1930s, the field of  population genetics
was officially developed by J. B. S. Haldane, Sewall Wright, and
Ronald Fisher, which later  also helped to elaborate  the so called
modern  evolutionary  synthesis.  Population  genetics  studies  the
distribution  and  changes  of  allele  frequencies  in  a  biological
population  by  means  of  a  robust  statistical  theory.  The  modern
evolutionary  synthesis  connected  several  biological  branches
(genetics,  systematics,  ecology,  paleontology,  ...)  into  a  unified
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framework  thats  is  still  considered  the  current  paradigm  in
evolutionary biology.

3.1.    Mutation and recombination as diversity 
generators

Mutation  and  recombination  are  the  two  biological  processes
responsible to generate trait diversity in natural populations. More
specifically, mutation is the responsible for the appearance of new
alleles  in  a  genetic  locus  (discrete  traits),  while  recombination
reshuffles these new alleles to produce novel combinations of traits
at the individual level. However, only mutations produced in germ-
line cells will be  affected by evolutionary forces. As mentioned in
Chapter 2.1, many types of genetic variation can be found in living
organisms  –  from  single  nucleotide  variants  to  large  structural
variants.  Nonetheless,  the  mutation  rates  generating  these
mutational  changes  can  be  extremely  different:  single-nucleotide
mutation  are  several  orders  of  magnitude  higher  than  large
structural  mutations.  This  thesis  is  focused exclusively  on single
nucleotide  substitutions,  where  one  base  of  a  DNA sequence  is
changed by another, and it is the most common form of variation
found in the human genome. 

In  sexually  reproducing  diploid  species,  like  humans,  germ-line
cells undergo meiotic recombination: a process where homologous
chromosomes  (one  maternal  and  one  parental)  exchange  large
genomic  regions  among  them.  This  process  creates  unique
individual  combinations  of  alleles  (generators  of  phenotype)  at
which natural selection acts upon. Because of this, recombination is
considered  a  major  player  (along  with  mutation)  in  biological
evolutionary dynamics.
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In the human species, the germ-line mutational rate for nucleotide
substitutions  is  estimated  to  be  between  1.2·10-8 and  2.5·10-8

mutations/generation/basepair  (Ségurel  et  al.  2014).  These  values
can be estimated through various ways such as pedigree analysis,
phylogenetic or comparative genomics studies, and usually reflect
the mean mutational rate along the whole genome. However, some
variation in local mutational rates can be observed, and it is usually
related to the local physicochemical properties of specific chunks of
DNA, like for example within repeats of CpG dinucleotides forming
CpG islands (Fryxell & Moon 2005).

Meiotic  recombination  is  also  a  biological  process  that  is  not
uniformly distributed along the genome. In humans, recombination
rate  has  estimated  to  have  a  genome-wide  mean  of 1.1·10-8

recombinations/generation/bp  (Kong et al. 2002). However, if one
focus on the fine-scale recombination rate along the genome, it is
possible to identify thousands of recombination hotspots, with up to
one hundred times higher rate than the genome-wide mean, which
can  account  for  most  of  the  recombination  occurred  in  a  many
regions  (Jeffreys et al. 2005). This recombination landscape is the
responsible of shaping the haplotype structure of the human genome
through genetic linkage, as explained in Chapter 3.5.

The biological determinants of recombination hotspots have not yet
been  fully  understood.  There  is  a  strong  indication  that  hotspot
location may be determined by specific sequences or DNA motifs.
In fact, there is a DNA-binding protein called PRDM9 that has been
linked  with  recombination  determination  in  mouse  and  humans
(McVean & Myers 2010; Berg et al. 2010). This protein is able to
bind specific DNA motifs and signal the recombination machinery
where  to  recombine.  Specific  evolutionary  dynamics  of  this
molecular  system  (Myers  et  al.  2010) can  lead  to  very  different
recombination hotspots between closely related species, as has been
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observed between chimpanzees and humans after estimating fine-
scales recombination maps of both species (Auton et al. 2012).

3.2. Classical population genetics

In  1908,  few years  after  Mendel’s laws were rediscovered,  G.H.
Hardy and W. Weinberg independently postulated the first and one
of the most important principles in population genetics: the Hardy-
Weinberg principle (Hardy 1908; Weinberg 1908). 

The Hardy-Weinberg principle mathematically defines the relation
between allelic and genotypic frequencies in a sexually reproducing
diploid  population.  The  principle  states  that  when  the  following
conditions are fulfilled, the allele frequency of a given locus will
remain unchanged across generations, meaning that the population
is  under  Hardy-Weinberg  equilibrium:  (1)  individuals  are  diploid
and sexually  reproducing,  (2)  they  reproduce  in  non overlapping
generations,  (3)  equal  allele  frequencies  in  both  sexes,  (4)
individuals mate randomly (panmixia), (5) there is no mutation, (6)
natural  selection  is  absent,  and  (7)  the  size  of  the  population  is
infinite. This principle can be formulated as:

p2 + 2pq + q2 = 1 

where p is the frequency of the "A" allele and q is the frequency of
the "a" allele in the population. In the equation,  p2 represents the
frequency  of  the  homozygous  genotype  AA,  q2 represents  the
frequency of the homozygous genotype aa, and 2pq represents the
frequency of the heterozygous genotype Aa. In addition, the sum of
the allele frequencies for all the alleles at the locus must be 1, so p +
q =  1.  If  the  p and  q allele  frequencies  are  known,  then  the
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frequencies  of  the  three  genotypes  may  be  calculated  using  the
Hardy-Weinberg equation. 

Figure 4. The effect of population effective size on genetic drift

Despite that the conditions required are highly theoretical and, in
some cases unrealistic for natural populations, the simplicity of the
principle largely laid the mathematical basis for the development of
population genetics theory in the decades to come. New generations
of  scientists,  such as  B.  S.  Haldane,  Sewall  Wright,  and Ronald
Fisher, would further  develop the theoretical  basis for population
evolution (or microevolution) by taking into account some Hardy-
Weinberg unrealistic  conditions that  are  present  in  natural
populations. 
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The Fisher-Wright model is one good example. The model requires
most  of  Hardy-Weinberg  assumptions  with  one  important
exception:  finite  populations.  Accounting  for  population  size  is
directly linked with the concept of genetic drift, which is the change
in allelic frequencies in a finite population due to random sampling
of parental chromosomes over time. In fact, genetic drift can make
new alleles to disappear or to fixate in the population: when there
are few copies of a new allele in a population, random sampling can
easily remove it from the population in few generations. When this
population is relatively small,  genetic drift  will  be higher, so the
odds that the new allele is removed or fixed in the population are
also higher (Figure 4). Because of this, genetic drift can be seen as a
process that tend to reduce genetic diversity over time. 

One important way to measure genetic drift is through population
effective size (commonly  written  as  Ne),  which represents  the
harmonic  mean  of  population  sizes  across  generations  as  it  was
introduced by Sewall Wright  (Wright 1931). He defined it as “the
number  of  breeding  individuals  in  an  idealized  population  that
would show the same amount  of dispersion of allele  frequencies
under random genetic drift or the same amount of inbreeding as the
population under consideration”. It is important to understand that
population  effective  size is  different  than census population  size.
For  example,  in  the  human  species,  the  harmonic  population
effective size is estimated to be around 10,000 individuals,  while
the current population census is over 7 billion of individuals.

Nowadays, genetic drift is at the heart of evolutionary biology, but
before the advent of molecular biology, it was deemed as secondary
force.  This  fact  is  absolutely  understandable  because,  before  the
discovery  of  DNA  and  the  development  of  molecular  biology,
population  genetics  was  based  on  phenotypic  traits  rather  than
genotypes (which can or not change the phenotype), and genes were
merely  ‘discrete  inheritable  units’,  present  somewhere  within  the
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cell,  and  subject  to  evolutionary  forces.  At  the  time,  the
predominant  view was that  natural  selection  was the  main  force
driving  genetic  diversity  in  populations.  Thus,  non-adaptive
processes  (genetic  drift)  were overlooked because their  supposed
minor implication in evolution.

3.3.    The (nearly) neutral theory of molecular 
evolution

With the emergence of molecular biology (early 1960s) everything
changed. The birth of nucleotide sequencing technologies allowed
population geneticists to assess the amount of molecular variation
present  within  and  between  species.  In  1968,  Moto  Kimura
published  his  famous  Evolutionary  Rate  at  the  Molecular  Level
manuscript in Nature where he analyzed the DNA substitution rate
of  the  hemoglobin  protein  of  several  mammal  species  (Kimura
1968) . The diversity values he found were too high to be explained
under  the  prevalent  hypothesis  of  evolution  by  natural  selection
only: the ‘substitution cost’ associated would have been too high for
those species to survive as J.B Haldane proposed in his manuscript
The  Cost  of  Natural  Selection (Haldane  1957).  Thus,  Kimura
proposed  that  most  of  the  mutations  present  in  the  organisms
genomes  must  be  effectively  neutral,  unaffected  by  natural
selection. 

With  the increasing  amount  of new data  coming from molecular
genetics studies, this novel view of how microevolution works at
the  molecular  level  became  more  and  more  accepted  for  the
scientific community. Kimura (and others) dedicated the following
decade to elaborate  and demonstrate  his  new hypothesis.  Several
years later, in 1983, he published his most important work called
The Neutral Theory of Molecular Evolution, which enthroned him
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as  one  of  the  fathers  of  molecular  population  genetics  (Kimura
1983).

At the time, Kimura’s neutral theory of evolution ignited a debate in
the scientific community between neutralists and selectionists. Both
views claimed that present levels of variation in natural populations
could not be explained by natural selection or neutral theory alone.
Fortunately, in 1973 Tomoko Ohta provided a solution that was key
to  reconcile  both  views  in  a  unifying  theory  (Ohta  1973).  Her
formulation  still  represents  the  prevalent  view on how evolution
works at the molecular level, 40 years after being enunciated. Otha
called her theory the Nearly Neutral Theory of Molecular Evolution,
and it states that (1) the vast majority of molecular variation (either
intra  o inter-species)  is  effectively  neutral,  with natural  selection
being  practically  absent;  (2)  when  natural  selection  occurs  it  is
mostly  deleterious;  and  (3)  adaptive  selection  (positive  or
balancing)  is  extremely  rare  at  the  molecular  level.  However,
nowadays, there is still a discussion of whether adaptive selection is
truly so extremely rare or not. 

This theory is at the basis of current molecular population genetics
studies as it provides a null hypothesis for molecular evolution, and
it located genetic drift at the heart of the field. This null hypothesis
allows  population  geneticists  to  directly  compare  empirical
observations  with  theoretical  expectations,  to  in  turn,  make
evolutionary inferences in natural populations. 

3.4.    Natural selection in action: negative, 
positive and balancing selection

Even  though  random  genetic  drift  plays  a  dominant  role  in
molecular evolution, it is not the only force driving changes in allele
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frequencies in natural populations. The concept of natural selection
was first introduced in 1858 simultaneously by Charles Darwin and
Alfred Wallace  (Darwin & Wallace 1858).  It  states  that  heritable
traits  that  provide  individuals  with  better  or  worse  chances  to
reproduce and/or to survive in a given environment, will increase or
decrease in frequency across generations, until they reach fixation
or are totally purged from the population. Depending on its effect to
allele frequency change, natural selection can be classified as being
either  positive  or  negative,  depending  on  whether  a  mutation  is
beneficial  or  disadvantageous  for  the  individuals  bearing  it.
However,  in  diploid  organisms,  as  humans  are,  another  type  of
selection  can  be  identified:  balancing  selection.  In  this  case,  the
advantageous state is found at those individuals carrying both the
derived allele and the ancestral allele (heterozygous state). 

The effect of positive or negative selection on the frequency of an
allele  under  selection  can  be  modeled  through  the  selection
coefficient parameter (s). The selection coefficient is defined as the
proportional  increase  or  decrease  in  offspring  that  the  individual
carrying  the  allele  under  selection  produce  at  each  generation,
compared to the individuals of the population not carrying it. The
higher the positive values of s for an allele under positive selection,
the shorter time it takes to reach fixation.  For negative selection,
which is translated to negative  s values, the same pattern appears.
Highly negative values of s reduce the time that a deleterious allele
is segregating in the population before it is purged.

Another  type  of  selection  that  need  to  be  mentioned  is  sexual
selection.  Sexual selection is a ‘special  case’ of natural selection,
and  it  implies  that  random  mating  is  not  fulfilled.  It  can  drive
toward fixation heritable  traits  that are not beneficial  in terms of
survival,  but  provide  an  advantage  in  reproductive  success,  thus
increasing the individual's fitness.
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The  following  section  will  focus  on  the  three  types  of  natural
selection  that  are  more  relevant  for  the  study  of  molecular
population genetics:

1. Positive selection:  also referred as  adaptive or  Darwinian
selection,  this  type  of  selection  is  the  main  focus  of  this
thesis, and it is considered one of the most important forces
driving adaptation. Adaptation provides to living organisms
a sort of biological insurance against varying environments,
and it is at the heart of evolution itself. Positive selection is
the force that increases beneficial mutations toward fixation
when they are not overcomed by genetic drift, that can easily
drive a beneficial mutation to extinction. Along with genetic
linkage,  it  is  the  responsible  of  generating  the  so  called
selective  sweep,  which is  the molecular  pattern  left  by an
event  of  positive  selection.  The  next  chapter  will  focus
exclusively on this phenomenon.

2. Negative selection: also known as  purifying or  stabilizing
selection,  it  is  the  evolutionary  force  that  reduces  the
frequency of a deleterious allele in a population, until it is
totally eliminated from the population. Nonetheless, this is
the case for dominant mutations in diploid populations. For
recessive mutations,  negative  selection  cannot  act  if  the
mutation  is  present  as  heterozygous  genotype.  Thus,  this
type  of  deleterious  mutations  will  remain  present  in  the
population at low frequencies unless strong genetic drift (or
high inbreeding) purge them. Purifying selection, as its name
indicates, ensures that populations remain well-fitted to their
environments  through  time,  by  preventing  the  spread  of
damaging mutations  across generations.  From a molecular
point  of  view, it  is  considered  the most  common form of
natural selection since the consequences of new functional
mutations (for example, at non-synonymous sites of protein
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coding  genes)  are  more  likely  to  be  deleterious  than
beneficial. Because of this, purifying selection is believed to
be  especially  widespread  in  essential  genes  (metabolism,
DNA replication,...)  as can be seen in conservation studies
across many different species (Bustamante et al. 2005). 

3. Balancing  selection: this  type  of  selection  refers  to  the
evolutionary forces that maintain alleles segregating in the
population  over  time.  Contrary  to  positive  and  negative
selection,  as well  as genetic  drift,  balancing selection is a
maintainer  of  diversity  in  natural  populations  by avoiding
allele  fixation.  Segregating  alleles  in  loci  under  balancing
selection  cannot  be  considered  neither  beneficial  or
deleterious, since it can be the result of different factors: (1)
overdominance  of  the  heterozygous  genotype  (individuals
carrying  different  alleles  have  higher  fitness  than  those
carrying only two copies of the same allele); (2) frequency-
dependence  selection,  where  the  fitness  of  a  phenotype
depends  on  the  frequency  of  the  phenotype  in  the
population; and (3) fluctuation of the type of selection across
time and/or space.

The  present  thesis  is  exclusively  focused  on  the  inference  of
positive  selection.  Nonetheless,  both  negative  and  balancing
selection can bias its detection in genomic regions, and should be
always considered. The minimization of their effect it is explained
in detail in Chapter 6.1.

3.5.    Genetic linkage and the selective sweep

Genetic  linkage  refers  to  the  joint  transmission  of  consecutive
alleles in a chromosome during meiosis. This process occurs due to
the lack of recombination between the considered loci. The more
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physically distant are the alleles in consideration, the more probable
that  crossover  events  occur.  For  loci  in  different  chromosomes,
genetic  linkage  does  not  exist,  as  alleles  are  transmitted
independently of each other. 

The  phenomenon  of  genetic  linkage was  first  described  at  the
beginning  of  the  20th century,  short  after  the  rediscovery  of  the
Mendel’s laws, by William Bateson, Edith Rebecca Saunders and
Reginald Punnett  (Bateson et al.  1909). However, it  was Thomas
Hunt Morgan the person who further expanded the knowledge about
genetic linkage and laid the basis for modern genetics. Through the
breeding of mutant fruit flies, Morgan was able to demonstrate that
genes  are  physically  located  within  chromosomes.  He  also
introduced the idea that by analyzing crossover frequencies between
alleles,  it  was  possible  to  estimate  relative  physical  distances
between loci. This discovery led to the first mapping of genes in
actual  chromosomes  in  fruit  flies,  and  the  concept  of  linked
inheritance between closely located genes (Morgan 1915). 

When a genomic region shows a high degree of genetic linkage, it is
said  that  the  region  forms  an  haplotype.  Haplotypes  are  sets  of
contiguous  segregating  alleles  that  change  in  frequency  jointly.
Because the high genetic linkage between them, they can even be
considered as one locus. 

When an allele  is  under selection,  either  positive or negative,  its
frequency  will  increase  or  decrease,  and  because  of  the  genetic
linkage  between  nearby  loci,  other  alleles  found  at  the  same
haplotype will also change in frequency in the same direction. This
process was first described in detail  by John Maynard-Smith and
John  Haigh  in  1974  (Maynard-Smith  &  Haigh  1974),  and  it  is
known as the hitchhiking effect or genetic hitchhiking. 
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When positive selection is driving an allele  towards fixation,  the
hitchhiking  effect  increases  the  frequency  of  the  haplotype
containing that allele. In the absence of recombination, that would
mean that once fixation is reached, only one haplotype should be
present in the population, removing completely all the diversity in
the  population.  However,  and  thanks  to  recombination,  this
dramatic  event  never  really  occurs.  Chromosomal  crossover
between haplotypes is able to ‘break’ the linkage between loci over
time,  and  prevents  alleles  under  selection  to  hitchhike  an  entire
chromosomal  haplotype.  However,  if  one  focus  on  the  region
surrounding  the  allele  that  was  brought  to  fixation  by  positive
selection,  it  is  possible  to  observe  a  decrease  in  haplotype  and
nucleotide diversity. This pattern is known as the selective sweep.

A  selective  sweep  can  only  be  observed  when  the  increase  in
frequency of the allele under selection is considerable, and occurs at
fast pace. In this case, recombination cannot keep on breaking the
genetic  linkage in  the  region,  as  it  would happen in  the case  of
neutral  evolution.  Because  of  this,  there  is  a  close  relationship
between the observation of a selective sweep in a region that has
undergone  positive  selection,  the  amount  of  recombination  rate
“observed” in that region, and the selection strength or coefficient
of the allele under selection.

In the same manner, the extension of the selective sweep pattern
would largely depend on the recombination landscape of the region
under selection. Theoretically, the size of the region affected by a
selective  sweep  is  proportional  to  the  ratio  of  the  strength  of
selection  to  the  rate  of  recombination  (Kaplan  et  al.  1989).
However, as mentioned in Chapter 3.1, recombination in mammals
species  is  structured in  very specific  recombination  hotspots that
can accumulate all the recombination in a small genomic region (1-
2 Kbp). Because of this, the “shape” of a selective sweep is tightly
determined  by  nearby  recombination  hotspots.  When  a  selective
sweep  take  place  between  two  closely  located  recombination
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hotspots, the selection signal would appear clear within the region,
but  absent  outside.  Here,  the  resolution  (or  window size)  of  the
method used to detect selection will be determinant to call a true
positive.  On  the  contrary,  if  a  selective  event  takes  place  in  a
recombination  desert  region surrounded by distant  recombination
hotspots,  the  selective  sweep  signal  could  eventually  span  huge
regions.  A selective  sweep  signal  this  big  would  likely  fail  to
identify  the gene or mutation responsible  for the selective  event.
Thus,  interpreting  the  recombination  landscape  is  extremely
important  when  trying  to  localize  the  allele  responsible  of  a
selective sweep and it should be always considered in any rigorous
positive selection study.

3.6.    Selective sweep models

When one thinks about selective sweeps, there is a strong tendency
to focus in what is known as the hard or classical sweep model. In
fact,  the  initial  formulation  of  the  selective  sweep  model  by
Maynard-Smith was a description of the hard sweep model.  In a
hard sweep model,  a  de novo beneficial  mutation  appears  in  the
population (freq=1/N), and it rapidly increases in frequency until it
reaches  fixation  (freq=1.0).  Because  of  this,  the  reduction  in
diversity at the region is dramatic.  In fact under this model,  it  is
expected  that  exclusively  one  haplotype  containing  the  de  novo
mutation is going to be hitchhiked to fixation. 

Therefore, under this type of selective sweep model, some specific
genomic properties arise within the region that has been hitchhiked:
(1) reduction in nucleotide variability  (Braverman et al. 1995); (2)
excess  of  high  frequency  derived  alleles  (Fay  & Wu 2000);  (3)
decline  in  haplotype  diversity  (Stephan  et  al.  2006);  and  (3)
increased linkage disequilibrium (McVean 2007). These patterns are
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at the basis of most statistical methods to detect positive selection,
and will be discussed in depth in Chapter 5.

However,  one  must  think  that  these  patterns  can  change  as  the
selective  sweep  is  taking  course.  During  the  rising  of  the  allele
under  selection,  the  proportion  of  high  frequency derived alleles
will  increase  and  the  nucleotide  and  haplotypic  diversity  will
decrease. Linkage disequilibrium at the selected allele will also start
to increase but once allele frequency reaches 0.5, LD will rapidly
decrease  back  to  zero  as  the  selected  allele  reaches  fixation
(Stephan  et  al.  2006).  Nonetheless,  the  regions  surrounding  the
selected allele will show higher LD as shown in Figure 5. After the
fixation of the selected allele, and over the next generations, neutral
diversity levels will be restored; with haplotypic increasing faster
than  nucleotidic  diversity  thanks  to  recombination.  Linkage
disequilibrium  will  also  be  restored  to  normal  levels,  and  the
proportion  of  high  frequency  derived  alleles  will  be  reduced  as
genetic drift fixates them. 

Figure 5. The effect of a selective sweep on a LD statistic (CLR) along a simulated
nucleotide sequence (r) over 4000 generations (n) (Stephan et al. 2006).
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The hard sweep model is a great model to understand the pattern
that a selective event can leave in a genomic region. However, other
types of selective sweep exist, and usually show different patterns
than those left by a hard selective sweep. 

In  natural  populations,  an  event  of  positive  selection  can  occur
when a beneficial mutation appear  de novo (hard sweep model) or
when new selective pressures appear. In a changing environment,
previously  neutral  mutations  segregating  in  the  population  may
become beneficial (or detrimental). In this case, a selective sweep
can  occur  under  the  soft  sweep  model.  In  this  type  of  selective
sweep,  the  allele  under  selection  is  present  in  many  haplotypic
backgrounds (Figure 6). Not  only one haplotype  will  increase  in
frequency,  but  all  the  haplotypes  containing  the  allele  under
selection.  Such selective sweep can arise from various situations:
(1) recurrent mutations, where the same mutation that initiated the
selective  sweep  reappear  in  other  haplotype  during  the  selective
phase (that is an unlikely situation in population with low Ne - as
humans are); (2) migration from a population where the allele under
selection is fixed (thus it contain many haplotype backgrounds); and
(3)  selection  from standing  /  segregating  variation,  as  explained
above.  Soft  selective  sweeps exhibit  different  genomic properties
than classical ones. Levels of nucleotidic and haplotypic diversity
are not as much reduced as in a hard sweep, and the site frequency
spectrum of the region may appear similar to neutral expectations.
Instead, linkage disequilibrium patterns seem to be quite specific:
because  the  presence  of  various  long  haplotypes  at  the  time  of
fixation, linkage disequilibrium is strong across the whole selective
sweep (Pennings & Hermisson 2006). Thus, it is not strange that the
few selection  tests  designed to  detect  soft  sweep are exclusively
based  in  linkage  disequilibrium  patterns  (Ferrer-Admetlla  et  al.
2014; Garud et al. 2015).
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Finally, one must also consider that natural selection pressures can
be  heterogeneous  over  time  and  space,  and  thus,  incomplete or
partial sweeps can occur (either in a hard or soft sweep model). One
example  are  ongoing  selective  sweeps  that  have  not  reached
fixation  yet.  Or when a strong selection  pressure appears  due to
environmental  cycles,  and  then  disappears  (e.g.  glaciations  or
epidemic outbreaks). Polygenic adaptation is expected to occur by
partial  selective  sweeps  (Figure  6),  where  a  small  shift  in  allele
frequencies  of  many genes  can  increase  fitness  without  reaching
fixation  due  to  frequency-dependent  selection  (Pritchard  &  Di
Rienzo 2010). 

Figure 6. Evolutionary dynamics of three different modes of the selective sweep
model: classical (a), from standing variation (b), and polygenic adaptation (c).

The present thesis is exclusively focused on the hard sweep model.
The analysis of soft selective sweeps was avoided because the lack
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'soft sweep’ selection tests available at the time, and the difficulty of
generating reliable  simulations of selection on standing variation.
However,  the  work  presented  in  this  thesis  takes  into  account
complete  and  incomplete  selective  sweeps  within  a  temporal
framework, providing a deep analysis of different modes of the hard
sweep model. 
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4.    Population genetics simulations

Simulation  of  population  genetics  data  provides  a  perfect
framework  to  compare  real  data  from  natural  populations  with
theoretical  models.  These  models  are  usually  derived  from
hypothetical  and  ideal  conditions  that  cannot  be  met  in  natural
populations.  Thus,  by  simulating  polymorphism  data  through  a
realistic demographic or genomic model, one can accurately assess
the  evolutionary  forces  affecting  nucleotide  variation  in  natural
populations  (Voight  et  al.  2006;  K.  E.  Lohmueller  et  al.  2011;
Pickrell et al. 2009).

In  selection  studies,  the  simulation  of  realistic  genetic
polymorphisms under a neutral framework provides a perfect  null
hypothesis to evaluate the power of methods to detect selection in a
given population.

The main idea is to use inferred evolutionary parameters in a real
population  to  replicate,  as  accurate  as  possible,  the  genomic
properties observed in that population. This usually implies taking
into  account  specific  mutation  and  recombination  rates,  and
demographic  dynamics  for  the  population  under  study. But  also
means matching other statistical properties such as sample size or
eventual ascertainment bias.

Population  genetics  data  can  be  simulated  through  two  different
approaches:  forward-in-time  and  coalescent  (backward)
simulations. Both approaches are based on the Fisher-Wright model,
but  while  the  forward  approach  rely  on  simulating  the  whole
population  over  time,  coalescent  approaches  consider  only  those
individuals present in the population sample and their genealogical
relationship. Forward-in-time simulations have been only used very
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recently  because  of  the  huge  computational  effort  it  requires  to
generate them.

This chapter will focus on the theory behind coalescent and forward
simulations,  and  will  explore  some  popular  software
implementations  to  generate  them.  The  last  section  will  provide
information  about  some of  the  state-of-the-art  human  population
demographies that are currently used in the field.

4.1.    The coalescent theory

The coalescent theory was initially established by John Kingman in
early 80s, and later developed by other scholars (Kingman 1982). It
is  based on the concept  of Darwin’s  Tree  of Life,  but  instead of
species  relating  each  other  within  a  phylogenetic  tree,  here  the
individuals in a population are “connected” by a genealogical tree to
their  most  recent  common  ancestor (Figure  7). This  process  is
referred  as  the  coalescent because  it  basically  describes  the
probability  of  observing  coalescent  events in  a  genealogy  of
samples:  points  in  which  two  alleles  are  descended  from  an
ancestral allele in the previous generation. 

If one considers an allele in a given locus for one species, all the
existing copies of this allele in the population (different individuals)
can be related each other by a genealogical tree. The existence of a
polymorphic site can be seen as a consequence of a mutation event
in some branch of this tree. Thus, the frequency of this variant in the
population  depends  on  fraction  of  branches  that  inherited  this
mutation. Therefore, the patterns of a given polymorphism reflects
the  history  of  lineages  and  the  mutational  events  present  in  the
population.

At the beginning, coalescent theory only considered a Fisher-Wright
population  with random mating  and constant  effective  size,  with
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mutation being the sole generator of diversity. This simple model
allowed population geneticists to evaluate the properties of single
loci  concerning  the  long-term  evolutionary  dynamics  of  a
population. 

Figure 7. The coalescent: gene genealogies within species phylogeny.

Later developments of the theory included more realistic processes
such  as  recombination,  population  substructure,  migration,
inbreeding and even some types of selection  (Kaplan et al. 1991;
Hudson  1983).  These  improvements,  along  with  the  increasing
computing  power  of  modern  computer  machines,  facilitated  the
development  of efficient  software that  used coalescent  models  to
simulate population genetics data from the late 90s until the present.

4.2.    Coalescent simulation software
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In  1990,  Richard  Hudson  published  a  review  entitled  “Gene
genealogies and the coalescent process” that provided the very first
computer  algorithm  (make_tree)  to  simulate  population  genetics
data using coalescent theory  (Hudson 1990). Hudson was able to
include  changes  in  population  effective  size,  and  simulate  the
increase in low-frequency variants expected after a bottleneck. This
algorithm, implemented in C, truly started a revolution in molecular
population genetics as it provided a powerful tool to compare real
data with theoretical expectations.

The  steps  performed  by  the  most  simple  coalescent  algorithm
(constant  size,  no  recombination)  are  only  three:  (1)  generate  a
random genealogy of your samples back in time, with time scaled to
population effective size; (2) put mutations on the branches of your
genealogy according to  mutation  rate  and branch length;  and (3)
reconstruct each one of your samples by following the coalescent
tree to the MRCA and annotating the mutations that appear in the
branches.  This  simple  algorithm  illustrates  how  easy  can  be  to
generate  coalescent  simulations,  compared  with  the  forward
approach that requires simulating whole populations and the actual
genomic sequences for thousands of generations.

Ten  years  after  the  publication  of  the  “make_tree”  algorithm,
Hudson  released  the  first  complete  coalescent  software  able  to
simulate population genetics data under realistic assumptions. This
software is called  ms, and probably it still is the most famous and
used coalescent  simulator  at  the present  (Hudson 2002).  The  ms
package  is  able  to  simulate  many  biological  processes  found  in
natural  populations:  changes  in  population  size,  population
structure,  migration  between subpopulation,  recombination,  gene-
conversion,...  and  also  can  produce  the  underlying  genetic  trees
within the ancestral recombination graph. 

In the years following Hudson’s  ms publication,  other  coalescent
simulators  (based  on  the  same  algorithms)  were  developed
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expanding the functionality of ms, as for example cosi (Schaffner et
al. 2005). This simulator is algorithmically based on ms, but include
some  novel  interesting  features  such  as  a  fine-tuned  human
demographic model (discussed in the last section of this chapter), a
variating  recombination  rate  along  the  simulated  sequence
(recombination map), and the possibility to simulate hard selective
sweeps using coalescence machinery. These features  make  cosi a
powerful simulation tool, and this is why  cosi was selected as the
simulation software used throughout the development of this thesis.

Hudson’s  ms,  and  other  similar  programs,  are  great  to  simulate
relatively small  regions  of the genome (< 1Mbp).  However, it  is
prohibitively expensive to use them to simulate entire chromosomes
that may span several hundreds of Mbp. To tackle this problem, the
Sequentially Markov Coalescent (SMC) algorithm was proposed by
McVean and Cardin (McVean & Cardin 2005). The idea is simple,
the SMC algorithm simulates coalescent trees along the sequence. A
first coalescent tree is simulated at the left end of the sequence, and
then  the  algorithm  moves  to  the  right  while  incorporating
recombination events that modify the tree. At the end, a set of local
trees  are  obtained  that  describe  the  genealogy  of  a  region
surrounded by recombination events. This way, this algorithm can
simulate entire chromosomes at high efficiency. MaCS (Chen et al.
2009) and  fastsimcoal (Excoffier  & Foll  2011) are  two publicly
available  software  packages  that  implement  this  algorithm while
allowing  for  complex  demographic  processes  similar  to  those
implemented in ms.

Another family of coalescent simulators are those that combine a
coalescent algorithm with a forward approach. This strategy allows
the simulation of selective sweeps without having to run the whole
simulation  forward-in-time,  since  the  first,  and  more
computationally expensive part of the simulation is done through
coalescence,  as  explained  in  the  next  section.  The  most  popular
implementation of this strategy is msms (Ewing & Hermisson 2010)
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which combines the demographic flexibility of ms along with many
functions for selective sweep simulation.

4.3.    Forward-in-time simulators

Forward-in-time  simulators  are  the  genuine  algorithms  for
population  genetics  simulations.  They  have  the  potential  to
explicitly  simulate  any  possible  feature  that  one  could  imagine
occurring  in  natural  populations:  from  complex  demographic
dynamics,  like non-random mating or overlapping generations,  to
accurate genomic models, such as the simulation of actual genomic
elements  with  arbitrary  selective  constraints  affecting  them.  The
potential  of  forward  simulations  is  huge  compared  to  coalescent
simulations, however they do have an important drawback: they can
be  immensely  expensive  in  terms  of  computational  effort.  In
coalescent simulations, one only focus on the polymorphism present
at the present generation and population sample. Instead, a forward
simulation  has  to  simulate  all  the  individuals  and mutations  that
occur in the whole population for thousands of generations. Using
realistic values for human populations for example, one may need
several gigabytes of RAM and hundreds of computation hours to
simulate a 1 Mbp region.

As one  can  easily  deduce,  the  computational  capacity  needed to
obtain  reliable  and  realistic  forward  simulations  has  been  only
achieved  in  the  past  few  years.  Even  a  decade  ago,  the  mean
computation  capacity  of  a  normal  desktop computer  was  merely
256 Mb of RAM and it was 20 times slower than it is today. 

However,  the  main  problem  in  forward  simulations  is  still
computation  time,  even  after  the  huge  improvement  achieved  in
recent years. For any forward-in-time simulations, it is necessary to
simulate at least 10·Ne generations to achieve a neutral mutation-
drift equilibrium (for a population of Ne individuals). In humans for
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example, that means 10,000 x 10 = 100,000 generations, while it is
estimated that the species is only 8,000 generations old (200 kya). 

One  solution  to  this  technical  problem  is  to  use  a  previously
computed population of a desired size that is already at equilibrium,
and use it as seed for the forward simulation. This seed population
can be easily generated with coalescent programs applying the same
parameters used in the forward simulation. Thus, as it happens with
msms software, the forward machinery would be only used in the
last  part  of  the  simulation,  which  is  normally  the  part  one  is
interested when studying selective sweeps.

Another  problem  may  arise  in  populations  with  big  population
effective sizes, as for example, fruit fly populations. Here one has to
simulate several hundreds of thousands of individuals that are likely
to create a computational burden hard to overcome. This problem
can be relatively solved by scaling the forward simulations. Scaling
requires multiplying mutation and recombination rates by the same
scaling factor applied to population size in order to maintain both
population parameters (θ and ρ) equal to the original parameters. It
is  usually  advised to  not  scale  a  forward simulation  for  a  factor
bigger than 5 to 10, since it could distort the equilibrium patterns
expected from your population. This way, it is possible to reduce the
amount of RAM memory needed for the simulation and speed up its
computation.

Nowadays, there are several forward-in-time simulators that can be
used  to  perform  realistic  population  genetics  simulations  in  a
reasonable  computing  time.  Currently,  the  most  efficient
implementations to simulate human populations are  SLiM (Messer
2013) and  SFS_CODE (Hernandez  2008). Both  simulators  use
efficient  data structure management and provide all  the functions
one  would  need  to  assess  any  type  of  human  population
simulations.
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Another  interesting  simulator  is  simuPOP (Peng & Amos 2008).
This python package is designed to interactively perform forward-
in-time simulations  of any type.  That means that  many functions
inherent to the population model used (e.g. Fisher-Wright model)
can  be  easily  modified.  For  example,  simuPOP allows  you  to
customize mating schemes, or simulate migration patterns using a
2D  lattice,  or  evolve  mitochondrial  DNA.  Due  to  its  incredible
flexibility, it is possible to replicate almost any biological process
observed  in  natural  populations.  However,  simuPOP has  a  slow
learning curve and it can be up to hundreds of times slower than
SLiM or SFS_CODE.

4.4.    Current human demographic models

As it is shown in the following chapters, demographic dynamics can
have  a  major  impact  on  positive  selection  detection.  Because  of
that, a common approach in positive selection studies is to simulate,
under a neutrally evolving model, the demography of a given real
population.  This  way, it  is  possible  to  assess  the  significance  of
positive selection tests in real data.

Estimating the demography of a population is not a trivial task. In
fact, there are several ways of doing it. The most common approach
is  to  “choose”  a  plausible  demographic  model  and  estimate  its
parameters.  Here,  the  model  is  constructed  based  on  previous
knowledge  about  the  population.  For  example,  fossil  evidence
pointing to an African origin for modern humans, or the absence of
human remains in America before 15 kya. Then, the free variables
of the model are estimated by comparing the distribution of several
evolutionary  statistics  in  real  and  simulated  data.  The  algorithm
keeps changing the simulations parameters until the match between
real and simulated data is “good enough”. This approach implies
running tens of thousands of different simulations in the search for
the best one. 
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The  demography  provided  by  the  simulation  package  cosi is
estimated using this  approach (Figure 8). It simulates three well-
studied continental populations from the HapMap database: Yoruba
in Ibadan, Nigeria (YRI), Han Chinese in Beijing, China (CHB) and
Utah residents with Northern and Western European ancestry, USA
(CEU).  The  evolutionary  statistics  used  to  tune  the  model
parameters  were  site  frequency  spectrum,  linkage  disequilibrium
decay and FST distribution between populations. It incorporates the
Out-of-Africa  event  and  migration  between  the  populations
(Schaffner et al. 2005).

Figure 8. The estimated human demographic model from Schaffner et al. 2005
for three HapMap populations (all the values for the parameters can be found in
the original manuscript).

Another popular human demographic model is estimated in Gravel
et  al.  paper  (Gravel et  al.  2011). The approach used here is very
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similar to that in  cosi, but it uses the 2D site frequency spectrum
(2D-SFS)  as  evolutionary  statistic.  This  bidimensional  statistic
combines  the  site  frequency spectrum of  two populations,  which
also incorporates information about population differentiation. The
model  was tuned with sequencing data  from The 1000 Genomes
Project, and it is able to capture the exponential growth experienced
by some human population since the advent of the agriculture 10
kya (Figure 9).

Figure 9. The human demographic model estimated in Gravel et al. 2011 from
three  populations  from  The  1000  Genomes  Project  (more  details  on  the
parameters can be found in the manuscript).
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5.    Statistical methods for the detection of
selective sweeps

The detection  of  adaptive  selection  in  empirical  data  has  been a
central  focus  in  population  genetics  studies  for  the  past  three
decades. With the confirmation of the neutral theory of molecular
evolution and the emergence of empirical methods to characterize
DNA variation  (DNA sequencing),  many  statistical  methods  that
detect  deviations  from neutral  evolution  based  on  variation  data
(genetic polymorphisms) have been developed. These methods were
usually  derived  from  the  underlying  mathematical  models  of
population genetics theory. More recently, with the development of
simulation  software,  novel  methods  started  to  incorporate
information  from realistic  demographic  and  genomic  simulations
which increased their sensitivity toward selective events.

The detection of positive selection in genomic regions usually focus
on the inference of the genomic patterns created after a selective
sweep event.  Because  of  genetic  linkage,  one  can  scan  genomic
polymorphism data across the genome, in the search of patterns that
are  unexpected  under  neutral  evolution.  This  idea  led  to  the
development of methods that exploit three expected patterns of a
hard selective sweep model: (1) a skewed site frequency spectrum,
(2)  long  homozygous  haplotypes  derived  from  strong  linkage
disequilibrium, and (3) high population differentiation (e.g. when a
selective sweep occurs in specific  populations,  but not in closely
related ones). These selective sweep properties represent the three
families of selection tests that are currently in use. A novel fourth
approach  consists  in  combining  several  methods  from  the  three
families into composite scores with the hope that it can boost the
signal of selection. 
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A late  improvement  in  the field has  been the use of  population-
specific demographic and genomic simulations, mimicking specific
properties observed in natural populations, to control for the factors
that could confound selection detection (Chapter 6.1). Very recently,
supervised learning approaches have been applied to expand the use
of  accurate  simulations  for  the  inference  of  selection.  Both
strategies are considered the newest approaches in the field, and the
second  part  of  this  thesis  is  focused  on  the  development  of  a
machine-learning  framework  that  optimally  combines  several
selection tests under very specific hard sweep model parameters and
realistic human simulations.

However,  one  must  think  that  the  majority  of  the  selection  tests
developed so far only focus on the genomic patterns left by the hard
sweep model. Very few methods really address soft sweep patterns
or balancing selection. Unfortunately this thesis is not an exception
and  focuses  basically  on  hard  sweep  based  selection  tests:
simulating  soft  sweep  dynamics  or  balancing  selection  would
require  more  advanced  simulation  softwares,  and  months  of
computational effort. Nonetheless, the present study extends the use
of the hard selective sweep model to scenarios not explored yet by
the community, such as simulation of incomplete selective sweeps
at different time-frames.

This chapter will focus on the detailed description of some state-of-
the-art  selection  tests.  Since  many  have  been  developed,  next
sections will focus on those that yielded the best performance in the
selection  analysis  performed  here,  and  some  not  used  but  very
innovative. Nonetheless, they will cover all the current techniques
to detect positive selection in real data.

5.1.    Site frequency spectrum-based tests
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The  site frequency spectrum or  allele frequency spectrum (SFS or
AFS) is the distribution of number of polymorphic sites at which
the minor allele is present at  i copies within a population sample.
Therefore, the number of site-frequency classes represented in the
distribution will equal to the number of individuals in the sample
(n).  A more  useful  variation  of  the  SFS  is  the  derived  allele
frequency (DAF)  distribution.  The  DAF is  the  frequency  of  the
derived allele at a given polymorphic site after taking into account
the its ancestral state. It can take values from 1/2n (a site with only
one  copy  of  the  derived  allele  in  the  population  –  also  called
singleton) to 1 (where the derived allele is present in all the sample,
thus it is considered “fixed” in the population)

Figure 10.  Expected  site  frequency spectrum (SFS) for  minor  allele  count  in
selection simulations (s = 1% and s = 0.01%), and in neutral scenario.

As mentioned before, genetic hitchhiking increase the frequency of
linked neutral  variation  present  in  the  haplotype  under  selection.

49



This process generates a reduced diversity, an excess of rare alleles,
an  excess  of  derived  alleles  at  high  frequency,  and  a  lack  of
intermediate  frequency  alleles,  when  compared  to  neutral
expectations (Figure 10). Several test have been developed to take
into account these properties. The rest of the section will focus on
the description of three SFS statistical methods that can be used to
detect selective sweeps. 

The  first  and  most  famous  one  is  Tajima’s  D.  In  1989,  Fumio
Tajima  published  a  work  that  laid  the  foundation  for  the
development  of  statistical  methods  to  detect  deviations  from the
neutral theory in nucleotide data (Tajima 1989).

There are two different statistics that can be used when dealing with
nucleotide data in a population sample: number of segregating sites
(k),  and  diversity  (π).  In  a  population  under  Hardy-Weinberg
equilibrium, diversity is expected to have a value that is equal to
population mutation rate or theta: 

The  population  mutation  rate  (θ)  is  a  fundamental  concept  in
population genetics since it connects the population effective size
with the mutation rate in a population under equilibrium: 

Under these conditions, the number of segregating sites can also be
estimated by means of theta, or vice-versa, where n is sample size:

 Thus, one can estimate theta using two different approaches:
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If  the  nucleotide  diversity  in  the  sampled  sequences  is  evolving
under neutrality, and the population analyzed is under mutation and
genetic drift equilibrium, we can expect θπ and θk to be statistically
equal. Tajima used this idea to develop his famous statistic, that can
be written as:

 

When Tajima’s D statistic is different from zero, one should expect
some departure from the equilibrium and/or neutrality assumptions.
When Tajima’s  D takes positives values, the population may have
suffered  from a  population  bottleneck  (or  be  decreasing)  and/or
overdominant  (or  balancing)  selection.  On  the  contrary,  when  it
takes  negative  values,  population  size  may  be  increasing  and/or
either  positive  or  purifying  selection  are  affecting  the  analyzed
region.

Another  way to estimate  θπ and  θk is  through the site  frequency
spectrum.  Being  ξi the  number  of  sites  at  which  a  segregating
mutation is found at  i samples, it is possible to rewrite the above
formulas as:
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Using site frequency spectrum data, two other statistics reflecting
the population mutation rate can be also estimated:

It is important to realize that to estimate ξi it is necessary to know
the ancestral state of each included allele, making it directly related
to the derived allele frequency or DAF. 

The Fay and Wu’s H statistic is derived from this θH statistic (Fay &
Wu 2000). Similarly to Tajima’s D, the H statistic is written as:

What  Fay  and  Wu’s  H does  is  to  compare  the  intermediate-
frequency alleles (θπ) with the high-frequency alleles (θH). This way
a  negative  value  would  mean  that  there  is  an  excess  of  high-
frequency alleles compared to neutral expectations, as it is expected
in the case of recent selective sweeps. 

Additionally,  with  this  new  formula,  it  is  worth  realizing  that
Tajima’s D can be also seen as a comparison between intermediate-
frequency alleles (θπ) and low-frequency alleles (θK). 

A third related statistic is Zeng’s E (Zeng et al. 2006). Although it is
not used in this thesis, it can be seen as the complementary statistic
for the two previous ones, since it compares estimates of theta from
low-frequency alleles (θK), and from high-frequency alleles (θL or
θH):
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Negative Zeng’s  E values may indicate either that recent selective
sweep or rapid population expansion has occurred.

Note  that  all  these  statistics  can  be  highly  influenced  by
demographic events. Thus, in order to use them to make inference
about natural selection, it  is needed to control for demography as
explained in Chapter 6. 

More sophisticated SFS statistics try to directly control for possible
demographic  biases,  and  explicitly  model  the  patterns  expected
under a selective sweep, like for example CLR (Nielsen et al. 2005).
This  composite  likelihood  ratio (CLR)  statistic  estimates  the
likelihood of a region being under positive selection by dividing the
maximum  composite  likelihood  of  a  neutral  model  by  that  of  a
model under positive selection. The neutral model parameters are
estimated  using  information  from  the  genome-wide  background
frequency  spectrum  of  the  sample  analyzed.  Since  demographic
processes  are  expected  to  affect  large  genomic  regions  or  even
entire genomes, this strategy helps to correct for possible SFS bias
due to demography.

Finally, a new family of selection tests have recently appeared that
use  simulated  data  to  calibrate  their  sensitivity  toward  selective
sweep.  Using simulated  data  allows to  truly model  real  genomic
regions and avoid the use of mathematical formulas that describe
unrealistic and ideal simulations (e.i. equilibrium). Furthermore, it
is  possible  to  simulate,  in  addition  to  the  neutral  model  (null
hypothesis),  genomic  regions  evolving  by  natural  selection
(positive, negative, balancing) under very specific parameters. The
SFselect software is one of such examples, and will be explained in
detail at the last section of this chapter dedicated to novel composite
and machine-learning approaches.
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5.2.    Linkage disequilibrium-based tests

As mentioned in Chapter 3.5, one of the expected patterns from a
selective sweep is high linkage disequilibrium at region surrounding
the  allele  under  selection.  Theoretically,  for  a  similar  change  in
allele frequency of an allele evolving neutrally, less recombination
tend  to  accumulate  during  a  selective  sweep  event,  generating
longer haplotypes. This mainly happens because the rapid increase
in allele frequency when selection is acting. Thus, long-range and
homozygous haplotypes are expected to appear (Figure 11) during a
selective sweep .

Figure 11. Long range haplotypes (LRH) generated after a selective sweep takes
place (Vitti et al. 2012)

At the beginning, some methods measuring Long Range Haplotypes
(or  LRH)  were  developed  (Sabeti  et  al.  2002),  but  because
recombination  rate  is  clustered  in  hotspots,  one expects  to  see  a
huge  differences  in  haplotype  sizes  between  regions  across  the
genome. To overcome this problem, most of linkage disequilibrium-
based tests are usually based on Extended Haplotype Homozygosity
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(or EHH) decay. EHH methods calculate the decay in homozygosity
of the haplotype present at a given target core haplotype or allele.
For an allele under selection, one can expect that its EHH decay is
slower than the same allele evolving under neutrality. 

Since the neutral  EHH decay of a putative allele  under selection
cannot be known due the specificity in recombination dynamics of
real genomic regions, two approaches were developed in order to
properly  assess  putative  regions  under  selection:  the  XP-EHH
(Sabeti et al. 2007) and iHS (Voight et al. 2006) selection tests. The
XP-EHH test will be explained in detail at the new section since it
can be considered a cross-population test.

Figure 12. Decay of haplotype homozigosity in neutral and selection simulation
for the derived and ancestral allele (Voight et al. 2006).

The integrated Haplotype Score (or iHS) assumes that only one of
the  two  alleles  (in  a  binary  locus)  is  evolving  under  positive
selection  (usually  the  derived),  while  the  other  one  is  evolving
neutrally (usually ancestral). This test compares the EHH decay of
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the haplotypes belonging to the ancestral and to the derived alleles
independently (Figure 12). If both integrated EHH (or iHH) scores
are similar, both alleles are evolving neutrally. If one shows higher
iHH values, it may be an indication of positive selection. This way
it is possible to correct for local variation in recombination rate at
the analyzed region. Note that the iHS test can only be calculated in
segregating  alleles.  Once  the  allele  under  selection  has  reached
fixation,  it  is  impossible  to  calculate  this  statistic  in  that  site.
Because of this, iHS is a great method to detect incomplete selective
sweeps. Incomplete selective sweeps are selective sweeps showing
high allelic frequency shifts but still polymorphic, as would happens
with ongoing selective sweeps. This is, in fact, a great improvement
with respect to the SFS-based methods, which are commonly focus
with  the  patterns  left  by  a  selective  sweep  once  it  has  reached
fixation (complete selective sweeps).

Figure 13. Time scales for the signatures of selection (Sabeti et al. 2006).

Another important thing is that the high LD and the expected EHH
patterns of a selective event are rapidly restored by accumulation
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recombination events. Thus, the power of EHH tests decreases with
time. It is estimated that such tests can detect selective sweeps up to
30,000  years  ago  (in  human  populations)  (Sabeti  et  al.  2006).
Instead, SFS-based methods conserve their power for longer time-
frames, up to 100,000 years ago (also in humans). Figure 13 shows
the estimated time-depths for some selection tests families.

5.3.    Cross population-based tests

Cross-population selection tests exploit the idea of local adaptation
to the environment. For several closely related populations present
in  a  wide  range  of  environmental  conditions,  one  may  expect
adaptive selection to occur in one population but not in the others.
The human species is a clear example of this: in past few thousands
of generations  H. sapiens has expanded from Africa to the rest of
the  world.  On the  contrary, highly  divergent  populations  usually
show  elevated  population  differentiation  due  to  genetic  drift  (in
addition to adaptive selection), making cross population approaches
less  reliable.  The  structure  of  the  populations  analyzed  using
population differentation methods should be always considered.

One important advantage of this family of tests (compared to those
based on single  populations)  is  that  alleles  that  are  fixed  in  one
population with respect to the other can be used. Once a selective
sweep  has  finished,  one  can  expect  high  proportion  of  derived
alleles fixated in the population. This usually helps to infer positive
selection in that region. However, demography-specific simulations
should be always used to control for genetic drift as confounding
evolutionary force.

The  most  simple  cross-population  approach  to  detect  positive
selection is to use allele-based population-differentiation statistics,
such as FST (Weir & Cockerham 1984). The fixation index (or FST),
first  introduced by Sewall  Wright and later derived into different

57



versions,  measures  the  amount  of  population-differentiation
between  two  populations,  and  it  can  be  defined  as  the  relative
difference of the average pairwise differences between and within
two population at one locus:

A FST value  of  0  indicates  perfect  panmixia  (no  differentiation),
while a value of 1 indicates total differentiation between population.
When a  de novo (or segregating) allele is brought to fixation (or
high frequency) due to selective process in one population but not
in the other, FST will increase accordingly. Thus, for polymorphisms
with high differentiation with respect to the genome-wide or neutral
distribution, one may consider them as being under selection. 

Another relevant method based on allele  differentiation is  dDAF,
which  is  the  difference  between  derived  allele  frequency  at  one
locus between two populations  (Beaumont & Balding 2004). This
simple method, which is correlated with FST, is also affected by the
same  problems  as  the  FST index,  making  it  useless  in  highly
divergent populations. 

Other cross-population approaches to detect positive selection are
those  based  on  site  frequency  spectrum  differences  between
populations,  such  as  XP-CLR  (Chen  et  al.  2010).  The  cross-
population  composite  likelihood test  (or  XP-CLR)  estimates  the
likelihood  of  observing  neutral  SFS  patterns  in  a  reference
population,  with  the  likelihood  of  observing  a  selective  sweep
pattern  in  the target  population.  By analyzing the  same genomic
region in different populations,  this method is able to control for
biases due to the local genomic properties. Furthermore, because it
is  taking into account  the linked sites in a region, the method is
more robust to demography than allele-differentiation methods.
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Finally, one can identify a third family of cross-population tests that
are based on EHH methods, such as Rsb (Tang et al. 2007) or XP-
EHH  (Sabeti  et  al.  2007).  For  example,  the  cross-population
extended haplotype homozygosity test (or XP-EHH) also assumes
that only one population is undergoing positive selection at a region
of interest, while the other is not. This way, as happens with the iHS
test, it is possible to use the EHH decay as a measure of positive
selection. Since one can expect that the genomic properties of the
region are constant in both populations, it is possible to compare the
EHH decays at the same position in the two populations to assess
whether  a  selective  sweep  has  occurred.  Differently  to  iHS,  this
approach  can  make  use  of  the  fixated  differences  between
populations, thus it is possible to infer complete selective sweeps
(i.e. selective sweeps that have reached fixation) while it still can
provide good power to detect incomplete selective sweep signals.

5.4.    Composite and machine-learning methods

The methods presented in the above sections could be defined as
classical selection tests, some of them are already several decades
old,  while  more  recent  ones  are  usually  improvements  or
modifications of the same concepts. 

More recently a new family of selection tests have started to appear:
composite approaches that combine selection tests (from the three
different families) to increase the power to detect positive selection.
While  the early ones combined selection tests  through likelihood
approaches,  the  most  recent  ones  use  precise  simulations  and
machine-learning methods to optimally combine different classical
selection tests. By training supervised algorithms with neutral and
selection simulations, the amount of selection models that can be
assessed in a genomic scan are limitless, which can provide a better
understanding of the different selective forces at play. 
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One of  the  first  composite  methods  developed  was  the  DH test
(Zeng  et  al.  2006).  This  test  combines  p-values  estimated  with
Tajima’s  D and Fay and Wu’s  H methods, which are sensitive to
different demographic processes (in addition to positive selection).
The idea is that by combining them in a joint test, it is possible to
counteract  their  sensitivity  toward demographic events that  could
bias the results. Thus, for a genomic region showing a significant
score for Tajima’s D and for Fay and Wu’s H methods, one can be
sure that  selection  is  at  play, and demographic processes are not
biasing the analysis (Figure 14).

Figure 14. Distribution of Tajima's D and Fay and Wu's H at neutral and selection
scenarios (Zeng et al. 2006).

The  Composite of Multiple Signals test (or CMS) is probably the
most  famous  member  of  this  new  family  of  selection  tests
(Grossman et  al.  2010;  Grossman et  al.  2013).  It  is  a  composite
likelihood  statistic  that  combines  five  selection  tests  from  two
different  families:  XP-EHH, iHS and diHH  (Voight  et  al.  2006),
from the LD-based family, and FST and dDAF, from the population-
differentiation based family. All five methods are single nucleotide
based tests, meaning that they report selection scores for each SNP
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analyzed, instead of genomic regions. Because of this, CMS can,
ideally, pinpoint the mutations responsible of the selective sweep.
The  way  CMS  test  combines  its  five  selection  tests  is  through
approximate  Bayesian  theory.  The  main  idea  is,  basically,  to
estimate, for each test, the probabilities of observing a given SNP
under positive selection compared to neutrality. The CMS score is
simply the product of such probabilities. The probability estimation
is done by applying a Bayes factor and can be written as:

The  way  probabilities  are  estimated  is  through  realistic
polymorphism simulations. In the article describing the method, the
authors  simulated  neutral  and  hard  selective  sweeps  for  three
different continental human demographic models, and estimated the
corresponding probabilities. 

Although this method drew a lot of attention when it was published,
it is unclear how good it really performs in detecting different types
of hard sweep signals and localizing the selection signal precisely.

Another  composite  method based on simulations  is  evolBoosting
(Lin et al. 2011). This method is based on a supervised machine-
learning algorithm called boosting, that estimates a linear regression
from  input  variables  (in  this  case,  selection  tests)  that  better
distinguish  between  two  competing  scenarios  (e.g.  neutrality  vs.
selection).  This  way,  those  statistics  showing  better  sensitivity
toward  one  scenario  compared  to  the  other,  will  get  higher
coefficient values in the regression function. 
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In  the  article  describing  the  approach,  the  authors  ran  extensive
neutral and selection simulations, and then applied multiple single
population selection tests in a sliding window manner. Those tests
were: θW (Watterson 1975), θπ (Tajima 1983), θH (Fay & Wu 2000),
θL (Zeng et al.  2006), Tajima’s  D, Fay and Wu’s  H , MFDM  (Li
2011) (Li 2011), and iHH (Sabeti et al. 2002; Voight et al. 2006).

Boosting is a well known algorithm that is commonly used to find
patterns  in  data,  such  as  facial  recognition  in  computer  vision
science (Bühlmann & Hothorn 2008; Hothorn et al. 2010). In fact,
the  authors  of  this  method,  applied  the  boosting algorithm  in
simulated  neutral  and  selection  sequences,  for  which  they  have
previously  estimated  selection  tests  in  smaller  regions,  with  the
expectation  to  detect  the  “selective  peak”  usually  shown  by
theoretical studies. This approach is really innovative since it tries
to make use of all  the information left  by the hitchhiking event.
Nonetheless,  it  fails  to  take  into  account  the  recombination
heterogeneity  underlying  a  selective  sweep,  which  can  generate
highly  disparate  selective  sweep  patterns  as  discussed  in  the
Discussion section.

However, this boosting strategy has a great potential for tuning the
contribution  of a given selection test  to detect  a  specific  type of
selection. Because of this, the method developed in the second part
of  the  thesis  (Hierarchical  Boosting)  is  based  on  a  boosting
algorithm, although it is applied differently than in the evolBoosting
approach. 

The last selection test described in this chapter is SFselect (Ronen et
al. 2013). This innovative test is not exactly a composite method,
but it  uses simulated data  and a machine-learning algorithm in a
clever way. SFselect is a site frequency spectrum method that uses a
supervised vector machine (SVM) algorithm to weigh each one of
the frequency bin from the site frequency spectrum. The objective is

62



to score deviations from the neutral SFS compared to that observed
in a selective sweep (Figure 15).

However, the skew in the site frequency spectrum left by positive
selection  depends  on  the  intensity,  age  and  completeness  of  the
resulting selective sweep. In the referenced manuscript, SFselect is
tuned with hard selective sweeps simulated in different time-frames.
This way, they are able to provide a SFS-based selection test that
outperforms other similar tests (e.g. Tajima’s D or Fay and Wu’s H)
in a wide time range.

Figure  15.  Scaled  site  frequency  spectrum  of  neutral  scenario  (blue),  and  a
selection scenario during (τ = 150),  at the moment of fixation (τ = 250),  and
several generations after fixation (τ = 2000) (Ronen et al. 2013).

Dozens of methods aimed at the detection of positive selection have
been developed during the past years and decades, and the list is
still increasing. This chapter has focused in describing some of the
most famous (or classical) ones, but also some novel and relevant
for the work presented in this thesis. 

One  of  the  main  objectives  of  this  thesis  has  been  to  develop,
evaluate  and  compare  a  new  composite,  machine-learning,
classification  approach  that  outperforms  many  of  the  previous
approaches  developed  so  far.  We call  this  method  Hierarchical
Boosting, and its detailed description and evaluation can be found in
the second manuscript comprising this thesis entitled “Hierarchical
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Boosting: a machine-learning framework to detect and classify hard
selective sweeps in human populations”.
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6.    Detection of selective sweeps in 
human populations 

The detection of selective sweeps in human data  can be a really
challenging  task.  Population  genetics  has  been  considered  a
theoretical  science  for  most  of  its  history.  With  the  advent  of
molecular  biology  and  DNA  sequencing  technologies  this  idea
changed radically. Today, it  is  possible  to validate  with real  data
what theoretical models have predicted. 

Most of the selection methods explained in the previous chapter are
derived from theoretical models. Since real populations can present
huge differences with theoretical ones, one must always be careful
about how to apply population genetics methods in empirical data.

In  real  data,  it  is  important  to  pay  a  lot  of  attention  to  the
confounding  factors  that  could  bias  a  selection  analysis.  This
chapter will focus on the discussion of such factors, and what are
the approaches that can be used to minimize their effect and conduct
a proper selection analysis in human populations.

6.1.    Confounding factors 

The  detection  of  positive  selection  in  real  populations  always
implies  some degree of confounding factors  biasing the analysis.
For this reason, it is important to learn about such factors and try to
correct them (or at least control them), so proper conclusions can be
obtained from the analysis.  Using accurate  simulations  is usually
the best way to correct for possible biases. 
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Ascertainment bias: in population genetics, ascertainment bias is a
concept  that  refers  to  the  incapacity  to  obtain  the  complete  site
frequency  spectrum  from  a  population  sample.  It  is  a  problem
directly related with the technology used to “genotype” the samples.
For example, in chip-array technology, this bias appears due to  a
priori selection of the SNPs that are going to be genotyped. In a
structured or isolated populations, some SNPs might be private to
that population, so they will appear invariable in other populations.
Depending on the “origin” of the target SNPs, a given chip-array
may  not  be  portable  to  another  population.  With  sequencing
technology, there is not SNP discovery bias, but a rare variant bias.
Depending on the sequencing depth used in the study, extremely
rare  variants  (singletons,  duplicons)  can  remain  undetected.
Although,  this  is  a  mild  type of  ascertainment  bias  compared to
genotyping technology, it can certainly affect SFS-based selection
tests. For genotyping-based data, population differentiation methods
may  present  huge  error  rates  if  the  SNP discovery  process  was
focused in only one population. On the other hand, the artifactual
excess of common variants inherent of the technology is going to
affect SFS-based methods as well. Even for LD-based methods, the
use  of  tagSNPs (SNPs  representing  LD  blocks)  will  bias  those
methods  relying  on  the  calculation  of  extended  homozygous
haplotypes. However, some new genotyping chips can correct some
of these problems by explicitly modeling SNP discovery, such as
the Human Origins chip. In contrast, for sequencing-based data, the
rare  variant  bias  can  be easily  compensated  after  modeling  it  in
simulations.

Demographic dynamics: some demographic processes can lead to
polymorphisms patterns expected under a selective sweep. Since all
the genome is  expected  to be affected by the same demographic
processes,  one  strategy  is  to  use  the  genome-wide  empirical
distribution  of  a  given  selection  test  to  assess  significance  of  a
putative region under selection.  However, this strategy requires  a
priori assumption  about  the number of  regions one expect  to  be
under  selection.  The  second  approach  requires  to  simulate
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population-specific demographic models using the neutral genomic
model. This way, significance thresholds can be properly used for
assessing  significance  of  the  selection  tests  applied.  Population
substructure is one of the demographic processes that can lead to
strong  biases.  In  the  case  of  SFS-based  tests,  population
substructure increases the number of intermediate alleles present in
the sample.  For example,  Tajima’s  D will  show higher  scores as
more  differentiation  is  accumulated  between  the  two
subpopulations.  For  LD-based  methods,  population  substructure
will also cause some distortions, since several haplotypes will be
segregating independently, reducing the expected LD in a region.
Migration is another factor biasing a selection analysis. Population
differentiation tests will lose their power as more migration occurs
between the two population analyzed. Similarly, an excess of rare
variants brought in by migrants (or population expansion) may bias
those  methods  based  on  site  frequency  spectrum  patterns,  like
Tajima’s  D or  Fay and Wu’s  H.  Population  bottlenecks  can also
distort  the  expected  SFS  by  removing  alleles  at  low  frequency,
which  will  affect  tests  such  as  Tajima’s  D.  Finally,  founder  or
colonization effects will increase genetic drift driving population to
high  differentiation  and  rapid  fixation  of  neutral  alleles.  Gene
surfing is a common phenomenon in colonizing populations: those
individuals  at  the  front  line  of  the  expansion wave will  produce
more offspring, increasing the frequency of some haplotypes, and
mimicking haplotype patterns expected in a selective sweep.

Background  selection:  background  selection  is  the  effect  that
genetic  hitchhiking  produce  in  neutral  mutations  from  nearby
negatively selected variants. Similarly to a selective sweep, when a
deleterious  allele  is  removed  in  a  population  due  to  purifying
selection,  all  the  alleles  linked  to  the  haplotype  carrying  this
mutation will be removed as well. Because of recombination, this
background  selection  effect  is  decreased  with  distance  from the
deleterious mutation. As expected in a selective sweep, this process
leads to a diversity reduction in regions of low recombination rate
(Figure 16). 
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Figure  16.  Scaled  diversity  in  CEU  population  for  different  nucleotide
substitutions in protein-coding genes (Hernandez et al. 2011).

Since purifying selection is expected to be strong in protein-coding
genes, the effect of background selection usually appears in regions
with  a  high  density  of  protein-coding  genes.  Nonetheless,  many
non-coding regions show high levels of conservation among closely
related species, so one should expect background selection affecting
them as  well  (Hernandez  et  al.  2011).  The effect  of  background
selection in positive selection studies can be controlled using the
density  of  protein-coding  genes  and  low  recombination  rates  as
proxies. However, a recent study on this topic shown that LD-based
methods,  such  as  iHS  or  XP-EHH,  are  robust  to  background
selection (Enard et al. 2014).

Recombination landscape:  recombination rate, or more precisely,
fine-scale  recombination  rate  variation,  can  bias  the  inference  of
selection in a region. Recombination landscape is not a confounding
factor  per  se,  but  it  can  generate  false  negative  situations.  If  a
selective  event  occurs  in  a  region  between  two  recombination
hotspots,  EHH-based  method  will  show  high  scores  in  all  that
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region.  On  the  contrary,  if  a  selective  event  falls  within  a
recombination  hotspot,  the  extended  haplotype  signal  will  be
reduced  notably,  decreasing  the  power  of  the  method  to  detect
selective  sweeps.  Site  frequency  spectrum  methods  can  also  be
highly  influenced  by  the  recombination  map  because  of  the
window-based strategy used in this family of methods. Big regions
encompassing  several  recombination  hotspots  will  dilute  the
inferred  selection  signal,  while  smaller  ones will  fail  to  obtain a
complete SFS for that region. Ideally, window size should take into
account  the position  of  relevant  recombination  hotspots,  and use
them as natural  boundaries for the window size.  In practice,  this
would mean that all the windows analyzed will have different sizes,
making it difficult to compare the resulting scores. In contrast, SNP-
based  population  differentiation  tests,  such  as  FST or  dDAF, are
quite  robust  to  recombination  variation,  since  they  focus  on
individual SNPs rather than linked variation (Engelken et al. 2014).

Genomic structural variation: it is known that duplicated regions
in the genome undergo gene conversion. Gene conversion generates
an exchange of alleles  between to identical  genomic regions that
lead to an increase of diversity in both copies. This can create an
effect  similar  to  that  of  population  substructure,  generating  an
excess  of  intermediate  alleles  and  the  presence  of  several
haplotypes: SFS-based and LD-based methods will be affected by
this phenomenon. The only way, developed so far, to avoid such
problems  is  to  mask  and  avoid  analyzing  regions  that  show
evidences of genomic duplication.

6.2.    Population and dataset selection

The underlying  population  genetics  models  from which selection
tests  are  designed  define  populations  dynamics  in  an  unrealistic
way.  Panmixia  and  equilibrium  are  assumed,  and  sampling  is
expected to encompass only unrelated individuals. In reality, many
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natural  populations  show  some  degree  of  substructure,  usually
because  of  socially  and  culturally  reasons.  In  addition,  many
populations,  from the New World for example,  are the results  of
recent  admixture  events  that  blended  individuals  of  different
ancestry, somehow distorting equilibrium assumptions. Thus, when
conducting  a  selection  study one should avoid using admixed or
substructured  population,  unless  these  dynamics  are  modeled
explicitly  and correctly  taken into  account  by means of  accurate
simulations. 

Sampling  must  be  rigorous,  and  individuals  presenting  up  to  5
degrees of kinship (second cousins) should be always avoided. A
posteriori  kinship  analysis  of  the  samples  must  be  always
conducted,  and those individuals  showing high degree of kinship
need to be removed. 

Dataset selection is also a very important factor to take into account.
As described above, genotyping-based data usually presents many
biases that can affect a selection analysis, so it is a technology that
should be always avoided, and when not possible, try to correct for
the problems it presents. Instead, high-depth sequencing data should
be used to obtain high quality datasets that will simplify the whole
study.

Additionally  to  the  polymorphism  data  extracted  from  the
population, it is desirable to estimate or use information about the
ancestral  state  of  each  of  the  used  SNPs,  since  some  important
selection tests rely on this information.  Similarly, in order to use
haplotype-based selection tests, the population data must be phased
and  recombination  maps  calculated.  Sample  size  is  also  an
important  factor  to  take  into  account.  In  general,  a  sample  size
bigger than or around 50 diploid individuals should be used. This
number  of  individuals  will  generally  allow to obtain  precise  site
frequency distributions, and facilitate the phasing process.
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6.3.    Use of appropriate selection tests 

Different  selection  tests  present  different  sensitivities  towards
different  selective  events.  Thus,  if  one  wants  to  focus  in  recent
selective  events,  LD-based  tests  should  be  preferentially  used.
Instead,  for  older  events,  SFS-based  methods  are  better  suited.
Cross population tests are great to detect selective sweeps that have
happened in only  one of  several  populations  analyzed.  For  SFS-
based tests, a common window size must be decided. This is not a
trivial decision, and ideally, it should be small enough to localize
the selection signal without diluting it, and big enough to reduce the
score variance and increase the power to detect the signal. Window
sizes from 25 Kbp to 100 Kbp have been traditionally used.

Another relevant factor is computational effort. Some selection tests
require  few computational  resources  to be calculated,  like  FST or
Tajima’s D, while others may need thousands of hours in computer
clusters in order to apply them genome-wide, such as iHS or XP-
EHH. Sample size also has a huge influence in computation time for
tests based on haplotypes. 

Finally,  another  factor  to  take  into  account  is  the  presence  of
missing  data.  For  both  genotyping  and  sequencing  data,  it  is
common to obtain missing data due to hypothetical low power to
call  a  genotype  in  a  given  individual.  This  leads  to  missing
genotypes for specific individuals that could hamper the use of that
site  in  the  analysis.  However,  some  selection  tests  can  be
implemented to tackle missing data, while others must avoid it at all
costs. One solution for such tests is to impute the genotype of those
sites  using  sophisticated  algorithms  that  take  into  account  the
linkage disequilibrium patterns observed in the population, although
it is not always advised. 
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6.4.    Significance through the outlier approach

Once a genomic region (or the whole genome) has been scanned
with  a  selection  test,  significance  of  selection  scores  must  be
evaluated. Two different approaches exists to do so. The first one,
called  empirical  approach,  is  easy to  apply  and does  not  require
further  analysis.  It  consists  in  calculating  the  whole-genome
distribution of the selection scores, and pick those scores considered
outlier (Figure 17).  One simply assumes that those outlier regions
are  target  of  selection.  However,  it  wrongly  assumes  that  a
percentage of the genome is under selection, for example a 1%, and
it does not evaluates the power of the test to detect true selective
sweeps.

Figure 17. The “outlier” approach in natural selection studies (Akey 2009).

The other approach is based on simulations, and provides a perfect
framework  to  evaluate  the  significance  and  the  power  of  the
selection tests used. It also uses the outlier approach as means to
evaluate  significance,  but instead of using the empirical  genome-
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wide  distribution  of  selection  scores,  it  uses  the  distribution  of
scores  calculated  in  neutral  simulated  data.  The  simulation  must
take  into  account  the  demographic  model  of  the  population
analyzed,  and  the  properties  of  the  reference  dataset  should  be
matched,  like  ascertainment  bias,  sample  size,  mutation  rate  and
recombination  map.  Then,  the obtained score distribution  can  be
used as a null hypothesis for the inference of selection. Simulation
of  selective  sweeps  also  allows  to  evaluate  the  power  of  the
selection  tests  to  detect  specific  selective  events  for  a  given
population demography and sample properties. 

6.5.    Interpretation of selection scans

A selection  analysis  normally  culminates  with  a  list  of  genomic
regions  showing  evidences  of  selection.  Ideally,  these  regions
should correspond to individual genomic elements, such as protein-
coding genes. In reality, the inferred regions usually span several
genomic  elements  depending  on  the  hitchhiking  effect  (i.e.
recombination map) and the intensity of the selective event. Unless
there is more than one selective event happening in the region, one
should assume that only one genomic element is driving the signal
of selection.

In such cases, distinguishing the gene (or genomic element) under
selection  may  be  simply  impossible  using  classical  population
genetics  methods.  One  option  is  to  look  for  the  highest
differentiated allele in the region, as it may be the one driving the
hitchhiking  effect.  In  reality,  genetic  drift  and  other  stochastic
processes  could rise or decrease the frequency of  the causal  and
neighboring alleles in few generations, distorting the localization of
the  causal  mutation  using  differentiation  alone.  Furthermore,  for
selective  sweeps that  have reached fixation,  one should expect  a
wide region of homozygous haplotypes, with many alleles fixated in
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the  population.  This  scenario  will  commonly  prevent  the
localization of the causal allele. 

A second option is to apply a “gene-fishing” strategy. This simply
means looking for candidate genes (those on regions with evidence
of selection) for which the biological function is known, and that
can be related to phenotypic differences among populations, as well
as to have a potential effect on fitness. An example of this is the
EPAS1 gene, which presents a specific variant at high frequency in
Tibetans (Yi et al. 2010). This gene is a transcription factor related
to  response  to  hypoxia,  and  the  Tibetan  variant  is  associated  to
erythrocyte  abundance,  which  have  an  influence  to  reproductive
fitness at high altitudes. In “gene-fishing” strategies, all the genes
directly related to disease or phenotypic traits with a clear effect on
fitness, are obvious candidates of adaptive selection. Nonetheless,
this  creates  a  strong  bias  toward  selective  events  produced  by
individual  genes  with  strong  effect  in  extreme  environmental
adaptations. Using this approach it is likely to miss many cases of
polygenic  adaptations,  where  small  selective  sweeps  occur  in
different  genes  involved  in  one phenotypic  trait  (Pritchard  & Di
Rienzo 2010).

Enrichment  of functional  classes is  another  option that  may help
interpret a selection analysis. This approach consists in compiling a
list of genes showing evidence of selection across the genome, to
then check if the list is enriched for some functional category. The
idea here is that selection may have targeted genes involved in one
specific function, so it may be an over-representation of such genes
in  the  list  of  regions  under  selection  compared  to  genome-wide
expectations. This approach is widely used in selection studies due
to  its  simplicity,  however,  it  present  some  major  problems  that
reduce their attractiveness. The first one is the “one sweep, many
genes” problem mentioned above. Since one expect that only one
gene  is  under  selection  in  a  region  with  many  genes  showing
evidences of selection, the enrichment analysis may contain more
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false positive than true positive genes, leading to biased results. The
second  problem  derives  from  the  quality  of  the  databases.  The
functional  annotation  of  many genes  is  done computationally  by
using  homology  analysis  between  several  species,  and  not
commonly validated through functional studies. Additionally, some
functional categories are arbitrary categories that may have nothing
to do with biological and evolutionary functions. These problems
create an obvious bias that surely affect the conclusions that can be
drawn from functional enrichment analyses. 
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II.    OBJECTIVES
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7.    Objectives

The  main  objective  of  the  work  presented  in  this  thesis  is  to
improve  the  way  that  molecular  selection  scans  are  performed
nowadays.  Although  many  positive  selection  tests  have  been
developed during the past two decades, the simulation technology to
properly evaluate them has become available very recently. All the
classical selection tests – those based on site frequency spectrum,
linkage  disequilibrium  and  population  differentiation  –  were
developed  through extensive  theoretical  development  of  classical
population genetics models under very specific conditions (e.g. hard
sweep model).

However, they have never been evaluated simultaneously under an
extensively  set  of  realistic  human  demographic,  genomic  and
selection  models.  Prior  to  the  work  presented  here,  no  other
publication has focused on carefully evaluating up to 21 selection
tests for 3 population-specific human demographies in 45 realistic
selection  scenarios.  Most  of  classical  selection  tests  have  been
usually developed to be sensible  to what is  known as the  recent
strong hard selective sweep, this is a beneficial  de novo mutation
(hard sweep) that reaches fixation in few generations (strong) and
finishes at the present (recent). 

However, this type of selective sweep is likely to represent a very
small  fraction  of  the  selective  events  occurred  throughout  the
human lineage.  In  fact,  the sensitivity  of many selection  tests  to
variations of this classical case of positive selection has remained
unexplored  until  very  recently,  and  it  is  probably  related  to  the
observed  lack  of  consistency  of  several  selection  scans  with
different positive selection tests and/or populations (Akey 2009).
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The present thesis is ultimately devoted to understand the biological
and technical causes of this continued discrepancy among selection
scans,  and  to  propose  an  efficient  solution  to  the  application  of
different positive selection tests in natural selection studies. 

It is worth noticing that the two research articles presented in this
thesis are not focused in describing individual genes under positive
selection. This kind of analysis usually requires extensive functional
analysis  that  must  be  performed  in  a  wet  lab.  Even  though  a
genomic  region  may  show  patterns  that  can  be  exclusively
attributed  to  a  positive  selection  event,  linking  such  selective
sweeps  to  specific  functional  elements  requires  considerable
experimental work or clear functional evidences.

7.1.    Implementation, validation and application
of  state-of-the-art  positive  selection  tests  in
human populations

The  first  part  of  this  thesis  is  presented  as  a  Research  Article
published in the Nucleic Acids Research journal in 2014. The article
focuses on the implementation and validation of 21 state-of-the-art
selection  tests  and their  application  to  genome-wide data  from 3
human populations  of  The 1000 Genomes Project  database  (The
1000 Genomes Project Consortium 2012). The results are presented
through  an  online  genomic  browser  that  allows  anyone  to
interactively explore the selection signals, which can facilitate the
interpretation  of  putative  regions  under  selection.  The  provided
selection browser represent the most complete selection scan carried
out so far in in the selected human populations.

In particular, the article  explores the optimal parameters  for each
selection  test  to  be used in  a  genome-wide selection  scan.  From
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tuning the internal parameters to selecting the best window size for
all the selection tests implemented, this work provides a solid base
to understand the complexity behind any serious positive selection
study,  and  a  efficient  way  to  implement  genome-wide  selection
scans.

7.2.  Combination  of  positive  selection  tests
within a machine-learning framework

The  second  and  main  part  of  this  thesis  is  also  presented  as  a
Research Article and it is currently being revised in a high-impact
journal  of  the  field.  This  work  exploits  the  knowledge extracted
from the previous article about the usefulness and interpretation of
specific positive selection tests, and provides an in-depth evaluation
of  several  selection  tests  within  an  accurate  simulation  and
machine-learning framework.

The main objective here was to develop a new method, finely tuned
with realistic simulations,  to combine 11 state-of-the-art  selection
tests  through an machine-learning approach. We call  this  method
Hierarchical Boosting. Our approach provides a better classification
of  selective  signals  in  human  populations,  beyond  the  classical
strategy  of  selection  vs.  no-selection  outcome.  Hierarchical
Boosting is able to classify positive selection signals into different
selective scenarios according to sweep completeness (fixation of the
selective sweep) and sweep age (whether a selective sweep is recent
or  ancient).  Retrieving  this  information  can  certainly  help  to
interpret the biological importance of the inferred selective event.
Furthermore, the framework is able to assess the relevance of each
selection  test to  detect  specific  selection  scenarios,  and  discard
those underperforming at a given selective scenario. The resulting
genome-wide selection scans have been published online as UCSC
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genome browser tracks, and provide an intuitive and simplified way
to interpret the selection analysis for non-expert researchers.
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III.    RESULTS
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IV. DISCUSSION

105



106



10.    Discussion

As explained in the objectives section, the aim of this thesis was to
(1) implement and evaluate a set of state-of-the-art selection tests
using  accurate  simulations,  and  (2)  use  the  best  performing
selection tests to create a composite approach that improves the way
positive  selection  is  classified  in  positive  selection  studies.
Accordingly, the two works presented at the results section fulfill
both objectives. 

Selection studies are at the heart of human population genetics as
they can help to understand the non-random processes affecting our
molecular evolution. This chapter will focus on discussing several
topics derived from the results of both research articles presented
here. 

10.1.    Implementation and validation of positive
selection tests

Currently,  one  can  find  dozens  of  computational  methods  or
algorithms  aimed  at  detecting  natural  selection  in  population
genetics data. These selection tests can be classified in three main
families  depending  on  the  molecular  patterns  they  are  focus  at.
However,  all  these  methods  have  been  developed  independently,
and they all claim to be the best method to detect natural selection.
The first work presented here implements, evaluates and applies 21
selection  tests  in  population  genetics  data  from  three  human
populations from The 1000 Genomes Project. 
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The  implementation  of  these  21  selection  tests  required  the
collaborative effort from all the coauthors, and implied the design of
a bioinformatic pipeline, as well as the use of several programming
languages, in order to create a framework to analyze empirical and
simulated data. This computational pipeline was implemented for a
computer cluster in order to parallelize all the required steps and
accelerate the analysis.

Figure 18. Summary scores of ZZ statistic along a simulated sequence (600 Kbp)
in  Complete  scenarios  (brown),  Incomplete  scenarios  (red),  Partial  scenarios
(orange) and the Neutral scenario (blue).

With  the  pipeline  implemented,  we  evaluated  which  internal
parameters were the best to increase the sensitivity of each selection
test  at  different  positive  selection  events.  At  this  point,  we used
extensive simulations  of neutral  and selective  sweep scenarios  to
fine-tune the most relevant  parameters  and adjust  the pipeline to
analyze population genetics data from human populations.
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During  the  validation  process,  we  were  able  to  discard  a  set  of
selection tests that were showing low sensitivity to selective sweep
events.  Briefly,  we simulated  a  set  of  different  selective  sweeps
under realistic demographic scenarios, and then we applied all the
implemented selection tests to evaluate their true power. Selection
tests  showing  low or  bad  sensitivity  towards  simulated  selective
sweeps were removed from later empirical analysis. An example of
this  were  ZnS,  Za  and  ZZ  statistics,  that  seemed  incapable  to
highlight the classical “peak” signal at a simulated selective sweep,
and were affected by population demographic history. The results of
this analysis can be found in the Supplementary Material document
from  the  second  Research  Article  presented  above,  which  is
attached at the end of this thesis. Figure 18 is one notable example,
as it shows ZZ score along a simulated sequence. 

Figure 19. Fu's  F score distribution in neutral simulations (blue), genome-wide
empirical  data (yellow),  and a neutral  set  of empirical  regions (green) for  the
CEU population from The 1000 Genomes Project. 
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Another  validation  step  consisted  in  comparing  the  scores
distribution  of  each  selection  test  at  neutral  simulations  and
empirical data. Since most of the genome is expected to be evolving
mainly under neutrality, the comparison between both distributions
can give an idea of its performance in real data. An example of this
is Fu's F statistic: this statistic was developed by Yun-Xin Fu and it
focuses  on the  deficit  or  excess  of  number of  alleles  in  a  given
genomic region. During the evaluation process we found that the
score distribution of Fu's F at neutral simulations was significantly
different  when  applied  to  empirical  data  (Figure  19).  This
unexpected  finding  prompted  us  to  remove  this  test  from  any
posterior selection analysis.

The  last  validation  step  required  for  the  application  of  positive
selection  statistics  within  a  boosting framework  consisted  in
identifying  and  removing  those  selection  tests  showing  high
correlation  in  simulated  and  real  data. Figure  20  shows  the
correlation analysis among selection tests at empirical data (more
correlation plots can be found in the Supplementary Material of the
second Research Article at the end of this thesis). Wall's B, Wall's Q,
FST, R2 and Fu  & Li's F were removed under this basis.

Previously, the validation of selection tests was usually unattainable
due  to  the  computational  effort  required  to  simulate  neutral  and
selection scenarios at realistic demographic models. Today, this type
of  analysis  is  achievable  and  highly  recommendable.  Evaluating
the selection tests' performance under the evolutionary parameters
expected  to  see  in  real  data  will  certainly  help  to  interpret  the
selection  results.  Nowadays,  any  serious  natural  selection  study
must  contain  a  section  based on simulations  and focused on the
validation of the methods used in the analysis. 
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Figure  20. Correlation  matrix  among  selection  tests  and  other  features  at
genome-wide CEU population data.

10.2.    Visualization of selection analyses within
a genomic context

Once a genome-wide selection analysis is performed, it is necessary
a way to evaluate and interpret the results. Traditionally, a selection
analysis was performed at the small scale level: obtaining sequence
data  was extremely  costly, thus  it  was  focused on re-sequencing
coding regions of genes, for example. I can recall some old studies
in which Tajima's D was calculated using only exonic data, ignoring
the genomic context of a given gene. 
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Today we know that a selective sweep can span several genes, or
target regulatory regions. Because of this, it is necessary to visualize
the results in a genomic context. Online genomic browsers are just
perfect to do so. UCSC Genome Browser is one of the most used
genomic browser world-wide. It is incredibly flexible and fast, and
allows the user to incorporate practically any a type of data in layers
that  can  overlap  with  other  features  of  the  genomic  region  of
interest.

In the two works presented here, the UCSC Genome Browser was
used to visualize and present the results of the selection analysis.
This approach allowed us to identify elements affecting selective
sweep inference, as well as to understand the limitations of selective
sweep scans in real data.

For example, the span of a selective sweep signal depends mainly
on the recombination map of the genomic region where the sweep
takes place. In regions of low recombination rate, selective sweeps
would  appear  rather  gigantic  and  usually  encompassing  several
genes or functional elements. One great example of this is the LCT
gene selective sweep  (Figure 21).  This widely-validated selective
sweep spans around two mega base-pairs encompassing dozens of
protein coding genes. Functional analyses have confirmed that the
causal variant is related with the lactase persistence phenotype, but
for functional enrichment studies, all the genes in the region would
appear  to  be  under  selection,  adding  lots  of  false  positives  and
affecting the conclusions of the study. On the other hand, selective
events happening within recombination hotspots are hard to detect
using  standard  approaches  (Engelken  et  al.  2014),  as  high
recombination  will  prevent  the  creation  of  long  homozygous
haplotypes, and the selective sweep signal will be limited to the size
of the recombination hotspots (usually 1-2 kbp).
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Visualizing  population-specific  selection  analysis  in  a  genomic
browser can help to identify common features between populations:
like selective sweeps that took place independently in two distinct
populations, or old selective sweeps that occurred before the split
between  the  two  populations.  Knowing  the  degree  of  selective
sweep  sharing  among  populations  can  help  understand  their
common population and evolutionary history. 

Figure 21: Visualization of  Hierarchical Boosting results at the  LCT selective
sweep as shown in the UCSC Genome Browser. 

10.3.     Detection  and  classification  of  natural
selection in human populations

The inference of positive selection using population genetics data
usually focuses in determining whether a genomic region exhibits
signals  of  positive  selection  or  not.  However,  different  positive
selection  tests  that  are  theoretically  able  to  detect  such  patterns
usually fail  to  show shared signals  for a  given empirical  region.
While  in  simulation  studies  most of  tests  show similar  power to
detect hard selective sweeps, in real data few of them coincide in

113



pointing common selection signals. This lack of consistency among
tests is explained by their different power to detect different types of
selective  sweeps,  and  their  sensitivity  to  neutral  processes  as
demonstrated in the second work of this thesis. 

Even  within  the  classical  hard  selective  sweep  model  one  can
imagine  parameters  that  can  generate  disparate  patterns  in  a
simulated region. Partial or ongoing selective sweeps will produce a
minor  SFS skew compared to  selective  sweeps  that  had  reached
fixation. Similarly, selective sweeps that occurred in the past will
fail  to  show  long  LD  haplotypes  due  to  the  accumulation  of
recombination events. Furthermore, if other types of selection, such
as  soft  selective  sweeps  or  balancing  selection  (with  different
selection tests presenting different power to detect them), are taken
also  into  account,  such  discrepancies  may  increase  even  more.
Because of this, the strategy of combining significant shared signals
from different  selection tests, as implemented in other  composite
methods  such  as  CMS or  evolBoosting,  will,  in  fact,  reduce  the
power to detect selection.  Such strategy will highlight only those
selective  sweeps  for  which  all  the  implemented  tests  show high
detection  power,  which  generally  means  a  strong  recent  hard
selective sweep. 

In  fact,  the  main  problem  lies  in  considering  the  inference  of
selection as binary outcome (selection vs. no-selection) instead of a
classification problem that should ideally include different modes of
positive  selection  (hard  and  soft  selective  sweeps,  polygenic
adaptation),  balancing  and  purifying  selection,  and,  not  less
important,  all the different parameters affecting them (e.g. age of
onset,  selective  coefficient  and  final  state).  The  Hierarchical
Boosting approach addresses directly to this problem as it seeks to
maximize each test ability to detect different features of the hard
selective  sweep model,  such as  sweep completeness,  and age  of
onset.
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During the comparison of the developed method to other composite
methods,  some  interesting  features  of  each  approach  became
clearer.  SFselect is  not  exactly  a  composite  methods  but  it  uses
simulations to highlight the skew in SFS observed during a selective
event.  Because  SFselect was  trained  with  selective  sweeps  that
already reached fixation, its power to detect incomplete sweeps was
unexpectedly low. However, the potential of this approach is really
promising as can be tuned with any set of simulations, and could be
a  great  selection  method  to  be  included  in  a  hierarchical
classification approach.

The inspiration of the Hierarchical Boosting approach came directly
from the manuscript describing  evolBoosting. This method uses a
single  boosting function  that  is  trained  with  several  selection
scenarios against the neutral one, and in our performance analysis, it
performs almost as good as Hierarchical Boosting. 

One major difference, apart to the pooling of selection scenarios, is
the genome scan strategy. Instead of analyzing only one window at
the time, it uses information from surrounding regions. The idea is
to  catch  the  classical  selection  “peak”  signal  that  theoretically
appears in a region under positive selection. This approach is really
innovative, however it does not take into account the region-specific
recombination map. This way, only those selective sweep that occur
in genomic regions that match the specific features of the simulated
data will show up a being under selection. Figure 22 and 23 show
evolBoosting and  Hierarchical  Boosting in  two  well-known
selective  sweeps  at  the  CEU  population.  While  in  one  case
evolBoosting is  able  to  infer  the  selective  sweep  (Figure  22)  as
detected by Hierarchical Boosting, in the other the signal does not
reach significance (Figure 23).  The reason is simple: the selective
sweep of the later case occurs within two close hotspots that prevent
the selection signal to span a bigger region. Since evolBoosting was
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not  trained  to  take  this  particular  example  into  account,  it
completely fails to detect this selective event.

Figure 22: Hierarchical Boosting and evolBoosting at the OCA2 selective sweep
in CEU population.

CMS is probably the most famous member of this novel family of
composite scores. It was published in a high impact journal and it
had to be the definitive selection test at the time. However, CMS, as
it is defined, do not has power to detect complete sweep signals, as
it needs values for the five SNV selection methods to estimate their
composite  scores.  As shown in the second article,  in  a  complete
sweep scenario, signals of iHS and iHH are simply missing at the
region  under  selection  because  the  derived  allele  has  reached
fixation. Thus, it is not possible to calculate CMS in such events,
although  it  seems  otherwise  in  the  original  publication.
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Furthermore,  the  method  intrinsically  assumes  that  all  the
implemented  methods  have  the  same  power  to  detect  a  given
selective  sweep.  And  it  has  been  demonstrated  throughout  this
thesis that this is not the case.

Figure 23:  Hierarchical  Boosting and  evolBoosting at  the SLC45A2 selective
sweep in CEU population.

10.4.     Relevance of  selection  test  families  in
selective sweep detection

The method presented  in  this  thesis  can  be  used to  evaluate  the
performance of each individual selection test, or family of selection
tests, at detecting different types of selective sweeps. Accordingly,
we  found  that  to  highlight  selective  sweeps  that  have  reached
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fixation, the selection methods positively correlated are, in order of
importance,  XP-EHH,  dDAF, Fu  and  Li's  D,  Omega,  and  CLR.
Conversely, the statistics negatively correlated to a fixated selective
sweeps are iHS, XP-CLR, and Fay and Hu's H*. For incomplete (or
ongoing) selective sweeps the best selection tests are iHS, XP-EHH
and dDAF. From a temporal point of view, XP-EHH and Fu and Li's
D  seem  to  highlight  recent  selection  signals,  while  dDAF  and
Tajima's  D  show good  sensitivity  to  ancient  ones.  The  obtained
relevance for each selection method is also in agreement to previous
literature  (Sabeti et al. 2006). Finally, it is worth noticing that the
three  populations  showed  very  similar  boosting function
coefficients in all the cases, indicating that the method must be quite
robust to continental human demography.

10.5.     The hard  vs. soft  sweep hypothesis in
human evolution

Overall we find objectively few number of hard selective events in
the analyzed human populations.  Recent studies also suggest that
hard  selective  sweep  have  not  been  common  in  recent  human
population  history  (Hernandez  et  al.  2011).  We also  report  even
fewer selective events (~13-fold and ~15-fold reduction) in African-
ancestry  populations  (YRI)  than  Out-of-Africa  populations  (CEU
and CHB, respectively). A low number of selective events in several
African populations were also reported in Granka et al.  (Granka et
al.  2012).  The authors hypothesized  that  this  lack of hard sweep
signals might be attributed to (i) the SNV ascertainment bias present
in the array data they used in their studies or (ii) the use of positive
selection tests that have putatively less power in African-ancestry
populations because of particular genomic features (i.e. shorter LD
or  higher  diversity).  Our  study  is  able  to  circumvent  both
methodological caveats since (i) it relies on sequencing data without
explicit  ascertainment  bias  to  a  specific  population,  and  (ii)  the
Hierarchical Boosting framework shows greater power to uncover
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selective events for African-like demographies than Out-of-Africa
ones. Considering that there are no biological reasons for African
populations to have suffered from less selective pressure than Out-
of-Africa populations (even if settlement in new areas would imply
some  very  specific  and  interesting  adaptations),  we  propose  a
scenario in which selection acted on standing variation. 

It  is  possible  that  this  difference  is  due  to  selection  acting  on
standing variation segregating in African-ancestry populations (soft
sweep), rather than  de novo mutations (hard sweep). Furthermore,
the  Out-of-Africa  human  diaspora  likely  occurred  through  serial
founder effects, a specific case of population bottlenecks. (Wilson et
al. 2014) recently showed that population bottlenecks can bring a
soft  selective  sweep  to  generate  molecular  footprints  that  are
expected under the hard sweep model (hardening of soft sweeps). In
fact,  under  this  demographic  scenario,  it  is  likely  that  a  unique
haplotype carrying the standing favored mutation is sampled during
a  strong  bottleneck  event  (Messer  &  Petrov  2013).  This  would
imply that complete hard sweep signals (even though they started as
soft sweep) should be more frequent in Out-of-Africa populations,
as observed in this study. However, it could also be true that less
selective  events  are  seen  in  African  populations  because  of
regularity in environmental pressures.

Unfortunately, the coalescent software used in this study does not
allow  the  implementation  of  selective  scenarios  on  a  standing
variant.  Therefore,  we  could  not  assess  whether  the  hard  sweep
signals  observed  in  Out-of-Africa  populations  are  driven  by
selective sweeps on  de novo or  standing mutations,  (hard or soft
sweeps, respectively). However, this study shows that hard sweeps
have definitely not been common in African populations (or at least
in the Yoruba population studied here), and underlines the crucial
role of demography in understanding human adaptation.
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10.6.    Perspectives

The  presented  framework  offers  a  unique  and  powerful  way  to
detect regions in the genome that have been evolving under positive
selection in a more reliable way than many lists produced by single
selection tests or even some other existing composite methods. It
also  distinguishes,  in  many  cases,  the  final  state  (Complete  /
Incomplete) and, in some cases, the relative age (Ancient / Recent)
of  a  given  selective  event.  Our  framework  implementation
emphasizes  the  minimization  of  false  positive  results,  even  if  it
implies a relative important number of unclassified regions. Thus,
although  it  cannot  achieve  a  full  detection  of  selection,  it  gives
strong support to the cases in which positive selection is detected. 

Furthermore, it is known that the actual selection landscape is much
more complex than the one described in this study. Future works
should  implement  an  equivalent  software  package  that  could
potentially improve the method developed here. Some new forward-
in-time  simulators  reduce  the  restrictions  imposed  by  coalescent
simulators while preserving reasonable computation times  (Messer
2013;  Hernandez  2008).  They can  also  work  with  more  realistic
demographic  models  (e.g.  exponential  growth)  while  simulating
different types of selection (hard and soft selective sweeps, as weel
as  balancing  and  purifying  selection)  without  restrictions  (e.g
population effective size changes or migration). Incorporating new
selection  tests  to  detect  soft  sweeps  and  balancing  selection
(DeGiorgio et  al.  2014; Ferrer-Admetlla et  al.  2014; Garud et al.
2015), and remove those that underperformed in our study, should
be  also  necessary  to  improve  the  presented  method.  Evaluating
other  machine-learning  classification  algorithms  that  could
potentially  overcome  the  boosting-based  hierarchical  strategy
described here is another possibility to improve the method.
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The definitive objective should be to obtain composite scores that
optimize each selection test ability to differentiate various types of
selection  (positive,  negative,  balancing),  and  the  parameters
affecting  them  (e.g.  age  of  onset,  intensity  or  final  state).  This
strategy should allow to build a better classification map of natural
selection for real populations that  could be potentially  applied to
any human population, and provide a complete and comprehensive
picture of how natural selection has affected our genome.
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